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Abstract

This thesis is a monograph on Markov chains and deterministic approximation schemes that

enable the quantitative analysis thereof. We present schemes that yield approximations of the

time-varying law of a Markov chain, of its stationary distributions, and of the exit distributions

and occupation measures associated with its exit times. In practice, our schemes reduce to

solving systems of linear ordinary differential equations, linear programs, and semidefinite pro-

grams. We focus on the theoretical aspects of these schemes, proving convergence and providing

computable error bounds for most of them. To a lesser extent, we study their practical use,

applying them to a variety of examples and discussing the numerical issues that arise in their

implementation.
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me eñsenó lo que es la serenidad.

7



Contents

List of Figures 11

Acronyms 12

1 Introduction 13

1.1 Notation and preliminaries . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 20

2 Markov chain theory 26

2.1 Markov processes and their qualitative behaviour . . . . . . . . . . . . . . . . . . 28

2.2 Discrete-time Markov chains . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 32

2.2.1 Examples . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 36

2.2.2 Hitting times, and the class structure of the chain . . . . . . . . . . . . . 38

2.2.3 More on hitting times: exit distributions and occupation measures . . . . 39

2.2.4 The stationary distributions and the Doeblin Decomposition . . . . . . . 43

2.3 Continuous-time Markov chains . . . . . . . . . . . . . . . . . . . . . . . . . . . . 46

2.3.1 Stochastic reaction networks . . . . . . . . . . . . . . . . . . . . . . . . . 52

2.3.2 Hitting times and the class structure of the chain . . . . . . . . . . . . . . 55

2.3.3 More on hitting times: exit distributions and occupation measures . . . . 57

2.3.4 The stationary distributions and the Doeblin Decomposition . . . . . . . 65

2.4 Foster-Lyapunov criteria . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

2.4.1 The discrete-time case . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 68

2.4.2 The continuous-time case . . . . . . . . . . . . . . . . . . . . . . . . . . . 70

2.5 Concluding remarks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 74

3 The exit time finite state projection (ETFSP) scheme 77

3.1 The ETFSP scheme . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 79

3.2 A probabilistic perspective of the FSP scheme and a proof of its convergence . . 82

3.3 The theoretical properties of the ETFSP scheme . . . . . . . . . . . . . . . . . . 89

3.4 Time until extinction of a bacterial colony . . . . . . . . . . . . . . . . . . . . . . 94

3.5 The discrete-time case . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 95

3.6 Concluding remarks . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 99

4 Bounding the moments of Markov chains via semidefinite programming 101
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1 Introduction

This thesis is a monograph on Markov chains1, the problem of their analysis, and deterministic

approximations schemes developed to tackle this problem. Let’s take this sentence apart:

Markov chains: By a Markov chain, we mean a time-homogeneous Markov process that takes

values in a countable state space. We consider both the discrete-time and the continuous-time

cases. In the latter, we restrict our attention to minimal chains with stable and conservative

rate matrices.

Our motivation behind the study of these chains is their real-life use. They are employed

as models in an astonishingly wide range of scientific and engineering disciplines. These include

chemical physics [198, 229, 82, 67], computer science [119], cellular biology [82, 5, 118], queueing

theory [10, 160], neuroscience [4], economics [8], epidemiology [82, 88], quantum optics [148],

bioinformatics [118], operations research [160], pharmacokinetics [82], medicine [118], machine

learning [233], and ecology [67, 82, 88]. More generally, mathematical models are a pillar of both

the scientific method and modern engineering techniques. Regarding the former, models allow us

to test our hypotheses inexpensively and to infer information regarding the unobservable aspects

of physical phenomena from the observable ones. Regarding the latter, models drastically cut

down the monetary, time, and human cost of design cycles and, by doing so, make technical

ventures feasible when they otherwise would not be.

“Essentially, all models are wrong, but some are useful.”

George Box in Empirical Model-Building and Response Surfaces.

A model is no more useful than it is tractable. If a model is so complex that we cannot

extract any information from it, then its utility in guiding our real-life decisions is null. A trade-

off between the practitioner’s desire for faithful representations of real life with the theoretician’s

desire for tractable models is always necessary. Markov processes are often deemed to be a good

comprise in this respect. While still flexible enough to be appropriate in many contexts, their

basic theory is very mature (at least when it comes to the time-homogeneous case), we know

what range of behaviours they exhibit, and, in many cases, we know how to discriminate between

the possible behaviours in practice. However, quantifying these behaviours is a task that often

still proves elusive to this day.

1except for Chapter 7 where we briefly venture into the uncountable state space case.
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The problem of analysis: Broadly speaking, analysing a model amounts to predicting its

behaviour (or a particular aspect of interest thereof) from the model’s definition. It is the

foundation on which any real-life use of a model builds on. Such a use involves a modelling

process and, often, one of control too. Modelling, or fitting, consists of amending the model’s

definition so that its behaviour is consistent with what we have observed of the phenomenon

that we wish to study. It reduces to iterated analysis: we predict the model’s behaviour given

the current definition, compare the predictions to the data gathered in real life and, based on

this comparison, we alter the model so that it better emulates the phenomenon; repeating this

process until the predictions match the data satisfactorily well. We then hope that the model

not only behaves like the phenomenon in the aspects that we have observed but also in those

that we have not. In this way, a good model enables us to extrapolate the data we have gathered

so far and to predict how the phenomenon will behave in untested circumstances (especially,

circumstances that are costly, dangerous, or outright infeasible to investigate).

In engineering applications, we are often not interested in predicting how the phenomenon

will act in unfamiliar circumstances or filling in gaps in our knowledge as much as we are in

controlling the phenomenon. By controlling we mean influencing the physical process so that it

behaves in a desired manner. Using an (already fitted) model to this end consists of modifying

the model’s definition to reflect a potential real-life action that we could take to control the

phenomenon, predicting the modified model’s behaviour, and comparing these predictions to

the desired behaviour; repeating this procedure until we find an action that makes the predicted

behaviour match the desired one. At this point, we undertake this action in real life and see if

it works. In other words, control problems also consist of iterated analysis problems.

Figure 1

Markov chains are defined in terms of a one-step matrix (in discrete-time) or a rate matrix

(in continuous-time) and an initial condition. The one-step/rate matrix describe where the

chain will go next given where it is now while the initial condition describes where the chain is

14



at the initial time. The analysis problems that we consider in this thesis amount to answering

questions of the following type:

Q1: Where will the chain be at a prescribed point in time?

Q2: When does the chain exit a given set, or domain, of interest, and what part of domain’s

boundary does it cross while exiting?

Q3: In the long-run, which parts of the state space will the chain visit and how often?

In the field’s jargon:

Q1: What is the law of the chain at the prescribed point in time2?

Q2: What is the exit distribution associated with the exit from the domain?

Q3: What are the stationary distributions of the chain?

As we discuss in Chapter 2, answering each of these questions amounts to finding the solutions

of a set of linear equations and inequalities of one type or another. Unfortunately, no analytical

expressions of these solutions can be obtained for the majority of chains, and we must resort

to numerical methods. These equations and inequalities involve as many variables as there are

states in the state space and a comparable number of equations and inequalities. If the state

space is infinite, or even just large, direct numerical computation of these solutions is infeasible,

and we must settle for approximations thereof. The end goal of this thesis is to study and

develop reliable and systematic schemes that yield approximations of the distributions featuring

in Questions Q1–3. In doing so, we aim to equip practitioners with the tools required to analyse

these models and, consequently, further enable their use in real-life applications. This said, this

thesis is dedicated to the theoretical aspects of chains and these approximation schemes; we

have largely left their applications and implementations as future work.

Deterministic approximation schemes: Schemes that yield approximations of the distri-

butions featuring in Questions Q1–3 posed above can be grouped into two types: stochastic

schemes and deterministic ones. Stochastic schemes are those for which the approximation

computed is a random object itself; if the scheme is run twice under identical conditions, the

approximations it returns are not identical (although, hopefully, the difference between them is

negligible). The absence of this characterises deterministic schemes; if the scheme is run twice

2For the lack of a better name, we refer to this distribution as the time-varying law so not to conflate it with the

distribution on the path-space induced by the chain sometimes referred to as the law of the process. Some texts

refer to the time-varying law as the “one-dimensional law” of the process.
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under the same conditions, then it yields the same approximation. This thesis is dedicated to

the latter variety.

By and large, stochastic schemes are simulation and Monte Carlo methods. They are recipes

for constructing a random variable known as an estimator that takes values close to the object

of interest. Often, the estimator consists of the empirical average of a number other random

variables whose mean is the object of interest (in which case the estimator is said to be unbiased),

or something close to it. The random variables averaged are sampled independently of each other

whenever possible, or something close to that otherwise. Various laws of large numbers and

generalisations thereof imply that the empirical average converges almost surely to something

close to the object of interest as more and more variables are added to it. In the unbiased and

independent case, it converges to exactly the object of interest and the estimator is said to be

consistent. Of course, in practice only finitely many samples can be drawn, and so the object

computed is only approximate. However, various central limit theorems and generalisations

thereof can be employed to quantify the approximation error. For more on these schemes in

the context of stochastic reaction networks (a type of chain that we discuss in Section 2.3.1)

see [5, Chap.5]. In broader contexts, we find Gareth O. Roberts, Andrew M. Stuart, and their

co-authors to be particularly eloquent orators on these matters [191, 215].

There are two main types of deterministic schemes. Schemes of the first kind, known as

system size expansions, apply to chains which involve large numbers of individuals and large

numbers of interactions between them. Even though the individual (or microscopic) interac-

tions are random, these tend to cancel each other out, and the overall collective (or macroscopic)

behaviour is approximately deterministic. In these cases, the distributions featuring in Questions

Q1–3 tend to be unimodal and narrow so that their means, on their own, provide accurate de-

pictions of the distribution. If this assumption holds exactly, then the means obey deterministic

laws (recurrence equations or ordinary differential equations). The schemes involve replacing the

distributions with their means and computing these using the appropriate deterministic law3.

We do not investigate these schemes in this thesis. On this matter, we like Thomas G. Kurtz

[128, 129, 130, 131, 59].

Deterministic schemes of the second type are the subject of this thesis. In our opinion, they

are formalisations of the following simple idea:

(1.1)
Most Markov chains have many states. However, it is often the case that

only a small fraction of these states are of any significant importance.

3Here, we are giving a very simplistic perspective of system size expansions. There are intermediate levels of these

approximations in which the chains are approximated by other stochastic processes.
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For instance, consider the classical gambler’s ruin problem: a gambler repeatedly bets one pound,

each time a coin is tossed, if it lands on heads she gets two pounds back, otherwise she losses

her pound. Suppose that the coin is not biased in her favour: the probability that it lands on

heads is at most one half. The classical model for this scenario is a biased random walk on the

set of natural numbers N: the walk being in a state x ∈ N represents the gambler having x

pounds in her possession. Famously, regardless of her initial wealth, the gambler will eventually

go bankrupt with probability one. Intuitively, if the gambler starts betting with ten pounds in

her pocket, it is unlikely that she will ever amass a thousand pounds or more. For this reason,

it is ostensibly reasonable to expect that the states past 999 are irrelevant to any question we

may ask about the gambler’s financial prospects. In other words, instead of dealing with the

infinitely many states of the walk’s state space, we only have to focus on 1000 of them, a far

more manageable number. Formally, we say that we are replacing the state space N with its

truncation {0, 1, . . . , 999}.

The difficulty in exploiting (1.1) lies in deciding which states are important for the question at

hand. Even if something seems reasonable based on physical arguments, models are abstractions

of real life and can be far from faithful representations of it. This is particularly prominent in the

context of modelling where the model is not yet fitted. Indeed, many fitting algorithms involve

automated sweeps of parameter sets, and the algorithms can easily step through parameter

values that lead to poor models. Even if the model is well fitted, our intuition regarding the

physical phenomenon of interest can often be lacklustre. For instance, as we will verify in

Example 2.12 of Chapter 2, if the coin is unbiased, then the gambler has a 1% chance of ever

amassing 1000 pounds, a perhaps not so negligible number. The intuition here is that game

is fair, so the gambler has a 1/100 chance of multiplying her starting wealth a 100-fold. This

example underscores the importance taking care when dismissing states as inconsequential. In

this thesis, we address this issue using one or both of the following:

1. Bounds on the object of interest and computable errors: The schemes we study

do not just yield approximations on the object of interest, but also bounds. Combining a

lower and an upper bound on a number of interest quantifies how far each of these is from

the actual number (they are no further away than the difference of the two bounds): an

observation that we exploit in Chapters 4–7. Alternatively, by computing lower bounds

on every entry of a probability distribution, it is possible to calculate exactly the total

variation distance between the unknown distribution and the collection of lower bounds.

We make repeated use of this in Chapters 3, 5, and 6. This error control does not directly

tell us which states to pay attention to; however, if we have made poor choices, then
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it alerts of this fact a posteriori (that is, after running the scheme and computing the

bounds).

2. Moment and tail bounds: The approximation error of the schemes discussed in Chapter

3 is the mass of the tail of a distribution. By tail we mean the part of the distribution

that lies outside of the truncation we have chosen. Suppose that we know one of the

moments of this distribution. Choosing a truncation related to this moment, we can use

Markov’s inequality to bound the mass of the tail (we call these type of bounds tail bounds).

Unfortunately, these moments are typically not computable. However, in Chapter 4 we

explain how to obtain upper (and lower) bounds on them. Replacing such an upper

bound for the moment in Markov’s inequality we recover a tail bound. In this manner,

we can bound the approximation error a priori (that is, before running the scheme) and

our truncation choice is guided by the moment bound. Of course, this a priori error

control comes at the expense of having to compute a moment bound. Along similar lines,

the approximation error of the schemes in Chapter 5 is at least the mass of the tail of

the distribution being computed while that of the schemes in Chapter 6 is at least the

tail bound (these schemes themselves employ a moment bound and a corresponding tail

bound).

As an aside, simulation and Monte-Carlo methods frequently work in circumstances that

truncation-based methods fail because they tend to automatically resolve this issue of which

states are important and which are not. By construction, simulations only visit states that the

chain itself is likely to visit: these are typically the important states.

The task of computing numerical approximations of these typically infinite-dimensional ob-

jects is daunting and involves several levels of approximation. A division of labour is required,

and each of us must choose the level they work on. We draw the line by assuming that sys-

tems of linear ordinary differential equations (ODEs), linear programs (LPs), and semidefinite

programs (SDPs) can be solved exactly. None of these things are true. Philosophically(-ish),

they cannot be; at the end of the day, we cannot carry out the real number arithmetic they

rely on exactly : we are always limited by machine precision. However, the theory behind ODE,

LP, and SDP solvers is very rich: that behind ODE and LP solvers is classical, see [168, 16, 20]

and references therein, while that behind SDP solvers was settled twenty-five years ago in the

renown work [176] of A. Nemirovski and Y. Nesterov on polynomial-time primal-dual interior

point methods for convex optimisation problems. Moreover, ODE and LP solvers are mature

technologies and large efforts to improve all three are ongoing. In our experience, issues at this

level only become noticeable when the problem data is ill-conditioned. Unfortunately, when it
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comes to probability, the numbers involved change orders of magnitude very quickly, and, in

our opinion, this ensures that ill-conditioning is not a rare occurrence. Consequently, this lower

level of approximation that we by and large ignore (aside from the remarks made in Sections

4.3 and 6.3) is very important for the success of these schemes and their practical use.

Thesis structure: In the ensuing section we gather notation that we use throughout the the-

sis. Chapter 2 introduces the chains and discusses the theory we need to answer Questions Q1–3

in practice. In particular, we review descriptions in terms of linear equations and inequalities

of the distributions featuring in these questions. These analytical descriptions are the starting

point of the deterministic approximation schemes discussed in the thesis used to answer Q1–3.

In Chapter 3, we capitalise on the descriptions and develop truncation-based schemes that yield

approximations with controlled errors of the distributions in Questions Q1 and Q2. Chapter 4

discusses semidefinite programming schemes that yield bounds on the moments of the distribu-

tions in Questions Q2 and Q3 (although, we focus on the latter). In Chapter 5, we introduce

truncation-based schemes that can be used to solve countably infinite linear programs (CILPs)

and study the schemes’ theoretical properties. In Chapter 6, we exploit the fact that the ana-

lytical descriptions of Chapter 2 can be rephrased in terms of CILPs and apply the schemes of

Chapter 5 to obtain approximations (accompanied by computable error bounds) of the distri-

butions in Questions Q2 and Q3. Once again, we focus on Q3. Chapter 7 is a short foray out of

the countable state space case that demonstrates that (at least some of) the schemes discussed

in this thesis apply to more general Markov processes than chains. In particular, we present

a scheme analogous to those in Chapter 4 that yields bounds on the moments of the distribu-

tions of Question Q3 for diffusion processes generated by stochastic differential equations. We

conclude the thesis with some parting comments in Chapter 8.

Although this thesis was written to be read linearly, this is not necessary: each chapter

is presented of a self-contained unit beginning with an introduction, a review of the relevant

literature, and delineation of the chapter’s contributions and concluded with a discussion of its

content and future work. We only recommend reading Chapter 2 before Chapter 3, 4, or 6. This

said, readers well-versed in Markov chain theory or that are more concerned with the statement

of the results of later chapters than their proofs may wish to only skim Chapter 2 (in particular,

just to get acquainted with the notation introduced in it). To facilitate the notation/results

look-up process, we have appended an index and a glossary of symbols to the end of the thesis

and a glossary of acronyms to its start.

Throughout the thesis, we assume that the reader is familiar with measure theory, the mea-

sure theoretic foundations of modern probability theory including conditional expectation and
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discrete-time martingales (the last two are only important in Chapter 2). If not, we recommend

[220] and [235]. We also assume that the reader is familiar with the basics of linear program-

ming and semidefinite programming. If not, we recommend [16, 230, 20, 189]. In Chapter 7, we

assume that the reader is familiar with the stochastic calculus for continuous semimartingales

and euclidean-valued stochastic differential equations. Here, we recommend [194].

Publication list: The publications that include material presented in this thesis are:

(Chapter 7) [124] Juan Kuntz, Michela Ottobre, Guy-Bart Stan, and Mauricio Barahona.

Bounding stationary averages of polynomial diffusions via semidefinite programming. SIAM J.

Sci. Comput., 38(6):A3891–A3920, 2016.

(Chapter 5) [125] Juan Kuntz, Philipp Thomas, Guy-Bart Stan, and Mauricio Barahona.

Approximation schemes with computable errors for countably infinite linear programs. In

preparation.

(Chapters 4 and 6) [126] Juan Kuntz, Philipp Thomas, Guy-Bart Stan, and Mauricio

Barahona. Rigorous bounds on the stationary distributions of the chemical master equation

via mathematical programming. arXiv:1702.05468, 2017.

(Chapter 3) [127] Juan Kuntz, Philipp Thomas, Guy-Bart Stan, and Mauricio Barahona. The

exit time finite state projection scheme: bounding exit distributions and occupation measures

of continuous-time Markov chains. arXiv:1702.05468, 2018.

1.1 Notation and preliminaries

Every piece of notation discussed in what follows is employed across all chapters except that for

countable spaces which is not used in Chapter 7.

The symbol := is used to define whatever precedes as whatever follows it, and vice versa

for =:. As usual, N denotes the set of natural numbers, Z that of integers, Z+ that of positive

integers, R that of real numbers, [0,∞) that of non-negative real numbers, (0,∞) that of positive

real numbers, and Q that of rational numbers. Given any natural numbers n and m, Rn denotes

the set of real n-dimensional vectors, Rn×m that of real n × m-dimensional matrices, and Nn

that of n-tuples (α1, . . . , αn) of natural numbers αi ∈ N. We use ||x|| :=
√
x2

1 + · · ·+ x2
n to

denote the euclidean norm on Rn, and we use |x| to the absolute value of a real number x.

Given any functions f, g with domain Ω, we use f ≡ g as a shorthand for

g(ω) = f(ω), ∀ω ∈ Ω.
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Given any subsets A,B of Ω, we use A ∪ B to denote their union, A ∩ B to denote their

intersection, A\B = A ∩Bc to denote the difference of A and B, and Ac := Ω\A to denote the

complement of A in Ω. We define the restriction f|A of f to A to be the function on A defined

by

f|A(x) := f(x), ∀x ∈ A.

We write

1A(x) :=

 1 if x ∈ A

0 otherwise

to denote the indicator function of A, and use the shorthand 1x := 1{x} to denote that of a

single point x ∈ Ω.

In this thesis, we employ the extended real numbers R ∪ {−∞,∞} and the usual rules to

manipulate them. In particular, infinity times −1 is minus infinity

(+∞) · (−1) = −∞,

infinity times a positive number a ∈ (0,∞) ∪ {+∞} is itself

(+∞) · a = +∞,

any real number a ∈ R divided by infinity is zero,

a/(+∞) = 0,

infinity plus a positive number a ∈ R ∪ {∞} is itself

a+∞ := a+ (+∞) = +∞,

and infinity times zero is zero

(+∞) · 0 = (−∞) · 0 = 0.

We also use the typical total order on R ∪ {−∞,∞}: Given a, b ∈ R, a ≥ b if and only if

a− b ∈ [0,∞) and

−∞ ≤ c ≤ +∞ ∀c ∈ R ∪ {−∞,+∞}.

Whenever there is no possibility of confusion we write ∞ for plus infinity +∞. Additionally,

we adopt the convention that the infimum (resp. supremum) of the empty set ∅ is plus infinity

(resp. minus infinity):

(1.2) inf ∅ = +∞, sup ∅ = −∞.

Lastly, we use a∧b (resp. a∨b) to denote the minimum (resp. maximum) of two (extended real)

numbers a, b and bac (resp. dae) to denote the largest (resp. smallest) number in Z∪{−∞,+∞}

no greater (resp. lesser) than a .
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Measure theory: Let (Ω,F) be any measurable space, ρ be a measure on (Ω,F), and f be

a measurable real-valued function on Ω. We occasionally employ signed measures in this thesis.

For this reason, we use ρ ≥ 0 to signify that ρ is unsigned where it may be otherwise ambiguous.

If ρ is unsigned, we say that the integral

ρ(f) :=

∫
f(x)ρ(dx)

is well defined if ρ(f ∨ 0) < +∞ or ρ(f ∧ 0) > −∞. Given any ω ∈ Ω we reserve the symbol δω

to denote the Dirac measure at ω:

δω(A) :=

 1 if ω ∈ A

0 if ω 6∈ A
, ∀A ∈ F .

Given a measurable set A ∈ F we denote the restriction of ρ to A by ρ|A. That is, if

FA := {A ∩B : B ∈ F},

then ρ|A is the measure on (A,FA) defined by

(1.3) ρ|A(B) := ρ(B), ∀B ∈ FA.

Remark 1.1 (Abuse of notation for restrictions). We often tacitly identify the restriction ρ|A

of ρ to A ∈ F – a measure on (A,FA) – with the extension ρ̃|A of ρ|A to (Ω,F) defined by

ρ̃|A(B) := ρ|A(A ∩B), ∀B ∈ F .

With any Borel subset R of Rn we always associate the Borel sigma-algebra B(R) defined

with respect to the usual euclidean topology on Rn. For this reason, whenever we write “ρ is a

measure on R”, we mean that ρ is a Borel measure. Similarly, when we say that a real-valued

function f on R is a “measurable function”, we mean that it is a Borel measurable function.

Note that if R is countable, then B(R) is the power set of R.

The support of a measure ρ on a Borel subset R of Rn is defined to be the largest closed

(with respect to the euclidean topology on R) set C such that ρ(R\C) = 0.

In Chapters 3, 5, and 6 we study numerical schemes that yield approximations the distri-

butions featuring in Question Q1–3. To judge the quality these approximations we will use the

total variation norm on the pertinent vector space of signed measures. Given any measure ρ on

a measurable space (G,G), its total variation norm is defined as

(1.4) ||ρ||TV := sup{|ρ(A)| : A ∈ G}.

Notice that the total variation norm of an unsigned measure ρ is its mass ρ(G) (a simple fact

that we will repeatedly use throughout this thesis).
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The total variation distance ||ρ− ρ̃||TV between two unsigned measures ρ and ρ̃ is the max-

imum discrepancy in the amount of mass that they award to any given set. If ρ is a probability

distribution (for example, a stationary distribution of a chain), then by bounding the total vari-

ation distance between the ρ and an approximation ρ̃ thereof, we can formulate concrete state-

ments of the sort “the probability ρ(A) that ρ awards to any given set A is ρ̃(A) plus/minus, at

most, the bound”. In this thesis, we call total variation between ρ and its approximation ρ̃ the

approximation error .

Countable spaces: In this thesis, we reserve the symbol S for countable sets and 2S to denote

the power set of S. We denote the cardinality of S by |S|. We always topologise S with the

discrete topology such that every subset of S is both open and closed, and every real-valued

function f on S is continuous. We denote the sublevel sets of f by

(1.5) {f(x) < r} := {x ∈ S : f(x) < r}, {f(x) ≤ r} := {x : f(x) ≤ r}

where r is any given real number. We say that f is norm-like (or inf-compact) if all of its

sublevel sets are finite. In this thesis, we will employ S0 ⊆ S1 ⊆ S2 ⊆ . . . to denote a sequence

of increasing (typically finite) subsets of S such that their union ∪rSr is S. The sublevel sets

(1.5) of a function f form such a sequence. These sets are all finite if and only if f is norm-like.

Given a collection {c(x)}x∈S of real numbers indexed by S, we say that the sum

∑
x∈S

c(x)

is well defined if either
∑

x∈S c(x) ∨ 0 < +∞ or
∑

x∈S c(x) ∧ 0 > −∞. We sometimes write cx

as a shorthand for c(x). We use

∑
{f(x)<r}

c(x) :=
∑

x∈{f(x)<r}

c(x)
∑

{f(x)≤r}

c(x) :=
∑

x∈{f(x)≤r}

c(x)

as shorthands for sums over the sublevel sets of f . Similarly, we use

∑
x 6=y

c(x) :=
∑

x∈S\{y}

c(x)

as a shorthand for sums over the state space excluding a particular state y.

Given any measure ρ on (S, 2S) we commit the slight abuse of notation of using ρ to denote

both the measure and its density with respect to the counting measure on (S, 2S). That is, we

write ρ(x) := ρ({x}) for each x ∈ S, so that

ρ(A) =
∑
x∈A

ρ(x),
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for each subset A of S. Using the above notation we have that

ρ(f) =

∫
f(x)ρ(dx) =

∑
x∈S

f(x)ρ(x),

for every real-valued function f on S such that the above is well defined. The support of ρ is

defined as

(1.6) supp (ρ) := {x ∈ S : ρ(x) 6= 0}.

Remark 1.2 (Notation for countable subsets of Rn). In Chapters 2–6, the state spaces of the

chains we consider in our examples are countable subsets of Rn. Because of this, we take a

moment here to reconcile the notation and concepts we have introduced for Borel measures with

those that we have introduced for discrete measures on (S, 2S).

Note that for any countable set C ⊆ Rn,

C =
⋃
x∈C

⋂
n∈N

{
y ∈ Rn : ||y − x|| < 1

n

}
.

Since B(Rn) is closed under countable intersections and unions and contains all open sets, the

above leaves it clear that every countable subset of Rn is a Borel set. In particular, if S ⊆ Rn,

then 2S ⊆ B(Rn) and so we can extend any measure ρ on (S, 2S) to a Borel measure ρ̃ on Rn:

ρ̃ :=
∑
x∈S

ρ(x)δx,

where δx denotes the Dirac measure at x on (Rn,B(Rn)). In other words, ρ̃|S coincides with

ρ, and ρ(f|S) = ρ̃(f) for every Borel measurable function f . Because of this, we often tacitly

identify ρ with ρ̃. The only discrepancy here is a mismatch in our definition of the supports.

The support of ρ̃ may not be the same as that of ρ; it is the closure of the support of ρ. However,

since supp (ρ) ⊆ supp (ρ̃) and the moment conditions we utilise in Chapter 4 for measures on

countable subsets of Rn are only necessary. This discrepancy causes no problems in this thesis,

and we dwell no further on it.

Let H := (h(x, y))x,y∈S be a matrix of real numbers indexed by S. If f is a real-valued

function on S, we write

Hf(x) :=
∑
y∈S

h(x, y)f(y),

whenever the above sum is well defined. If the above sum is well defined for every x ∈ S we say

that Hf is well defined . Similarly, if ρ is a measure on (S, 2S), we write

ρH(x) :=
∑
y∈S

ρ(y)h(y, x),
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whenever the above sum is well defined. If the above sum is well defined for every x ∈ S we say

that ρH is well defined . We define the support of the columns of H analogously as we did in

(1.6) for measures on (S, 2S):

(1.7) supp (h(·, y)) := {x ∈ S : h(x, y) 6= 0}, ∀y ∈ S.

Given a subset A of S, we say that H|A := (h|A(x, y))x,y∈A is the restriction of H to A if it is the

matrix that one obtains by removing the rows and columns of H indexed by elements outside

of A. That is,

(1.8) h|A(x, y) = h(x, y), ∀x, y ∈ A.

Remark 1.3 (Abuse of notation for restrictions: the countable space case). Note that if S is

countable and A is any subset of S, then {A ∩B : B ∈ 2S} = 2A. So the restricted measure ρ|A

defined in (1.3) is a measure on (A, 2A). For countable spaces we often identify ρ|A on (A, 2A)

with its extension to (S, 2S):

ρ̃|A(B) := ρ(A ∩B), ∀B ∈ 2S .

We do this so that ρ|AH|A(x) = ρ̃|AH(x) for all x ∈ A. Furthermore, note that if x ∈ A is such

that

supp (h(·, x)) ⊆ A,

then ρH(x) = ρ|AH|A(x) = ρ̃|AH(x).
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2 Markov chain theory

“Seulement, alors qu’autrefois il suffisait de deux heures d’exposé pour traiter

l’intégrale d’Itô, et qu’ensuite les belles applications commençaient, il faut à présent

un cours de six mois sur les définitions. Que peut on y faire? Les mathématiques et

les mathématiciens ont pris cette tournure. Il est temps de commencer.”

Paul-André Meyer on the dilemma of modern math education in the context of

stochastic calculus [159] (I first encountered this quote in Olav Kallenberg’s impres-

sive book [108]).

This chapter reviews the aspects of the theory of Markov chains that we use in Chapters

3–6: the aspects pertinent to Questions Q1–3 posed in Chapter 1 (where will the chain be at a

prescribed point in time? When and how does it exit a given subset of the state space for the

first time? What parts of the state space does the chain visit in the long run and with what

frequency?). Even though we will begin in Section 2.1 by discussing Markov processes in general,

this chapter is not meant to be a survey the theory of Markov processes. For this, there is an

abundance of far better resources: [59, 108, 161, 162, 163, 193, 194] are our favourites. Instead,

this chapter is intended to be a systematic and (for the most part) self-contained treatment

of Markov chain theory specifically geared towards answering Questions Q1–3. We present

the material at a similar level of technical machinery to that of the treatments in [7, 10, 178]

(three fine books that we recommend). The only prerequisites are a competence with measure

theory [220] and, to a lesser extent, a familiarity with conditional expectation and discrete-time

martingales [235].

In particular, we introduce the distributions relevant to Questions Q1–3 (the time-varying

law, the exit distributions, and the stationary distributions, respectively) and we characterise

each of them analytically. In other words, we take each of these objects that are defined proba-

bilistically in terms of the chain and the underlying probability measure and we derive an equiv-

alent description of the object in terms of the solutions of various equations and inequalities (in

particular, descriptions that involve no probabilistic notions). These analytical characterisations

are the starting point of many of the deterministic numerical schemes discussed in Chapter 1

that are used in practice to compute these distributions (or approximations thereof should exact

computation not be feasible). For example, the schemes of Chapters 4–6 focus on approximating

the solutions of these equations and inequalities (and essentially forget about the origin of these

equations and inequalities), while those of Chapter 3 modify the original chain in such a way

that these equations and inequalities become computationally tractable, solve them, and then
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relate the distributions of the modified chain to those of the original chain.

Our focus on these analytical characterisations and our use of the words “analytical char-

acterisation” are motivated by analogous linear programming characterisations pervasive in the

optimal control literature, see [132, 28, 140, 102, 99, 152, 237, 19] and the many references

therein. These types of characterisations and their use are a cornerstone of optimal control,

have been one of the main driving forces behind the development of high-quality LP solvers4,

and date back to Alan Manne [152], George Dantzig [237], and their contemporaries. Indeed, it

is not difficult to see that each of the characterisations we give in this chapter can be recast in

terms of a linear program (in the case of the characterisations involving a “minimal solution”

one only needs to note that this minimal solution is also the solution with minimum mass). The

characterisations of the stationary distributions in particular can be viewed as a special case

of those used in long-run average cost control problems [54, 102, 103, 136, 132]. Those of the

time-varying law and of the (joint) exit distributions can be viewed as special cases of those

used in finite-horizon cost and first-passage cost control problems [132].

Contributions: The main contribution of this chapter is the aforementioned self-contained

treatment of Markov chain theory relevant to Questions Q1–3. It is written with the idea in

mind that it could be of use to grad students and practitioners interested in answering these

questions for chains they employ as models of physical phenomena. To this end, we have striven

to keep technical complications to a minimum by beginning our study with the algorithmic

constructions typically employed to simulate these chains, we pay more attention to exit times,

exit distributions, and Foster-Lyapunov criteria than other similar treatments [7, 10, 178] do,

and we have taken some extra steps in order not to impose certain assumptions often encountered

in other texts that can be stumbling blocks in practice (for instance, irreducibility of the state

space and boundedness of test functions and of stopping times).

Before beginning a similar exercise in the context of first passage times, Ryszard Syski has

the following to say [216, p.83]:

“The material presented in this section has been known in Markov chains theory

and applications since the early days, and belongs to the folklore of the subject. The

results are scattered in literature, but their clear use may be found in K. L. Chung

[29] ...”

Markov chain theory is a classical and very mature subject; the literature on it is vast. For these

4Solvers these days are advertised as being able to handle hundreds of thousands, if not millions, of variables and

constraints. In our experience, this very much depends on the linear program at hand and if it is well-conditioned.
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reasons, we feel that the above quote (including the citation of Chung’s outstanding book) is

equally as appropriate here as it was in Syski’s book. Many of the results we give in this chapter

can be found verbatim, or close to, elsewhere. In these cases, we give the appropriate citations

along with the result. For those results that we have not found such an exact reference, we try

our best to discuss or at least mention the pertinent texts. However, we may not always have

been successful here due to the size of the literature.

Chapter structure: We begin in Section 2.1 by informally discussing Markov processes in

general and their qualitative behaviour. In Section 2.2, we begin our formal study of Markov

chains with the discrete-time case. We deal with the continuous-time case in an analogous

manner in Section 2.3. Next, we briefly survey Foster-Lyapunov criteria for both cases in

Section 2.4. We close the chapter with Section 2.5 were we discuss how restrictive is the class

of Markov processes we study in this thesis. We have relegated all of the proofs to Appendix A

so that they do not disrupt the reading of this chapter.

2.1 Markov processes and their qualitative behaviour

This thesis revolves around the study of Markov processes. These are collections of random

variables {Xt}t∈T (referred to as processes) indexed by an ordered set T of time points that

take values in some state space, and that satisfy the Markov property. Informally, the Markov

property states that we are equally well equipped to predict what will happen in the future if we

only know what is going on right now (that is, the current state of the process) instead of if we

know what is going on right now and what happened in the past. In our case, the indexing set

will always be either the natural numbers, in which case we say that the process is a discrete-

time, or the non-negative real numbers, in which case we say that it is a continuous-time process.

If the state space is a countable set, we call the process a chain5. A Markov process is said to

be time-homogeneous if the probability that it transitions from any given subset of the state

space to another over a given interval of time depends only on the interval’s length (and in

particular, not on the interval’s endpoints). Using the words “a Markov process” when one

means “a time-homogeneous Markov process” is nearly a tradition in the field as Sir John F. C.

Kingman amusingly pointed out in a lovely talk titled “The Lévy dichotomy in continuous-time

Markov chains” that he gave in 2013 at Imperial College. From now onwards, we will adhere to

this “tradition” (throughout the thesis we only consider the time-homogeneous case).

5To avoid any potential confusion with terminology employed in other texts, we point out here that, even though

this is a popular convention, it is equally as common for authors to call a Markov process a “chain” if it is a

discrete-time process regardless of whether of the state space is countable or not.
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One of the most well understood and extensively studied aspects of Markov processes is their

long-term (or asymptotic or long-run) behaviour. Without getting into technicalities (for these,

we recommend Sean P. Meyn and Richard L. Tweedie’s excellent series of ’92/93 papers [161,

162, 163], or [10] for a less technically involved introduction), the possible long-term behaviours

can be roughly grouped into four types (see also Fig. 2 below):

1. The sample paths of the process diverge to infinity in a finite amount of time. Because

discrete-time processes can only change state once per time value and single step transi-

tions of infinite size are usually not allowed, only continuous-time processes exhibit this

behaviour. In this case, the process is said to be explosive and the time at which this event

occurs is called the explosion time.

2. The process diverges to infinity in an infinite amount of time. In this case, the process is

said to be transient . Processes that are not explosive nor transient are said to be recurrent.

3. The mass of the law of the process escapes to infinity meaning that the probability that

the process is inside any given small subset of the state space tends to zero as time tends

to infinity (or to the explosion time). For example, for Rn-valued processes “small” usually

means compact, while for chains it usually means finite. In this case, the process is said

to be null recurrent .

4. None of the above. In other words, there exists at least one small subset of the state space

from which mass of the law of the process does not escape permanently. In this case, the

process is said to be positive recurrent .

The above can be viewed as progressive levels of stability of Markov processes. In this thesis,

we often focus on the fourth type of behaviour (which we refer to as stable) since it is the one

typically exhibited by Markovian models of real-life phenomena such as those that motivated the

work in this thesis. Or at least, it is often hoped to be exhibited by these models! We find the

argument “the physical phenomenon exhibits no such unstable behaviour, and thus this model

of it cannot either” sometimes given to be flawed. Models are abstractions of real life and can be

far from faithful representations of it. An unstable model of stable phenomena is not something

impossible; it is merely a potential indication of poor modelling choices. Indeed, modelling is

a difficult task and mistakes happen. For this reason, we believe care must be taken to rule

out unstable behaviours even in models of stable phenomena; something that can be done in

practice using Foster-Lyapunov criteria, see Section 2.4, [117, 163, 165], and references therein.

If the process is positive recurrent, then it has at least one stationary (or invariant or steady-

state) distribution. That is, a probability measure π such that if the process initially has law
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Figure 2: The unstable behaviours of a Markov chain. Left panel: A typical sample path of

an explosive chain. Middle panel: A typical sample path of a non-explosive but transient chain. Right

panel: The law of a recurrent but null-recurrent chain.

π (in short, X0 ∼ π), then it is a stationary process (in the sense that its finite-dimensional

distributions are unchanged by shifts in time).

In the positive recurrent case, stationary distributions play an important role for other initial

conditions X0 6∼ π. Various ergodic theorems, or generalised laws of large numbers, tell us that

the time (or empirical) averages of the process converge to averages with respect to stationary

distributions. In particular, in the continuous-time case, we have that for each sample path

{Xt(ω) : t ∈ T}, there exists a stationary distribution π such that

(2.1) lim
T→∞

1

T

∫ T

0
f(Xt(ω))dt =

∫
fdπ,

for all functions f such that the above integrals are well-defined. If T = N, then replace∫ T
0 f(Xt(ω))dt with

∑T−1
t=0 f(Xt(ω)). The stationary distribution in question depends on the

sample path (on its starting location X0(ω) in particular), but not on f . Furthermore, if the

process is aperiodic6 (meaning that regardless of its initial condition, its law does not oscillate

in time), then its law converges to a stationary distribution. Which stationary distribution in

particular once again depends on the initial condition. If there is only one stationary distribution,

then both the time averages and the ensemble or space averages (those with respect to the law

of Xt) converge to the stationary distribution. That is, after enough time has passed

(2.2) time averages ≈ space averages7

For this reason, aperiodic positive-recurrent Markov processes with a unique stationary distri-

bution are said to be ergodic.

6Note that continuous-time Markov chains are always aperiodic, and hence why there often is no mention of

periodicity in texts discussing them. It is the fact that if the chain can transition from a given state to another

in a certain period of time, then it can make that same transition in any given amount of time that makes

periodicity impossible, see Theorem 2.28 in Section 2.3.

7How all these pieces come together, and in particular, this equation was something that I learned from Michela

Ottobre. See also her notes titled “Applied Stochastic Processes”, currently available here (click on the word

“here”!).
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The stationary distributions are intimately tied to the Doeblin Decomposition8 of the state

space. The decomposition expresses the state space as the union of a transient set and a

collection of irreducible sets. The irreducible sets are sets that the process, once inside, cannot

escape from and that do not contain any proper subsets also fulfilling this property (hence the

word “irreducible”, these sets cannot be “reduced” further). The transient set is the remainder

of the state space not included in an irreducible set. It is called “transient” because the process

will eventually leave the set and never return, either by diverging to infinity or by being absorbed

into one of the irreducible sets. If the process is positive-recurrent, then the former is not possible

and, thus, the process will eventually enter an irreducible set regardless of the initial condition.

If the process enters an irreducible set, then it may never leave the set, unless it escapes

to infinity from inside the set. If the process is positive-recurrent, the latter is not an option.

Additionally, in the positive recurrent case, the time averages converge. Since the process

is trapped in the irreducible set, the time averages must converge to averages with respect

to a stationary distribution whose support is contained in the set. In other words, in the

positive-recurrent case, each irreducible set has at least one stationary distribution with support

contained inside of it. The irreducibility of these sets further implies that there is no more

than one such distribution and that it has support on the entire set. It is known as the ergodic

distribution associated with the irreducible set. In summary, the stationary distribution π

appearing in (2.1) is the ergodic distribution of the irreducible set that the sample path t 7→

Xt(ω) eventually enters.

As mentioned before, if the process is positive-recurrent and aperiodic, then its law converges

to a stationary distribution. This distribution is just the weighted combination of the ergodic

distributions where the weight given to each one of these distributions is the probability that the

process ever enters the irreducible set associated with that ergodic distribution. Consequently,

if the initial condition is confined to an irreducible set, we recover (2.2), hence justifying the

name “ergodic distributions”.

The fact that, in the positive-recurrent case, the stationary distributions determine the long-

term behaviour of Markov processes is the main reason for our interest in them. In Chapters

4–7 we develop methods that yield bounds on these distributions, or averages thereof. For this

8Named after Wolfgang Doeblin who first established it for discrete-time Markov processes with general state

spaces in [43]. Doeblin was a student of Paul Lévy’s with a fascinating story [89]. For instance, famously, before

his death at the age of 25, several years before Kiyosi Itô’s published his renown work on SDEs, and while on

the front lines of WWII, Doeblin wrote a series of notes which, among other results, included a time-change

representation of one-dimensional SDEs [22]. These notes were mailed to the Academy of Sciences in Paris where

they remained sealed in their envelope for the ensuing 60 years (until ‘00)!
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reason, the methods discussed in Chapters 4–7 provide quantitative information regarding the

long-term behaviour of Markov processes. A secondary reason for our interest in the stationary

distributions is that it is often the case that questions regarding other aspects of a Markov process

can be turned into questions regarding the stationary distributions of an auxiliary process.

Consequently, a good understanding of the stationary distributions and the relevant theory

equips one with tools that can be used to deduce facts regarding other aspects of Markov

processes9. An example of this type of approach is the proof of Theorem 2.58 in Chapter 2.

Many texts (e.g., [193, 194, 59]) on Markov processes strive for high levels of generality (a

hard-won accomplishment that the field should be proud of), often enabled by either semigroup

or martingale problem approaches to the study of Markov processes. In this thesis, we do not

aspire to these levels of generality. Instead, we opt to focus on several specific types of processes

that are common in applications and exploit their peculiarities (specifically, the peculiarities of

their state spaces) to develop better approximation schemes. Also, we are firm believers in the

paradigm pervasive in science and mathematics that goes “a thorough understanding of simple

situations is vital to tackle more complicated ones” (see Section 2.5 for more on this). This is

another reason why the focus of this thesis is some of the simplest classes of Markov processes

out there. However, once restricted to these classes, we endeavour for the complete picture and

for results free of esoteric technical assumptions and caveats. Except for Chapter 7, we restrict

our attention to Markov chains (Markov processes with countable state spaces). In Chapter 7,

we briefly venture out of the countable state space setting by considering stochastic differential

equations that take values in euclidean spaces. We begin with our study of Markov chains now.

2.2 Discrete-time Markov chains

The least technically involved type of Markov processes are discrete-time Markov processes on

countable state spaces S, or discrete-time Markov chains (DTMCs), or discrete-time chains for

short. Our starting point is a matrix of one-step transition probabilities or one-step matrix for

short. That is, a matrix P := (p(x, y))x,y∈S of real numbers indexed by S satisfying

(2.3) p(x, y) ≥ 0, ∀x, y ∈ S,
∑
y∈S

p(x, y) = 1, ∀x ∈ S.

When notationally convenient we write pxy instead of p(x, y).

Given an initial condition Z, we construct our chain X := {Xn}n∈N recursively by running

Algorithm 1 below.

9I learned this method of proof by reading the excellent works of Thomas G. Kurtz, Richard H. Stockbridge, and

their co-authors who have employed it for a variety of purposes [132, 59, 28].
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Algorithm 1 An algorithm to construct DTMCs on S = {x1, x2, . . . }
1: X0 := Z

2: for n = 1, 2, . . . do

3: sample Un ∼ uni((0, 1)) independently of {Z,U1, . . . , Un−1}

4: i := 0

5: while Un >
∑i

j=0 p(Yn, xi) do

6: i := i+ 1

7: end while

8: Xn := xi

9: end for

Whenever we discuss DTMCs in this thesis, we fix the underlying measurable space (Ω,F)

to be that on which Z,U1, U2, . . . appearing in Algorithm 1 are all defined. Additionally, we fix

{Px}x∈S to be a set of probability measures on (Ω,F) such that (Ω,F ,Px) is complete and that

under Px

1. {Z = x} occurs almost surely,

2. the random variable Un is uniformly distributed on (0, 1) for each n ∈ Z+,

3. and the random variables Z,U1, U2, . . . are independent,

for each x ∈ S. Such a construction can be carried out using routine tools such as Theorems

12.2 and 26.1 in [193]. For each probability distribution λ on (S, 2S), we define the probability

measure on (Ω,F)

(2.4) Pλ :=
∑
x∈S

λ(x)Px,

so that

Pλ ({Z = y}) =
∑
x∈S

λ(x)Px ({Z = y}) =
∑
x∈S

λ(x)1y(x) = λ(y), ∀y ∈ S,

Pλ ({Un ≤ a}) =
∑
x∈S

λ(x)Px ({Un ≤ a}) = a

(∑
x∈S

λ(x)

)
= a, ∀a ∈ (0, 1), n ∈ Z+.

In other words, the initial condition Z has law λ under Pλ and the random variables U1, U2, . . .

are still uniformly distributed on (0, 1) under Pλ. Similarly, using the Px-independence of

33



Z,U1, U2, . . . , we have that

Pλ ({Z = y, U1 ≤ a1, . . . , Un ≤ an}) =
∑
x∈S

λ(x)Px ({Z = y, U1 ≤ a1, . . . , Ul ≤ an})

=
∑
x∈S

λ(x)Px ({Z = y})Px ({U1 ≤ a1}) . . .Px ({Un ≤ an})

= a1 . . . an

(∑
x∈S

λ(x)Px ({Z = y})

)
= λ(y)a1 . . . an

= Pλ ({Z = y})Pλ ({U1 ≤ a1}) . . .Pλ ({Un ≤ an}) ,

for any y ∈ S, n ∈ Z+, and a1, . . . , an ∈ (0, 1). In other words, Z,U1, U2, . . . are independent

random variables under Pλ as well as under Px. We use Ex (resp. Eλ) to denote expectation

with respect to Px (resp. Pλ).

Given a discrete-time chain X, we use {Fn}n∈N to denote the filtration generated by X.

Explicitly,

(2.5) Fn := the sigma-algebra generated by {X0, X1, . . . , Xn}, ∀n ∈ N,

meaning that Fn is the smallest sigma-algebra contained in F such that X0, . . . , Xn are all

Fn-measurable random variables. An event A ∈ F belongs to Fn if and only if we can deduce

whether it has occurred (that is, whether ω ∈ A) by observing the chain up until time n (that

is, by knowing the values of X0(ω), X1(ω), . . . , Xn(ω)). Similarly, a random variable Y is Fn-

measurable if and only if it can be expressed as a function of the tuple (X0, . . . , Xn) or, in other

words, if we can compute Y (ω) using X0(ω), . . . , Xn(ω). Because of this, Fn formalises the

notion of the set of all information that can be acquired by observing the chain up until time n

and the filtration is viewed as the history of the chain (the idea of filtrations is due to Joseph

L. Doob [46]).

The process X is a Markov chain in the sense that it satisfies the Markov property:

Lemma 2.1 (The Markov property). For any bounded real-valued function f on S and n ∈ N

(2.6) Eλ [f(Xn+1)| Fn] = Eλ [f(Xn+1)|Xn] = Pf(Xn), Pλ-almost surely.

The above lemma, and the ensuing three results (Theorem 2.2, Theorem 2.4, and Lemma 2.5)

can be found in any introductory Markov chain theory book (for instance, [178]). For any state

y ∈ S, Lemma 2.1 tells us that

(2.7) Pλ ({Xn+1 = y}|Xn) = Eλ [1y(Xn+1)|Xn] = P1y(Xn) = p(Xn, y), Pλ-almost surely.

In other words, the probability that the chain transitions from x to y in a single time-step is

p(x, y). For this reason, P is referred to as “the one-step matrix”. Let

(2.8) pn(x) := Pλ ({Xn = x})
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denote the probability that the chain is at state x ∈ S at time n ∈ N if its initial condition had

law λ. Taking expectations of (2.7), we find that the time-varying law p := {pn}n∈N of X is the

unique solution of the recursion

(2.9) pn+1 = pnP p0 = λ, n ∈ N.

This is the first of the analytical characterisations mentioned in the chapter’s introduction that

we will encounter in this thesis. Notice that we have taken an object (p) defined probabilisti-

cally (2.8) in terms of the chain (X) and the underlying probability measure (Pλ) and derived

an equivalent description of the object involving no probability only analytical equations and in-

equalities (namely the recursion (2.9)). This alternative description is what we call the analytical

characterisation of p. For ease of reference, we re-state the above as:

Theorem 2.2 (Analytical characterisation of the time-varying law). The time-varying law p :=

{pn}n∈N of X defined by (2.8) is the unique solution of (2.9).

Moving on, iterating (2.6) and using the tower rule of conditional expectation we obtain an

expression for the joint law of X0, X1, . . . Xn:

(2.10) Pλ ({X0 = x0, X1 = x1, . . . , Xn = xn}) = λ(x0)p(x0, x1) . . . p(xn−1, xn),

for all natural numbers n and states x0, x1, . . . , xn. Marginalising the above, we obtain expres-

sions for the joint law of any finite subset of {Xn}n∈N.

Remark 2.3 (On the construction of X). From the above, it follows that any process X̃ on

any probability space (Ω̃, F̃ , P̃) that satisfies (2.6) with Pλ replaced by P̃ and Fn replaced with

the filtration generated by X̃, and such that P̃({X0 ∈ ·}) = λ(·), has the same law as X does

under Pλ. By “law” here we mean the probability distribution on the space of possible paths

that X samples: the distribution ρ := P̃ ◦ X−1 on the path space (SN, E), where E denotes the

sigma-algebra generated by the cylinder subsets of SN, see [193, Sec.II.27] for details. For this

reason, if we are only interested in the law of the paths of X or functions thereof (such as the

time-varying law), then we are free to choose whatever construction of X we favour the most.

The chain X also satisfies the strong Markov property which says that (2.6) holds at random

stopping times ς instead of just deterministic times n. With our filtration {Fn}n∈N defined

in (2.5), a random variable ς is said to be an Fn-stopping time if it is the time at which a

given event occurs and we can determine whether or not that event has occurred by time n by

observing the chain up until (and including) time n. For example, ς can be the first (or second

or kth) time that the chain enters some subset of the state space of interest, but not the last
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time that it enters the subset. Formally, an Fn-stopping time ς is a random variable on (Ω,F)

taking takes values in N ∪ {∞} such that the event {ς ≤ n} belongs to Fn for each n ∈ N.

Theorem 2.4 (The strong Markov property). Suppose that ς is an Fn-stopping time and let

Fς be the sigma-algebra defined by ς:

A ∈ Fς ⇔ A ∩ {ς = n} ∈ Fn ∀n ∈ N, A ∈ F .

For any A ∈ Fς , l ∈ N, and x, x0, . . . , xl ∈ S

Pλ (A ∩ {η <∞, Xς = x,Xς = x0, Xς+1 = x1, . . . , Xς+l = xl})

= Pλ (A ∩ {ς <∞, Xς = x})Px ({X0 = x0, X1 = x1, . . . , Xl = xl}) .

In later proofs, we also require the martingale characterisation of the chain X.

Lemma 2.5 (Martingale characterisation). If f : S → R and g : N→ R are bounded functions,

then

(2.11) Mn := g(n)f(Xn)− g(0)f(Z)−
n−1∑
m=0

(g(m+ 1)Pf(Xm)− g(m)f(Xm))

is an Fn-adapted Pλ-martingale.

Even though we use the word “characterise” here, we only argue one direction, since this

is all that we will require in our proofs. However, suppose that X is any process on some

probability triplet (Ω,F ,P), that {Fn}n∈N is given by (2.5), and that (2.11) is an Fn-adapted

P-martingale for all bounded f and g. Setting g ≡ 1, conditioning (2.11) on Fn, and using

the properties of conditional expectation one quickly recovers the Markov property (2.6). This

“martingale problem” approach to Markov processes, pioneered by Daniel W. Stroock and S. R.

Srinivasa Varadhan in their study of diffusion processes, was popularised (at least partly) due

to the efforts of Thomas G. Kurtz and his co-authors and has yielded many fruitful results. See

[59] and references therein.

2.2.1 Examples

To make the discussion of the previous section less abstract, we introduce here three examples

that we will revisit throughout the thesis.

Gambler’s ruin: Consider the classical gambler’s ruin problem mentioned in the introduction:

A gambler, say her name is Alice, plays a game with multiple rounds. In each round, a coin is

tossed. If it lands on heads, Alice wins a pound. Otherwise, she loses one. The coin may be
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biased so that the probability that it lands on heads is a ∈ (0, 1). Alice has bad credit; if she

goes broke, then she is not allowed to play any more. Let Xn denote the total wealth of the

gambler after the nth round of betting and X0 denote her initial wealth. Clearly, {Xn}n∈N is a

Markov chain with one-step matrix

p(0, y) = 10(y),

p(x, y) = (1− a)1x−1(y) + a1x+1(y), ∀x ∈ Z+.

Roller coaster rides: Consider the following scenario. One of the rides at an attraction park

is a roller coaster. The roller coaster’s single train has a capacity of C ∈ Z+ passengers and

departs at regular time intervals. At each time of departure, the train is loaded to capacity with

park visitors currently in the ride’s queue (or with all the visitors in the queue if the queue’s size

is smaller than the train’s capacity C). For each natural number n, let Xn denote the number of

people waiting in the ride’s queue right before the nth departure. The number of visitors Xn+1

waiting in the queue right before the (n + 1)th departure is the number Xn there were right

before the previous departure minus the number min {Xn, C} that were loaded on the train on

the previous departure plus the number Wn+1 that arrived since the previous departure:

Xn+1 = max{Xn − C, 0}+Wn+1 X0 := Z, ∀n ∈ N

Assuming that the arrivals occur independently of each other, the number of arrivals Wn+1 has

Poisson law. Visitors are discouraged by long queues; if the queue is very long, they opt to try

their luck in one of the other park’s attractions. To account for this, we assume that

(2.12) Wn+1 := ζn+1a(Xn), a(x) =
CθK

max{C, x}θ
,

where K > 0, θ > 0, {ζn}n∈Z+ is a sequence of i.i.d. random variables with unit Poisson law

Poi1 (·), so that Wn+1 has Poisson law with mean inversely proportional to the θth power of the

current size of the queue. The parameter K = a(0) denotes the mean number of arrivals if the

queue is empty (that is, the maximum mean number of arrivals). Since the first C visitors in

line will be loaded on the next train, we are assuming that visitors contemplating whether or

not to join the queue do not discriminate between queue sizes of 0, 1, . . . , C.

It follows that the chain’s one-step matrix is

(2.13) p(x, y) = Poia(x) (y −max{(x− C), 0}) = e−a(x) (a(x))y−max{(x−C),0}

(y −max{(x− C), 0})!
, ∀x, y ∈ N.

First-order integer valued autoregressive process INAR(1): We will use this simple

example, taken from [1], as a test case of a chain for which each state can be reached in a
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single step from infinitely many others, something that will make a difference for the schemes of

Chapters 5–6. It is known as the first-order integer-valued autoregressive process (or INAR(1)

for short) and it is studied in time-series analysis [1] and in dam theory [115]. The INAR(1)

chain is defined via the recursion

Xn+1 := a ◦Xn +Wn+1, X0 := Z,

where {Wn}n∈Z+ is a sequence of i.i.d. N-valued random variables with law γ and a ◦ Xn is

defined as follows. For each a ∈ [0, 1],

a ◦Xn :=

Xn∑
k=1

ζnk ,

where {ζnk }(n,k)∈N×Z+
is an array of i.i.d. Bernoulli random variables with success probability

a. These variables are also independent of the input sequence {Wn}n∈Z+ . It follows that,

conditioned on Xn, the random variable a ◦ Xn has binomial law with parameters Xn and a.

For this reason, the one-step matrix P is given by

(2.14) p(x, y) = (Binxa ∗γ)(y)

where Binxa denotes the binomial distribution with parameters x and a, and ∗ denotes the

convolution operator. In other words,

p(x, y) =

y∑
z=0

Binxa(z)γ(y − z) =

y∑
z=0

(
x

z

)
az(1− a)x−zγ(y − z).

2.2.2 Hitting times, and the class structure of the chain

The hitting time (or first passage time) σA of a set A ⊆ S is the first time that the chain visits

the set (or plus infinity if the chain never visits the set). Formally,

(2.15) σA(ω) := inf{n ∈ N : Xn(ω) ∈ A} ∀ω ∈ Ω,

where we are adhering to our convention that inf ∅ = ∞. We use the shorthand σx := σ{x} to

denote the hitting time of a state x ∈ S. Since we know whether or not the chain has entered

A by step n if we know which states has visited by this time, σA is an Fn-stopping time, where

{Fn}n∈N was defined in (2.5).

A state y ∈ S is said to be accessible from another state x (or x→ y for short) for X (or for

P ) if Px ({σy <∞}) > 0. Two states are said to communicate if each state is accessible from

the other. It follows from (2.10) that x→ y if and only if there exists some x1, . . . , xl ∈ S such

that

(2.16) p(x, x1)p(x1, x2) . . . p(xl, y) > 0.
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From the above, it is clear that → is a transitive relation on S. A subset C of S is said to be

a communicating class of the matrix P (or of the chain X) if x → y for each pair x, y ∈ C. A

subset A of the state space is said to be closed if no state outside A is accessible from a state

inside A. That is, if for each x ∈ A and y ∈ S, x → y implies that y ∈ A. For discrete-time

chains, the closed communicating classes are the irreducible sets mentioned in the introduction

of this chapter. For this reason, P (and X) is said to be irreducible if the whole state space

S is a single communicating class. We loosely refer to the collection of closed communicating

classes (and the complement of their union) as the class structure of the chain. Note that these

definitions imply that P|C as defined by (1.8) is a one-step matrix on C if and only if C is closed,

and that it is irreducible if and only if C is a closed communicating class.

2.2.3 More on hitting times: exit distributions and occupation measures

This section is (nearly, we explain what the differences are in Remark 2.31) entirely analogous to

its continuous-time counterpart given later (Section 2.3.3). To minimise the amount of repetition,

we will be rather terse here, leaving the running commentary for Section 2.3.3.

Throughout this thesis, we utilise σ to denote the time of first exit (or exit time for short)

of a discrete chain X from a given subset D of the state space:

(2.17) σ(ω) := inf {n ∈ N : Xn(ω)} ∀ω ∈ Ω.

We refer to D as the domain. The exit time is just the hitting time of the domain’s complement

(compare the above with (2.15)) and so it is an Fn-stopping time, where {Fn}n∈N was defined

in (2.5).

With the exit time σ, we associate the exit distribution µ and occupation measure ν defined

by

µ(n, x) : = Pλ ({σ = n,Xσ = x}) , ∀n ∈ N, x ∈ S,(2.18)

ν(n, x) : = Eλ

[
σ−1∑
m=0

1n(m)1x(Xm)

]
= Eλ

[
1x(Xn)

σ−1∑
m=0

1n(m)

]
(2.19)

= Pλ ({σ > n,Xn = x}) , ∀n ∈ N, x ∈ S.

In other words, µ(n, x) is the probability that the chain exits the domain for the first time at

the nth step and that the state it enters once leaving is x. Similarly, ν(n, x) is the probability

that the chain is at state x at time n and that it has not yet exited the domain. The mass of

the exit distribution is simply the probability that the exit time is finite

(2.20) µ(N,S) =
∑
x∈S

Pλ ({Xσ = x, σ <∞}) = Pλ ({σ <∞}) ,
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while that of the occupation measure is the mean exit time

(2.21) ν(N,S) =
∑
x∈S

Eλ [1x(Xm)] = Eλ

[
σ−1∑
m=0

1

]
= Eλ [σ] .

The exit distribution and the occupation measure are tied together by a set of linear equations

as we now show. Without any extra effort we can establish these equations for general stopping

times instead of only for exit times.

Lemma 2.6. Let ς be an Fn-stopping time and (µ, ν) be defined as in (2.18)–(2.19) replacing

σ with ς. The pair (µ, ν) satisfies infinitely many linear equations:

(2.22)
µ(0, x) + ν(0, x) = λ(x), ∀x ∈ S,

µ(n, x) + ν(n, x) =
∑

y∈S ν(n− 1, y)p(y, x), ∀n ∈ Z+, x ∈ S.

The main difference between the case of a general stopping time and that of an exit time

is that the supports of both the exit distribution and the occupation measure are restricted.

Explicitly, at the time of exit, the chain must be outside the domain and so the support of the

exit distribution must be contained outside of the domain. Similarly, before exiting the chain

must be inside the domain and so the support of the occupation measure must be contained

outside of the domain. In other words,

(2.23) µ(N,D) = 0, ν(N,Dc) = 0.

The analytical characterisation of µ and ν that we employ in this thesis follows immediately

from Lemma 2.6 and the above:

Theorem 2.7 (Analytical characterisation of µ and ν). The exit distribution µσ and the occu-

pation measure νσ are given by

(2.24)
νσ(n, x) = 1D(x)p̂n(x), ∀n ∈ N, x ∈ S,

µσ(n, x) = 1Dc(x)(10(n)λ(x) + 1Z+(n)p̂n−1P̂ (x)), ∀n ∈ N, x ∈ S,

where p̂n is defined by the recursion

p̂n+1 = p̂nP̂ p̂0 = λ,

and P̂ := (p̂(x, y))x,y∈S is the one-step matrix given by

(2.25) p̂(x, y) :=

 p(x, y) if x ∈ D

1x(y) if x 6∈ D
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We now turn our attention to the marginals of µ and ν. The time marginal µT of the exit

distribution

(2.26) µT (n) :=
∑
x∈S

µ(n, x) = Pλ

(⋃
x∈S
{σ = n,Xσ = x}

)
= Pλ ({σ = n}) ,

is the distribution of the exit time itself. Technically, as σ may take the value ∞ (indicating

that the chain never exits the domain), the above is the distribution of σ restricted to N.

However, we can recover the full distribution of σ from the above by noting that Pλ ({σ =∞}) =

1 − Pλ ({σ <∞}) = 1 − µT (N). The space marginals µS and νS of the exit distribution and

occupation measure

µS(x) :=

∞∑
n=0

µ(n, x) = Pλ

( ∞⋃
n=0

{σ = n,Xσ = x}

)
= Pλ ({Xσ = x, σ <∞}) ,(2.27)

νS(x) :=

∞∑
n=0

ν(n, x) = Eλ

[
σ−1∑
m=0

( ∞∑
n=0

1n(m)

)
1x(Xm)

]
= Eλ

[
σ−1∑
m=0

1x(Xm)

]
,(2.28)

tell us where the chain exits and where it spends time up until exiting, respectively. Explicitly,

µS(x) is the probability that the chain exits via state x, while νS(x) denotes the expected number

of visits to x that the chain makes before exiting the domain.

Of course, we can obtain expressions for µT , µS , and νS , in terms of p̂n given in Theorem 2.9.

In the case of the space marginals, we can take another approach: summing (2.22) over n ∈ N

we find that the space marginals of the exit distribution and occupation measure associated with

general Fn-stopping times satisfy a set of linear equations:

Corollary 2.8. ([183, Prop.4.1]) Let ς be an Fn-stopping time and (µS , νS) be defined as in

(2.27)–(2.28) replacing σ with ς. The pair (µS , νS) satisfies |S| linear equations:

(2.29) µS(x) + νS(x) = λ(x) +
∑
y∈S

νS(y)p(y, x), ∀x ∈ S.

Using the above, (2.23), and some work, we obtain our analytical characterisation of the space

marginals µS and νS associated with exit times:

Theorem 2.9 (Analytical characterisation of µS and νS). Let µS and νS be as in (2.27)–(2.28).

Then, νS is the minimal non-negative solution of the equations

(2.30) νS(x) = λ(x) +
∑
z∈D

νS(z)p(z, x) ∀x ∈ D, νS(x) = 0 ∀x 6∈ D,

while µS is given by

(2.31) µS(x) =

 λ(x) +
∑

z∈D νS(z)p(z, x) ∀x 6∈ D

0 ∀x ∈ D
.
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The above is mentioned in [113, p.112], but no proof is provided therein. Imposing the irreducibility-

like assumption

Condition 2.10. For each x ∈ D, there exists a y ∈ Dc such that x→ y.

we can rule out other solutions of equations (2.30):

Corollary 2.11. If Condition 2.38 holds and σ is Pλ-almost surely finite, then νS in the only

non-negative solution of (2.86) such that

∑
y 6∈D

(
λ(y) +

∑
x∈D

νS(x)p(x, y)

)
= 1.

As an example of the usefulness of the above characterisation, we can employ it to formalise

the comments made in the thesis introduction (Chapter 1) regarding gambler’s ruin:

Example 2.12 (Gambler’s ruin). Consider the gambler’s ruin chain introduced in Section 2.2.1.

Alice aims to leave the game with K pounds and will carry on playing until she accumulates this

amount of money or until she goes broke and, due to her bad credit, is excluded from the game.

Suppose that X0 ∈ {1, 2, . . . ,K − 1} and consider the problem of computing the probability that

the gambler is successful in her venture. Defining D := {1, 2, . . . ,K − 1} we have that the exit

time σ is the betting round in which Alice goes broke or accumulates K pounds, whichever comes

first. For this reason, µS(K) is the probability that Alice is successful, while µS(0) is that she is

not. The equations (2.30) satisfied by νS read

(2.32)


λ(1) = νS(1)− (1− a)νS(2)

λ(x) = νS(x)− aνS(x− 1)− (1− a)νS(x+ 1), ∀x = 2, . . . ,K − 2

λ(K − 1) = νS(K − 1)− aνS(K − 2)

,

while those (2.31) satisfied by µS read

(2.33) µS(0) = (1− a)νS(1), µS(K) = aνS(K − 1).

If the coin is unbiased (a = 1/2), then multiplying (2.32) by x and summing over x ∈ {1, . . . ,K−

1} yields

E[X0] =

K−1∑
x=1

xλ(x) =
KνS(K − 1)

2
.

The above and (2.33) imply that the probability µS(K) that Alice is successful in her strategy

is E[X0]/K. If she started betting with s pounds in her pocket (λ := δs), then we recover the

classical formula µS(K) = s/K. And so, we have the fact mentioned in Chapter 1, that Alice

has 1% chance of ever amassing a thousand pounds if she initially had ten.
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If the coin is biased (a 6= 1/2), then the middle equations in (2.32) tell us that

νS(x)− νS(x− 1) = α(νS(x+ 1)− νS(x)) +
λ(x)

a
, ∀x = 2, . . . ,K − 2,

where α := (1− a)/a. Iterating the above, we have that

(2.34) νS(2)− νS(1) = αK−3(νS(K − 1)− νS(K − 2)) +
1

a

K−2∑
y=2

αy−2λ(y).

The remaining equations in (2.32) and (2.33) imply that

νS(2)− νS(1) =
1

1− a
(α−1µS(0)− λ(1)), νS(K − 1)− νS(K − 2) =

1

a
(λ(K − 1)−αµS(K)).

Combining the above with (2.34) yields

(2.35) µS(0) + αKµS(K) =

K−1∑
y=1

αyλ(y) = Eλ
[
αX0

]
.

Adding up the equations (2.32), we find that

1 = Pλ ({X0 ∈ {1, . . . ,K − 1}}) =

K−1∑
x=1

λ(x) = (1− a)νS(1) + aνS(K − 1) = µS(0) + µS(K),

where the last equation follows from (2.33). In other words, Alice will eventually either amass

K pounds or go broke (with probability one). Combining this fact with (2.35), we find that

µS(K) =
1− Eλ

[
αX0

]
1− αK

.

If Alice started betting with s pounds (λ := δs), then we recover the classical formula µS(K) =

(1− αs)/(1− αK). From the above, it follows that the probability that Alice’s strategy is unsuc-

cessful is

µS(0) = 1− µS(K) = 1−
1− Eλ

[
αX0

]
1− αK

.

Alice develops a full-blown gambling addiction and abandons her strategy; the only thing now

stopping her betting is bankruptcy. Taking the limit K →∞ in the above, we recover the classical

result that the probability that Alice will now go broke is one unless the coin is biased in her favour

(a > 1/2), in which case it is Eλ
[
αX0

]
.

2.2.4 The stationary distributions and the Doeblin Decomposition

A probability distribution π on (S, 2S) is said to be a stationary distribution of the chain X (or

of P ) if choosing an initial condition with law π makes X a stationary process. By a stationary

process, we mean that the chain’s finite-dimensional distributions are invariant to time shifts:

(2.36) Pπ ({Xn1 = x1, . . . Xnl = xl}) = Pπ ({Xn1+m = x1, . . . Xnl+m = xl}) ,
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for all m, l ∈ N, n1, . . . nl ∈ N, and x1, . . . xl ∈ S. The stationary distributions are those

discussed in Section 2.1 that dominate the long-term behaviour of the chain (as long as it is

positive recurrent). Setting l := 1, n1 := 0, and x1 := x in the above we find that

Pπ ({Xm = x}) = π(x) ∀x ∈ S, m ∈ N,

showing that, if the chain is initialised with law π, then it remains with law π for all time.

Applying (2.9) to the above we find that

(2.37) πP (x) = π(x) ∀x ∈ S,

or πP = π for short. Conversely, marginalising over (2.10) and applying (2.37) yields (2.36). In

other words:

Theorem 2.13 (Analytical characterisation of the stationary distributions). A probability dis-

tribution π on (S, 2S) is a stationary distribution of X if and only if it satisfies (2.37).

The above is well known, see for instance [178, Thrm. 1.7.1] or [10, Thrm. A.I.3.1]. The

classical approach (for instance, see [178, Sec. 3.5] and [10, Sec. A.II.4b]) of deriving conditions

for the existence of these distributions is to use the occupation measures discussed in the previous

section. Indeed, this is one of the most, if not the most, commonly encountered uses of occupation

measures. The main idea is as follows: Let σy denote the hitting time of state y as defined in

(2.15). If the hitting time is almost surely finite, then (the space marginal of) its exit distribution

µS (defined by replacing σ with σy in (2.27)) is the Dirac measure δy at y. If we then fix the

initial distribution λ to also be δy, then Lemma 2.6 tells us that νS = νSP , where νS is the

(space marginal of the) occupation measure of ry (defined by replacing σ with σy in (2.28)). If

the hitting time has finite non-zero mean (recall (2.21)), then we can normalise νS and obtain a

probability distribution π such that π = πP . The analytical characterisation of the stationary

distributions (Theorem 2.13) tells us that π is a stationary distribution of the chain. Of course,

this argument is flawed; if λ = δy, then the chain starts at y and the hitting time of y is trivially

zero. In turn, the occupation measure must be zero everywhere and so the equations νS = νSP

are trivially satisfied regardless of Lemma 2.6. Most importantly, νS cannot be normalised into

a probability distribution.

We can salvage this approach by considering the first entrance time ry of y instead of its

hitting time. It is the first time-step greater or equal to one that the chain visits y:

(2.38) ry := inf{n ∈ Z+ : Xn = y}.

As we can deduce whether the chain has entered y at least once by time-step n by observing the

chain over steps 0, 1, . . . , n, ry is an Fn-stopping time, where {Fn}n∈N is the filtration in (2.5).
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For this reason, Lemma 2.6 also applies to ry. The same argument given above for σy, tells us

that the (space marginal of the) occupation measure νS of ry (defined by replacing σ with ry

in (2.28)) satisfies the equations νS = νSP . This time, however, νS is not a trivial solution to

these equations since

νS(S) ≥ νS(y) = Ey

ry−1∑
n=0

1y(Xn)

 = Ey [1y(X0)] = 1.

We have recovered the typical criterion for the existence of stationary distributions:

Theorem 2.14. If a state y ∈ S is recurrent (meaning that Py ({ry <∞}) = 1), then the

equations π = πP have at least one non-negative solution such that π(y) > 0 and π, as a measure

on (S, 2S) is sigma-finite. Furthermore, if y is positive recurrent (meaning that Ey [ry] < ∞),

then the chain has at least one stationary distribution such that π(y) > 0.

The above has a partial converse:

Lemma 2.15. Suppose that π ≥ 0 is such that π = πP and π(y) = 1. Then π(x) ≥ νS(x) for

all x ∈ S, where νS is the (space marginal of the) occupation measure associated with the return

time ry (defined by replacing σ with σy in (2.28)).

For irreducible one-step matrices, the above can be found in most books on Markov chains,

for instance [10, Lem.A.I.3.5] and [178, Thrm.1.7.6]. In other words, if P has a stationary

distribution π such that π(y) > 0, then

Eλ [ry] = νS(S) ≤ π(S)/π(y) <∞,

that is, the state y is positive recurrent. Moreover, using Lemma 2.15, we can fully delineate how

many stationary distributions a chain can have and their supports too. In particular, enumerate

the closed communicating classes of X as C1, C2, . . . and let T := S\∪iCi denote the set of states

not in one of these classes. The decomposition

(2.39) S =

(⋃
i

Ci

)
∪ T ,

is the Doeblin Decomposition of the state space discussed in Section 2.1. The closed communi-

cating classes Ci are the irreducible sets and T is the transient set .

Theorem 2.16 (The Doeblin Decomposition and the stationary distributions). Let Ci be as in

(2.39).

(i) For each i, there is at most one stationary distribution that has support contained in Ci.

If it exists, this distribution π is known as the ergodic distribution associated with Ci and

it is the case that π(x) > 0 for all x ∈ Ci.
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(ii) Let I be the set of indexes i of the communicating classes Ci of X that have an ergodic

distribution πi. The set P of stationary distributions of X is the set of convex combinations

of the ergodic distributions:

P = conv{πi : i ∈ I} :=

{∑
i∈I

θiπ
i : θi ≥ 0 ∀i ∈ I,

∑
i∈I

θi = 1

}
.

To the best of our knowledge, the above, as presented here, is due to Kai Lai Chung [29, Thrm.

I.7.1]. For another proof see Appendix A. Before proceeding, notice that Theorems 2.13 and

2.16 (ii) give us an analytical characterisation of the ergodic distributions πi. In particular, πi

is the probability distribution satisfying π = πP with support contained in Ci, or equivalently,

the one that maximises π(x) for any x ∈ Ci (or, for that matter, that maximises π(Ci)).

Example 2.17. Consider the roller coaster ride chain with one-step matrix (2.13). Regardless

of the queue size, there always is positive probability of zero arrivals occurring until the next

departure. Consequently, the empty queue state, state 0, is accessible from all other states.

Combining this observation with the fact that supp (p(0, ·)) = supp (PoiK (·)) = N we have that

the chain is irreducible and so Theorem 2.16 tells us that the chain has at most one stationary

distribution.

2.3 Continuous-time Markov chains

Continuous-time Markov processes on countable state spaces S are known as continuous-time

Markov chains (CTMCs) or continuous-time chains for short. They are similar to discrete-

time chains except that the amount of time elapsed between any two consecutive transitions,

known as the waiting time, is an exponentially distributed random variable whose mean is a

function of the current state. Our starting point is a totally stable10 and conservative rate

matrix Q := (q(x, y))x,y∈S . That is, a matrix of real numbers indexed by S satisfying

(2.40) q(x, y) ≥ 0 ∀x 6= y, q(x, x) = −
∑
y 6=x

q(x, y) ∀x ∈ S, q(x, x) > −∞, ∀x ∈ S.

Throughout this thesis, when we write “a rate matrix Q”, we mean “a totally stable and con-

servative rate matrix Q” and, when notationally convenient, we write qxy instead of q(x, y) and

qx instead of −qxx. With each continuous-time chain X, we associate a discrete-time chain Y

that is obtained by sampling X at the points in time that a transition occurs. The chain Y is

10Not to be confused with the notions of stability discussed in Section 2.1. These are completely independent

notions; a chain with a rate matrix that is not totally stable is one that will leave certain states immediately

after entering them, see [193].
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known as the jump chain and its one-step matrix is given by

(2.41) p(x, y) :=

 (1x(y)− 1)q(x, y)/qx if qx > 0,

1x(y) otherwise,
.

Similarly as in the discrete-time case, given an initial condition Z, we construct our chain

recursively by running Algorithm 2 below sometimes referred to as the Stochastic Simulation

Algorithm. This algorithm is often also referred to as the Gillespie Algorithm, after Daniel T.

Gillespie who introduced it to chemical physics literature in his ‘76 article [76] and popularised it

via the physical arguments he gave in [77] on why CTMCs make appropriate models in chemical

physics, see Section 2.3.1 below. The ideas underlying the algorithm (that the jump chain of a

CTMC is a DTMC, and that every waiting time is exponentially distributed) were first clearly

delineated in the ‘40s in a tremendous paper by William Feller [62] and two others [44, 45] (just

as impressive) by Joseph L. Doob. The first implementation of the algorithm was carried out in

1950 by David G. Kendall [114] and its first use in the context chemical physics can be found

in A. F. Anthony Bartholomay’s 1957 PhD thesis [13]. For a more comprehensive bibliography

on this algorithm, see Appendix C of [17]. The algorithm constructs the jump times T0, T1, . . .

and the jump chain Y := {Y0, Y1, . . . }.

Algorithm 2 The Gillespie Algorithm on S = {x1, x2, . . . }
1: Y0 := Z, T0 := 0

2: for n = 1, 2, . . . do

3: sample Un ∼ uni((0, 1)) independently of {Z, ξ1, . . . , ξn−1, U1, . . . , Un−1}

4: sample ξn ∼ exp(1) independently of {Z, ξ1, . . . , ξn−1, U1, . . . , Un}

5: if qYn−1 > 0 then

6: Tn := Tn−1 + ξn/qYn−1

7: else

8: Tn := Tn−1 + ξn

9: end if

10: i := 0

11: while Un >
∑i

j=0 p(Yn, xi) do

12: i := i+ 1

13: end while

14: Yn := xi

15: end for

Whenever we discuss CTMCs in this thesis, we fix an underlying measurable space (Ω,F) on

which Z, ξ1, ξ2 . . . , U1, U2, . . . appearing in Algorithm 2 are all defined and a set of probability
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measures {Px}x∈S on (Ω,F) such that (Ω,F ,Px) is complete and that under Px

1. {Z = x} occurs Px-almost surely,

2. the random variable Un is uniformly distributed on (0, 1) for each n ∈ Z+,

3. the random variable ξn is exponentially distributed with unit mean for each n ∈ Z+,

4. and the random variables Z, ξ1, ξ2 . . . , U1, U2, . . . are independent,

for each x ∈ S. As in the case of discrete-time chains, such a construction can be carried out

using Theorems 12.2 and 26.1 in [193]. For each probability distribution λ on (S, 2S), we define

(2.42) Pλ :=
∑
x∈S

λ(x)Px

Analogous arguments to those ensuing (2.4) show that Z has law λ under Pλ and that 2-4 of

the above list holds if we replace Px with Pλ. As in the discrete-time case, we use Ex (resp. Eλ)

to denote expectation with respect to Px (resp. Pλ).

The continuous-time chain X then is defined by

(2.43) Xt(ω) := Yn(ω) ∀t ∈ [Tn(ω), Tn+1(ω)), ∀ω ∈ Ω.

It is defined only up until the time of explosion

T∞(ω) := lim
n→∞

Tn(ω),

where the limit exist since T1(ω), T2(ω), . . . is an increasing sequence of numbers for each ω ∈ Ω.

In other words, Xt(ω) is defined only for pairs (t, ω) such that t < T∞(ω). The reason behind

the name “explosion time” (or escape time or the time of the first infinity) given to T∞ is that,

by this moment in time, the chain has left every finite subset of the state space. In particular,

let {Sr}r∈N be an increasing (S0 ⊆ S1 ⊆ . . . ) sequence of finite subsets (or truncations) of S

such that ∪rSr = S and τr be the time that the chain X first exits Sr:

(2.44) τr := inf{0 ≤ t < T∞ : Xt 6∈ Sr} ∀r ∈ N.

That our truncations form an increasing sequence implies that {τr}r∈N is an increasing sequence

of random variables. Therefore, the limit limr→∞ τr(ω) exists for each ω ∈ Ω.

Lemma 2.18. If {Sr}r∈N is an increasing sequence of finite sets such that ∪rSr = S, then τr

tends to T∞, Pλ-almost surely.
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The limiting random variable limr→∞ τr is the point in time by which the chain has left each

of the truncations in the sequence {Sr}r∈N. The above tells us that limr→∞ τr is (almost surely)

equal to T∞ regardless of the particular sequence of finite truncations {Sr}r∈N in its definition.

For this reason, we interpret T∞ as the point in time that the chain leaves the state space, or,

in other words, explodes.

The rate matrix Q is said to be regular if Px ({T∞ =∞}) = 1 for each x ∈ S. In this

case, (2.42) implies that Pλ ({T∞ =∞}) = 1 for any initial distribution λ. In other words, Q is

regular if and only if the chain does not explode for all initial conditions.

Let pt(x, y) := Px ({t < T∞, Xt = y}) be the probability that the chain is at state y ∈ S at

time t ≥ 0 if it started at state x. The collection of matrices {Pt}t≥0 := {(pt(x, y))x,y∈S}t≥0 is

known as the transition probabilities of the chain. They tell us how likely the chain is to transition

from x at time 0 to y at time t. For time-homogeneous chains, the only type we consider in this

thesis, this sentence can be refined to “from x to y in t amount of time”, regardless of when

it was that the chain was at x. Classical results regarding Markov processes tell us that the

transition probabilities {Pt}t≥0 form a semigroup (satisfy the Chapman-Kolmogorov equations),

that t 7→ pt(x, y) is a differentiable function of time for each x, y ∈ S, and that the transition

probabilities are the minimal non-negative solution both of Kolmogorov’s forward equations, or

the forward equations for short (also known as the Master Equation in the physics literature,

and as the Chemical Master Equation in the chemical physics and systems biology literature)

(2.45) Ṗt = PtQ, P0(x, y) = 1x(y), ∀x, y ∈ S,

and of Kolmogorov’s backward equations

(2.46) Ṗt = QPt, P0(x, y) = 1x(y), ∀x, y ∈ S.

By “minimal non-negative solution” we mean that that if {(kt(x, y))x,y∈S}t≥0 is differentiable

and satisfies both kt(x, y) ≥ 0 for all t ≥ 0, x, y ∈ S and the forward equations (or the backward

equations), then

(2.47) pt(x, y) ≤ kt(x, y), ∀t ≥ 0, x, y ∈ S.

Theorem 2.19 (Theorems 2.8.4 and 2.8.6 in [178]). Suppose that the rate matrix Q satisfies

(2.40). For each x, y ∈ S, the function t 7→ pt(x, y) is differentiable on [0,∞). The transition

probabilities form a semigroup: P (t + s) = P (t)P (s) for all t, s ≥ 0. Moreover, the transition

probabilities of the chain are the minimal non-negative solution of both the backward and forward

equations (2.45)–(2.46).
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We do not dwell on the semigroup property nor the backward equations since we do not make

use of them in this thesis. However, the forward equations we use to establish the continuous

time version of the recursion (2.9) satisfied by the time-varying law of discrete-time chains,

something that will be important in Chapter 3. Assuming that

Condition 2.20. The function x 7→ qx is λ-integrable:

Eλ [qX0 ] =
∑
x∈S

qxλ(x) <∞.

is satisfied, the continuous-time analogue of the recursion (2.9) satisfied by the law of discrete-

time chain follows from the forward equation:

Corollary 2.21 (Analytical characterisation of the time-varying law). Suppose that Condition

2.20 is satisfied. The time-varying law

(2.48) pt(x) := Pλ ({Xt = x, t < T∞}) ∀x ∈ S,

of the chain is a continuously differentiable function of time (that is, t 7→ pt(x) is continuously

differentiable on [0,∞) for each x ∈ S). It is the minimal (in sense analogous to (2.47)) non-

negative solution of the equations

(2.49) ṗt = ptQ, p0 = λ.

Even if Condition 2.20 is not satisfied, it is straightforward to show that the time-varying law

satisfies a weak version of (2.49) (just take the limit n→∞ of (A.7) in Appendix A and apply

the Monotone Convergence Theorem). What we have been unable to show without Condition

2.20 is that t 7→ pt(x) is a continuously differentiable function (or even differentiable for that

matter). Indeed, it is easy to pick a λ and Q such that p0Q(x) = λQ(x) = ∞, implying that

the derivative should be infinity at t = 0. Our conjecture here is that pt(x) differentiable on

(0,∞) with finite and continuous derivative, the only difference being that if Condition 2.20

is not satisfied, then limt→0 ṗt(x) = λQ(x) = ∞. We leave clarifying this matter as an open

problem.

Moving on, since

pt(x,S) = Px ({t < T∞}) ≥ Px ({T∞ =∞}) , pt(S) = Pλ ({t < T∞}) ≥ Pλ ({T∞ =∞}) ,

we can use Theorem 2.19 and its corollary to relate the regularity of Q with the uniqueness of

the solutions of equations (2.45)–(2.46):

Corollary 2.22. If Q is regular, then the transition probabilities are the unique non-negative

solution of the forward equations (2.45) with mass no greater than 1 (meaning that pt(x,S) ≤ 1
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for all x ∈ S and t ≥ 0). Similarly, for the backwards equations (2.46). If Pλ ({T∞ =∞}) = 1

and Condition 2.20 is satisfied, then the law of the chain is the unique solution to (2.49) with

mass no greater than 1 (meaning that pt(S) ≤ 1 for all t ≥ 0).

Continuous time chains satisfy the strong Markov property (see [178, Thrm.6.5.4]) and other

results associated with general Ft-stopping times τ , where {Ft}t≥0 is the filtration generated

by the chain X, see [178, Sec.6.5] for a precise definition. To avoid unnecessary technical

complications11, in this thesis, we limit ourselves to the class of stopping times that we require

in our proofs12. The type of stopping times we consider is as follows. Let ς : Ω → N ∪ {∞} be

an Fn-stopping time, where {Fn}n∈N is the filtration generated by the jump chain Y as defined

in (2.5) (with Y replacing X). We say that η : Ω→ [0,∞) ∪ {∞} is a stopping time of X if

(2.50) η(ω) =

 Tς(ω)(ω) if ς(ω) <∞,

∞ if ς(ω) =∞.
,

where T0, T1, . . . denote the jump times. The version of the Strong Markov Property relevant

to the above class of stopping times is as follows:

Theorem 2.23 (The Strong Markov property). Suppose that η is a stopping time of the form

in (2.50) and consider the filtration {Gk}k∈N defined by

(2.51) Gk := the sigma-algebra generated by {Y0, Y1, . . . , Yn, T1, . . . , Tn}, ∀n ∈ N.

Let Gη be the sigma-algebra defined by η:

A ∈ Gη ⇔ A ∩ {η = Tn} ∈ Gn ∀n ∈ N, A ∈ F .

For any A ∈ Gη, l ∈ N, x, x0, . . . , xl ∈ S, and t1, . . . , tl ≥ 0,

Pλ (A ∩ {η <∞, Xη = x, Yς = x0, Yς+1 = x1, . . . , Yς+l = xl, Tς+1 − η ≤ t1, . . . , Tς+l − η ≤ tl})

(2.52)

= Pλ (A ∩ {η <∞, Xη = x})Px ({Y0 = x0, Y1 = x1, . . . , Yl = xl, T1 ≤ t1, . . . , Tl ≤ tl}) ,

where ς is the discrete-time stopping time associated with η, see (2.50).

11The way forward is to append to the state space a so-called “dead” absorbing state often denoted by ∆ that

the chain enters the instant that it explodes, see [193] for instance.

12Our approach here is reminiscent of that taken by Chris Rogers and David Williams in their proof of Itô’s

formula in Section IV.32 of their fantastic book [194] on diffusion processes and stochastic calculus:

“Convention dictates that Itô’s formula should be proved for n = 1, the general case being left

as an exercise, amid bland assurances that only the notation is any more difficult.”

In an effort to curtail the size of this thesis, we will commit this type of minor crime a few times throughout

the document. Our apologies.
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For future reference, we state here Dynkin’s Formula, a remarkably useful technical result

that is obtained by combining Doob’s Optional Stopping Theorem with the martingale charac-

terisation of the jump chain given in Lemma 2.5.

Lemma 2.24 (Dynkin’s Formula). Let η be as in (2.50), ηn := τ ∧Tn for each n ∈ N, and f be

a non-negative function on S.

(i) For each n ∈ N,

Eλ [f(Xηn)] + Eλ
[∫ ηn

0
qXtf(Xt)dt

]
(2.53)

= Eλ [f(Z)] + Eλ

∫ ηn

0

∑
y 6=Xt

q(Xt, y)f(y)

 dt

 .
(ii) If there exists a finite set A such that Xt ∈ A for all t ∈ [0, τ) and f is a λ-integrable

function such that Qf(x) is an absolutely convergent sum for each x ∈ S, then

f(Xηn),

∫ ηn

0
qXtf(Xt)dt,

∫ ηn

0

∑
y 6=Xt

q(Xt, y)f(y)

 dt, and

∫ ηn

0
Qf(Xt)dt

are well-defined Pλ-integrable random variables, for each n ∈ N.

Versions of the Dynkin’s formula are pervasive throughout the Markov process literature

(for example, [108, 163, 193]). However, we have not encountered the above exact variation

before. We like it because it allows for both unbounded (and even infinite) stopping times

η and test functions f . More often than not the type of stopping times one encounters are

not known to be bounded. For instance, hitting times are always unbounded as the chain has

positive probability of remaining its starting state for any given interval of time. Unbounded

test functions are important in the context of Foster-Lyapunov criteria.

2.3.1 Stochastic reaction networks

The original motivation that spurred us to develop the methods presented in this thesis was

the study of a class of continuous-time chains (and their associated jump chains) which we

refer to as stochastic reaction networks or SRNs for short. Reaction networks play a prominent

role in chemical physics [229] and in a variety of biological disciplines including systems biology,

synthetic biology, epidemiology, pharmacokinetics, ecology, and neuroscience [82]. They describe

the evolution of a population of interacting species, such as various types of molecules undergoing

chemical reactions in a test tube. Traditionally, the dynamics of the concentration, or density,

of each species is modelled with an ordinary differential equation (ODE). These deterministic

models are unreliable when the copy number (that is, the number of individuals) of at least
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one species is low, a situation common in biological settings such as the expression of genes

inside a cell’s cytoplasm. In this case, there is no law of large numbers available that can be

used to approximate the species’ inherently stochastic behaviour with a deterministic one (see

the work of Thomas G. Kurtz for more on these approximations [59, 128, 129, 130, 131]). For

this reason, stochastic descriptions of reaction networks, and in particular SRNs, have become

popular models of biochemical and intracellular processes.

Motivated by the chemical physics modelling applications of SRNs we refer to the species in

the network as chemical species, individual members as molecules, and the interactions between

them as reactions.

The starting point of a SRN is a set of n chemical species {S1, . . . , Sn} and a set of m

reactions {R1, . . . , Rm} that convert molecules of some of the species into molecules of some the

other species. The reactions are described using schematics of the sort

Rj : v−1jS1 + · · ·+ v−njSn
aj−→ v+

1jS1 + · · ·+ v+
njSn, j = 1, . . . ,m,

where v−ij (resp. v+
ij) denotes the number of molecules of species Si consumed (resp. produced)

every time reaction Rj occurs. If no molecules are consumed (resp. produced) by the reaction,

then we write ∅ in the left-hand side (resp. right-hand side) of the above. The SRN X :=

(X1, . . . , Xn) models the molecule counts of each of the species; that is, Xi
t denotes the number

of molecules of species Si at time t for each i = 1, . . . , n. With each reaction, we associate

a reaction vector vj := (v+
ij − v−ij)i=1,...,n whose entries are the net change in the number of

molecules of each species precipitated by the reaction and a non-negative function aj on Nn

called the propensity or the reaction rate. If reaction Rj occurs at time t, then the molecule

counts get updated as

Xt := Xt− + vj ,

where Xt− denotes the molecule counts right before the reaction occurred. The propensity aj

describes the rate at which the reaction Rj occurs. Specifically, if at the beginning of some

small interval of time of length h there are xi molecules of Si, for each i = 1, . . . , n, then the

probability that Rj occurs at some point during the interval is approximately aj(x)h. The most

prevalent type of propensities in the literature are of the mass-action type:

aj(x) := kj

n∏
i=1

xi(xi − 1) . . . (xi − uij + 1)

uij !
,

where kj > 0 are some known reaction constants. We say that a SRN with the above type of

propensities is endowed with mass-action kinetics. Note that aj/kj as defined above is merely

the number of combination possible of the reactants of jth reaction given x1 molecules of S1, x2
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of S2, ..., and xn of Sn. For this reason, choosing mass-action propensities amounts to assuming

that the probability that the jth-reaction occurs over a small time period is proportional to the

number of combinations possible of the reaction’s reactants. If the medium (test tube, cell’s

cytoplasm, etc.) in which the molecules exist is spatially uniform and well-mixed, then this is a

reasonable assumption. The popularity of mass-action kinetics stems from these type of physical

arguments presented in [77] in the context of chemical reaction networks.

In this thesis, we do not limit ourselves to mass-action kinetics, the schemes in discussed in

Chapters 3 and 6 apply to arbitrary propensities while those in Chapter 4 apply to propensities

that are rational functions, often obtained by carrying out a time-scale separation type approx-

imation of a SRN endowed with mass-action kinetics. We do however always assume that the

state space S ⊆ Nn is chosen such that for any x ∈ S

x+ vj 6∈ S ⇒ aj(x) = 0, ∀j = 1, . . . ,m.

This guarantees that the only way X can leave S is by exploding.

Assuming that, conditioned on the current molecule counts, the reactions occur indepen-

dently of each other, it can be shown that the SRN X is a continuous-time chain with rate

matrix Q = (q(x, y))x,y∈S given by

(2.54) q(x, y) :=



a1(x) if y = x+ v1

a2(x) if y = x+ v2

...
...

am(x) if y = x+ vm

0 otherwise

,

see [5, 76, 77].

Example 2.25 (Genetic toggle switch). The following SRN with state space N2 is often used

to model the expression two mutually repressing genes. So called toggle-switches are common

motifs in many cell fate-decision genetic circuits [68, 97, 182]. In particular, we consider the

asymmetric case

∅
a1−⇀↽−
a2

P1, ∅
a3−⇀↽−
a4

P2,

with propensities

(2.55) a1(x) =
k1θ

3

θ3 + x3
2

, a2(x) = k2x1, a3(x) =
k3

1 + x1
, a4(x) = k4x2,

where k1, k2, k3, k4, θ > 0, which models mutual repression via Hill functions and dilution via

linear unspecific decays, where x = (x1, x2) and x1 (resp. x2) denotes the copy number of

protein P1 (resp. P2).
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Birth-death processes: Birth-death processes are SRNs with state space N that model the

number of individuals in a single population over time. This number is only allowed to increase

by 1 (when a birth occurs) or to decrease by 1 (when a death occurs). Birth/death events do

not have to represent a literal birth or death of a member of the species, it could represent the

immigration/emigration of a member of the species, or other events that change the population

count by ±1. Indeed, birth-death processes are employed to model a variety of situations aside

from the demographics of a given species: for instance, the size of a queue in a classic M/M/m

queueing model [10], a chemical species undergoing a phase transition [198], or gene expression

inside a living cell [36].

The rate matrix of birth-death processes has the following tri-diagonal structure

(2.56) q(x, y) :=



a−(x) if y = x− 1,

−(a−(x) + a+(x)) if y = x,

a+(x) if y = x+ 1,

0 otherwise

,

where a− : N → [0,∞) and a+ : N → [0,∞) denote the birth rate and death rate respectively.

The death rate satisfies a−(0) = 0 formalising the idea that if there are no members of the

species, there cannot be any deaths.

Example 2.26 (Schlögl’s model). The following SRN is was suggested by Schlögl [198] as model

of a chemical phase transition involving a single species A:

(2.57) 2A
a1−⇀↽−
a2

3A, ∅
a1−⇀↽−
a2

A,

with propensities

a1(x) := k1x(x− 1), a2(x) := k2x, a3(x) := k3, a4(x) := k4x,

where k1, k2, k3, k4 are positive constants. The model consists of a birth-death process with rates

(2.58) a+(x) := k1x(x− 1) + k3, a−(x) := k2x(x− 1)(x− 2) + k4x.

2.3.2 Hitting times and the class structure of the chain

The hitting time (or first passage time) τA of a set A ⊆ S is the first time that the chain X

visits the subset (or plus infinity if it never does). Formally,

(2.59) τA(ω) := inf{t ∈ [0, T∞(ω)) : Xt(ω) ∈ A} ∀ω ∈ Ω,

where we are adhering to our convention that inf ∅ = ∞. We use the shorthand τx := τ{x} for

any x ∈ S. The hitting times of X are related to those of its jump chain as follows.
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Lemma 2.27. Let σA denote the hitting time of A of the jump chain Y , as defined in (2.15).

Equation (2.50) is satisfied with τA (resp. σA) replacing η (resp. ς).

A state x ∈ S is said to be accessible from another state y 6= x (or, for short, y → x) for

X (or for Q) if Py ({τx <∞}) > 0. Since Lemma 2.27 tells us that X has the same hitting

probabilities as its jump chain, y is accessible from x for the continuous time chain X if and

only if it is accessible for the jump chain Y . Furthermore, we have the following well-known

characterisation of accessibility between two states.

Theorem 2.28. (Theorems 1.2.1 and 3.2.1 in [178]). Suppose that x 6= y. The following

statements are equivalent:

(i) y → x.

(ii) There exists some x1, . . . , xl ∈ S such that q(y, x1)q(x1, x2) . . . q(xl, x) > 0.

(iii) There exists some x1, . . . , xl ∈ S such that p(y, x1)p(x1, x2) . . . p(xl, x) > 0.

(iv) pt(y, x) > 0 for some t > 0.

(v) pt(y, x) > 0 for all t > 0.

Theorem 2.28 (ii) leaves it clear that → is a transitive relation on S (this also follows from the

transitivity of → for the jump chain and Lemma 2.27). As in the discrete-time case, two states

are said to communicate if each is accessible from the other. A subset C of S is said to be a

communicating class of X (or of Q) if x → y for each pair x, y ∈ C. The class is said to be

closed if no state outside C is accessible from one inside C. That is, C is closed if for each x ∈ C

and y ∈ S, x → y implies that y ∈ C. The matrix Q is said to be irreducible if S is a single

communicating class. Note that according to these definitions Q|C is a rate matrix on C if and

only C is closed, and that it is irreducible if and only if C is a closed communicating class.

Classical theory tells us that states in the same communicating class share many properties

such as (transience, recurrence, etc.) and so we refer to these as class properties. We will only

show that explosivity is a class property:

Lemma 2.29. The explosion probabilities {Px ({T∞ <∞})}x∈S satisfy the equations

(2.60)
∑
z∈S

qxzPz({T∞ <∞}) = 0, ∀x ∈ S.

In particular, if Px ({T∞ <∞}) = 0 and x→ y, then Py ({T∞ <∞}) = 0.
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2.3.3 More on hitting times: exit distributions and occupation measures

In applications, we are often interested in how long the chain takes to exit a given subset, or

domain, of the state space and what part of the domain’s boundary does the chain cross at

exit. To study this problem, we single out a subset D of the state space S and refer to it as the

domain. The exit time τ from the domain is the instant in time when the chain first leaves the

domain:

(2.61) τ(ω) := inf{t ∈ [0, T∞(ω)) : Xt(ω) 6∈ D}, ∀ω ∈ Ω.

Clearly, τ is just the hitting time of the domain’s complement (compare with (2.59)) and so

Lemma 2.27 implies that equations (2.50) hold if we replace η with τ and ς with σ, where σ is

the exit time of the jump chain

(2.62) σ(ω) := inf{n ∈ N : Yn(ω) 6∈ D}.

The exit distribution µ and occupation measure ν associated with the exit time τ are defined

via

µ([a, b), x) := Pλ ({τ ∈ [a, b), Xτ = x}) ∀0 ≤ a < b <∞, x ∈ S,(2.63)

ν([a, b), x) := Eλ
[∫ b∧τ∧T∞

a∧τ∧T∞
1x(Xt)dt

]
∀0 ≤ a < b <∞, x ∈ S.(2.64)

Here, we are taking advantage of the fact that the definition (2.61) and our convention of

inf ∅ = ∞ imply that the exit time is finite if and only if it is strictly less than the explosion

time (τ(ω) <∞ if and only if τ(ω) < T∞(ω) for any ω ∈ Ω). For this reason, Xτ is defined on

{τ <∞} and µ is well defined. Technically, µ and ν are unsigned measures on ([0,∞)× S,X )

where X is the product sigma-algebra of B([0,∞)) and 2S , B([0,∞)) is the Borel sigma-algebra

on [0,∞), and 2S is the power set of S. We are also tacitly exploiting in the above definition

that {[a, b)× {x} : 0 ≤ a < b <∞, x ∈ S} is a π-system that generates X .

The exit distribution describes when and where the chain exits the domain; the occupation

measure describes which states the chain visits before exiting the domain and at what times

they are visited. The mass of µ is the probability that the chain eventually leaves the domain

or, equivalently, that the exit time is finite:

(2.65) µ([0,∞),S) = Pλ ({τ <∞, Xτ ∈ S}) = Pλ ({τ <∞}) ,

which follows from applying the Monotone Convergence Theorem and Tonelli’s Theorem to

(2.63). Similarly, it follows from (2.64) that the mass of the occupation measure is

(2.66) ν([0,∞),S) = Eλ

[∫ τ∧T∞

0

(∑
x∈S

1x(Xt)

)
dt

]
= Eλ [τ ∧ T∞] .
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If the chain is non-explosive (Pλ ({T∞ =∞}) = 1), the mass is the mean exit time. For explosive

chains, where Pλ ({T∞ =∞}) < 1, the same holds as long as Pλ ({τ ≤ T∞}) = 1, i.e., the chain

cannot explode without first exiting the domain.

As we now show, for each state x ∈ S, the measures µ(dt, x) and ν(dt, x) have densities

µ(t, x) and ν(t, x) with respect to the Lebesgue measure. In other words, t 7→ µ(t, x) is a

Lesbesgue-measurable function such that, for small positive h, µ(t, x)h is the probability that

the chain exits the domain via state x during the interval [t, t + h]. Similarly, if the chain is

non-explosive, then ν(t, x) is the average fraction of the interval [t, t+ h] that the chain spends

in state x before exiting the domain. Formally, the relationship between the exit distribution

and occupation measure and their densities is as follows:

µ([a, b), x) = 1Dc(x)λ(x) 10(a) +

∫ b

a
µ(t, x)dt ∀x ∈ S, 0 ≤ a < b <∞,(2.67)

ν([a, b), x) =

∫ b

a
ν(t, x)dt ∀x ∈ S, 0 ≤ a < b <∞,(2.68)

The term just right of the equality in (2.67) captures the event that the chain is started outside

of the domain.

Theorem 2.30 (Analytical characterisation of µ and ν). Suppose that

(2.69) Eλ [1D(X0)qX0 ] =
∑
x∈D

qxλ(x) <∞.

The exit distribution µ and occupation measure ν decompose as in (2.67)–(2.68) and their den-

sities ν(t, x) and µ(t, x) are non-negative and continuous on [0,∞), for each x ∈ S. Moreover,

(2.70)

 µ(t, x) = 1Dc(x) ˙̂pt(x) ∀t ∈ [0,∞), x ∈ S,

ν(t, x) = 1D(x)p̂t(x) ∀t ∈ [0,∞), x ∈ S,

where p̂t is the minimal non-negative solution (in the same sense as in Theorem 2.21) of

(2.71) ˙̂pt = p̂tQ̂, p̂0 = γ,

and Q̂ is the matrix obtained by replacing every row of Q associated with a state x outside of

the domain with a row of zeros:

(2.72) q̂(x, y) :=

 q(x, y) if x ∈ D

0 if x 6∈ D
.

The ideas behind the analytical characterisation Theorem 2.30 are simple: Consider a second

chain X̂ which is identical to X except that every state outside of the domain D has been turned

into an absorbing state. In other words, X̂ has rate matrix Q̂ defined in (2.72). We use notation
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for X̂ analogous to that introduced for X̂ in the paragraph preceding the above lemma (replacing

the bars with hats). Since X and X̂ are updated using the same rules for as long as they remain

inside the domain, the two chains are identical up until (and including) the moment that they

both simultaneously exit the domain (see Lemma 2.32 below). Thus, X and X̂ exit the domain

at the same time and via the same state. For this reason, the probability µ([0, t), x) that X

has exited the domain by time t via state x ∈ Dc is also the probability that X̂ exited by t via

x. Because X̂ gets stuck in the first state it enters once leaving the truncation, it follows that

µ([0, t), x) is the probability that X̂ is in state x by time t. The characterisation of the exit

distribution then follows from that of the time-varying law p̂t of X̂ given in Theorem 2.21. The

characterisation of the occupation measure follows from similar reasons. The key observation

here is that once X̂ leaves the domain, it cannot return. For this reason, the amount of time

that X̂ spends in a state x belonging to the domain up until the moment of exiting the domain

is the total amount of time that it will spend in that state. Formalisations of these statements

can be found in Appendix A; below we only include two preliminary lemmas needed for the

proof of Theorem 2.30. These simple ideas underpinning the above characterisation are classical

(Ryszard Syski’s quote included in the chapter’s introduction was made in reference to this

matter). In William Feller’s words [63, p.494]:

“To show how the distribution of recurrence and first passage times may be

calculated we number the states 0, 1, 2, . . . and use 0 as pivotal state. Consider a

new process which coincides with the original process up to the random epoch of the

first visit to 0 but with the state fixed at 0 forever after. In other words, the new

process is obtained from the old one by making 0 an absorbing state. Denote the

transition probabilities of the modified process by 0Piik(t). Then 0P00(t) = 1. In

terms of the original process 0Pi0(t) is the probability of a first passage from i 6= 0 to

0 before epoch t, and 0Pik(t) gives the probability of a transition from i 6= 0 to k 6= 0

without intermediate passage through 0. It is probabilistically clear that the matrix

0P (t) should satisfy the same backward and forward equations as P (t) except that

q0 [in the notation of (2.40)] is replaced by 0.”

Versions of the above can be found scattered throughout the literature spanning the last five

decades, for instance, [29, 17, 63, 229, 113, 216, 187, 177, 154] to name a few disparate sources.

Formal arguments in the context of general chains are harder to find. The most general and

thorough treatment we have found to date is that in Section 3.1 of Syski’s excellent book [216].

The author utilises taboo probabilities to prove the characterisation of the exit distribution

for chains with regular rate matrices (this assumption is made on page 11 of the book) with
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deterministic initial conditions, see Theorem 4 in Section 3.1.2 of the book.

We now pause to point out the difference with the discrete-time case discussed in Section

2.2.3.

Remark 2.31. Equations (2.70)–(2.71) are not analogous to (2.22) given for the discrete-time

case in Section 2.2.3. For one, (2.22) apply to general stopping times while (2.70)–(2.71) apply

only to exit times. Equations (2.22) imply the discrete-time analogue of (2.70)–(2.71): equa-

tions (2.24) given in Section 2.2.3, but the implication is only one way. To obtain the direct

continuous-time analogue of (2.22) satisfied by the exit distribution µ and occupation measure

ν of a general stopping time η, one would have to prove that for each x ∈ S

(a) µ(dt, x) decomposes into

µ(dt, x) = µ({0}, x)δ0(dt) + µc(dt, x),

where µc(dt, x) has a density µc(t, x) with respect to the Lebesgue measure such that

µcτ (0, x) = 0.

(b) ν(dt, x) has a density ν(t, x) with respect to the Lebesgue measure and t 7→ ν(t, x) is a

differentiable function.

Using the above, a time-space version of Dynkin’s Formula, a mollifier, and integration by parts

one can then show that

ν̇(t, x) + µc(t, x) =
∑
y∈S

ν(t, y)q(y, x), ∀x ∈ S, t ≥ 0,

ν(0, x) + µ({0}, x) = λ(x), ∀x ∈ S.

These are the continuous-time version of the equations in Lemma 2.6, and (2.70)–(2.71) can be

derived from the above by fixing η to be an exit time. While we know that the exit distribution

and occupation measure of exit times satisfy the (a) and (b) above, we do not know whether

those of general stopping times do too. This remains an open question.

The proof of Theorem 2.30, and of other results in this thesis, builds on a simple technical

lemma that we now introduce. Consider a second chain X̄ constructed using the Gillespie

Algorithm with rate matrix Q̄ instead of Q but the same Z, {ξn}∞n=1, and {Un}∞n=1. Let Ȳ :=

{Ȳn}n∈N, {T̄n}n∈N, and T̄∞ denote the jump chain, jump times, and explosion time of this second

chain X̄, respectively. If the rows of the rate matrices Q and Q̄ coincide on the domain D, then

both chains are updated using the same rules while they remain inside the domain. For this

reason, the chains are identical up until the instant that they simultaneously leave the domain

for the first time. In other words:
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Lemma 2.32. Suppose that Q and Q̄ coincide on D:

q(x, y) = q̄(x, y), ∀x ∈ D, y ∈ S.

Let σ and τ (defined in (2.62) and (2.61)) be the respective exit times of Y and X and σ̄ and τ̄

be those of Ȳ and X̄:

σ̄ := inf{n ∈ N : Ȳn 6∈ D}, τ̄ := inf{t ∈ [0, T̄∞) : X̄t 6∈ D}.

Both chains are identical up until they exit the domain for the first time:

(2.73) Xt(ω) = X̄t(ω), ∀(t, ω) ∈ [0,∞)× Ω : t ≤ τ(ω) ∧ T∞(ω).

Indeed, the chains exit the domain at the same time:

(2.74) σ(ω) = σ̄(ω), τ(ω) = τ̄(ω), τ(ω) ∧ T∞(ω) = τ̄(ω) ∧ T̄∞(ω), ∀ω ∈ Ω.

Up until (and including) the exit time, the jump chain and jump times of both chains are iden-

tical:

(2.75) Yn(ω) = Ȳn(ω), Tn(ω) = T̄n(ω), ∀(n, ω) ∈ N× Ω : n ≤ σ(ω).

In the proof of Theorem 2.30, we will also need the following description in terms of X̂ of

the (for the lack of a better name) explosion-before-exit event.

Lemma 2.33. The chain X does not explode before first leaving the domain if and only if X̂

does not explode:

1{τ≤T∞} = 1{T̂∞=∞} Pλ-almost surely.

In applications, we are often interested in the distribution of the exit time itself, which is

the time marginal of the exit distribution:

(2.76)

µT ([a, b)) := µ([a, b),S) = Pλ ({τ ∈ [a, b), Xτ ∈ S}) = Pλ ({τ ∈ [a, b)}) , ∀ 0 ≤ a < b <∞.

Technically, the above is the distribution of τ restricted to [0,∞) as τ may be infinite indicating

that no exit occurs. However, note that Pλ ({τ =∞}) = 1 − Pλ ({τ <∞}) = 1 − µT ([0,∞)).

This distribution allows us to answer questions regarding how long it takes the chain to exit

the domain. For instance, given a single species model with total population at time t of Xt (so

that S = N), we often wish to compute the amount of time it takes the species to go extinct

(see Section 3.4 for an example). Setting the domain D to be the set of positive integers Z+, the

exit time τ is the time of extinction and the time marginal µT is the distribution of the amount

of time it takes the species to go extinct.
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Equations (2.70)–(2.72) imply that µ(t, x) is non-negative and so combining (2.67) and

Tonelli’s Theorem shows that the time-marginal µT (dt) of the exit distribution also has a den-

sity µT (t) with respect to the Lebesgue measure and that this density is given by µT (t) =∑
x∈S µ(t, x):

(2.77) µT ([a, b)) = λ(Dc)10(a) +

∫ b

a
µT (t)dt ∀ 0 ≤ a < b <∞.

In other cases, we are interested in where on the boundary the exit occurs or where in the

domain the chain spends time up until exiting. The space marginals of the exit distribution and

the occupation measure provide this information:

µS(x) := µ([0,∞), x) = Pλ ({Xτ = x, τ <∞}) , ∀x ∈ S,(2.78)

νS(x) := ν([0,∞), x) = Eλ
[∫ τ∧T∞

0
1x(Xt)dt

]
, ∀x ∈ S.(2.79)

For instance, in models of two competing populations with total populations of X1
t and X2

t , we

are often interested in the probability that the first species will go extinct before the second

does (that is, the fixation probability of the second species see [127]). In this case, having set

D := Z2
+, this probability is given by µS({0} × Z+).

Clearly, we can obtain explicit expressions for µT , µS , and νS in terms of p̂t should we

wish to. Just as in the discrete-time case, we can instead proceed by deriving an analytical

characterisation of the space marginals. Our starting point here is the following continuous time

version of Corollary 2.8.

Lemma 2.34. Suppose that η is a stopping time of X (as in (2.50)) and that µS and νS are

the space marginals of the exit distribution and occupation measure associated with η (defined

by replacing τ with η in (2.78)–(2.79)). If the stopping time is almost surely finite,

(2.80) Pλ ({η <∞}) = 1,

then the pair (µS , νS) satisfies |S| linear equations:

(2.81) µS(x) + νS(x)qx = λ(x) +
∑
y 6=x

νS(y)q(y, x), ∀x ∈ S.

These equations are well-known and proofs for the case of bounded stopping-times are plen-

tiful [94, 142, 132, 58, 28]. However, to the best of our knowledge, our proof is the only one that

allows for unbounded stopping times. This is important since except for trivial cases, exit times

are unbounded.

The main difference between the case of an exit time τ and that of a general stopping time

η, is that in the exit time case the supports of the exit distribution and the occupation measure
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associated with the exit time are restricted. Explicitly, at the time of exit, the chain must be

outside the domain and so, the support of the exit distribution must be contained outside of the

domain. Similarly, before exiting the chain must be inside the domain and so the support of the

occupation measure must be contained outside of the domain. Formally, because the paths of

X are right-continuous, we have that

(2.82) µS(D) = 0, νS(Dc) = 0,

where µS and νS are as in (2.78)–(2.79). Combining the above with Lemmas 2.27 and 2.8 we

obtain

Lemma 2.35. If (2.80) holds, then

νS(x)qx = λ(x) +
∑
y 6=x

νS(y)q(y, x) ∀x ∈ D,(2.83)

µS(x) = λ(x) +
∑
y∈D

νS(y)q(y, x) ∀x 6∈ D.(2.84)

The question now is whether equation (2.83) can have other solutions aside from νS even

if (2.80) holds? It appears that sometimes (see [94, 93, 141, 142]) it is assumed that the space

marginals are characterised by (2.83)–(2.84). In other words, that (2.83) has no other solutions

aside from νS . These papers all refer the reader to [132] on this matter. This article proves

the characterisation Theorem 2.30 of the joint exit distribution µ and occupation measure ν in

a very general, technical involved, controlled setting but not any characterisation of the space

marginals µS and νS . This assumption turns out to be flawed: as the following example shows,

(2.83) can indeed have other solutions if there are absorbing sets contained inside the domain

that are unreachable from the initial condition13.

Example 2.36. Consider the chain on S := {0, 1, 2} with initial law λ := δ1, rate matrix

Q :=


0 0 0

1 −1 0

0 0 0

 ,
and domain D := {1, 2}. The chain X starts at 1, waits a unit mean exponential amount of

time, jumps to 0, and then remains at 0 forever. Thus, we have that Pλ ({τ <∞}) = 1 and

νS = δ1. Simple algebraic manipulations tell us that n solves (2.83) if and only if

(2.85) n = δ1 + αδ2, α ∈ [0,∞].

13We only prove this for chains, while the referenced works consider more general Markov processes. However,

with some work, we believe that the arguments presented in the chapter can be ported over to the more general

case.
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In other words, (2.83) has infinitely many solutions including νS. However, out of all these

solutions, νS is the minimal one:

νS(x) = δ1(x) ≤ δ1(x) + αδ2(x) = n(x), ∀x = 0, 1, 2.

The issue in this example is that we have chosen to include in our state space the closed set

{2} which is not accessible from the support of λ (that is, {1}). For this reason, the state 2 is

irrelevant to any question regarding the exit of X from {1, 2} if X0 has law λ. As we argue in

what follows, if the exit time is almost surely finite, then the equations (2.83)–(2.84) together

with
∑

x∈S µS(x) = 1 have multiple solutions only if such an extraneous closed set contained

in the domain exists. If we choose the state space so that no such set exists, that is if the

irreducibility-like assumption Condition 2.38 introduced below holds, then these three equations

characterise (µS , νS), as we will show in Corollary 2.39. Unfortunately, in practice, deducing

whether such sets exist can prove to be a challenging problem [181, 86]. In Chapter 6, we will

introduce a linear-programming test the uniqueness of stationary distributions. We point out

that, as will be clear later, this test can be modified to instead rule out the existence of other

solutions of (2.83)–(2.84).

What is true is that, assuming that the exit time is almost surely finite, the space marginal

νS of the occupation measure is the minimal non-negative solution (in a sense analogous to

(2.47)) of (2.83):

Theorem 2.37 (Analytical characterisation of µS and νS). If Pλ ({τ <∞}) = 1, then νS is the

minimal non-negative solution of the equations

(2.86)
∑
z∈D

νS(z)q(z, x) = −λ(x) ∀x ∈ D, νS(x) = 0 ∀x 6∈ D,

while µS is given by

(2.87) µS(x) =

 λ(x) +
∑

z∈D νS(z)q(z, x) ∀x 6∈ D

0 ∀x ∈ D
.

As mentioned in Example 2.36, we can rule out other solutions of (2.83) by imposing the

irreducibility-like assumption:

Condition 2.38. For each x ∈ D, there exists a y ∈ Dc such that x→ y.

In particular, we have the following:

Corollary 2.39. If Pλ ({τ <∞}) = 1 and Condition 2.38 holds, then νS in the only non-

negative solution of (2.86) such that

(2.88)
∑
y 6∈D

(
λ(y) +

∑
x∈D

νS(x)q(x, y)

)
= 1.
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We finish this section by addressing the question of whether (2.80) is necessary in Lemmas

2.34–2.35, even in the restricted case of exit times. That is, whether equations (2.81) or (2.83)–

(2.84) hold if (2.80) does not? The answer is that, in general, no and the almost surely finite

condition is necessary, as the following trivial example shows.

Example 2.40. Consider the chain on S := {0, 1}, with initial law λ = αδ0 + (1− α)δ1 where

α ∈ [0, 1), and rate matrix

Q :=

0 0

0 0

 .
Both states are absorbing, and so the chain remains forever where it starts: Xt = X0 for all

t ∈ [0,∞). For this reason, if we pick the domain D to be {0}, then

Pλ ({τ <∞}) = Pλ ({X0 = 1}) = 1− α.

Equations (2.83)–(2.84) read

0 = α, µS(1) = 1− α.

The left-most equation is satisfied if and only if α = 0, that is if and only if Pλ ({τ <∞}) = 1.

2.3.4 The stationary distributions and the Doeblin Decomposition

A probability distribution π on (S, 2S) is said to be a stationary distribution of Q (or of X) if

initialising the chain with law π implies that the chain remains with law π for all time:

(2.89) Pπ ({Xt = y, t < T∞}) = π(y), ∀y ∈ S, t ≥ 0.

Summing the above over y ∈ S, taking the limit t→∞, and applying the Monotone Convergence

Theorem, we find that

(2.90) Pπ ({T∞ =∞}) = 1,

or, in other words, that the chain is non-explosive when initialised with law π. Just as the

discrete-time case, it can be shown that X is a stationary process under Pπ if and only if π is a

stationary distribution (hence the use of the word “stationary”), see [7, p.161]. We can re-write

(2.89) as

π(y) = Pπ ({Xt = y, t < T∞}) =
∑
x∈S

π(x)Px ({Xt = y, t < T∞}) = (πPt)(y), ∀y ∈ S.

In other words, π is a stationary distribution of Q if and only if it is a fixed point of the transition

probabilities:

(2.91) (πPt)(x) = π(x), ∀x ∈ S, ∀t ≥ 0,
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or, in shorthand, π = πPt for all t ≥ 0. The relationship between the rate matrix Q and the

stationary distributions is slightly more complicated than that (see Theorem 2.13) between the

stationary distributions of a discrete-time chain and its matrix of one step probabilities.

Theorem 2.41 (Analytical characterisation of the stationary distributions for regular rate

matrices). If π is a stationary distribution of Q, then

(2.92) πQ = 0.

Suppose that π is a probability distribution on S satisfying (2.92). Then, its support is a closed

set (under Q). Furthermore, π is a stationary distribution of the chain if and only if the chain

is non-explosive when initialised with law π: Pπ ({T∞ =∞}) = 1.

The forward direction is well-known, see for instance Theorem 4.3 in [7, Chap.5]. The reverse,

as phrased here, we have not encountered before, but its proof is a minor refinement of [184,

Theorem 1] (which itself is a refinement of the results in [112, 167]).

Analogously to the discrete-time case, we can combine Lemma 2.34 and the chain’s first

entrance times to establish the existence of stationary distributions. Let Ry be the first entrance

time of state y, that is, the first time after the first jump that the chain visits y:

(2.93) Ry(ω) := inf{t ∈ [T1(ω), T∞(ω)) : Xt = y} ∀ω ∈ Ω,

and ry be that of the jump chain (defined by replacing X with Y in (2.38)). Using similar

reasoning to that in the proof of Lemma 2.27, we can show that (2.50) holds with Ry (resp. ry)

replacing τ (resp. σ). Thus, if a state y is recurrent , meaning that Py ({Ry <∞}) = 1, then

Lemma 2.34 implies that the equations πQ = 0 have at least one solution such that π(y) > 0

(namely νS defined by replacing τ with Ry in (2.79)). If Ry has finite mean, then we can

normalise νS to obtain a probability distribution π satisfying πQ = 0. That is, we have the

well-known fact that, if a state y is positive recurrent , then the equations πQ = 0 have at least

one solution that is a probability distribution. If Q is regular, then the characterisation Theorem

2.42 tells us that the chain has at least one stationary distribution π such that π(y) > 0. In

other words, we have arrived at the classical criterion (see, for instance, [178, Sec.3.5] and [10,

Sec.A.II.4b]) for the existence of stationary distributions:

Theorem 2.42. If a state y ∈ S is recurrent (meaning that Py ({Ry <∞}) = 1), then the

equations πQ = 0 have at least one non-negative solution such that π(y) > 0 and π, as a measure

on (S, 2S) is sigma-finite. Furthermore, if y is positive recurrent (meaning that Ey [Ry] < ∞),

then there is at least one probability distribution π such that πQ = 0 and π(y) > 0. If the chain

is non-explosive when initialised with law π (that is, Pπ ({T∞ =∞}) = 1), then π is a stationary
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distribution of the chain. In particular, if Q is regular, then π is a stationary distribution of the

chain.

As in the discrete-time case, the above has a partial converse:

Lemma 2.43. Suppose that π ≥ 0 is such that πQ = 0 and

π(y) =

 1/qy if qy > 0

1 if qy = 0
.

Then π(x) ≥ νS(x) for all x ∈ S, where νS is the (space marginal of the) occupation measure

associated with the return time Ry (defined by replacing τ with Ry in (2.79)).

In particular, if π is a stationary distribution of Q with π(y) > 0, then Theorem 2.41 and

the above imply that

Ey [Ry] = νS(S) ≤ π(S)/(qyπ(y)) = 1/(qyπ(y)) <∞,

that is, y is positive recurrent. In the above we used the fact that (2.42) and (2.90) imply that

Py (T∞ =∞) = 1, and we are assuming that qy > 0 (if qy = 0, then the result is trivial as

Ey [Ry] = Ey [T1] = 1).

To complete our treatment of the stationary distributions we have to address the question of

how many can exist. Just as in the discrete-time case, the Doeblin Decomposition is key here.

Enumerate the closed communicating classes of X as C1, C2, . . . and let T := S\∪i Ci denote the

set of states not in one of these classes. Then

(2.94) S =

(⋃
i

Ci

)
∪ T ,

is the Doeblin Decomposition of the state space discussed in the introduction of this chapter.

The closed communicating classes Ci are the irreducible sets and T is the transient set . The

following is an easy consequence of its discrete-time counterpart Theorem 2.16.

Theorem 2.44 (The Doeblin Decomposition and the stationary distributions). Let Ci be as in

(2.94).

(i) There is at most one stationary distribution that has support contained in Ci. If it exists,

this distribution π is known as the ergodic distribution associated with Ci and it is the case

that π(x) > 0 for all x ∈ C.

(ii) Let I be the set of indexes i of the communicating classes Ci of X that have an ergodic

distribution πi. The set P of stationary distributions of X is the set of convex combinations

of the ergodic distributions:

P = conv{πi : i ∈ I} :=

{∑
i∈I

θiπ
i : θi ≥ 0 ∀i ∈ I,

∑
i∈I

θi = 1

}
.
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Part (i) can be found in most books on continuous-time chains (for instance, [178, 10]). Part

(ii) is [162, Theorem 3.4] restricted to continuous-time chains.

Example 2.45. Consider the birth-death process introduced in Example 2.26 with birth and

death rates a+ and a− defined in (2.58). Since a−(x) > 0 (resp. a+(x) > 0) for all x ∈ Z+

(resp. x ∈ N), each state is accessible from each of its neighbours. Theorem 2.28 (b) then makes

it clear that the chain is irreducible, and so the Doeblin Decomposition (Theorem 2.44) tells us

that the chain has at most a single stationary distribution and if this distribution exists, then its

support is N.

2.4 Foster-Lyapunov criteria

In practice, ruling out unstable behaviours such as explosivity or transience and establishing

stable ones such as positive recurrence (or equivalently, the existence of stationary distributions),

is a difficult task. Similarly, when it comes to establishing finiteness of exit times and their means.

If we scan over the results of the previous two sections, a pattern emerges: very few of these

results are constructive in the sense that they do not give us hints on how to verify in practice

that their premises hold for a chain of interest. Very often, we need to resort to Foster-Lyapunov

criteria to test for these properties. These are sufficient (and sometimes necessary too) conditions

for these properties that amount to finding a function that satisfies various inequalities. They

are named jointly after Aleksandr Lyapunov who first introduced these types of conditions in his

study of the solutions of ordinary differential equations and F. Gordon Foster who first ported

them to a stochastic setting (in particular, that of discrete-time chains) in [65]. These type of

criteria are also known as drift conditions. When it comes to this type of criteria, we like the

works of Sean P. Meyn and Richard L. Tweedie [163, 165] and Rafail Z. Khasminskii [117]. A

secondary reason for our interest in Foster-Lyapunov functions is that they allow us to establish

the integrability with respect to the various distributions introduced in the previous sections of

unbounded test functions; something that will be important in Chapters 4 and 7 where we focus

on the moments of these distributions. We now survey a few of these criteria that we will use

in this thesis. Most of the criteria we give are borrowed from elsewhere, however those related

to the exit times of continuous-time chains we have had to derive ourselves.

2.4.1 The discrete-time case

We begin with the following criterion that traces back to Foster’s original publication [65] for

the existence of stationary distributions in discrete-time case.
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Theorem 2.46. (Theorems 11.3.4 and 14.3.7 in [165]). Suppose that u : S → [0,∞), f : S →

[1,∞), c > 0, d ≥ 0, A is a finite set, and

Pu(x)− u(x) ≤ d1A(x)− cf(x), ∀x ∈ S.

Then each closed communicating class of P has an ergodic distribution, and π(f) ≤ d/c for each

stationary distribution π.

In the case of irreducible chains, the above has a partial converse, see [165, Thrm.11.3.15].

Additionally, this same condition implies the convergence of the time averages and, if the chain

is aperiodic, also of the space averages, both discussed in the chapter’s introduction, see [165]

for more on this.

Notice that the criterion in Theorem 2.46 (and ensuing criteria too) not only tells us that a

stationary distribution exists, but that the integral π(f) is finite for such distribution π. If f is

an unbounded function, then the fact this integral is finite gives us some information on the tail

of π and about what type of functions are π-integrable (see Chapter 5 for more on this). This

is particularly important in the semidefinite and linear programming approaches discussed in

Chapter 4 and [126, 72, 195] that yield bounds on the moments of π because the starting point

of these methods is the finiteness of (at least some of) the moments of π. Similar considerations

apply to the criteria given below targeted at the space marginals µS and νS of exit distributions

and occupation measures and the techniques discussed in [94, 142, 58] and Chapter 4 used to

bound the moments of µS and νS .

As examples, we can use Theorem 2.46 to establish the existence of stationary distributions,

and finiteness of their moments, of the roller coaster ride and INAR(1) chains discussed in

Section 2.2.1:

Lemma 2.47. For all C,K, θ > 0, the chain with one-step matrix (2.13) has a stationary

distribution π and its moment generating function t 7→ π(etx) is finite for all t ∈ R.

Lemma 2.48. Suppose that the input distribution γ of the chain with one-step matrix (2.14)

has a finite moment generating function for some t > 0 (that is, γ(etx) <∞) and that a ∈ [0, 1).

The chain has at least one stationary distribution and every stationary distribution π has a finite

moment generating function π(etx) for some t > 0.

When it comes to the time σ of first exit from a domain D (see (2.17)), the following criterion

allows us to establish the finiteness of its mean and of unbounded integrals with respect to the

space marginals µS and νS of σ’s exit distribution and occupation measure (see (2.27)–(2.28)).
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Theorem 2.49. Suppose that there exists a constant c > 0, a non-negative and λ-integrable

function u, and a second function f such that

f(x) ≥ c, Pu(x)− u(x) ≤ −f(x), ∀x ∈ D.

Then

Eλ [σ] ≤ λ(u)/c, µS(u) ≤ λ(u), νS(f) ≤ λ(u).

For the case of f ≡ 1, the above criterion was first proved for aperiodic and irreducible

chains in F. G. Foster’s original paper [65]. It was later extended to the case of general chains

in [225, Thrm.6.1]. For the case f 6= 1, this criterion can be found in Section 14.2.1 of [165]. In

practice, Theorem 2.49 can be difficult to apply since it requires us verifying that Pu(x)− u(x)

is strictly negative for every state x in the domain D. This means that the Lyapunov function u

must be well adapted to the geometry of D and allows for little wiggle room to carry out rough

approximations. In these cases, the following exit time analogue of Corollary 2.46 is often more

useful because it relaxes the requirement to strict negativity of Pu(x)− u(x) for every state in

the domain except for those in a finite subset thereof.

Theorem 2.50. Suppose that Condition 2.10 is satisfied and that there exists constants c > 0,

d ≥ 0, and a non-negative, λ-integrable, and norm-like function u such that

Pu(x)− u(x) ≤ d− cu(x) ∀x ∈ D,

Then Eλ [σ], µS(u), and νS(u) are all finite.

The above theorem appears to be new, although it is clearly related to Theorem 14.2.3 in

[165].

2.4.2 The continuous-time case

In contrast with discrete-time chains, continuous-time ones may explode. We begin with criterion

often used in practice to rule this behaviour out

Theorem 2.51 (Theorem 1.11 in [27] or Theorem 2.1 in [163]). Suppose that u is a non-negative

and norm-like function, c > 0, d ≥ 0, and

(2.95) Qu(x) ≤ cu(x) + d, ∀x ∈ S.

Then Q is regular.

For regular rate matrices, we can use the following to establish the existence of stationary

distributions.
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Theorem 2.52 (Theorem 4.6 in [163]). Suppose that u : S → [0,∞), f : S → [1,∞), c > 0,

d ≥ 0, A is a finite set, and

Qu(x) ≤ d1A(x)− cf(x), ∀x ∈ S.

If Q is regular, then each closed communicating class of Q has an ergodic distribution and

π(f) ≤ d/c for each stationary distribution π.

Combining both of the above theorems (and exploiting that u in the following is norm-like) we

obtain the following third criterion.

Corollary 2.53. Suppose that u is a non-negative and norm-like function, c > 0, d ≥ 0, and

Qu(x) ≤ d− cu(x).

Then Q is regular, each closed communicating class of Q has an ergodic distribution, and π(u)

is finite for each stationary distribution π.

In the irreducible case, the above corollary can also be found in [27] (the proof given in the

reference is straightforward to adapt to the reducible case).

Example 2.54. Consider again Schlögl’s model with rate matrix Q defined by (2.56) and (2.58).

For any integer d ≥ 3, fix u(x) := xd−2 and note that

Qu(x) = gd−1(x)− k2(d− 2)xd,

where gd−1 is a polynomial of degree d− 1. Thus, we have that

Qu(x) ≤ sup
x∈N

{
gd−1(x)− k2(d− 2)

2
xd
}
− k2(d− 2)

2
xd

≤ sup
x∈N

{
gd−1(x)− k2(d− 2)

2
xd
}
− k2(d− 2)

2
xd−2.

Corollary 2.53 and Example 2.45 then tell us that Q is regular, has a unique stationary distri-

bution π, and the distribution’s support if N. The corollary further tells us that the first d − 2

moments of π are finite. Since d was arbitrary, it follows that π has all moments finite, a fact

that useful when computing bounds on these moments as we do in Chapter 4.

Example 2.55. Consider now the toggle switch model introduced in Example 2.25 with rate

matrix Q defined by (2.54) and (2.55). Let u(x) := (x1 +x2)d, where d is a positive integer, and

note that

Qu(x) = (a1(x) + a3(x))((x1 + x2 + 1)d − (x1 + x2)d) + (a2(x) + a4(x))((x1 + x2 − 1)d − (x1 + x2)d)

≤ (k1 + k3)((x1 + x2 + 1)d − (x1 + x2)d) + (a2(x) + a4(x))((x1 + x2 − 1)d − (x1 + x2)d)

≤ gd−1(x1 + x2)− d(k2x1 + k4x2)(x1 + x2)d−1 ≤ gd−1(x1 + x2)− dmin{k2, k4}(x1 + x2)d,
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where gd−1 is some polynomial of degree d− 1. We then have that

Qu(x) ≤ sup
x∈N2

(
gd−1(x1 + x2)− dmin{k2, k4}

2
(x1 + x2)d

)
− dmin{k2, k4}

2
u(x),

and it follows from Corollary 2.53 that Q is regular and has at least one stationary distribution

π. Since each state x is accessible from its horizontal and vertical neighbours (that is, from

x+(±1, 0) and x+(0,±1)), we have that Q is irreducible and so Theorem 2.44 tells us that that

π is unique. Since the d in the definition of u was arbitrary, Corollary 2.53 also tells us that π

has all moments finite.

For the time of exit time τ from a domain D (see (2.61)), we have the following exit-time

analogue of Theorem 2.51:

Theorem 2.56. Suppose that there exists a non-negative norm-like function u and constants

c > 0, d ≥ 0 such that

(2.96) Qu(x) ≤ cu(x) + d ∀x ∈ D.

Then Pλ ({τ ≤ T∞}) = 1.

Having ruled out the possibility of exploding before exiting using the above, we can employ

the following criterion to establish finiteness of mean exit time and to obtain quantitative bounds

on unbounded integrals of µS and νS (defined in (2.78)–(2.79). Its proof is a straightforward

modification of the proof of Theorem 4.3 in [163].

Theorem 2.57. Suppose that Pλ ({τ ≤ T∞}) = 1 and that there exists a constant c > 0, a

non-negative λ-integrable function u, and a second function f such that

(2.97) f(x) ≥ c, Qu(x) ≤ −f(x), ∀x ∈ D.

Then

Eλ [τ ] ≤ λ(u)/c, µS(u) + νS(f) ≤ λ(u).

The same criterion as that in the above theorem can be found in [156, Thrm.1.7] under the

further assumption that τ is Pλ-almost surely finite. Finally, we are left with the continuous-time

version of Theorem 2.50.

Theorem 2.58. Suppose that Condition 2.38 is satisfied and that there exists constants c > 0,

d ≥ 0, and a non-negative, λ-integrable, and norm-like function u such that

(2.98) Qu(x) ≤ d− cu(x) ∀x ∈ D,

Then Eλ [τ ], µS(u), and νS(u) are all finite.
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The proof of the above is longer than those of the previous other two criteria; we do it in parts.

Because τ = 0 on {X0 6∈ D}, u is λ-integrable, and

Pλ =
∑
x∈S

λ(x)Px =

(∑
x∈D

λ(x)Px

)
+

∑
x 6∈D

λ(x)Px

 ,

it is enough to argue the result in the case that λ has support contained in D. The proof relies on

another chain X̃ constructed by running Algorithm 2 with the same Z, {ξn}∞n=1, and {Un}∞n=1.

but with the rate matrix Q̃ := (q̃(x, y))x,y∈S replacing Q, where

(2.99) q̃(x, y) :=

 q(x, y) if x ∈ D

λ(y)− 1x(y) if x 6∈ D
, ∀x, y ∈ S,

In other words, the X̃ is constructed as follows: initialise X̃ with law λ and update it using the

same rules as for thoseX up until X̃ exitsD. At that point, wait a unit mean exponential amount

of time and re-initialise X̃ with distribution λ. Sample the waiting time and the re-initialisation

location independently of each other and of the chain’s path up until (and including) the exit.

Rinse and repeat. In what follows, we use Ỹ := {Ỹn}n∈N, {T̃n}n∈N, and T̃∞ denote the jump

chain, jump times, and explosion time of this second chain X̃, respectively.

Inequality (2.98) implies that

(2.100) Q̃u(x) ≤ (d ∨ λ(u))− (1 ∧ c)u(x), ∀x ∈ S.

Corollary 2.53 tells us that Q̃ is regular, has at least one stationary distribution, and that every

stationary distribution π of Q̃ satisfies

(2.101) π(u) <∞.

If the mean exit time is finite, then

πτ (x) :=
µS(x) + νS(x)

1 + Eλ [τ ]
, ∀x ∈ S,

is a probability distribution on (S, 2S) (recall (2.66) and note that the exit times is finite only

if it is less than the explosion time). Using (2.86)–(2.87), we have that

πτ Q̃(x) =
∑
z∈D

πτ (z)q(z, x) +
∑
z 6∈D

πτ (z)(λ(x)− 1z(x)) =
νSQ(x) + λ(x)− µS(x)

1 + Eλ [τ ]
= 0,

for each x ∈ S. For this reason, Theorem 2.41 then tells us that πτ is a stationary distribution

of Q̃. Finiteness of µS(u) and νS(u) then follows from (2.101). Alternatively, one can argue

finiteness of these integrals (assuming that the mean exit time is finite) taking an approach

similar to that in the proof of Theorem 2.57. In other words, all that remains to be shown is

that τ has finite mean. The proof of this fact can be found in Appendix A. For it we will need

the following two lemmas.
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Lemma 2.59 (Strong Markov Property and the mean hitting time equations). Let η be any

stopping time (as in (2.50)) of X and

τηA := inf{η ≤ t < T∞ : Xt ∈ A}

be the first time after η that the chain X hits the set A ⊆ S, where we are adhering to our

convention that inf ∅ =∞.

(i) Conditioned on Xη, the amount of time τηA− η that elapses between η and the first visit to

A after η has the same law as the usual hitting time τA has if the chain starts from Xη:

(2.102) Pλ
(
{τηA − η ≤ t, η <∞, Xη = x}

)
= Pλ ({η <∞, Xη = x})Px ({τA ≤ t}) ,

for each x ∈ S and t ∈ [0,∞).

(ii) If Ry is the first entrance time of a state y (as in (2.93)) such that qy > 0, then

(2.103) Ey[Ry] =
1

qy
+
∑
x 6=y

q(y, x)

qy
Ex [τy] .

(iii) If Q has a stationary distribution with support on a closed communicating class A of Q,

then the mean time it takes the chain to transition between two states in A is finite:

Ex [τy] <∞, ∀x, y ∈ A.

Equation (2.102) is a consequence of the strong Markov property (Theorem 2.23) while

equations (2.103) are a minor variation of the usual mean hitting time equations [178, Theorem

3.3.3].

Lemma 2.60 (Class structure of Q̃). Suppose that Condition 2.38 is satisfied. Let C be the

union of this support and the set of states accessible for Q̃ from the support:

C := supp (λ) ∪ {x ∈ S : ∃z ∈ supp (λ) , z → x}.

C is the only closed communicating class of Q̃. If η be a Pλ-almost surely finite stopping time of

X̃ (as in (2.50) with X̃ replacing X), then

(2.104) Pλ({X̃η ∈ C, η <∞}) = 1.

2.5 Concluding remarks

This chapter consisted of a relatively self-contained account of the Markov chain theory pertinent

to the three questions posed in this thesis’ introduction (Q1–3 in Chapter 1). One may wonder
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about Markov processes in general. Is the theory much harder than in the case countable

state-space case? Do more general processes exhibit a wider range of behaviours? Etc. On

this matter, David Williams states in his elegant book [193, p.233] (in our experience, David

Williams is always elegant)

“It is interesting that the full weight of Ray theory (or something like it) is needed

to handle Markov chains.”

seemingly implying that the answer to these questions is “no”. Indeed, the various analytical

characterisations given in this chapter all have analogues in the general state space case, see

[54, 59, 132] for instance. So do things like the Doeblin decomposition of the state space, its

relationship with the stationary distributions, the ideas of recurrence, and the Foster-Lyapunov

criteria, see [161, 162, 163, 165], references therein, and references thereof.

However, we are being rather deceitful in our above use of Williams’ quote, the reason being

that we only consider Feller minimal chains with totally stable rate matrices. Non-minimal

chains are the ones that have a life past an explosion: chains that come back from infinity in a

manner that respects the Markov property. Chains whose rate matrices are not totally stable

are chains that leave certain states immediately after entering them (qx will be infinity for such

a state x). It is only in the case of chains that violate these caveats that one requires the same

type of technical machinery as that required for general Markov processes. Indeed, Williams’

has the following to say later on in his book [193, p.285]:

“In connection with question (25.1)(i), it is necessary to understand Chung’s

statement that the then-prevailing assumptions covered only ‘trite’ chains. This

relates to the following fact (discussed briefly and illustrated in a moment, and

explained fully later in this chapter). If a transition matrix function [{pt(x, y)} in

our notation] on a countable set [S in our notation] has the FD property relative

to the discrete topology of S, then the associated chain X is totally stable and

Feller minimal. Though nearly all chains that can serve as models for real-world

phenomena are totally stable and Feller minimal, such chains are ‘trite’ from a pure-

mathematical standpoint. (We shall attempt to provide a strong justification for the

study of ‘non-trite’ chains later!).”

The reason for the quotation marks around the word “trite” is that Williams is quoting Chung

who described these chains as trite. I have focused on these ‘trite’ chains because, as Williams

mentions above, there is a dearth of ‘non-trite’ chains in applications (although I have been told

that such instantaneous jump processes do feature in certain financial contexts) and I am an

engineering student after all.
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What we don’t think is a trite matter is analysing quantitatively (in the sense of Chapter 1)

Feller-minimal and totally stable chains. Our experience indicates the opposite: it is a difficult

task hounded by the curse of dimensionality and plagued by theoretical nuances and numerical

difficulties. The remaining chapters of this thesis aim to contribute to ongoing efforts to resolve,

or at least mitigate, these issues by studying various numerical schemes with inbuilt error control

that enable this analysis and dealing with theoretical subtleties that arise in these studies.

We pause here to point out that, although the starting point of our analysis of the continuous-

time case was the construction of the chain via the Gillespie Algorithm (Algorithm 2), the results

of this chapter (and of Chapters 3–6) apply to all Feller-minimal Markov chains with rate matrix

Q regardless of their particular construction. The reason being that all these chains possess the

same statistics (including time-varying law, exit distributions, and occupation measures) that

our chain does (in the same spirit as Remark 2.3), see [29, 44, 45, 62, 66, 178]. These other Feller

minimal chains include those generated through other common simulation algorithms such as

the first reaction method [76] or the method of Gibson and Bruck [75].

We conclude this chapter by discussing what we perceive (in view of the content of the

ensuing chapters) as the biggest hole in our treatment of Markov chains: the Foster-Lyapunov

criteria for exit times presented in Section 2.4 do not allow us to establish integrability with

respect to µ and ν of test functions that are unbounded in their time argument (notice that

these results are all phrased in terms of the space marginals µS and νS of µ and ν). In particular,

they do not allow us to establish the finiteness of the moments of the exit time (aside from its

mean), something that is important when using semidefinite programming approaches of the

type discussed in Section 4 and [94, 142, 58] to compute quantitative bounds on these moments.

To address this issue, we would start with the criteria in [11, 157, 156, 134] and the material in

[29, Sec.I.11].
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3 The exit time finite state projection (ETFSP) scheme

Except for the material presented in Sections 3.4–3.5, the content of this chapter is taken from

[127] Juan Kuntz, Philipp Thomas, Guy-Bart Stan, and Mauricio Barahona. The exit time

finite state projection scheme: bounding exit distributions and occupation measures of

continuous-time Markov chains. arXiv:1702.05468, 2018.

The time of exit τ from a domain D of a continuous-time Markov chain X (or exit time

for short) is the instant in time that the chain leaves the domain for the first time, see (2.61).

The exit time is also known as the first passage time or the hitting time of the complement of

the domain. Two measures are associated with an exit event: the exit distribution µ and the

occupation measure ν defined in (2.63)–(2.64). The exit distribution describes when and where

the chain exits the domain; the occupation measure describes which states the chain visits before

exiting the domain and at what times they are visited. As shown in Theorem 2.30 of Chapter

2, these two measures can be expressed in terms of the time-varying law of an auxiliary chain

(denoted X̂ in that chapter) that is identical to the original chain except that every state outside

of the domain has been turned into an absorbing state.

There exists a rich literature on exit times, especially in physics and the biological sciences

[106, 158, 187]. Recently, there has been renewed interest in this problem in the context of

continuous-time Markov chains with discrete state space [12, 71, 227, 200], such as those we

study in this thesis. While the exit problem from a small finite domain is tractable [78, 83], the

exit problem from a large (or infinite) domain can only be solved in special cases [50, 71, 172].

Various approximation schemes have been developed to address this problem [14, 35? , 104, 200].

However, most of these schemes do not provide bounds or error estimates on their accuracy.

The popular finite state projection (FSP) scheme [169] yields lower bounds on the time-

varying law of a continuous-time chain. It consists of choosing a finite truncation of the state

space and solving an associated system of linear ordinary differential equations (ODEs) indexed

by the states contained in the truncation. Inbuilt in this procedure is an easily computable

upper bound on the total variation distance between the collection of lower bounds returned by

the scheme and the time-varying law, which we refer to as the error bound of the scheme. In

other words, the FSP scheme is a numerical method devised to answer Question Q1 posed in

Chapter 1 (where will the chain be at a prescribed point in time?).

The purpose of this chapter is to exploit the connection of the exit distribution and occu-

pation measure of the original chain with the time-varying law of the aforementioned auxiliary

chain with absorbing complement to port the ideas underlying the FSP scheme over to the exit
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time setting. In particular, we introduce the exit time finite state projection (ETFSP) scheme

that yields lower bounds on the exit distribution and occupation measure associated with an

exit time. For the exit distribution, we also explain how to compute a bound on the error of its

approximation. In summary, the ETFSP scheme is a computational tool build to answer Ques-

tion Q2 posed in Chapter 1 (when and how does the chain exit a given subset of the state space

for the first time?). On our way towards establishing the theoretical foundation of the ETFSP

scheme, we revisit the FSP scheme and prove its convergence and other theoretical properties.

We believe that most, if not all, of what we show regarding the FSP scheme is known in the

community; however, rigorous proofs of some of these facts seem to be lacking in the literature.

Related literature: The ideas behind both the FSP and ETFSP schemes were, to the best

of our knowledge, first delineated and exploited in the ’80s queueing literature (see [84, 154, 155]

and references thereof). While the FSP and ETFSP schemes consist of truncating the state

space and solving the appropriate forward equations numerically, the aforementioned literature

focused on uniformisation or randomisation techniques [107] that circumvent the need for an

ODE solver by turning the computation of transient distributions of continuous-time chains with

bounded rate matrices into that of transient distributions of discrete-time chains. Recently [23,

24, 35], and independently of our work, schemes based on FSP have been used to bound the

cumulative density functions of the exit times of stochastic reaction networks (discussed in

Section 2.3.1). Given that the ETFSP scheme bounds not only the cumulative density functions

but the corresponding densities themselves, our results also imply the convergence of those

schemes.

Contributions: The main contribution of the chapter is the ETFSP scheme, its computable

error bound, and its theoretical properties, which we overview in Section 3.1 and prove in

Section 3.3. The ETFSP scheme involves choosing a finite truncation Sr of the state space and

solving |Sr| differential equations, where |Sr| is the number of states included in the truncation.

In contrast to previous work [35, 23, 24], we show that the ETFSP scheme can be used to bound

not just the exit time’s cumulative distribution function but also its entire exit distribution

and occupation measure. In Theorem 3.3, we show that adding states to the truncation Sr

decreases the total variation distance between the exit distribution and the occupation measure

and their respective approximations. Furthermore, we prove that, as the truncation approaches

the entire state space, the approximations converge in total variation to the exit distribution

and occupation measure.

In the original FSP publication [169], the properties of the matrix exponential are used to
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show that the FSP scheme yields lower bounds on all non-negative solutions of the forward

equations (2.49). Corollary 2.21 tells us that the minimal of these solutions is the time-varying

law of the Markov chain constructed by running the Gillespie Algorithm (Algorithm 2 in Chapter

2). The lower bounds are the time-varying law (restricted to the truncation Sr) of a chain

for which every state outside of the truncation has been turned into an absorbing state. By

taking a probabilistic perspective and dealing with these chains directly, we obtain the second

contribution of the chapter: Theorem 3.1, which shows that the FSP scheme converges in the

sense that the total variation distance between the lower bounds and the time-varying law can

be made arbitrarily small by picking a sufficiently large truncation. It appears sometimes to be

taken for granted that the error bound of the FSP scheme can also be made arbitrarily small

by including enough states in the truncation. As observed in [150], this is not true if the chain

is explosive. Our convergence result allows us to settle this issue. In the non-explosive case, the

error bound of the FSP scheme is sharp and, thus, can indeed be made arbitrarily small; in the

explosive case, the bound remains non-zero and is limited by the probability of explosion.

Chapter structure: We begin the chapter in Section 3.1 by introducing the ETFSP scheme

and surveying its theoretical properties. In Section 3.2, we review and prove the theoretical

properties of the FSP scheme. Section 3.3 is dedicated to proving theoretical properties of the

ETFSP scheme. In Section 3.4, we exemplify the use of the ETFSP scheme by using it to

compute the extinction time distribution of a toy bacterial colony model. In Section 3.5, we

rapidly give the discrete-time counterparts of both schemes and argue their analogous theoretical

properties. We close the paper with some concluding remarks in Section 3.6.

3.1 The ETFSP scheme

As shown in Theorem 2.30, the exit distribution µ(dt, x) and occupation measure ν(dt, x) (de-

fined in (2.63)–(2.64)) associated with an exit time τ (defined in (2.61)) of a continuous-time

chain X (defined in (2.43)) with rate matrix Q have densities µ(t, x) and ν(t, x) satisfying (2.67)–

(2.68). The problem we tackle in this chapter is how to approximate the exit distribution and

occupation measure in a systematic manner. To this end, we introduce the ETFSP scheme,

which yields numerical approximations of the densities µ(t, x) and ν(t, x). The approximations

obtained can be turned into approximations of the marginals of the exit distribution and occu-

pation measure, including the distribution of the exit time τ itself, and that of the exit location

Xτ . The scheme consists of the following steps:

1. Choose a finite subset, or truncation, Sr, of the state space S and a final computation
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time, trf ∈ [0,∞).

2. Solve the set of linear ODEs:

ν̇r(t, x) =
∑
y∈Dr

νr(t, y)q(y, x), νr(0, x) = λ(x), ∀x ∈ Dr,(3.1)

µ̇r(t, x) =
∑
y∈Dr

νr(t, y)

(∑
z∈Dr

q(y, z)q(z, x)

)
,(3.2)

µr(0, x) =
∑
y∈Dr

λ(y)q(y, x), ∀x ∈ Sr ∩ Dc,

over the time interval [0, trf ], where Dr denotes the truncated domain D ∩ Sr.

3. Pad νr and µr with zeros:

νr(t, x) := 0 if x 6∈ Dr or t > trf ,

µr(t, x) := 0 if x 6∈ Sr ∩ Dc or t > trf .
(3.3)

In other words, the ETFSP scheme boils down to solving |Sr| linear ODEs over a finite

interval of time using which numerical linear algebra method one likes best [168]. It returns

µr(t, x) and νr(t, x), which are approximations of the densities µ(t, x) and ν(t, x). Using these

approximations of the densities, we can define approximations µr(dt, x) and νr(dt, x) of the

measures µ(dt, x) and ν(dt, x) via

µr([a, b), x) := λ(x)1Dc∩Sr(x) 10(a) +

∫ b

a
µr(t, x)dt ∀0 ≤ a < b <∞, x ∈ S,(3.4)

νr([a, b), x) :=

∫ b

a
νr(t, x)dt ∀0 ≤ a < b <∞, x ∈ S.(3.5)

The scheme yields lower bounds: As we show in Theorem 3.3, the approximations µr and

νr bound the densities from below:

(3.6) µr(t, x) ≤ µ(t, x), νr(t, x) ≤ ν(t, x), ∀(t, x) ∈ [0,∞)× S.

From (3.6), it follows that the corresponding measures (3.4)–(3.5) are lower bounds on the exit

distribution and occupation:

µ([a, b), x)− µr([a, b), x) = λ(x)1Dc∩Scr (x)10(a) +

∫ b

a
(µ(t, x)dt− µr(t, x)) dt ≥ 0,(3.7)

ν([a, b), x)− νr([a, b), x) =

∫ b

a
(ν(t, x)dt− νr(t, x)) dt ≥ 0,(3.8)

for all 0 ≤ a < b <∞ and x ∈ S.
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The approximation errors of the scheme and a computable error bound for the exit

distribution: We define and bound the approximation errors of the ETFSP scheme as follows:

||µ− µr|| :=λ(Dc ∩ Scr) +
∑
x∈S

∫ ∞
0

(µ(t, x)− µr(t, x))dt(3.9)

=Pλ ({τ <∞})−

(
λ(Dc ∩ Sr) +

∑
x∈Dc∩Sr

∫ trf

0
µr(t, x)dt

)

≤ 1−

(
λ(Dc ∩ Sr) +

∑
x∈Dc∩Sr

∫ trf

0
µr(t, x)dt

)
=: εr,

||ν − νr|| :=
∑
x∈S

∫ ∞
0

(ν(t, x)− νr(t, x))dt(3.10)

=Eλ [τ ∧ T∞]−
∑
x∈Dr

∫ trf

0
νr(t, x)dt ≤ Eλ [τ ]−

∑
x∈Dr

∫ trf

0
νr(t, x)dt.

These follow from (3.7)–(3.8) and the relations (2.65)–(2.66) between the masses of µ and ν and

the exit time τ . We refer to the upper bound εr on the approximation error of µr, obtained

in (3.9), as the error bound of the scheme. Note that εr can be easily computed from µr;

hence, once µr is obtained, it can be used to bound its own error and assess the quality of the

approximation. As can be seen from (3.9), this bound is sharp if and only if the chain exits the

domain with probability one:

||µ− µr|| = εr ⇐⇒ Pλ ({τ <∞}) = 1,(3.11)

which can be checked in practice using Foster-Lyapunov criteria of Section 2.4. Note that

a bound on the approximation error of νr (3.10) could be obtained by obtaining an upper

bound on the mean exit time Eλ [τ ] using the Foster-Lyapunov criteria and/or the semidefinite

programming methods discussed in Chapter 4.

The convergence of the scheme: To interpret the approximation errors, recall that the

total variation norm (defined in (1.4)) of an unsigned measure is its mass. Technically, µ, ν,

µr, and νr are measures on the space ([0,∞) × S,X ) where the sigma-algebra X was defined

in Chapter 2 (right after (2.64)). From (3.7)–(3.8), it follows that both µ − µr and ν − νr are
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unsigned measures on this space. Therefore, we have that

||µ− µr||TV = µ([0,∞),S)− µr([0,∞),S)

(3.12)

= λ(Dc) +
∑
x∈S

∫ ∞
0

µ(t, x)dt−

(
λ(Dc ∩ Sr) +

∑
x∈S

∫ ∞
0

µr(t, x)dt

)
= ||µ− µr|| ,

||ν − νr||TV = ν([0,∞),S)− νr([0,∞),S) =
∑
x∈S

∫ ∞
0

ν(t, x)dt−
∑
x∈S

∫ ∞
0

νr(t, x)dt = ||ν − νr|| .

(3.13)

In other words, the approximation errors are the total variation distance between the ETFSP

approximations and the measures they approximate.

In Section 3.3, we prove that the errors ||µ− µr|| and ||ν − νr|| and the error bound εr,

introduced in (3.9)–(3.10), decrease monotonically as we increase the truncation Sr, and that

the errors ||µ− µr|| and ||ν − νr|| tend to zero as Sr tends to S. From (3.11), it then follows

that the error bound εr also converges to zero as Sr tends to S if and only if the exit time is

almost surely finite (Pλ ({τ <∞}) = 1).

3.2 A probabilistic perspective of the FSP scheme and a proof of its conver-

gence

The time-varying law of a Markov chain is characterised as the minimal non-negative solution

of |S| linear ordinary differential equations (Theorem 2.21). Except for rare cases, no analytical

expressions for this solution are known, and one must resort to numerical schemes. If |S| is

infinite, or finite but large, direct numerical computation of this solution is not possible either.

To overcome this issue, Brian Munsky and Mustafa Khammash introduced the popular finite

state projection (FSP) algorithm a decade ago [169]. The algorithm essentially is a numerical

scheme that yields a set of lower bounds prt := {prt (x)}x∈S on the chain’s time-varying law

pt := {pt(x)}x∈S (defined in (2.48)). We identify these bounds with the measure on (S, 2S)

defined by prt (A) =
∑

x∈A p
r
t (x) for all A ⊆ S. In a nutshell, the FSP scheme consists of the

following:

1. Choosing a (finite) truncation Sr of the state space S.

2. Solving numerically the set of |Sr| linear ODEs

(3.14) ṗrs(x) =
∑
y∈Sr

prs(y)q(y, x), pr0(x) = λ(x), ∀x ∈ Sr,

over the time interval [0, t] using whichever numerical method one favours [168].
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3. Padding prt with zeros:

(3.15) prt (x) := 0 ∀x 6∈ Sr.

Because prt bounds pt from below, analogous reasoning to that employed in (3.12)–(3.13)

tells us that we can use prt itself to bound the total variation distance between pt and prt :

(3.16) ||pt − prt ||TV = pt(S)− prt (S) = Pλ ({t < T∞})− prt (Sr) ≤ 1− prt (Sr).

This means that the approximation error ||pt − prt ||TV can be bounded by computing the

finite sum prt (Sr). Furthermore, if the chain is non-explosive (Pλ ({T∞ =∞}) = 1), then

Pλ ({t < T∞}) = 1 and the approximation error can be computed exactly, see Theorem 3.1

(iii). In practice, non-explosivity of the chain can be established by checking that the rate

matrix Q is regular using Theorem 2.51. We collect the various useful properties of the scheme

into the following theorem.

Theorem 3.1 (The finite state projection scheme). Suppose that {Sr}r∈N is an increasing

sequence of finite sets, that τr is the exit time from the truncation Sr (defined in (2.44)), and

that prt is as in (3.15).

(i) (Increasing sequence of lower bounds). It is the case that

p0
t (x) ≤ p1

t (x) ≤ · · · ≤ pt(x), ∀x ∈ S t ≥ 0.

(ii) (Mass of the approximation) The mass of the approximation is the probability that the

chain has not yet exited the truncation:

prt (S) = prt (Sr) = Pλ ({t < τr}) , ∀t ≥ 0.

(iii) (Computable error bound). For any r ∈ N,

||pt − prt ||TV = Pλ ({t < T∞})− Pλ ({t < τr}) ≤ 1− prt (Sr), ∀t ≥ 0.

The inequality is sharp if and only if the chain is non-explosive (meaning Pλ ({T∞ =∞}) =

1).

(iv) (Monotonicity of the error and of the error bound). The approximation error ||pt − prt ||

and its upper bound 1− prt (Sr) are decreasing in r

(3.17) ||pt − prt ||TV ≤ ||pt − p
s
t ||TV , 1− prt (Sr) ≤ 1− pst (Ss), ∀s ≤ r, t ≥ 0,
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and increasing in t

(3.18) ||pt − prt ||TV ≥ ||pu − p
r
u||TV , 1− prt (Sr) ≥ 1− pru(Sr), ∀u ≤ t, r ∈ N.

For this reason, by running the FSP scheme we not only obtain the approximation prt of pt,

but also an approximation prs of ps for each s ≤ t with an error that is bounded uniformly

in s:

sup
s∈[0,t]

||ps − prs||TV = ||pt − prt ||TV ≤ 1− prt (Sr), ∀t ≥ 0.

(v) (Convergence of bounds). If ∪r∈NSr = S, then the scheme converges:

lim
r→∞

||pt − prt ||TV = 0, ∀t ≥ 0.

There are precedents to the above: Parts (i), (iii), and (iv) were proven in [169] for the case

of stochastic reaction networks (discussed in Section 2.3.1). However, the explicit expression of

the error in (iii) and the necessary and sufficient condition for the bound to be sharp appear to

be new. The proofs in [169] employ linear algebra and consider any non-negative solution of the

forward equations with mass of at most one. Instead, we focus on the minimal of these solutions

(pt) and take a probabilistic approach that involves manipulating the chain (X) associated with

this solution and certain other chains that are related in an analogous manner to prt . This alter-

native method of proof was important when deriving the interpretation of the approximation’s

mass of Part (ii) and establishing the convergence of Part (v). Part (ii) is mentioned in [42, 170],

however, to the best of our knowledge, no proof for it has previously been published.

Before getting into the technical details of the theorem’s proof, we survey the simple ideas

behind it. Consider a second chain Xr which is identical to X except that every state outside of

the truncation Sr has been turned into an absorbing state. In other words, Xr has rate matrix

Qr = (qr(x, y))x,y∈S defined by

(3.19) qr(x, y) :=

 q(x, y) if x ∈ Sr

0 if x 6∈ Sr
.

Lemma 2.32 tells us that the chains X and Xr coincide up until (and including) the moment τr

that they simultaneously leave the truncation Sr for the first time. At this point, Xr becomes

trapped in whichever state outside of the truncation it just entered and never returns to Sr. In

contrast, X may return to the truncation. For this reason, the probability pt(x) that X is at any

given state x inside the truncation at time t is greater or equal than the probability that Xr is in

the same state at the same time. Because the truncation is finite, x 7→ qrx is a bounded function

and Condition 2.20 is trivially satisfied if we replace Q with Qr. For this reason, Theorem 2.21
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tells us that the law of Xr
t (restricted to Sr) is the solution of (3.14) and we arrive at Theorem

3.1 (i).

Because Xr can never return to the truncation once it leaves it, the probability prt (Sr) that

it is inside the truncation at time t is the same as the probability Pλ ({t < τr}) that it has not

yet left. Theorem 3.1 (ii)–(iii) follows from this fact. If Xr has not left the truncation by time

t, then it has not left the larger truncated space Sr+1 by t. Similarly, if the chain has not left Sr

by time t, it has not left by any earlier time s ≤ t. For these reasons, Theorem 3.1 (iv) holds.

Due to (3.16), proving the convergence of the scheme consists of showing that Pλ ({t < τr})

converges to Pλ ({t < T∞}) as r tends to infinity. As discussed in Section 7.1, Pλ ({t < T∞}) is

the probability that the chain has not left the state space by time t while Pλ ({t < τr}) is the

probability that the chain has not left the truncation Sr by time t. Since the truncations Sr

approach the complete state space as r tends to infinity, it must be the case that Pλ ({t < τr})

approaches Pλ ({t < T∞}) or, equivalently, that the scheme converges (Theorem 3.1 (v)).

Theorem 3.1. Construct an auxiliary chain Xr by running the Gillespie Algorithm (Algorithm

2) using Qr defined in (3.19) instead of Q, but employing the same Z, {ξn}∞n=1, and {Un}∞n=1 as

for X. Let Y r := {Y r
n }n∈N, {T rn}n∈N, and T r∞ denote the jump chain, jump times, and explosion

time of the auxiliary chain Xr, respectively. Substituting Q with Qr in (2.49) and comparing

with (3.14) it follows that

(3.20) prt (x) = Pλ ({Xr
t = x, t < T r∞}) , ∀x ∈ Sr.

(i) Lemma 2.32 tells us that both X and Xr leave for the first time Sr at the same moment

(namely, at τr). Similarly, the time of exit from Sr for the jump chains Y and Y r coincides

and we denote it by σr. Replacing Q by Qr in (2.41), we see that the one-step matrix P r :=

(pr(x, y))x,y∈S is such that pr(x, ·) = 1x(·) for each x 6∈ Sr. For this reason, the Gillespie

algorithm (Algorithm 2) implies that for any ω ∈ Ω

Y r
n (ω) = x 6∈ Sr ⇒ Y r

n+m(ω) = x ∀m ∈ N.

Due to the definition of σr, we have that Y r
σr(ω)(ω) does not belong to Sr if σr(ω) is finite and

so

(3.21) Y r
n (ω) = Y r

σr(ω)(ω) ∀n ≥ σr(ω), if σr(ω) <∞,

The above implies that {Y r
n = x} = {Y r

n = x, n < σr} for every x ∈ Sr. Because the definition

of Qr in (3.19) remains unchanged if we replace q(x, y) with qr+1(x, y),

{Y r
n = x, T rn ≤ t < T rn+1} = {Y r

n = x, T rn ≤ t < T rn+1, n < σr}

= {Y r+1
n = x, T r+1

n ≤ t < T r+1
n+1 , n < σr} ⊆ {Y r+1

n = x, T r+1
n ≤ t < T r+1

n+1}, ∀x ∈ Sr,
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where the second equality follows from (2.75) in Lemma 2.32. Summing over n ∈ N, we obtain

1{Xr
t =x,t<T r∞} =

∞∑
n=0

1{Y rn=x,T rn≤t<T rn+1} ≤
∞∑
n=0

1{Y r+1
n =x,T r+1

n ≤t<T r+1
n+1}

= 1{Xr+1
t =x,t<T r+1

∞ }, x ∈ Sr.

Taking expectations and applying Theorem 2.21 yields prt (x) ≤ pr+1
t (x) for each x ∈ Sr. Re-

placing Xr+1 with X in this argument, shows that

prt (x) ≤ pr+1
t (x) ≤ · · · ≤ pt(x), ∀x ∈ Sr.

(ii) Theorem 2.30 and (2.67) tell us that

Pλ ({τr ≤ t}) =
∑
x 6∈Sr

λ(x) +

∫ t

0

∑
y∈Sr

prs(y)q(y, x)

 ds

 .

Theorem 2.21 and (3.20) then imply that

Pλ ({τr ≤ t}) = Pλ ({Xr
t 6∈ Sr, t < T∞}) = Pλ ({t < T r∞})− Pλ ({Xr

t ∈ Sr, t < T∞}) .

Because Sr is finite, (3.19) implies that x 7→ qrx is a bounded function. Using the definition of

T r∞ and the law of large numbers we have that

(3.22)

T r∞ =

∞∑
n=0

(
1{qr

Y rn
=0} +

1{qr
Y rn
>0}

qrY rn

)
ξn+1 ≥

(
1 ∧ min

x∈Sr

1

qx

) ∞∑
n=0

ξn+1 =∞, almost surely,

or, in other words, that Xr is non-explosive. For this reason, using (3.20) we have that

prt (S) = prt (Sr) = Pλ ({Xr
t ∈ Sr, t < T∞}) = 1− Pλ ({τr ≤ t}) = Pλ ({t < τr}) .

(iii) The equality and inequality follow from (i)–(ii) and (3.16). The function t 7→ pt(S) is

non-increasing because pt(S) = Pλ ({t < T∞}). Theorem 5 of Chapter II.18 in [29] implies

that pt(S) < 1 for a given t > 0 if and only if pt(S) < 1 for all t > 0. These facts (and

the Monotone Convergence Theorem) imply that pt(S) < 1 for any given t > 0 if and only if

Pλ ({T∞ =∞}) < 1. For this reason, the inequality is sharp if and only if Pλ ({T∞ =∞}) = 1.

(iv) This is an immediate consequence of (3.16) and (ii).

(v) The Monotone Convergence Theorem and (iii) imply that

lim
r→∞

||pt − prt ||TV = Pλ ({t < T∞})− lim
r→∞

P({t < τr}).

The claim then follows from Lemma 2.18.

On a technical note, as can be seen from the above, the theorem holds almost identically

were the truncations not be finite. The only difference is that prt (Sr) is no longer Pλ ({t < τr})
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and consequently, the error is no longer Pλ ({t < T∞})−Pλ ({t < τr}). This is because one must

take into account the possibility of the auxiliary chain Xr exploding, which is impossible in the

finite truncation case. Since in practice one employs finite truncations, we do not elaborate on

this further to simplify the exposition.

The FSP algorithm as proposed in [169] consists of repeatedly computing prt using this scheme

while increasing the size of the truncation each time until the error bound 1− prt (Sr) is smaller

than some prescribed tolerance:

Algorithm 3 The Finite State Projection algorithm as presented in [169].

1: Fix a desired error tolerance ε and initial truncation parameter r.

2: Compute {prt (x)}x∈Sr by solving (3.14).

3: Define lrt using (3.15).

4: Compute the error bound 1− lrt (Sr).

5: if 1− lrt (Sr) ≤ ε then

6: Stop and return lrt .

7: end if

8: Increase r and return to Step 2.

As noted in [150], the algorithm may not terminate, even if the truncations tend to the

state space as r tends to infinity (meaning ∪rSr = S). Theorem 3.1 (v) clarifies this issue. It

states that the scheme converges: prt tends to pt in total variation as r tends to infinity or,

equivalently, that prt (Sr) tends to Pλ ({t < T∞}). This does not imply, however, that the error

bound 1−prt (Sr) converges to zero, which follows only when the chain is non-explosive (meaning

Pλ ({T∞ <∞}) = 0). Otherwise, Pλ ({t < T∞}) > 0 for all t > 0 (see the proof of Theorem 3.1

(iii)) and if the tolerance is set smaller than 1−Pλ ({t < T∞}), the algorithm will not terminate.

We close this section by pointing out that the FSP scheme can also be used to compute

converging approximations of the occupation measure associated with a fixed time t (that tells

us how long the chain has spent in state x by time t):

ot(x) := Eλ
[∫ t∧T∞

0
1x(Xs)ds

]
, ∀x ∈ S.

The number ot(x) is the average amount of time that the chain has spent in state x by time t.

Tonelli’s Theorem tells us that the occupation measure is finite:

(3.23)

ot(S) =
∑
x∈S

Eλ
[∫ t∧T∞

0
1x(Xs)ds

]
= Eλ

[∫ t∧T∞

0

(∑
x∈S

1x(Xs)

)
ds

]
= Eλ [t ∧ T∞] ≤ t <∞.
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The lower bounds are given by

(3.24) ort (x) :=

∫ t

0
prs(x)ds ∀x ∈ S,

where prt is as in (3.14) and (3.15). The following corollary of Theorem 3.1 shows that ort

converges to ot in total variation and gives a computable error bound on the total variation

distance.

Corollary 3.2 (The finite state projection scheme for occupation measures). Suppose that

{Sr}r∈N is an increasing sequence of finite sets, that τr is the exit time from the truncation

(2.44), and that ort is as in (3.24).

(i) (Increasing sequence of lower bounds). It is the case that

o0
t (x) ≤ o1

t (x) ≤ · · · ≤ ot(x), ∀x ∈ S t ≥ 0.

(ii) (Mass of the approximation) The mass of ort is the average amount of time before t that

the chain spends in the truncation Sr:

ort (S) = ort (Sr) = Eλ [t ∧ τr] , ∀t ≥ 0.

(iii) (Computable error bound). For any r ∈ N,

||ot − ort || := ||ot − ort ||TV = Eλ [t ∧ T∞]− Eλ [t ∧ τr] ≤ t− ort (Sr), ∀t ≥ 0.

The inequality is sharp if and only if the chain is non-explosive (meaning Pλ ({T∞ =∞}) =

1).

(iv) (Monotonicity of the error and of the error bound). The approximation error ||ot − ort ||

and its upper bound t− ort (Sr) are decreasing in r

||ot − ort || ≤ ||ot − ost || , t− ort (Sr) ≤ t− ost (Ss), ∀s ≤ r, t ≥ 0,

and increasing in t

||ou − oru|| ≤ ||ot − ort || , u− ors(Sr) ≤ u− ort (Sr), ∀u ≤ t, r ∈ N.

The above implies that the error is uniformly bounded over finite intervals:

sup
s∈[0,t]

||os − ors|| = ||ot − ort || ≤ t− ort (Sr), ∀t ≥ 0.

(v) (Convergence of bounds). If ∪r∈NSr = S, then the scheme converges:

lim
r→∞

||ot − ort || = 0, ∀t ≥ 0.
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Corollary 3.2. (i) By Tonelli’s Theorem

ot(x) = Eλ
[∫ t∧T∞

0
1x(Xs)ds

]
= Eλ

[∫ t

0
1{s<T∞}1x(Xs)ds

]
=

∫ t

0
Eλ
[
1{s<T∞}1x(Xs)

]
ds

=

∫ t

0
ps(x)ds,

and so the claim follows immediately from Theorem 3.1 (i).

(ii) Lemma 2.18 shows that τr ≤ T∞ almost surely. For this reason, Theorem 2.30 and

Tonelli’s Theorem imply that

Eλ [t ∧ τr] = Eλ [t ∧ τr ∧ T∞] = Eλ

[∫ t∧τr∧T∞

0

(∑
x∈Sr

1x(Xs)

)
ds

]
=

∫ t

0
prs(Sr)ds = ort (Sr).

(iii) The equality and inequality follow from (i)–(ii) and (3.23). The if and only if statement

follows from the fact that Pλ ({t < T∞}) > 0 for any and all t if and only if Pλ ({T∞ <∞}) > 0,

see the proof of Theorem 3.1 (iii).

(iv) This is immediate from (ii)–(iii).

(v) This follows from the Monotone Convergence Theorem, (iii), and Lemma 2.18.

3.3 The theoretical properties of the ETFSP scheme

We are now in a position to state and prove the main result of this chapter: Theorem 3.3

delineating the theoretical properties of the ETFSP scheme introduced in Section 3.1.

Theorem 3.3 (The exit time finite state projection scheme). Suppose that (2.69) is satisfied,

that {Sr}r∈N is an increasing sequence of finite sets, that {trf}r∈N is an increasing sequence of

non-negative numbers, that µr and νr are as in (3.1)–(3.3), and that εr is as in (3.9).

(i) (Increasing sequence of lower bounds). It is the case that

µ0(t, x) ≤ µ1(t, x) ≤ · · · ≤ µ(t, x) ∀x ∈ S, t ∈ [0,∞),

ν0(t, x) ≤ ν1(t, x) ≤ · · · ≤ ν(t, x) ∀x ∈ S, t ∈ [0,∞).

(ii) (Monotonicity of the error and of the error bound). The approximation error of µr and

its upper bound is decreasing in r:

||µ− µr|| ≥ ||µ− µr+1||, εr ≥ εr+1, ∀r ∈ N.

Similarly, the approximation error of νr is decreasing in r:

||ν − νr|| ≥ ||ν − νr+1||, ∀r ∈ N.
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(iii) (Convergence of bounds). Suppose that ∪rSr = S and that trf → ∞ as r → ∞. The

approximation µr converges in total variation to the exit distribution µ:

lim
r→∞

||µ− µr|| = 0.

Consequently, the computable bound εr converges to zero as r →∞ if and only if the chain

exits almost surely (Pλ ({τ <∞}) = 1).

Furthermore, if Eλ [τ ∧ T∞] < ∞, then the approximation νr converges in total variation

to the occupation measure ν:

lim
r→∞

||ν − νr|| = 0.

As we did with Theorem 3.1, we fill in the details of the proofs of Theorem 3.3 and its

corollary after first discussing the simple ideas guiding them. Consider the auxiliary chain Xr

introduced before the proof of Theorem 3.1. Xr is identical to the original chain except that

each state outside of the truncation Sr has been turned into and absorbing state. Once Xr

exits the truncated state space Sr, it becomes trapped in whichever state it just entered. For

this reason, if Xr has not exited the domain by the time it exits Sr, then it will never exit the

domain. The original chain X, however, may still exit the domain once it leaves the truncation

since it does not (necessarily) get trapped in an absorbing state. Lemma 2.32 tells us that both

X and Xr are identical up until, and including, the moment that they simultaneously exit the

truncation Sr. Recall that, during a small interval of time [t, t+ h], the probabilities to exit the

domain D via state x are µ(t, x)h for X and ρr(t, x)h for Xr, where µ(t, x) and ρr(t, x) are the

respective exit distributions. Since this probability cannot be higher for Xr than for X, it must

be the case that

µ(t, x) ≥ ρr(t, x), ∀t ∈ [0,∞), x ∈ S.

Because Theorem 2.30 tells us that ρr(t, x) coincide µr(t, x) for t ≤ trf and x ∈ Sr, the first set

of inequalities in Theorem 3.3 (i) follows.

It can be shown that the mass of µr is the probability that the chain exits the domain before

it exits the truncation and no later than the final time:

µr([0,∞),S) = µr([0, trf ],Dc ∩ Sr) = Pλ
(
{τ < τr, τ ≤ trf}

)
.

Because {Sr}r∈N is an increasing sequence of finite sets, the chain must first leave the truncation

Sr before leaving the larger truncation Sr+1, and so the time τr+1 it leaves Sr+1 must be no

shorter than the time τr it leaves Sr. Since {trf}r∈N is an increasing sequence of non-negative

numbers, tr+1
f is as large as trf and it follows from the above and (3.9) that the approximation

error ||µ− µr|| is non-increasing in r (Theorem 3.3 (ii)).
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Furthermore, as the truncations tend to the entire state space (∪r∈NSr = S), τr tends to the

explosion time T∞ (Lemma 2.18). If trf tends to infinity with r as in Theorem 3.3, we have that

lim
r→∞

µr([0,∞),S) = Pλ ({τ < T∞}) .

Definition (2.59) implies that τ is strictly less than T∞ if and only if τ is finite. The convergence

of µr in Theorem 3.3 (iii) then follows immediately from (3.9).

Analogous considerations apply to the occupation measure ν and its approximation νr (in

this case, the mass of νr can be shown to be E[1{τ<τr,τ≤trf}τ ]). The only difference is that if

Eλ [τ ∧ T∞] = ∞, then ν is an infinite measure (see (2.66)) while νr remains finite (definition

(3.1) implies that its mass is less than trf ). Thus, in this case, the total variation distance

between ν and µr will always be infinite. Nevertheless, if one wishes to, one can use the same

type of arguments as those in the proofs of Theorems 3.1 and 3.3 to show that νr converges to

ν pointwise (that is, when evaluated on any set in X ).

Theorem 3.3. In this proof, we use the same notation for the chain Xr as we did in the proof

of Theorem 3.1.

(i) Theorem 2.30 tells us that ν(t, x) = 1D(x)p̂t(x), where p̂t is the minimal non-negative

solution of (2.71). Theorem 2.21 tells us that p̂t is the time-varying law of the auxiliary chain

X̂ with rate matrix Q̂ defined in (2.72). Applying the FSP scheme to X̂ instead of X entails

solving

(3.25) k̇rt (x) =
∑
y∈Sr

krt (y)q̂(y, x) =
∑
y∈Dr

krt (y)q(y, x), kr0(x) = λ(x), ∀x ∈ Sr

and setting krt (x) = 0 for all x 6∈ Sr. Comparing (3.1) and (3.25) we can see that

(3.26) νr(t, x) = krt (x), ∀x ∈ Dr, t ≤ trf .

Given (3.3), the second set of inequalities then follows from Theorem 3.1.

The first set of inequalities requires more work. Let τDr (resp. σDr ) denote the time that the

auxiliary chain Xr (resp. its jump chain Y r) exits the domain:

τDr := inf{0 ≤ t < T r∞ : Xr
t 6∈ D}, σDr := inf{n ∈ N : Y r

n 6∈ D}.

The jump chain Y r exits the domain for the first time at the nth step (σDr (ω) = n) if and only if

Y r
0 (ω) ∈ D, Y r

1 (ω) ∈ D, . . . , Y r
n−1(ω) ∈ D, Y r

n (ω) 6∈ D.

The above and the fact that the jump chains Y r and Y r+1 are identical up until the moment σr

that they (simultaneously) leave Sr (Lemma 2.32), imply that σDr+1(ω) = σDr (ω) if σDr+1(ω) ≤
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σr(ω). Since the jump times of both chains are also identical up until this instant (see again

Lemma 2.32), it follows from Lemma 2.27 that τDr+1(ω) = τDr (ω) if τDr+1(ω) ≤ τr(ω). Combining

this fact and Lemma 2.32 we have that

(3.27)

{Xr+1
τDr+1

= x, τDr+1 ∈ [a, b]} ⊇ {Xr+1
τDr+1

= x, τDr+1 ∈ [a, b], τDr+1 ≤ τr} = {Xr
τDr

= x, τDr ∈ [a, b], τDr ≤ τr},

Once Xr leaves Sr, it becomes trapped in whichever state it just entered. This implies that if

Xr has not left the domain by the time it exits the truncated state space, then it never will.

Formally, Lemma 2.27 and (3.21) tell us that

{τr < τDr < T r∞} = {Xr
τDr

= Xr
τr , τr < τDr < T r∞}.

However, the latter set must be the empty set since τ rr (ω) < τDr (ω) < T r∞(ω) implies that

Xr
τr(ω)(ω) (resp. XτDr (ω)(ω)) lies inside (resp. outside) of the domain. It then follows from (3.27)

that

{Xr+1
τDr+1

= x, τDr+1 ∈ [a, b]} ⊇ {Xr
τDr

= x, τDr ∈ [a, b]}, ∀x ∈ Dc.

Replacing b with b ∧ trf in the above and taking expectations , we have that

P({Xr+1
τDr+1

= x, τDr+1 ∈ [a, b ∧ trf ]}) ≥ P({Xr
τDr

= x, τDr ∈ [a, b ∧ trf ]}).

Because the sequence {trf}r∈N is increasing, it follows that

(3.28) P({Xr+1
τDr+1

= x, τDr+1 ∈ [a, b ∧ tr+1
f ]}) ≥ P({Xr

τDr
= x, τDr ∈ [a, b ∧ trf ]})

Given that Sr is finite, we can pick any x ∈ Sr ∩ Dc, replace Q with Qr in (2.71), differentiate,

re-arrange and use (2.70) to obtain (3.2). Because of this, Theorem 2.30 implies that P({Xr
τDr

=

x, τDr ∈ [a, b ∧ trf ]}) = µr([a, b], x) for each x ∈ Sr ∩ Dc. Definition (3.3) then implies that∫ b

a
µr+1(t, x)dt ≥

∫ b

a
µr(t, x)dt, ∀x ∈ S.

Since both t 7→ µr+1(t, x) and t 7→ µr(t, x) are continuous functions, the fact that the above

holds for all b > a ≥ 0 tells us that

(3.29) µr+1(t, x)(x) ≥ µr(t, x), ∀x ∈ S, t ≥ 0.

Replacing Xr+1 with X in this argument, leads to µr(t, x) ≤ µ(t, x) for each x ∈ S and t ≥ 0.

(ii) This follows directly from (i) and (3.9)–(3.10).

(iii) Because {Sr}r∈N and {trf}r∈N are increasing sequences, it follows from part (i) that

{µr([0, trf ],Sr)}r∈N is an increasing sequence and so the limit

α := lim
r→∞

µr([0, trf ),Sr)
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exists. Due to (3.9), it is sufficient to show that α = µ([0,∞),S) to establish the convergence

of µr and the fact that εr converges if and only if Pλ ({τ <∞}) = 1. Part (i) implies that

α ≤ µ([0,∞),S) = Pλ ({τ <∞}) .

Because {trf}r∈N has limit ∞, we can choose an R ∈ N such that µ([tRf ,∞),S) ≤ ε/2, for any

given ε > 0.

(3.30)

µ([0,∞),S)−α ≤ ε

2
+µ([0, tRf ),S)−µr([0, trf ),Sr) ≤

ε

2
+µ([0, tRf ),S)−µr([0, tRf ),Sr), ∀r ≥ R.

Theorem 2.30 and Tonelli’s Theorem tells us that

(3.31) µ([0, tRf ),S) = µT ([0, tRf )) = λ(Dc) +
∑
x∈Dc

∫ tRf

0
µ(t, x)dt =

∑
x∈Dc

∫ tRf

0

˙̂pt(x)dt = p̂tRf
(Dc).

Taking derivatives of (3.25) and comparing with (3.2) shows that

µr(t, x) = k̇rt (x), ∀x ∈ Sr ∩ Dc, t ≤ trf .

Definition (3.3) and the above imply that

µr([0, tRf ),Sr) = λ(Sr ∩ Dc) +
∑

x∈Sr∩Dc

∫ tRf

0
µr(t, x)dt(3.32)

= λ(Sr ∩ Dc) +
∑

x∈Sr∩Dc

∫ tRf

0
k̇rt (x)dt = kr

tRf
(Dc), ∀r ≥ R.

Putting (3.30)–(3.32) together, we have that

0 ≤ µ([0,∞),S)− α ≤ ε

2
+ p̂tRf

(Dc)− kr
tRf

(Dc), ∀r ≥ R.

The convergence of the FSP scheme (Theorem 3.1 (v)), implies that p̂tRf
(Dc) − kr

tRf
(Dc) ≤ ε/2

for all sufficiently large r. Because ε was arbitrary, the result follows.

Given the corollary of Theorem 3.1 (Corollary 3.2), the proof of the convergence of νr (under

the assumption that Eλ [τ ∧ T∞] <∞) is analogous to the above and so we omit it.

We can also use the ETFSP scheme to approximate the marginals µT , µS , and νS of the exit

distribution and occupation measure (see (2.76)–(2.79)). In particular, marginalising (3.4)–(3.5),

we obtain approximations of µT , µS , and νS :

µrT ([a, b)) : = µr([a, b),S) = λ(Dc ∩ Sr)10(a) +

∫ b

a
µrT (t)dt, ∀0 ≤ a < b <∞,(3.33)

µrS(x) : = µr([0,∞), x), νrS(x) := νr([0,∞), x), ∀x ∈ S,(3.34)

where µrT (t) :=
∑

x∈Sr µ
r(t, x). The fact that µr(dt, x) and νr(dt, x) bound from below the exit

distribution and occupation measure (3.7)–(3.8) implies that the marginals of the approximations
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µrT (dt), µrS(x), and νrS(x) bound µT (dt), µS(x), and νS(x) from below. The same reasoning as

that behind (3.12)–(3.13) shows that

(3.35) ||µT − µrT ||TV = ||µS − µrS ||TV = ||µ− µr|| , ||νS − νrS ||TV = ||ν − νr|| ,

In other words, the approximation error is also the total variation distance between the marginals

and their approximations. In full, we have the following corollary of Theorem 3.3:

Corollary 3.4. Suppose that the premise of Theorem 3.3 is satisfied. Consider the approxima-

tions of the marginals µrT , µrS and νrS defined in (3.33)–(3.34).

(i) (Increasing sequence of lower bounds). The approximations form an increasing sequence

of lower bounds:

µ0
T (t) ≤ µ0

T (t) ≤ · · · ≤ µT (t), ∀t ∈ [0,∞),

µ0
S(x) ≤ µ1

S(x) ≤ · · · ≤ µS(x), ν0
S(x) ≤ ν1

S(x) ≤ · · · ≤ νS(x), ∀x ∈ S.

(ii) (Convergence of bounds). Suppose that ∪rSr = S and that trf → ∞ as r → ∞. The

approximations of the marginals of the exit distribution converge:

lim
r→∞

||µT − µrT || = lim
r→∞

||µS − µrS || = 0.

Furthermore, if Eλ [τ ∧ T∞] < ∞, then the approximation of the space marginal of the

occupation measure converges:

lim
r→∞

||νS − νrS || = 0.

Corollary 3.4. Given (3.35), the corollary follows immediately from Theorem 3.3.

3.4 Time until extinction of a bacterial colony

Consider the following scenario: A culture of bacteria in a petri dish is placed under an optical

microscope. Each bacteria in the culture can divide or perish. An isolated colony has been

located in the microscope’s field of view. Letting Xt denote the number of bacteria in the colony

(or the colony size for short) at time t, a simple model for this situation is the stochastic reaction

network

(3.36) X
xd+(x)−−−−→ 2X, X

xd−(x)−−−−→ ∅.

The inverse of the division rate d+(x) is interpreted as the average amount of time it takes

an individual bacterium to divide if the current colony size is x while that of the death rate
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d−(x) is interpreted as the average life-span of an individual bacterium if the current colony size

is x. Alternatively, one can view d+(x)/(d−(x) + d+(x)) as the probability that any one given

bacterium will divide instead of perishing in a colony of size x and conversely for d−(x)/(d−(x)+

d+(x)). The rate matrix Q of this chain is

q(x, y) =


xd−(x) if y = x− 1

xd+(x) if y = x+ 1

0 otherwise

, ∀x, y ∈ N,

see Section 2.3.1.

The time axis has been normalised such that the average life-span is one unit of time: in other

words, d− ≡ 1. The petri dish’s medium is nutrient-deficient and the bacteria must compete

for the scarce nutrients available. If the colony size is large, the competition is fierce and the

bacteria are more likely to perish instead of dividing. This phenomenon is captured in the model

by employing a division rate that decreases monotonically with the colony size:

d+(x) :=
dmax(K − 1)2

(K − 1)2 + (x− 1)2
, ∀x ∈ Z+,

see Fig. 3(a). The parameter dmax = d+(1) is the maximum division rate: the inverse of the

average amount of time it takes a single bacterium to divide if there are no other bacteria close-

by with which it must compete for nutrients. It is a measure of how nutrient-rich the medium

is. The carrying capacity K is the necessary increase in colony size required for the division rate

to half:

d+(K) =
dmax

2
, d+(2K) ≈ d+(K)

2
=
dmax

4
, . . . .

It is a measure of how densely the bacteria agglomerate and depends on their geometry and

behaviour.

Initially, a single bacterium was isolated in the microscope’s field of view: X0 = Z ≡ 1. The

problem of interest is whether the colony will go extinct, how long does this event take to occur

assuming that it does, and how does this number depend on the maximum division rate dmax.

This amount of time, the extinction time τ , is the hitting time of the zero state or, equivalently,

the time of exit from D := Z+. We use the ETFSP scheme to this end, see Fig. 3(b).

3.5 The discrete-time case

We now expeditiously give the discrete-time counterparts of the results of the last two sections.

Throughout this section, let X be a discrete-time chain with one-step matrix P and let pn

denote the time-varying law of Xn (defined in (2.9)). Let {Sr}r∈N denote an increasing sequence
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Figure 3: The extinction time distribution as a function of the maximum division rate.

(a) The division rate d+ as a function of the maximum division rate dmax. (b) Lower bounds µrT (t)

computed using the ETFSP scheme on the density µT (t) of the law of the extinction time as a function of

the maximum division rate. The maximum division rate was varied from 1 (so that an isolated bacterium

has the same chance of dividing than of perishing) to 3 (so that the isolated bacterium has three times

the chance of dividing than of perishing). The state truncations Sr employed were simply the first r

natural numbers {0, 1, . . . , r − 1}. Using a state space of forty-one states (r = 41) and a final time trf of

4 × 104, the approximation error computed using (3.9) and (3.35) was no greater than 1.23 × 10−4 for

each of the five dmax values implemented. As expected, these distributions award large amounts of mass

to low exit times; the initial colony consists of a single bacterium and, until it grows past a critical size,

the colony runs a serious risk of extinction. For low division rates (blue and red), it seems that this size

is never achieved and the colony is all but doomed to go extinct after a relatively short epoch. However,

for higher maximum division rates (yellow, purple, and green), this critical size seems to be achieved with

significant probability and the extinction time distribution acquires extremely long flat tails. Although,

the colony will almost certainly go extinct (as attested to by the low error bounds), there is a large

probability (of around 75% in the case the largest dmax – green) of spending a vast period of time with

little risk of extinction. During this period, extinction becomes a rare event, as evidenced by the flat

tails. Model parameters: The carrying capacity K was fixed at 10 bacteria, the initial colony size Z

was of one bacterium (λ = δ1), and the maximum division rates were as in the legend of (a).

of finite truncations of the state space such that ∪rSr = S. The discrete-time version of the

FSP scheme consists of computing {prn(x) : x ∈ Sr} by running the recursion

prn+1(x) =
∑
y∈Sr

prn(y)p(y, x), pr0(x) = λ(x), ∀x ∈ Sr,

and padding it out with zeros

prn(x) := 0 ∀x 6∈ Sr.
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The discrete-time version of Theorem 3.1 then is as follows.

Theorem 3.5 (The Finite State Projection scheme). Suppose that {Sr}r∈N is an increasing

sequence of finite sets such that ∪rSr = S and pick any n ∈ N.

(i) (Increasing sequence of lower bounds). For any r ∈ N,

p0
n(x) ≤ p1

n(x) ≤ · · · ≤ pn(x) ∀x ∈ S.

(ii) (Computable error bound). For any r ∈ N,

||pn − prn||TV = 1− prn(Sr).

(iii) (Monotonicity of the error). The approximation error ||pn − lrn||TV is non-increasing in r

and non-decreasing in n.

(iv) (Convergence of bounds). The scheme converges:

lim
r→∞

||pn − prn||TV = 0.

Proof. (i) Suppose that pr+1
n (x) ≥ prn(x) for each x ∈ Sr and note that

pr+1
n+1(x) =

∑
y∈Sr+1

pr+1
n (y)p(y, x) ≥

∑
y∈Sr

pr+1
n (y)p(y, x) ≥

∑
y∈Sr

prn(y)p(y, x) = prn+1(x).

Since pr+1
0 (x) = pr0(x) = λ(x) for each x ∈ Sr, the claim follows from the definition of prn,

induction, and Theorem 2.2.

(ii) This follows immediately from (i).

(iii) That the error is non-increasing in r follows immediately from (i)–(ii). Non-decreasing

in n follows from (ii) and Tonelli’s Theorem:

prn+1(Sr) =
∑
y∈Sr

prn(y)

(∑
x∈Sr

p(y, x)

)
≤
∑
y∈Sr

prn(y) = prn(Sr).

(iv) Suppose that

(3.37) lim
r→∞

prn(x) = pn(x), ∀x ∈ S.

The Monotone Convergence Theorem and (i) imply that

lim
r→∞

prn+1(x) =
∑
y∈S

lim
r→∞

1Sr(y)prn(y)p(y, x) =
∑
y∈S

pn(y)p(y, x) = pn+1(x).

Since pr0(x) = 1Sr(x)λ(x) converges to p0(x) = λ(x) as r tends to infinity, it follows that (3.37)

holds for each n ∈ N. Applying again the Monotone Convergence Theorem we have that

lim
r→∞

prn(Sr) = pn(S) = 1,

and the claim follows from (ii).
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We now move on to the discrete-time version of the ETFSP scheme used to approximate the

exit distribution µ and occupation measure ν of an exit time σ of a discrete-time chain (defined

in (2.17), (2.18), and (2.19), respectively). The scheme consists choosing a final time nrf ∈ N,

computing {µr(n, x) : n = 0, . . . , nrf , x ∈ Sr} and {νr(n, x) : n = 0, . . . , nrf , x ∈ Sr} using

νr(n+ 1, x) =
∑
y∈Dr

νr(n, y)p(y, x), νr(0, x) = λ(x), ∀x ∈ Dr := D ∩ Sr,

µr(n+ 1, x) =
∑
y∈Dr

νr(n, y)p(y, x), µr(0, x) = λ(x), ∀x ∈ Sr ∩ Dc,

and padding {µr(n, x) : n = 0, . . . , nrf , x ∈ Sr} and {νr(n, x) : n = 0, . . . , nrf , x ∈ Sr} out with

zeros:

νr(n, x) := 0 if x 6∈ Dr or n > trf ,

µr(n, x) := 0 if x 6∈ Sr ∩ Dc or n > nrf .

The discrete-time analogue of Theorem 3.3 is as follows.

Theorem 3.6 (The Exit Time Finite State Projection scheme). Suppose that {Sr}r∈N is an

increasing sequence of finite sets such that ∪rSr = S, {nrf}r∈N is an increasing sequence of

natural numbers with limit ∞, and pick any r, nrf ∈ N.

(i) (Increasing sequence of lower bounds). It is the case that

µ0(n, x) ≤ µ1(n, x) ≤ · · · ≤ µ(n, x) ∀x ∈ S, n ∈ N,

ν0(n, x) ≤ ν1(n, x) ≤ · · · ≤ ν(n, x) ∀x ∈ S, n ∈ N.

(ii) (Approximation error and the bound for the exit distribution case). For any r ∈ N,

||µ− µr||TV = Pλ ({σ <∞})−
∑

x∈D∩Sr

nrf∑
n=0

µr(n, x) ≤ 1−
∑

x∈D∩Sr

nrf∑
n=0

µr(n, x),

||ν − νr||TV = Eλ [σ]−
∑

x∈D∩Sr

nrf∑
n=0

µr(n, x)

(iii) (Monotonicity of the error and of the error bound). The approximation errors ||µ− µr||TV
(and its upper bound given in (ii)) and ||ν − νr||TV are non-increasing in r.

(iv) (Convergence of bounds). The approximations of the exit distribution converge in total

variation:

lim
r→∞

||µ− µr||TV = 0.

If the exit time has finite mean, so do those of the occupation measure:

lim
r→∞

||ν − νr||TV = 0.
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Proof. Given Theorem 2.7, the result follows from arguments similar to those in the proof of

Theorem 3.5.

3.6 Concluding remarks

In this chapter, we have introduced the ETFSP scheme and delineated its theoretical properties.

The scheme allows us to compute approximations of the exit distribution and occupation mea-

sure associated with the exit from a domain of continuous-time Markov chains. It consists of

solving the system of coupled linear ODEs (3.1)–(3.2) and yields approximations of the desired

measures on a truncated state space. Theorem 3.3 summarises the mathematical properties of

the ETFSP scheme: (i) it shows that these approximations bound from below these measures;

(ii) proves that the quality of these approximations increases monotonically as states are added

to the truncation; (iii) shows that the approximations converge in total variation to the exit

distribution and occupation measure as the truncation approaches the entire state space.

For non-minimal Markov chains with rate matrix Q (see Section 2.5), the FSP and ETFSP

schemes still yield monotonically increasing lower bounds on the relevant measures, and the

computable error bounds hold identically. As we have shown in Theorems 3.1 and 3.3, the

bounds converge to the measures associated with minimal chains, which are different from those

of the non-minimal chains. We leave the matter of filling in the details pertinent to non-minimal

chains as future work. Also, as future work, we leave the extension to time-inhomogeneous

chains, which often appear in applications [231]. We anticipate that both the ETFSP and

FSP schemes apply identically once the rate matrix Q is replaced with its time-inhomogeneous

analogue.

There are several practical issues associated with the computations of the ETFSP scheme

that we have not addressed here. Chief among them is the fact that, just as for other truncation-

based schemes (e.g., FSP and those discussed in Chapter 6), the number of states needed to

achieve a certain accuracy grows combinatorially. This fact leads to large systems of ODEs (one

ODE per state), which can quickly become computationally intractable. Fortunately, resource-

efficient implementations already developed for the FSP scheme (e.g., [149, 92, 111, 150]) should

be straightforward to adapt to the ETFSP scheme. It would also be interesting to study whether

circumventing ODE solvers altogether by using the randomisation/uniformisation techniques of

[84, 154, 155] proves advantageous and under what circumstances. A good place to start here

are the studies [151, 188] carried out in the setting of finite state space chains. Alternatively,

one can choose the truncations wisely, incorporating only states that are relevant to the question

at hand (in the spirit of (1.1)). This can be achieved, for instance, by employing simulation-
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based criteria to guide the truncation choice (as suggested for the FSP scheme [170, 209]) or

by expanding the truncation efficiently based on properties of the exit distribution from the

truncated space [171]. Lastly, one could use moment bounds and Markov’s inequality to guide

the truncation choice and to quantify the approximation errors a priori (see Chapters 4–6 and

[126] for more on this type of approach).

Although in this chapter we did not address how to bound the approximation error of the

occupation measure in practice, this is achievable by performing additional computations. As

shown in Section 3.1, the approximation error (3.10) depends on Eλ [τ ∧ T∞], which is bounded

from above by the mean exit time. In turn, the mean exit time can be bounded using the

semidefinite programming approaches discussed in Chapter 4 and [94] or the Foster-Lyapunov

criteria of Section 2.4 and [11, 156].

The exit distribution and occupation measure that the ETFSP scheme approximates carry

the basic statistical information regarding the first exit of the chain from the domain: they tell us

when and where a chain exits the domain; which states it visits before exiting and at what times.

As demonstrated through the example in Section 3.4 and those in [127], the ability to compute

this information with high accuracy provides valuable insights into the dynamics of biochemical

networks and interacting populations. Even though all these examples are biologically-themed,

computing these measures is also important in a variety of fields. For instance, they are used

to quantify customer waiting times in queueing theory [154, 155]; to model response times in

computer-communication and transaction processing systems [121]; to compute reliability mea-

sures of complex systems, such as fault-tolerant computer systems [41]; and for model checking

of temporal dynamics [166]. Therefore, we believe that the proposed ETFSP scheme will also

be relevant to these applications.
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4 Bounding the moments of Markov chains via semidefinite pro-

gramming

In this chapter, we provide tools that can be used in practice to bound the moments of the

stationary distributions, exit distributions, and occupation measures (all introduced in Chapter

2) of Markov chains that take values in a countable subset of a euclidean space. Our interest in

these bounds is three-fold:

(a) The moments of these distributions are statistical quantities of interest in their own right.

(b) Markov’s inequality, Chebychev’s inequality, and other related inequalities allow us to

turn bounds on the moments into tail bounds. Tail bounds provide important information

where the distribution in question holds the majority of its mass and allow us to quantify

the rate of occurrence of rare events.

(c) Verifying that all measures in a given set satisfy a moment bound tells us that the set is

tight. Prokhorov’s Theorem tells us that if the set is tight, then it is weakly sequentially

compact, a technical point that often is key if one wishes to argue convergence of a sequence

contained in the set. See [103, Chap.1.4] for more on these matters.

Indeed, as can be seen from the proofs of Chapter 5, points (b) and (c) play a vital role both in

ensuring that the linear programming schemes discussed in Chapters 5 and 6 converge and in

quantifying the approximation error of these schemes.

The starting point of our approach is an equation known in the queuing literature [203, 204,

34, 94] either as the Basic Adjoint Equation (BAE) or the Basic Adjoint Relationship. For the

stationary distributions π of a Markov chain with state space S, the BAE takes the form

(4.1) π(Af) = 0,

where f : S → R is a test function, and

Af := Pf − f (resp. Af := Qf),

denotes the generator of the discrete-time (resp. continuous-time) chain with one-step matrix

P (resp. rate matrix Q). For the space marginals µS and νS of an exit distribution/occupation

measure pair (µ, ν) associated with an exit time of a discrete-time (resp. continuous-time) chain,

the BAE takes the form

(4.2) µS(f)− λ(f)− νS(Af) = 0,
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where f : S → R and g : [0,∞) → R are test functions, and For these equations to hold, the

test functions f must satisfy some integrability conditions. We detail some sufficient conditions

further on in Section 4.2.

Suppose that we can choose f such that Pf (resp. Qf) is a polynomial. The BAE (4.1)

becomes a linear equation satisfied by the moments of the stationary distribution, assuming that

these moments are well defined and finite. Similarly, the BAE (4.2) becomes a linear equation

satisfied by the moments of the exit distribution and occupation measure.

Example 4.1. Consider again the INAR(1) chain discussed in Section 2.2.1 with one-step

matrix P defined in (2.14). Suppose that the input distribution γ satisfies the premise of Lemma

2.48. The lemma tells us that the chain has at least one stationary distribution and that any

stationary distribution π has all moments finite. Due to the finiteness of the moments, Lemma

4.2 given later in Section 4.2 tells us that the BAE (4.1) holds for all polynomials f . For any

non-negative function f on N,

Pf(x) = Ex [f(a ◦ Z +W1)]

where, under the measure Ex, the random variables a◦Z and W1 are independent, a◦Z has law

Binxa, and W1 has law γ. Fixing n ∈ N, and plugging f(x) := xn into the above yields

Pf(x) = Ex

[
n∑
k=0

(
n

k

)
(a ◦ Z)kWn−k

1

]
=

n∑
k=0

(
n

k

)
Ex[(a ◦ Z)k]Ex[Wn−k

1 ]

=

n∑
k=0

(
n

k

)
Binxa(xk)γ(xn−k).

Using the above, the BAE (4.1) for chain’s stationary distribution π reads

0 = π(Af) = π

(
n∑
k=0

(
n

k

)
Binxa(xk)γ(xn−k)− xn

)
=

n∑
k=0

(
n

k

)
π(Binxa(xk))γ(xn−k)− π(xn).

Since π is a probability distribution and the mean (resp. variance) of a binomial distribution

with x trials and a probability of success is ax (resp. ax(1 − a)), plugging n := 1, 2 into the

above yields

0 = γ(x)− (1− a)π(x)⇒ π(x) =
γ(x)

1− a
,(4.3)

0 = γ(x2) + a(1− a+ 2γ(x))π(x)− (1− a2)π(x2)(4.4)

⇒ π(x2) =
1

1− a2

(
γ(x2) + γ(x)a

(
1 +

2γ(x)

1− a

))
.(4.5)

The variance Var (π) of π is equal to π(x2) − π(x)2, and so we have obtained the following

expressions for the mean and variance of π:

π(x) =
γ(x)

1− a
, Var (π) =

aγ(x) + γ(x2)

1− a2
+

γ(x)2

(1− a)2
.
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We say that a chain’s generator maps polynomials to polynomials (or is polynomial for short)

if the chain’s state space is a subset of Rn and if Af is a polynomial whenever f is a polynomial.

For chains with polynomial generators, we can use the appropriate BAE to derive a set of

linear equations satisfied by the moments of the stationary distributions or by those of the exit

distribution and of the occupation measure. Explicitly, for each monomial xα that satisfies the

appropriate integrability conditions, the BAE (4.1) (resp. (4.2)) with f(x) := xα is an equation

satisfied by the moments of the stationary distributions (resp. exit distribution and occupation

measure). We refer to these equations collectively as the moment equations.

For instance, in the case of the INAR(1) chain, the first two moment equations are (4.3)

and (4.4) in Example 4.1. For this simple chain, the moment equations are closed meaning

that they possess a lower triangular structure in which the nth equation only involves the first14

n moments. For this reason, the first n equations have a unique solution, and their upper

triangular structure allows us to compute the solution recursively as we did for the first two

moment equations in (4.3)–(4.5).

The INAR(1) chain is relatively exceptional in that its moment equations are closed. Besides

INAR(1) and the gambler’s ruin chain studied in Chapter 2, no other chain discussed in this

thesis has moment equations that are closed. In the case of stochastic reaction networks, these

equations are closed only if the propensities are linear functions. Assuming mass action kinetics,

this limits the set of SRNs with closed equations to a subset of the class of networks with

mono-molecular reactions (that is, reactions that consume a single reactant molecule). In the

discrete-time case, the equations are closed only if the first moment of p(x, ·) is a linear function

of x, the second a quadratic function in x, etc. Even if this is the case, the equations for the

stationary moments may not be closed since the chain may possess more than one stationary

distribution and two of these distributions may have different moments. Note the choice of

words in the previous sentence – two different distributions can indeed have the same moments,

see [139, 214, 63] on this interesting matter.

The typical situation is that the first n moment equations involve the first n + k moments

making them an undetermined system of equations with k degrees of freedom. A variety of

schemes, known as moment closure methods, have been proposed in the literature to address

this issue, see [56, 55, 133, 201, 228] for instance. In an effort to remove these k degrees of

freedom, the methods “close” the equations by assuming that the last k moments are some

explicit function of the first n. For instance, motivated by the fact that Gaussian distributions

14Technically, n + 1 since the equation also involves the mass of the stationary distribution. However, the mass

is equal to one, and we can omit it from this discussion.
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have all cumulants higher than the second equal to zero, cumulant neglect moment closure

schemes assume that all cumulants beyond the nth are zero and use this assumption to express

the last k moments as a function of the first n. These assumptions are usually justified using

physical arguments; to the best of our knowledge, and with the notable exception of the work

of [55] in the context of birth-death processes, these schemes are all heuristics in the sense that

they are not accompanied by proofs of convergence or any sort of error control.

We overcome this issue not by making closure assumptions, but instead by exploiting the

fact that we are not interested in all of the solutions to the equations, but only in those that

are the moments of an unsigned measure. In particular, we append to these equations certain

semidefinite inequalities that are satisfied by the moments of unsigned measures. The set of

vectors that satisfy both the equations and the inequalities (known as a spectrahedron) is often

compact. Consequently, we can obtain non-trivial lower and upper bounds on the moments by

optimising over it. In particular, obtaining each bound consists of solving a semidefinite program

using one of the various solvers available freely online.

By appending more and more equations and inequalities to the definition of our spectrahe-

dron we can construct a nonincreasing sequence upper bounds and one of nondecreasing lower

bounds on the moment of interest. There is no theoretical guarantee that these sequences will

converge to the moment. However, these bounds often do converge in practice, for instance, see

Example 4.19 in Section 4.4 and the examples given in [72, 195, 47, 48].

Related literature: Computational schemes – of the type discussed both here and in Chapter

7 – that yield bounds on functionals of Markov processes by combining linear equalities (arising

from the definitions of the functional and the process) and moment constraints (see Section 4.3)

have appeared before in the literature. We refer to this class of methods as generalised moment

approaches (GMAs). The various GMAs differ in the type of Markov processes and moment

constraints they consider. The ideas underpinning GMAs were first discussed in [37, 38] where

they were used to obtain analytical bounds on moments for measure-valued diffusions. The first

GMA was presented in E. Schwerer’s PhD thesis [203] in the context of continuous-time chains

with bounded generators and reflected Brownian motion on the non-negative orthant. In [103,

Sec. 12.4], the authors present a GMA that yields bounds on the moments of stationary measures

of discrete-time Feller Markov chains. When restricted to discrete-time chains with polynomial

generators, the GMA we introduce here coincides with that in [103]. In [96], analogous techniques

are used to bound the moments of the stationary measures of diffusion approximations of the

Wright-Fisher model on the unit simplex. GMAs have also been proposed to solve optimal

control problems [140, 196, 95, 93], to estimate exit times [94, 141, 93], and to price financial
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derivatives [142, 58]. Recently, and independently of our work, the GMA we introduce here also

was given in [72, 195, 47, 48] for stochastic reaction networks with polynomial propensities.

In essence, GMAs and the theoretical results they build on are dual to optimisation problems

over cones of non-negative polynomials and to Foster-Lyapunov criteria, see [139, 79, 143] for

more on these connections. We have not pursued this duality aspect in this thesis: an interesting

matter which we believe warrants further investigation.

Contributions: The main contribution of the chapter is the GMA we introduce that yields

lower and upper bounds on the stationary moments of chains with rational generators. These are

chains that take values in a euclidean space with one-step/rate matrices that map polynomials

to rational functions.

GMAs build on results known in the queuing theory literature as Basic Adjoint Equations

(BAEs). We prove four of these: one for the discrete-time stationary case, one for the continuous-

time stationary case, one for the discrete-time exit time case, and one for the continuous-time

exit time case. The first two were established in [79]. The proofs we include are taken from

this article, and we claim no originality. In the exit-time case, this matter is less clear-cut.

The premise of the BAEs involves a real-valued test function f . For exit times with finite

mean, proofs for the BAEs can be found the technically involved papers [132, 28]. However, the

assumptions made at the beginning of these articles imply that f must be bounded. We provide

simple proofs that allow for unbounded f . To the best of our knowledge, these are the first

proofs that cover this case. Of course, in exchange, we only consider the case of chains while

the authors of [132, 28] consider more general Markov processes. Unbounded test functions

are important since the starting point of GMAs involve the BAEs and sets of unbounded test

functions. Indeed, the lack of these proofs appears to have caused some technical headaches.

The articles [58, 142, 141, 94, 93] all present GMAs that yield bounds on functionals of the exit

distribution and occupation measure of exit times. However, the authors all end up making

potentially awkward choices such as replacing the exit time τ of interest with the minimum

of τ and some fixed deterministic time T and/or restricting themselves to exits from bounded

domains15.

Lastly, via an example, we briefly illustrate how, in the non-rational case, one can still

employ the BAEs to obtain bounds on the integrals of norm-like functions, something that will

be important for the linear programming schemes introduced in the next two chapters.

15The approaches of [94, 93] are also only applicable to the bounded time/domain case because the Hausdorff

moment conditions they use apply to measures with supports contained in finite intervals.
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Chapter structure: The remainder of this chapter consists of fleshing out the details of the

approach outlined above. We begin in Section 4.1 by introducing the semidefinite programming

scheme in the simple setting of the stationary moments of Schögl’s model. In Section 4.2, we give

the formal statements of the Basic Adjoint Equations with appropriate integrability conditions.

In Section 4.3, we introduce the moment conditions that we employ in this chapter and, in the

process, give an overview of the general ideas utilised in the study of moment problems. With

the BAEs and the moment conditions in place, we detail in full our semidefinite programming

scheme and revisit Schögl’s model in Section 4.4. Next, in Section 4.5, we briefly discuss how

to obtain analogues of moment bounds for chains that do not have rational polynomials. We

conclude the chapter with some remarks in Section 4.6.

4.1 An analytical example: Schlögl’s model

The content of this section is taken from [126]:

Juan Kuntz, Philipp Thomas, Guy-Bart Stan, and Mauricio Barahona. Rigorous bounds on

the stationary distributions of the chemical master equation via mathematical programming.

arXiv:1702.05468.

As a simple introductory example that allows for analytical manipulations, consider Schlögl’s

model (2.57): the birth-death process introduced in Example 2.26. The chain has a unique

stationary distribution π, all of its moments are finite, and its support is N (Example 2.54).

Finiteness of the moments and Lemma 4.3 given later imply that the stationary BAE (4.1)

holds for all polynomials f (with A being the chain’s rate matrix Q). Recalling the definition

of the chain’s rate matrix given in (2.56) and (2.58), we have that

Qf(x) = (k1x(x− 1) + k3)(f(x+ 1)− f(x)) + (k2x(x− 1)(x− 2) + k4x)(f(x− 1)− f(x)).

Plugging f(x) := x into the BAE (4.1) gives us the first moment equation:

b1π(1)− b2π(x) + b3π(x2)− b4π(x3) = 0,(4.6)

where b1 := k3, b2 := k1 + 2k2 + k4, b3 := k1 + 3k2, b4 := k2 are all positive numbers. Even after

noting that

π(1) = 1(4.7)

because π is a probability distribution, equation (4.6) is clearly underdetermined.

Given any two-dimensional real vector uuu := (uuu0,uuu1) ∈ R2, define the affine polynomial

u(x) := uuu0 + uuu1x (we say that uuu is the vector of coefficients of polynomial u). Notice that u2
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and v are non-negative on [0,∞), where v(x) := x(u(x))2. Because the stationary distribution

has support contained in N ⊆ [0,∞), we have that

π(u2) ≥ 0, π(v) ≥ 0.

Using the linearity of integrals, we can write the above inequalities as

π(u2) = uuu2
0π(1) + 2uuu0uuu1π(x) + uuu2

1π(x2) =
〈
uuu,M3

1 (z)uuu
〉
≥ 0,(4.8)

π(v) = uuu2
0π(x) + 2uuu0uuu1π(x2) + uuu2

1π(x3) =
〈
uuu,M3

x(z)uuu
〉
≥ 0,(4.9)

where 〈·, ·〉 denotes the usual inner product on R2, the matrices M3
1 (y) and M3

x(y) are defined

by

M3
1 (y) :=

y0 y1

y1 y2

 , M1
x(y) :=

y1 y2

y2 y3

 , ∀y ∈ R4,

and z ∈ R4 is the vector containing the first four moments of π:

z := (π(1), π(x), π(x2), π(x3)).

Since inequalities (4.8)–(4.9) hold for all uuu ∈ R2, we have that M3
1 (z) and M3

x(z) are two positive

semidefinite matrices, or

M3
1 (z) � 0, M3

x(z) � 0,(4.10)

for short.

Putting (4.6)–(4.10) together, we have that z belongs to the set

E1 =

y ∈ R4 :

y0 = 1,

b1y0 − b2y1 + b3y2 − b4y3 = 0,

M3
1 (y) � 0, M3

x(y) � 0.

 .(4.11)

In other words, the set {z} of vectors whose entries are composed of the first four moments of

the stationary distributions of Schögl’s model is contained in E1 (our choice of words here is

due to the fact that Markov chains can have more than one stationary distribution, and so, in

general, this set may not be a singleton like it is for the simple case of Schlögl’s model). For this

reason, we say that E1 is an outer approximation of the set of stationary moments of the chain.

Clearly,

inf{yα : y ∈ E1} ≤ π(xα) ≤ sup{yα : y ∈ E1}, ∀α = 0, 1, 2, 3.(4.12)

In other words, the above infimum (resp. supremum) is a lower (resp. upper) bound on the

stationary moment π(xα). We now face the question “what is this infimum and supremum?”. To
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answer it for the case of the first and second moments (α = 1, 2), note that Sylvester’s criterion

tells us that the semidefinite inequalities M3
1 (y) � 0 and M3

x(y) � 0 are equivalent to

y0 ≥ 0, y1 ≥ 0, y2 ≥ 0, y3 ≥ 0,(4.13)

y0y2 − y2
1 ≥ 0,(4.14)

y1y3 − y2
2 ≥ 0.(4.15)

Inequalities (4.13) simply tells us that the moments must be non-negative; (4.14) tells us that

the variance is a non-negative quantity; and (4.15) gives us an additional condition involving

the first, second, and third moments.

Because of the constraint y0 = 1 and (4.14), the inequalities y0 ≥ 0 and y2 ≥ 0 in (4.13)

are redundant, and so we can omit them in our description of E1. Since y0 = 1, the moment

equation in (4.11) is satisfied if and only if

(4.16) b1 − b2y1 + b3y2 − b4y3 = 0.

If y1 > 0, then (4.15) implies that y3 ≥ 0, and if y1 = 0 this follows from y2 ≥ 0 and (4.16).

Thus, the inequality y3 ≥ 0 in (4.13) is also redundant and we can omit it. We have reformulated

E1 as

E1 =

y ∈ R4 :

y0 = 1,

y1 ≥ 0, y2 ≥ y2
1, y1y3 ≥ y2

2,

b1 − b2y1 + b3y2 − b4y3 = 0.

 .

Fix any y ∈ E1 and note that due to (4.16), the inequality y1y3 ≥ y2
2 is satisfied if and only if

b1y1 + b3y1y2 − b4y2
2 − b2y2

1 ≥ 0.

Suppose that b3 ≥ 2
√
b2b4 (the other case can be dealt with similarly). Since y1 ≥ 0, the

quadratic formula tells us that the above is satisfied if and only if

r−2 (y1) ≤ y2 ≤ r+
2 (y1)

with

r±2 (x) :=
b3x±

√
4b1b4x+ (b23 − 4b2b4)x2

2b4
.

In other words, we have our final reformulation of E1:

E1 =

y ∈ R4 :

y0 = 1, y1 ≥ 0,

max{y2
1, r
−
2 (y1)} ≤ y2 ≤ r+

2 (y1),

y3 = (b1 − b2y1 + b3y2)/b4.

 .(4.17)
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Figure 4: Outer approximations and bounds for the set of stationary moments of Schlögl’s

model. The parameter values used here are k1 = 1, k2 = 1, k3 = 4/5, and k4 = 1. (a) The projection

on the y1-y2 plane of the outer approximation E1 defined in (4.11) is the grey area contained between

the blue, green and purple lines. The black dots correspond to the upper and lower bounds on the

first and second moments. (b) By increasing the number of moment equations and inequalities included

in our description of the spectrahedron, we narrow down the outer approximation (4.39) of the set of

stationary moment vectors (areas contained within the coloured outlines). The corresponding lower and

upper bounds on the first two moments shown as dots in the figure are increasingly tighter and approach

each other.

Fig. 4(a) shows the projection of E1 onto the y1-y2 plane for some sample parameter values.

The description (4.17) makes it obvious that (1, 0, 0, b1/b4) ∈ E1. Since y1 ≥ 0 and y2 ≥ 0 for

every vector y in E1, we have that the lower bounds for the first and second moment are trivial:

inf{y1 : y ∈ E1} = inf{y2 : y ∈ E1} = 0.

The upper bounds however are not: since r+(x) > r−(x) for all x > 0 and both x 7→ x2 and

r+ are monotonically increasing functions, the description (4.17) implies that the pair (y∗1, y
∗
2)

composed of the suprema

y∗1 := sup{y ∈ E1}, y∗2 := sup{y ∈ E1}

is the north-eastern most point of intersection of the curves x 7→ x2 and x 7→ r+(x). That is,

(y∗1, y
∗
2) = (r4, r

+
2 (r4)) where r4 is the rightmost root of the quartic polynomial

x 7→ x(b1 − b2x+ b3x
2 − b4x3).

In summary, using the first moment equation and the semidefinite inequalities of Section 4.3, we

have derived the following bounds on the first and second moment of the stationary distribution

of Schögl’s model:

0 ≤ π(x) ≤ r4, 0 ≤ π(x2) ≤ r+(r4).
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These bounds are rough: the lower bounds are trivial. However, we can restrict the outer

approximation E1 by appending to it more moment equations and semidefinite inequalities, see

Fig. 4(b). The appropriate infimum and supremum of these restrictions are tighter bounds on

the moments of interest. The descriptions of these restrictions include inequalities involving

polynomials of degree higher than two. For this reason, computing these infima and suprema by

hand as we just did for first two moments here is a difficult, if not impossible, venture. Computing

these infima and suprema numerically, however, is a straightforward task. It consists of solving

semidefinite programs (one per bound), for which we can use standard solvers readily available

online. This is the subject matter of Section 4.4. Once we describe this approach for general

chains in that section, we will revisit Schlögl’s model and compute tight bounds for the first

three moments.

4.2 The Basic Adjoint Equation

We now give formal statements delineating sets of test functions for which the BAEs (4.1)–(4.2)

hold. Verifying the integrability conditions stated in the premises of these statements can be

done using the Foster-Lyapunov criteria discussed in Section 2.4 of Chapter 2. We begin with

the discrete-time stationary BAE.

Lemma 4.2 (Proposition 2 in [79]). Let P be a one-step matrix and π be a stationary distribution

of P . If f : S → R is π-integrable and Pf is well defined, then Pf is π-integrable and the BAE

(4.1) holds.

Proof. Since πP = π, Tonelli’s Theorem tells us that π(P |f |) = π(|f |) <∞. Since |Pf | ≤ P |f |

we have that Pf is π-integrable. The equations π = πP in Theorem 2.13 and the Dominated

Convergence Theorem then yield the BAE.

The continuous-time version of the above is as follows:

Lemma 4.3 (Proposition 3 in [79]). Let Q be a rate matrix and π be a stationary distribution

of Q. If f : S → R is such that Qf(x) is well defined for each x ∈ S and x 7→ qxf(x) is

π-integrable, then x 7→
∑

y 6=x q(x, y)f(y) and Qf are also π-integrable and the BAE (4.1) holds.

Proof. Theorem 2.41 tells us that πQ = 0 and so by Tonelli’s Theorem∑
x∈S

π(x)
∑
y 6=x

q(x, y) |f(y)| =
∑
y∈S
|f(y)|

∑
x 6=y

π(x)q(x, y) =
∑
y∈S
|f(y)|π(y)qy <∞.

In words, x 7→
∑

y 6=x q(x, y)f(y) is π-integrable. Since Qf(x) =
∑

y 6=x q(x, y)f(y) − qxf(x),

we have that Qf is π-integrable. The BAE then follows from the Dominated Convergence

Theorem.
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We now move on to the BAEs associated with exit times. In both the discrete-time and

continuous time cases, we can prove the BAEs for general stopping times instead of for exit

times with no extra effort. We begin with the discrete-time case:

Lemma 4.4. Let ς, µS, and νS be as in the premise of Lemma 2.6. Suppose that f : S → R

is λ-integrable, that Pf is well defined, and that P |f | is νS integrable. Then, f is µS-integrable

and νS-integrable, Pf is νS integrable, and the BAE (4.2) holds.

Proof. Since |Pf | ≤ P |f | we have that Pf is νS integrable. Multiplying (2.29) by |f(x)|,

summing over all x ∈ S and applying Tonelli’s Theorem, shows that f is µS-integrable and that

Qf is νS-integrable. Multiplying the same equation by f(x), summing over all x ∈ S, applying

Fubini’s Theorem, and rearranging we obtain the BAE.

The continuous-time version of the above is as follows:

Lemma 4.5. Let η, µS, and νS be as in the premise of Lemma 2.34 and suppose that the

stopping time η is Pλ-almost surely finite. Additionally, suppose that f : S → R is λ-integrable,

that Qf is well defined, and that

x 7→
∑
y 6=x

q(x, y) |f(y)|

is a νS-integrable function. Then, f is µS-integrable, Qf is νS-integrable, and the BAE (4.2)

holds.

Proof. Multiplying (2.81) by |f(x)|, summing over all x ∈ S and applying Tonelli’s Theorem,

shows that f is µS-integrable and that Qf is νS-integrable. Multiplying the same equation

by f(x), summing over all x ∈ S, applying Fubini’s Theorem, and rearranging we obtain the

BAE.

4.3 Interlude: moment problems

We now generalise the simple semidefinite inequalities (4.10) that we obtained in the process of

deriving the bounds on the first and second moments of the stationary distribution of Schlögl’s

model. To do so, we will require some notation related to multivariate polynomials (we will also

use the same notation in Chapter 7) that we introduce now.

Let {|α| ≤ d} denote the subset of tuples α in Nn such that |α| := α1 + · · · + αn ≤ d.

The cardinality of {|α| ≤ d} is #d :=
(
n+d
d

)
, that is, n + d choose d. The space of real-valued

vectors indexed by {|α| ≤ d} ({y : yα ∈ R, |α| ≤ d}) is isomorphic to R#d and we make no

distinction between them. Similarly for the space of real-valued matrices indexed by {|α| ≤ d}
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({M : Mαβ ∈ R, |α| ≤ d, |β| ≤ d}) and R#d×#d . Keeping this in mind, we denote the standard

inner product on R#d by

〈y, z〉 :=
∑
|α|≤d

yαzα, y, z ∈ R#d ,

A matrix M ∈ R#d×#d is said to be positive semidefinite, or M � 0 for short, if and only if

〈y,My〉 ≥ 0, ∀y ∈ R#d .

We denote monomials as xα :=
∏n
i=1 x

αi
i where α ∈ Nn and x ∈ Rn. We use R[x]d to denote

the vector space of real polynomials on Rn of degree at most d and R[x] := R[x]∞ to denote

that of all polynomials. The set {xα : |α| ≤ d} is a basis (known as the canonical basis or the

monomial basis) of R[x]d, and so we can write any polynomial p ∈ R[x]d as

p(x) =
∑
|α|≤d

pppαx
α, ∀x ∈ Rn.

where ppp := (pppα)|α|≤d in R#d is the vector of coefficients of p. We denote the degree of any

polynomial p by dp.

With this notation in place, we are now in a position to start our treatment of the moment

conditions that we employ in this chapter (and in Chapter 7) in earnest. Fix a Borel subset G

of Rn and a polynomial D ∈ R[x] that is strictly positive on G (meaning that D(x) > 0 for all

x ∈ G). Let ρ be an unsigned Borel measure on Rn with support contained in G, and y be a

vector in R#d . We say that y is the vector of rational moments of order d ∈ N∪{∞} of µ if the

integrals

ρ

(
xα

D

)
, ∀α : |α| ≤ d,

are all well defined and finite, and

yα = ρ

(
xα

D

)
, ∀α : |α| ≤ d.

If the above is the case, we say that ρ is a representing measure of y. Let y a vector in R#d . For

any f ∈ R[x]d, we can write the integral of the rational function f/D as a linear combination of

the rational moments

ρ

(
f

D

)
=
∑
|α|≤d

fffαρ

(
xα

D

)
=
∑
|α|≤d

fffαyα = 〈fff, y〉 .

In particular, choosing f(x) := xαD(x) we have that 〈fff, y〉 is the α-moment (or -raw moment

or -power moment) ρ(xα) of ρ.

Consider the following question:

“Is y the vector of rational moments of some unsigned Borel measure with support

contained in G?”
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This question and the matter of how difficult it is to answer, have a rich and long history that

dates back to celebrated late-19th/early-20th century figures such as Hausdorff, Markov, Stieltjes,

and Hilbert. In recent history, interest has been revived in these questions partly due to the

theoretical breakthroughs of Krivine [123, 122] and Stengle [213] in the 60s and 70s, by those of

Schümdgen [199] and Putinar [186] in the early 90s, and by the popular and more applications-

oriented work of Lasserre [137], Parrilo [179, 180], and their co-authors over the last couple of

decades. In this section, we only give a brief overview of the general ideas used to explore these

questions and then focus on the specific results that we employ in the remainder of this chapter

and in Chapter 7. For more information on this subject see [139, 18, 143, 135] for the basic

theory, historical overviews, and extensive lists of applications, and [197] for a survey of recent

theoretical developments.

To simplify the notation in the ensuing discussion, we fix D ≡ 1 here up until Remark 4.10.

However, as explained in the remark, everything that follows holds identically if D is any fixed

polynomial that is strictly positive on G.

Let Md
G denote the set of vectors in R#d that have a representing measure. Note that Md

G is

a closed convex cone. We can reformulate our question as “does y belong to Md
G?”. In general,

testing for membership of Md
G is NP-hard and so (unless P = NP ) it is a computationally

intractable problem. To see why it is NP-hard, we must recall a classical result first proven

by Marcel Riesz [190] (for n = 1) and extended by Edward K. Haviland [91] (for n ≥ 1). It

says that if d = ∞ and G is closed, then y is the sequence of moments of some unsigned Borel

measure with support on G if and only if

(4.18) 〈y,ppp〉 ≥ 0

for every polynomial p that is non-negative on G (that is, p(x) ≥ 0 for all x ∈ G). In other

words, identifying polynomials with their vectors of coefficients, MG := M∞G is the dual of the

cone LG of polynomials that are non-negative on G. If G = Rn, then it is known that testing

whether a polynomial f is globally non-negative (that is, whether it belongs to LRn) is NP-

hard (unless n = 1, or df = 2, or, unexpectedly, both n = 3 and df = 4). The problems of

testing membership of a convex cone or of its dual have the same complexity, making testing

membership of MRn NP-hard for n > 1, see [18, Chap.3] for more on this.

NP-hardness does not imply that testing membership of a specific vector y is a hopeless

venture. It merely tells us that (unless P = NP ) any algorithm guaranteed to correctly deduce

whether y ∈MG for every vector y, will take a prohibitively large amount of time and resources

to run for at least some vectors y. For this reason, the usual approach is to find another cone

K (called an outer approximation) containing Md
G such that testing membership thereof is a
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polynomial-time problem. In this way, if we establish that y 6∈ K, then we know that y 6∈ Md
G

and the former can be tested for in practice. In other words, by finding an outer approximation

K we derive necessary conditions that y must satisfy if it is the vector of moments of a measure

with support in G.

There are many such outer approximations. Researchers typically guide their selection by

searching for a complete hierarchy of tractable outer approximations {Kd
G}d∈N such that

1. for each d ∈ N, Kd
G contains Md

G ,

2. testing membership of Kd
G is a polynomial-time problem,

3. the hierarchy is decreasing; K0
G ⊇ K1

G ⊇ . . .

4. for certain support sets G it is the case that

(4.19) lim
d→∞

Kd
G :=

∞⋂
d=0

Kd
G = MG .

In the above, we are abusing our notation by writing Kd
G ⊇ Kd+1

G to mean that for each

(yα)|α|≤d+1 ∈ Kd+1
G ⊆ R#d+1 its truncation (yα)|α|≤d ∈ R#d belongs to Kd

G , and similarly in

(4.19).

There are multiple ways that these outer approximations are constructed but they all consist

of requiring that (4.18) holds for polynomials in a subcone K̃d
G of the cone LdG of polynomials of

degree d that are non-negative on G. This is in contrast to the requirement that (4.18) holds

for all non-negative polynomials, which we know is intractable, at least for some G. In other

words, Kd
G is defined to be the dual cone of K̃d

G :

(4.20) Kd
G := {y ∈ R#d : 〈y,ppp〉 ≥ 0 ∀p ∈ K̃d

G}.

Our first requirement satisfied since K̃d
G ⊆ LdG . As mentioned before, testing membership of

a convex cone or of its dual are problems of the same complexity. For this reason, if K̃d
G is

chosen such that p ∈ K̃d
G is a polynomial-time problem, then the second requirement is satisfied.

The third requirement is immediate if {K̃d
G}d∈N is chosen to be an increasing sequence of sets

of polynomials. The final requirement is the hardest to satisfy, to do so one needs to build

on a Nichtnegativstellensatz (a representation theorem for non-negative polynomials) or on a

Positivstellensatz (a representation theorem for strictly positive polynomials). That is, a result

that delineates an increasing hierarchy K̃d
G such that LG (resp. the subcone L◦G of polynomials

that are strictly positive16 on G) can be expressed as

(4.21) LK (resp. L◦K) = lim
d→∞

K̃d
G =

∞⋃
d=0

K̃d
G .

16As we always deal with finite unsigned measures, it does not matter if we use LG or L◦G since (4.19) holds for
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There are several such theorems, see [139, Chap.2] for an overview. In this thesis, we choose the

one that is perhaps the most popular choice in applications: Putinar’s Positivstellensatz which

applies to support sets that are basic semialgebraic sets:

(4.22) G := {x ∈ Rn : h1(x) ≥ 0, . . . , hl(x) ≥ 0, g1(x) = 0, . . . , g`(x) = 0},

where h1, . . . , hl, g1, . . . , g` ∈ R[x] and l, ` ∈ N. This representation theorem relies on (s)um (o)f

(s)quares, or sos, polynomials. A polynomial p is said to be sos, if it can be expressed as

p = p2
1 + · · ·+ p2

u,

for some other polynomials p1, . . . , pu. The cone Σ of sos polynomials is a subcone of that of

non-negative polynomials LRn . Putinar’s Positivstellensatz considers the case

(4.23)

K̃d
G :=

f ∈ R[x]d : f =
l∑

i=0

σihi +
∑̀
j=1

σ̃jgj , for some σ0, . . . , σl ∈ Σ, and σ̃1, . . . , σ̃` ∈ R[x]

 .

Remark 4.6. Notice that in the above expression we have written the first sum starting from

i = 0 instead of i = 1. We are abusing our notation by appending the trivial inequality h0(x) :=

1 ≥ 0 to the description of G in (4.22). We find this notationally convenient and we adhere to

it throughout this thesis.

We can now are now in a position to state the Positivstellensatz.

Theorem 4.7 (Putinar’s Positivstellensatz, Theorem 2.14 in [139]). Suppose that there exists a

polynomial u in K̃G := ∪∞d=0K̃d
G such that {x ∈ Rn : u(x) ≥ 0} is compact. Then L◦G = K̃G.

The assumption in the theorem’s premise implies that G itself must be compact (since,

by definition, every polynomial in Kd
G is non-negative on G). Indeed, for any compact basic

semialgebraic set, one can append a redundant polynomial to the description (4.22) of G so that

the Theorem’s premise is satisfied, see [139, p.30].

In summary, defining Kd
G via (4.20) and (4.23), yields a hierarchy of outer approximations,

known as the Lasserre Hierarchy , that satisfies requirements 1,3, and 4 listed above:

Theorem 4.8 (The Lasserre Hierarchy). Suppose that Kd
G is the dual cone of K̃d

G defined in

(4.23). For each d ∈ N, Kd
g contains Md

G, the sequence {Kd
G}d∈N is decreasing, and if the premise

of Theorem 4.7 is satisfied, then its limit KG := ∩dKd
G is MG.

all p ∈ LK if and only if it holds for all p ∈ L◦K. To see this, suppose that it holds for all p ∈ L◦G , and pick any

f ∈ LG . For any ε > 0, the polynomial fε := f + ε is strictly positive, and thus

〈y,f〉+ εy0 = 〈y,f + ε〉 = 〈y,fε〉 ≥ 0.

Taking the limit ε→ 0 implies that 〈y,fff〉 ≥ 0.
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We are now left with the question of whether we can test membership of Kd
G in polynomial

time. The answer is yes; the membership test consists of solving an SDP. One way to see this is to

show that testing whether a polynomial belongs to K̃d
G consists of solving a semidefinite program

(SDP) and then employing standard conic programming duality theory, see [180, 139, 143]. We

take a more direct approach deriving an explicit description of Kd
g that makes this evident. In

particular, a description in terms of linear equalities and semidefinite inequalities involving so-

called localising matrices. Let p ∈ R[x] and y ∈ R#d , then the localising matrix Md
p (y) is the

#d ×#d-dimensional matrix defined by

(Md
p (y))αβ :=

∑
|γ|≤dp

pγyα+β+γ , ∀ |α| , |β| ≤
⌊
d− dp

2

⌋

We now have the well-known description of Kd
G that we use extensively in this chapter and in

Chapter 7:

Theorem 4.9. Using our convention of h0 ≡ 1 discussed in Remark 4.6, we have that

(4.24) Kd
G =

y ∈ R#d :
Md
hi

(y) � 0, ∀i = 0, . . . , l,

〈y,gjxαgjx
αgjx
α〉 = 0, ∀α : |α| ≤ d− dgj , j = 1, . . . `.

 .

Proof. By definition, y ∈ Kd
G if and only if 〈y,fff〉 ≥ 0 for all polynomials f of degree d for the

form

(4.25) f =
l∑

i=0

σihi +
∑̀
j=1

σ̃jgj

with σ0, . . . , σl ∈ Σ, and σ̃1, . . . , σ̃` ∈ R[x] of the appropriate degrees. That is, y belongs to Kd
G

if and only if

(4.26) 〈y,fff〉 =
l∑

i=0

〈y,σihiσihiσihi〉+
∑̀
j=1

〈y, σ̃jgjσ̃jgjσ̃jgj〉 ≥ 0.

Let Σd denote the cone of sos polynomials of degree d. If it is the case that

〈y,σihiσihiσihi〉 ≥ 0, ∀σi ∈ Σd−dhi , i = 0, . . . , l,(4.27)

〈y,σjgiσjgiσjgi〉 = 0, ∀σ̃j ∈ R[x]d−dgj , j = 0, . . . , `,(4.28)

then (4.26) holds for all f of the form (4.25). The converse also holds. To see this first pick

f := σihi and note that (4.26) becomes (4.27). Similarly, picking f := σ̃jgj (resp. f := −σ̃jgj)

(4.26) reads 〈y, σ̃jgjσ̃jgjσ̃jgj〉 ≥ 0 (resp. 〈y, σ̃jgjσ̃jgjσ̃jgj〉 ≤ 0. Putting these two inequalities together yields

(4.28). Since {xα}|α|≤d is a basis of R[x]d, (4.28) holds if and only if

〈y,gjxαgjx
αgjx
α〉 = 0, ∀ |α| ≤ d− dgj , j = 1, . . . `.
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Thus, to complete this proof we only need to argue that

(4.29) 〈y,hiphiphip〉 ≥ 0, ∀p ∈ Σd−dhi

if and only if Md
hi

(y) is positive semidefinite. A polynomial p belongs to Σd−dhi if and only if

p = p2
1 + · · ·+ p2

u for some p1, . . . , pu ∈ R[x]b(d−dhi )/2c
. Since

〈y,hiphiphip〉 =
〈
y,hi(p

2
1 + · · ·+ p2

u)hi(p
2
1 + · · ·+ p2

u)hi(p
2
1 + · · ·+ p2

u)
〉

=
〈
y,hip

2
1hip
2
1hip
2
1

〉
+ · · ·+

〈
y,hip

2
uhip
2
uhip
2
u

〉
.

it follows that (4.29) holds if and only if
〈
y,hiq

2hiq
2hiq
2
〉
≥ 0 for each q ∈ R[x]b(d−dhi )/2c

. Note that

hi(x)(q(x))2 = hi(x)

 ∑
|α|≤b(d−dhi )/2c

∑
|β|≤b(d−dhi )/2c

qqqαqqqβx
α+β


=

∑
|γ|≤dhi

∑
|α|≤b(d−dhi )/2c

∑
|β|≤b(d−dhi )/2c

(hihihi)γqqqαqqqβx
α+β+γ .

And so

〈
y,hiq

2hiq
2hiq
2
〉

=
∑

|α|≤b(d−dhi )/2c

∑
|β|≤b(d−dhi )/2c

qqqα

 ∑
|γ|≤dhi

(hihihi)γyα+β+γ

qqqβ =
〈
qqq,Md

hi
(y)qqq

〉
.

In other words,
〈
y,hiq

2hiq
2hiq
2
〉
≥ 0 for all q ∈ R[x]b(d−dhi )/2c

if and only if
〈
qqq,Md

hi
(y)qqq

〉
≥ 0 for all

qqq ∈ R#b(d−dhi )/2c , that is, if and only if Md
hi

(y) is positive semidefinite.

The set on the right-hand side of (4.24) is a set defined by linear equalities and semidefinite

inequalities, otherwise known as a spectrahedron [18]. For this reason, testing membership of Kd
G

consists of solving an SDP, a polynomial time problem [18, 20], and so the Lasserre hierarchy

also satisfies all four requirements.

Remark 4.10 (The case D 6≡ 1). Given that we are assuming that D is strictly positive on G,

a rational function of the sort f/D (where f ∈ R[x]) is non-negative (resp. strictly positive) on

G if and only if f is non-negative (resp. strictly positive). For this reason, it is straightforward

(to port over the result of Riesz and Haviland use the fact that yα = ρ(xα/D) if and only if yα

is the α-moment ρ̃(xα) of ρ̃(dx) := D−1(x)ρ(dx)) to check that all the discussion above carries

over identically for the case D 6≡ 1, see [18, Chap.3] for instance.
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4.3.1 Numerical considerations

The SDPs associated with moment problems tend to be ill-conditioned leading to numerical

instability in the solvers17, a real practical limitation of moment problem approaches18. The

origin of this numerical instability is an open problem and the subject of ongoing research. Our

experience indicates that this instability is, at least in part, simply a consequence of the fact

that the moments of measures change orders of magnitude very rapidly. If ρ is a probability

measure on ([0,∞),B([0,∞)), then Jensen’s inequality tells us that

ρ(xα) ≥ ρ(x)α,

and so the order of magnitude of the moments of a measure with mean greater than one grows

at least linearly with α. They often grow much faster; Jensen’s inequality is only sharp for

Dirac measures. For instance, the nth moment of the innocently looking unit mean exponential

distribution is n!, so that its mean is 1 but its 20th moment is 2.43× 1018.

Most SDP solvers employ double-precision floating-point arithmetic. Carrying out compu-

tations involving the entries of the vector y composed of numbers that rapidly change order of

magnitude (such as a vector of moments) in double-precision floating-point arithmetic can lead

significant round-off and cancellation errors, see [80]. For instance, if y := (y0, y1, . . . , y20) the

vector of the first twenty-one moments of the exponential distribution, then in double-precision

floating-point arithmetic

y0 + y1 + · · ·+ y5 = 154, but (y20 + y0 + y1 + · · ·+ y5)− y20 = y20 − y20 = 0.

Of course, not all feasible points of the SDPs arising from moment problems are the vectors

of moments of a measure. However, by construction, it is typically the case that at least one

of these feasible points is a vector of moments (those of a measure of interest ρ), and so at

least one feasible point of the SDP has components with a large discrepancy in their order of

magnitudes. Some moment problems have feasible sets that are compact. Because of this, we

find it reasonable to expect that many of their feasible points also share these discrepancies in the

orders of magnitude of their entries. Even when this is not the case, the optimal points should be

17Here, I must thank Giovanni Fantuzzi for very interesting conversations regarding these issues, for his suggestion

of employing a multi-precision solver to mitigate them, and for making available the package mpYALMIP

[60] that interfaces the multi-precision solver SDPA-GMP [174] with the modelling package YALMIP [147],

something of great utility in practice.

18In fact, whenever we were unable to solve an SDP arising from a moment problem using a standard double-

precision floating-point solver it was because the SDP was ill-conditioned and the solver struggled and not

because the SDP was too large and prohibitively computationally expensive to solve.
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close to the vector of moments of ρ due to the way that the SDPs are constructed. Thus, as the

solver approaches the optimum, the feasible points it steps through will have this discrepancy

in their entries. In our experience, if the maximum difference in the orders of magnitude of

the entries of a feasibly point y is γ, then a localising matrix evaluated at y has a condition

number of at least γ. Consequently, we believe that as the solver approaches the optimum, these

matrices (which define the semidefinite constraints) become ill conditioned which in turn leads

to the numerical instability of the solvers.

Motivated by the success reported in [61] when tackling similar SDPs, we recommend using

the multi-precision solver SDPA-GMP [174] (as we do in Chapter 4) instead of standard double-

precision SDP solvers to ameliorate these issues. Our experience is that SDPA-GMP performs

much better than standard double-precision solvers when it comes to these types of SDPs19.

This solver can be interfaced with the modelling packages YALMIP [147] and GloptiPoly3 [98]

using mpYALMIP [60].

We close this section by pointing out that if one is experiencing numerical difficulties when

attempting to solve a sos problem [179, 180], this could be for the same reason as in the moment

problem case. Switching to a multi-precision solver such as SDPA-GMP may mitigate these

issues, as was the case in [61]. The SDPs associated with sos problems are the duals of the

SDPs associated with moment problems [139, 18, 143]. Most (if not all) SDP solvers use primal-

dual interior-point methods [189] which simultaneously solve the SDP of interest (known as the

primal problem) and its dual. Thus, even if there is no ill-conditioning apparent on the primal

sos side, there likely is on the dual moment side for the reasons discussed in this section.

4.4 Moment bounds for chains with rational generators

With the rigorous statements of the BAEs in place, we are now in a position to detail our

semidefinite programming scheme in full. For the sake of brevity, we focus on the case of the

stationary moments; given Lemmas 4.4 and 4.5 of the previous section, porting the material of

this section over to the exit time case is a matter of adapting the notation (a perhaps laborious,

but theoretically straightforward task). Our approach applies to chains with rational generators:

Condition 4.11 (Rational Generators). We say that the chain has a rational generator if:

(a) The state space S is a subset of Rn.

19In contrast with the double-precision case, whenever we were unable to solve one of these SDPs using SDPA-

GMP it was because the computation time required was too long and not due to instability.
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(b) For at least one α ∈ Nn,

(4.30) Axα is absolutely convergent, ∀x ∈ S.

(c) Let IA denote the largest subset of Nn such that (4.30) holds. For each d ∈ N such that

{|α| ≤ d} ⊆ IA, there exists a strictly positive polynomial pd be such that

(4.31) pdAxα is a polynomial for each α such that |α| ≤ d.

Without loss of generality, we assume that pd is chosen so that (4.31) does not hold if pd

is replaced any factor of pd except for itself.

Essentially, a chain has a rational generator A if Af is a rational function for each polynomial

f such that the sum Af(x) is absolutely convergent for each x ∈ S. The set {xα : |α| ≤ d}

of monomials of degree d or less forms a basis of the space R[x]d of polynomials of degree d

or less. For this reason, {|α| ≤ d} ⊆ IA if and only if Af(x) is absolutely convergent for

each polynomial f ∈ R[x]d and x ∈ S. Fix a d such that {|α| ≤ d} ⊆ IA. The polynomial pd

appearing in Condition 4.11(c) is the lowest common denominator of the set of rational functions

{Axα : |α| ≤ d}.

Since {xα : |α| ≤ d} is a basis of R[x]d, we can equivalently define pd as the lowest common

denominator of the set of rational functions

{Af : f ∈ R[x]d}.

Due to this definition, we have that pdAf is a polynomial if f is a polynomial of degree d or

less.

Example 4.12. Consider again Sclögl’s model introduced in Example 2.26. In this case, IA =

N, pd ≡ 1 for all d, and

(4.32) pdAxα = Qxα = (k1x(x−1)+k3)((x+1)α−xα)+(k2x(x−1)(x−2)+k4x)((x−1)α−xα).

Example 4.13. In the case of the toggle switch chain (introduced in Example 2.25), we have

that IA = N2 and that

pd(x1, x2) = (1 + x1)(θ3 + x3
2),

for all d. For any monomial xα = xα1
1 xα2

2 , we have that

pdAxα =xα2
2 (k1θ

3(1 + x1)((x1 + 1)α1 − xα1
1 ) + k2x1(1 + x1)(θ3 + x3

2)((x1 − 1)α1 − xα1
1 ))

+ xα1
1 (k3(θ3 + x3

2)((x2 + 1)α2 − xα2
2 ) + k4x2(1 + x1)(θ3 + x3

2)((x2 − 1)α2 − xα2
2 ).(4.33)
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The class of chains with rational generators is broad:

• Except for the roller coaster ride chain of Section 2.2.1, every chain discussed in this thesis

has a rational generator.

• Every SRN with propensities that are rational functions has a rational generator with

IA = Nn. Independently of d, the polynomial pd is the lowest common denominator of the

propensities.

• The jump chains of SRNs with propensities aj that are rational functions have rational

generators with IA = Nn. Independently of d, the polynomial pd is the lowest common

denominator of
a1∑m
k=1 ak

,
a2∑m
k=1 ak

, . . . ,
am∑m
k=1 ak

.

• Consider the INAR(1) chain discussed in Section 2.2.1 and suppose that the input distri-

bution γ only has finite moments of order dγ or less. Then IA = {0, 1, . . . , dγ} and pd ≡ 1

for all d ≤ dγ .

• Consider the following non-linear version of INAR(1): Suppose that f : N → N, that

a : N→ (0,∞), and that

Xn+1 :=

f(Xn)∑
k=1

ζnk +Wn+1, X0 = Z,

where {Wn}n∈N is a sequence of i.i.d. random variables with law γ and, conditioned on Xn

the random variables {ζnk }k∈N are i.i.d. with Bernoulli law and mean of 1/a(Xn) and are

independent {Wn}n∈N. If f and a are polynomials and γ has finite moments of all order

then the chain has a rational generator with IA = N. If f and a have no common factors,

then pd = ad for each d ∈ N.

For each d such that {|α| ≤ d} ⊆ IA, let

(4.34) d∗ := max{dpdAxα : |α| ≤ d}

be the largest degree of the polynomials in {pdAxα : |α| ≤ d}. Clearly, d∗ is a nondecreasing

function of d.

Example 4.14. In the case of Schögl’s model, (4.32) tells us that d∗ = d + 2. In that of the

toggle switch, (4.33) tells us that d∗ = d+ 4.

With this notation in place, suppose that π is a stationary distribution of a discrete-time

chain with a rational generator A and that it has support contained in a basic semialgebraic
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set G of the sort defined in (4.22). Suppose that π has finite moments of order d or less. That

is, that the integral π(xα) is well defined and finite for each α such that |α| ≤ d. Lemma 4.2

implies that Axα is π-integrable and that

(4.35) π(Axα) = 0, ∀α : |α| ≤ d.

Since A is rational, (4.31) and (4.34) tell us that Axα is of the form f/pd where f is a polynomial

of degree d∗ (with vector of coefficients fff = (fffα)|α|≤d∗ ∈ R#d∗ ). For this reason, assuming that

π has all rational moments

(4.36) zα := π

(
xα

pd

)
, ∀α : |α| ≤ d∗,

well-defined and finite, we can rewrite (4.35) as

0 = π(Axα) = π

(
f

pd

)
= π

(∑
|β|≤d∗ fffβx

β

pd

)
=
∑
|β|≤d∗

fffβπ

(
xβ

pd

)
=
∑
|β|≤d∗

fffβzβ = 〈fff, z〉

= 〈AxαAxαAxα, z〉 , ∀α : |α| ≤ d,(4.37)

where z := (zα)|α|≤d∗ is the vector of rational moments of π. These equations are those that we

refer throughout this chapter as the “moment equations”. Note that

〈pdfpdfpdf, z〉 =
∑
|α|≤d∗

(pdfpdfpdf)αzα =
∑
|α|≤d∗

(pdfpdfpdf)απ

(
xα

pd

)
= π

(∑
|α|≤d∗(pdfpdfpdf)αx

α

pd

)
= π

(
pdf

pd

)
= π(f),

for each polynomial f of degree d∗ − dpd or less. In particular, picking f ≡ 1, we have that

(4.38) 〈pdpdpd, z〉 = π(1) = 1,

since π is a probability distribution. Theorems 4.8 and 4.9 of Chapter 2 tell us that the vector

z belongs to the set Kd∗
G defined in (4.24). Putting (4.37)–(4.38) and this fact together, we have

that the vector y of rational moments of π defined in (4.36) belongs to the spectrahedron

Ed :=

y ∈ R#d∗ :

〈y,pdpdpd〉 = 1

〈y,AxαAxαAxα〉 = 0, ∀α : |α| ≤ d

y ∈ Kd∗
G

 .(4.39)

In other words, we have argued the main result of this section: the spectrahedron Ed is an outer

approximation of the set of stationary moment vectors of the chain. Formally:

Theorem 4.15. Suppose that X is a discrete-time chain with generator A satisfying Condition

4.11 and that d is such that {|α| ≤ d} ⊆ IA. Let pd be as in (4.31) and d∗ be as in (4.34).

Suppose π is a stationary distribution of the chain with support contained in a basic semialgebraic

set G such that xα is π-integrable for each α with |α| ≤ d. If the rational moments zα in (4.36)

are well defined and finite, then the vector of these moments z := (zα)|α|≤d∗ belongs to Ed defined

in (4.39).
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This result has the following theoretically trivial but practically useful corollary:

Corollary 4.16. Suppose that π and A satisfy the premise of Theorem 4.15. For any polynomial

f of degree d∗ we have that

ldf/pd := inf{〈fff, y〉 : y ∈ Ed} ≤ π
(
f

pd

)
≤ sup{〈fff, y〉 : y ∈ Ed} =: udf/pd

In particular, choosing f(x) := pd(x)xα with |α| ≤ d∗ − dpd, we have the following bounds on

the α-moment of π:

ldα := ldxα ≤ π(xα) ≤ udxα =: udα.

The continuous-time counterparts of the above statements are identical except that we need

to adapt our integrability requirements to those of the continuous-time BAE, see Lemma 4.3:

Theorem 4.17. Suppose that X is a continuous-time chain with generator A = Q satisfying

Condition 4.11 and that d is such that {|α| ≤ d} ⊆ IA. Let pd be as in (4.31) and d∗ be

as in (4.34). Suppose π is a stationary distribution of the chain with support contained in a

basic semialgebraic set G such that x 7→ qxx
α is π-integrable for each α with |α| ≤ d. If the

rational moments zα in (4.36) are well-defined and finite, then the vector of these moments

z := (zα)|α|≤d∗ belongs to Ed defined in (4.39).

The continuous-time version of Corollary 4.16 is as follows.

Corollary 4.18. If π and A satisfy the premise of Theorem 4.17, then the conclusions of

Corollary 4.16 hold identically in the continuous-time case.

Suppose that our interest is computing lower and upper bounds on a stationary average π(f)

where f is a polynomial. For instance, that we are interested in obtaining bounds on a moment

of π. Assuming that π satisfies the integrability requirements of their premises, Corollaries 4.16

and 4.18 enable us to compute such bounds as long as df ≤ d∗−dpd . All we must do, is compute

ldf and udf by solving the appropriate SDPs. We can use either of these bounds (or any number

in between them) as an approximation Ed of π(f). Moreover, by combining the lower bound

and the upper we can quantify the quality of our approximation; Ed is at most udf − ldf away

from π(f).

Let dA be the first integer such that {|α| ≤ dA} 6⊆ IA or plus infinity if no such integer exists.

Assuming that d < dA, Condition 4.11(c) implies that pd−1 is a factor of pd, that is pd = gpd−1

for some polynomial g. Since the degree of the product of two polynomials is the sum of the

degrees of each polynomial, we have that

d∗ = max{dpdAxα : |α| ≤ d} ≥ max{dpdAxα : |α| ≤ d− 1} = max{dgpd−1Axα : |α| ≤ d− 1}

= max{dg + dpd−1Axα : |α| ≤ d− 1} = dg + max{dpd−1Axα : |α| ≤ d− 1} = dg + (d− 1)∗.

123



It follows that

(4.40) (d− 1)∗ − dpd−1
≤ d∗ − dpd , ∀0 < d < dA.

Since the above implies that (d−1)∗ ≤ d∗, we have that if π satisfies the integrability requirements

in either of the corollaries for some d, then π also satisfies these requirements for every d̃ smaller

than d. Let dπ be the largest d < dA for which π satisfies the premise of the appropriate

corollary. Inequality (4.40) tells us that if df ≤ d∗ − dpd , then df ≤ d̃∗ − d̃pd for each d̃ < dA

greater than d. For these reasons, by repeatedly solving larger and larger SDPs we can compute

a complete sequence {ldf}
dπ
d=df

of lower bounds on π(f) and one {udf}
dπ
d=df

of upper bounds.

Since the larger SDPs involve incorporating more and more moment equations and ever larger

moment conditions, one might hope that these sequences converge to π(f) in the case that the

chain has a unique stationary distribution π and that dA = dπ = ∞. Even though this often

is the case in practice (see Example 2.54 below and the examples given in [72, 195, 47, 48]),

we know of no way to prove this fact for reasons that we will discuss in Section 4.6. In the

case that the denominator pd is not independent of d, these sequences are not guaranteed to be

monotone either. For this to be the case, one requires additional conditions of the sort pd/pd−1

is a sum-of-squares polynomial. If the denominator pd is independent of d, then the Lasserre

Hierarchy (Theorem 4.8) implies that the projection of Ed+1 onto R#d is contained in Ed. The

monotonicity of these sequences follows trivially from this, see Fig. 4(b) for an illustration of

these facts in the context of Schögl’s model.

Indeed, using Corollary 4.18 and an SDP solver we obtain bounds on the stationary moments

of Schögl’s model far superior to those derived in Section 4.1:

Example 4.19. In Section 4.1, lower and upper bounds were computed on the first two moments

of the stationary distribution π of Schögl’s model using the simple description (4.17) of E3 to

obtain analytical expressions for l31, u3
1, l32, and u3

2. Since the chain’s generator is polynomial,

tighter (or at least as tight) bounds on these moments are obtained by solving the SDPs in the

definitions of ld1, ud1, ld2, and ud2 for higher d, see Fig. 5 below.

To compute the complete stationary distribution (see Fig. 6 of Chapter 6) we will use bounds

on the first and twenty-fifth moment that we obtain using Corollary 4.18. In particular, for

Fig. 6(a)–(b) we employ u25
1 = 17.5 and u25

25 = 5.79 × 1035 while for Fig.6(c)–(d) we use u25
1 =

98.0 and u25
25 = 6.37× 1051. Parameter values of the model as in Fig. 6’s caption.

In Chapter 6, we will require the following moment bound to compute accurate approxima-

tions of the stationary distribution of the toggle switch model introduced in Example 2.25.
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Figure 5: The sequence of moment bounds for Schlögl’s model (2.57) converges to the

moment. (a) Upper (udα, red) and lower (ldα, blue) bounds on the first three moments (α = 1, 2, 3)

computed increasing the number of moment equations d and moment inequalities. The insets show that

the difference between the upper and lower bounds decreases as d increased, indicating that both bounds

converge to the true moment. The dashed line indicates the number the bounds approach, which must

be the moment. (b) Using the moment bounds in (a) we compute estimates of three summary statistics:

coefficient of variation, variance and skewness. The insets show the difference of lower and upper bounds

on these summary statistics. The parameters for Schlögl’s model (2.57) used here are k1 = 6, k2 = 1/3,

k3 = 50, k4 = 3 corresponding to the unimodal distribution in Fig. 6(a).

Example 4.20. In the computations required to generate Figs. 7–8 of Chapter 6, we will use

the bound u6
f = 5.10× 108, where

f(x1, x2) = (x1 + 2x2)6, ∀x ∈ N2

To generate Fig.9 in the same chapter, the bound u6
f was recomputed for each value of the

dissociation constant θ.

Implementation details: To set up the SDPs in Corollary 4.18 used in the above examples,

we employed the modelling package YALMIP [147]. The SDPs were solved using the multi-

precision solver SDPA-GMP [174] in conjunction with the interface mpYALMIP [60]. Our

choice of a multi-precision solver instead of a standard double-precision one was motivated by

the reasons discussed at the end of Section 4.3.
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4.5 Non-rational generators

Even though the class of chains with rational generators is broad, there are many chains that do

not satisfy this condition. The state space of the chain in question may not even be a subset of

Rn in which case there is no clear notion of a “moment”. Even in these cases, “moment bounds”

in the sense of a bound on the stationary averages π(w) of a non-negative norm-like function w

are of value. These bounds can be combined with the linear programming schemes of Chapter

6 to compute bounds converging bounds on stationary averages of interest or even converging

approximations of π itself, see Theorems 6.4 and 6.9. Even though the BAEs discussed in Section

4.2 can no longer be used to develop a systematic semidefinite approach such as that discussed

in the previous section, they can still be employed to derive crude moment bounds in a more

ad-hoc fashion. In this brief section, we illustrate how one can do this via a simple example:

the roller coaster ride chain introduced in Section 2.2.1.

Recall the definition of the one-step matrix P in (2.13) which implies that for any f : N→ R

Af(x) = Pf(x)− f(x) = Ex [f(max{(x− C), 0}+W1)]− f(x),

where W1 has law Poia(x) (·) with a(x) as in (2.12). Example 2.17 and Lemma 2.47 show that

the chain has a unique stationary distribution π and that all of its moments are finite. Lemma

4.2 then implies that the BAE π(Af) = 0 holds for all polynomials f . Picking f(x) := x we

have that

Af(x) = max{(x− C), 0}+ Ex [W1]− x = max{(x− C), 0}+ a(x)− x,

and so π(Af) = 0 implies that

(4.41) π(a) = π(x1{x<C} + C1{x≥C}).

Similarly, choosing f(x) := x2 we have that

Af(x) = Ex
[
(max{(x− C), 0}+W1)2

]
− x2 = max{(x− C), 0}2 + 2 max{(x− C), 0}Ex [W1]

+ Ex
[
W 2

1

]
− x2 = max{(x− C), 0}2 + 2 max{(x− C), 0}a(x) + a(x) + a2(x)− x2.

Using the above we have that

0 = π(Af) = π(1{x≥C}(C
2 − 2Cx+ 2(x− C)a(x))− x21{x<C} + a(x) + a2(x)).

Combining the above with (4.41) it follows that π(w̃) = 0 where

w̃(x) := 1{x<C}(x
2 − x− a2(x)) + 1{x≥C}(2x(C − a(x))− C − (C − a(x))2).

126



From the definition of a(x) in (2.12) we have that a(x) ≤ C/2 for any x ≥ max{C, 2Cθ−1K}.

Due to this

w̃(x) ≥ x− C − C2, ∀x ≥ max{C, 2Cθ−1K},

which leaves it clear that w̃ is norm-like. Furthermore, the above implies that

c : = −
(

min
x∈N

w̃(x)

)
(4.42)

= −min
{

min{w̃(x) : x < max{C, 2Cθ−1K}}, w̃(max{C, 2Cθ−1K})
}
.

Notice that the rightmost expression in the above gives us a simple way to compute c numerically.

The function w̃ may not be non-negative, but

(4.43) w(x) := w̃(x) + c

is. In summary, the function w is both norm-like and non-negative, and the equation π(w̃) = 0

implies that

π(w) = π(w̃ + c) = π(w̃) + cπ(N) = c.

Replacing the rightmost equality sign with an inequality sign yields a moment bound satisfied

the stationary distribution:

Lemma 4.21. Let c and w be as in (4.42)–(4.43). For any C,K, θ > 0 the unique stationary

distribution π of the one-step matrix P defined in (2.13) satisfies π(w) ≤ c.

4.6 Concluding remarks

In this chapter, we discussed semidefinite programming schemes that yield bounds on rational

averages of distributions related to Markov chains. Although we focused on the case of π-

averages (where π is a stationary distribution), given the BAEs in Lemmas 4.4 and 4.5, it is

clear from the chapter’s content that this approach can be modified so that it yields bounds

on µS- and νS-averages, where µS and νS are the space marginals of the exit distribution and

occupation measure associated with an exit time of the chain. Even if one is interested in µ- and

ν-averages where µ and ν are the complete exit distribution and occupation measure associated

with the exit time (for instance, interested in the moments of the exit time), the approach can

be tweaked [94] to yield bounds on these other averages. To do so, the BAE required is

(4.44) µ(gf)− g(0)λ(f)− ν(Â(gf)) = 0,

where f : S → R and g : [0,∞)→ R are test functions, and

Â(gf) := g(·+ 1)Pf − gf (resp. Â(gf) := gQf + ġf),
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denotes the time-space generator of the discrete-time (resp. continuous-time) chain. Of course,

the test functions must also satisfy some integrability conditions. The most general such condi-

tions that we have been able to argue are:

Lemma 4.22. Let P be the one-step matrix of a discrete-time chain, ς be an Fn-stopping time

(where {Fn}n∈N is the filtration generated by the chain (2.5)), and (µ, ν) be as in (2.18)–(2.19)

replacing σ with ς. Suppose that f : S → R and g : N→ R are such that gf is both µ-integrable

and ν-integrable, and that either f is λ-integrable or g(0) = 0 and λ(f) is well defined. Then

Â(gf) and

(n, x) 7→ g(n+ 1)Pf(x)

are ν-integrable functions, and the BAE (4.44) holds.

Lemma 4.23. Let Q be the rate matrix of a continuous-time chain, τ be the time that the

chain exits the domain D (as defined in (2.61)), and µ and ν be as in (2.63)–(2.64). Suppose

that (2.69) is satisfied, that g : [0,∞) → R is differentiable, that f : S → R is such that gf is

µ-integrable, that

gf, ġf, (t, x) 7→ g(t)qxf(x), (t, x) 7→
∑
y 6=x

g(t)q(x, y)f(y),

are ν-integrable, and that either f is λ-integrable or g(0) = 0 and λ(f) is well defined. Then

gQf is ν-integrable the BAE (4.44) holds.

The proofs of the above two lemmas can be found in Appendix B. We excluded the two

lemmas from the chapter’s main text because we do not include in this thesis any Foster-

Lyapunov criteria that can be used in practice to verify the integrability requirements of these

lemmas, see Section 2.5 for more on this.

As mentioned in the main text, even in the case that the chain has a unique stationary

distribution π, the bounds returned by the schemes are not guaranteed to converge to the

corresponding π-average as d tends to infinity in (4.39). Indeed, a counterexample can be found

in [48]. The stumbling block in obtaining such a guarantee is that the moment conditions

discussed in Section 4.3 are not tailored for measures with supports on countable sets but for

measures with support on basic semialgebraic sets of the form (4.22). In the best of cases, one

can show that the bounds converge to the moment of a measure with support inside a basic

semialgebraic set that contains the state space (but not necessarily inside the state space itself).

If a bound on the moment generating function is available, then one can overcome this issue

using a generalisation of Carleman’s condition, see [103, Sec.12.4] for more on this. However,

bounds on the moment generating function are hard to come by. For this reason, if theoretical
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convergence is a must, then we recommend the following: (i) obtain an upper bound on a

moment higher than that of interest, (ii) use this bound and the linear programming schemes of

Chapters 5 and 6 (which are tailored to measures with supports on countable sets) to compute

converging bounds on the moment of interest.

Lastly, we should mention that the choice of including the moment equations corresponding

to all moments of order d or less in the definition of our outer approximation Ed in (4.39)

was made out of notational convenience. One can use any finite subset of moment equations

instead. Indeed, relaxing this choice give us greater flexibility, something that could be important

for multi-dimensional chains in which we can establish finiteness of more moments for some

coordinates than for others.
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5 Approximation schemes for countably infinite linear programs

The content of this chapter is taken from

[125] Juan Kuntz, Philipp Thomas, Guy-Bart Stan, and Mauricio Barahona. Approximation

schemes with computable errors for countably infinite linear programs. In preparation.

In this chapter, we present a numerical scheme that yields converging approximations of the

solutions of countably infinite linear programs (CILPs) with computable error bounds. Interest

in these types of linear programs often stems from optimal control problems tied to Markov

chains [211, 70, 69, 136, 2, 3, 26]. They are also studied in other settings such as that of network

flow problems [208] and semi-infinite linear programs [6, 100] in which either the number of

variables or the number of constraints, but not both, is countably infinite.

In contrast to the works [211, 70, 69, 136, 2, 3, 26], our interest in CILPs stems from

problems related to the analysis of Markov chains instead of problems related to their control.

In these cases, it is often possible to compute a moment bound satisfied by the feasible points

of the linear program that are of interest. In particular, this bound can be obtained by using

Foster-Lyapunov criteria of the type discussed in Chapter 2 and/or computational tools of the

type discussed in Chapter 4. We append such a moment bound as an extra constraint in our

CILPs and rely heavily on it when deriving our approximation scheme. The inclusion of the

moment bound in the CILPs is our main innovation when compared with previously published

approximation schemes [70, 2, 100, 26, 69, 208]. The bound allows us to both establish a strong

form of convergence of our scheme and to quantify the approximation error, the latter of which

is typically not possible in these other schemes.

In the following chapter, we consider the problem of computing various finite unsigned mea-

sures related to Markov chains. In each case, the measure ρ we will be interested in satisfies

some linear equations of the form

(5.1) ρH(x) = φ(x), ∀x ∈ S,

where φ is some given finite measure on (S, 2S) and S is a countable set. For instance, as

shown in Theorems 2.13 and 2.41, the stationary distributions of discrete-time chains satisfy

(5.1) with H = (P − I) and φ := 0, where P denotes the one-step matrix of the chain and

I the identity matrix on S, while those of continuous-time chains satisfy the equations with

H := Q, the chain’s rate matrix, and φ := 0. Similarly, as shown in Theorems 2.9 and 2.37, for

almost surely finite exit times, the space marginal νS of its occupation measure satisfies (5.1)

with H := P|D − I|D, φ := −λ|D, and S := D, while in the continuous time case it satisfies
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the equations with H := Q|D, φ := −λ|D, and S := D. Here we are using the notation for

restrictions introduced in Section 1.1 and I denotes the identity matrix.

In general, these equations are analytically intractable, in the sense that no formulae are

known for their solutions. If S is infinite, then (5.1) consist of infinitely many coupled equations

and cannot be solved directly using numerical linear algebra methods. Even if the state space is

finite but large, these equations may be prohibitively computationally expensive to solve numer-

ically. In this chapter, we develop convergent approximation schemes which are implementable

in practice when

(5.2) supp (h(·, x)) is finite, for each x ∈ S.

Or, in other words, when each equation involves only finitely many entries of ρ, a situation

common in applications. Broadly speaking, our schemes consist of picking only finitely many

of the equations (5.1). Except for special cases, this set of finitely many equations will be

underdetermined. However, by solving a finite-dimensional linear program using one of the many

solvers available online, we can obtain a solution of this finite set of equations. In particular,

our finite subsets of equations will be of the form

(5.3) {ρH(x) = φ(x) : x ∈ Tr}

where Tr is a finite subset of S. If (5.2) holds, then the above equations only involve finitely

many entries of ρ(x). We will consider sequences of subsets {Tr}r∈Z+ such that

(5.4) T1 ⊆ T2 ⊆ . . . ,
∞⋃
r=1

Tr = S,

and solve the corresponding LPs to obtain a feasible point ρr of each. To our LPs, we append

extra constraints satisfied by ρ and/or choose the objective function appropriately so that as r

tends to infinity, ρr converges to ρ in a strong manner that we define in Section 5.2. To guarantee

convergence of the scheme (in particular, tightness of the sequence {ρr}r∈Z+), we require a priori

information regarding ρ of the form of a moment bound

(5.5) ρ(w) ≤ c

where c <∞ is a constant and w is a weight function (meaning a real-valued function on S that

takes strictly positive values). In particular, we require weight functions that are norm-like or,

in other words, weight functions with finite sub-level sets, see (1.5).

The finite subsets of equations in (5.3) are those indexed by a state in our truncated state

space Sr := {x ∈ S : w(x) < r} that only involve entries of ρ also indexed by states in Sr. In
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other words, we fix

(5.6) Tr := {x ∈ S : {x} ∪ supp (h(·, x)) ⊆ Sr} .

Notice that if H satisfies (5.2), then Tr as defined above satisfies (5.4). The motivation behind

the above choice is that the moment bound (5.5) enable us to control mass ρ(Scr) of the tail of

ρ via the following generalisation of Markov’s inequality. If f is a non-negative function on S,

then

(5.7) ρ(1Srf) =
∑
x 6∈Sr

ρ(x)f(x) ≤

(
sup
x 6∈Sr

f(x)

w(x)

) ∑
x 6∈Sr

w(x)ρ(x) ≤

(
sup
x 6∈Sr

f(x)

w(x)

)
ρ(w)

Notice that for the above to hold, w need not be strictly positive, only non-negative. By setting

f := 1 in the above, we turn our moment bound (5.5) into a bound on the tail:

(5.8) ρ(Scr) ≤
ρ(w)

r
≤ c

r
.

Furthermore, by setting S := N, f(x) := 1, and w(x) := x, we recover the usual Markov’s

inequality on N:

ρ({x ≥ r}) ≤
∑∞

x=0 xρ(x)

r
.

In summary, in Chapter 6 we will be interested in unsigned measures that are feasible points of

the linear program

L :=

ρ :

ρH(x) = φ(x), ∀x ∈ S,

ρ(w) ≤ c,

ρ ≥ 0

 .

If the state space S is infinite, these linear programs involve infinitely many equations and

variables, and for this reason we are unable to compute their feasible points directly. Instead,

we consider the linear programs

Lr :=


ρ :

ρH(x) = φ(x), ∀x ∈ Tr,

ρ(Scr) = 0,

ρ(w) ≤ c,

ρ ≥ 0


,

which involve |Tr| ≤ |Sr| equalities, |Sr| + 1 inequalities, and |Sr| variables. If w is a norm-

like weight function, then |Sr| is a finite number for any r > 0. In other words, Lr is a

finite-dimensional linear program whose feasible points can be computed numerically using a

standard solver. In Section 5.3, we prove Theorem 5.3 which states that the feasible points of

Lr for high enough r are good approximations to those of L in the sense following sense: if

ρr ∈ Lr for r = 1, 2, . . . , then the sequence {ρr}r∈Z+ is sequentially compact in a topology on
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the space of signed measures that we define in Section 5.2 and all of its accumulation points

belong to L. For instance, this will imply that if L is a singleton {ρ}, then ρr converges in total

variation to ρ, see Corollary 5.14.

The theoretical convergence of our scheme is a reassuring indication that it is a reasonable

approach to estimating the feasible points of L. In a sense, it is analogous to a statistical

estimator being consistent. However, we are still faced with the question of crucial practical

importance: how large must we pick r to obtain good approximations of the feasible points

of L? For many approximations schemes, this question is addressed by studying the rate of

convergence as a function of r. Such studies typically to deduce whether the rate is exponential,

polynomial, etc., and using this information, researchers discriminate between various schemes.

However, the constants involved in these rates are often challenging to compute and for this

reason, it is difficult to give quantitative answers of the form “if r is greater than this certain

amount, then the approximation error is smaller than this other amount”. We take a different

approach to tackle this issue for our schemes. First, we append objectives to our LPs so that

their solutions yield an upper and a lower bound on whatever integral of ρ we are interested in

computing. Putting together the two bounds quantifies the uncertainty left in our knowledge of

the integral, that is, we obtain a bound on the approximation error (much in the same way as in

Chapters 4 and 7). If this bound is unsatisfactorily large, we increase r and rerun the scheme.

In other words, even though a priori we will not know how good of an estimate our scheme

will yield, a posteriori, after running the scheme, we can use the scheme’s output to judge the

quality of the output itself. We elaborate on this in what follows.

Our ability to give quantitative bounds on the approximation error stems from the following

simple observation: if ρ belongs to L, then the restriction of ρ to Sr

ρ|r(x) := ρ|Sr(x) =

 ρ(x) if x ∈ Sr

0 if x 6∈ Sr
∀x ∈ S,

satisfies ρ|r ≥ 0,

ρ|rH(x) = ρH(x) = φ(x) ∀x ∈ Sr,

and

ρ|r(w) ≤ ρ(w) ≤ c.

In other words, ρ|r belongs to Lr. Thus, if we wish to estimate the integral ρ(f), where f is

a real-valued function on S, we can obtain both a lower bound lrf and an upper bound urf on

ρ(1Srf) by solving the linear programs

(5.9) lrf := inf{ρ(f) : ρ ∈ Lr}, urf := sup{ρ(f) : ρ ∈ Lr}.
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Since ρ(f) = ρ(1Srf) + ρ(1Scrf), we have that

lrf + ρ(1Scrf) ≤ ρ(f) ≤ urf + ρ(1Scrf).

Consequently, if f is non-negative, then ρ(f) ≥ lrf . If it is non-positive, we have that ρ(f) ≤ urf .

Otherwise, we can use Markov’s inequality (5.7) and the moment bound ρ(w) ≤ c to bound

|ρ(1Scrf)|:

(5.10)
∣∣ρ(1Scrf)

∣∣ ≤ ρ(1Scr |f |) ≤

(
sup
x 6∈Sr

|f(x)|
w(x)

)
ρ(w) ≤ c

(
sup
x 6∈Sr

|f(x)|
w(x)

)
.

Putting the above together, we obtain the following useful lemma.

Lemma 5.1. If L is non-empty, then Lr is non-empty for each r > 0. Moreover, if f : S → R,

lrf and urf are defined as in (5.9), and ρ belongs to L, then

lrf ≤ ρ|Sr(f) ≤ urf .

Consequently, if f is ρ-integrable, we have that

lrf − c

(
sup
x6∈Sr

|f(x)|
w(x)

)
≤ ρ(f) ≤ urf + c

(
sup
x 6∈Sr

|f(x)|
w(x)

)
.

Furthermore, if f is non-negative (resp. non-positive) on Scr , then

lrf ≤ ρ(f) (resp. ρ(f) ≤ urf ).

Suppose that L is a singleton {ρ}. In applications, we are often interested in computing the

complete measure ρ, instead of a single integral ρ(f) thereof. As mentioned before, Corollary 5.14

in Section 5.3 tells us that any feasible point ρr of Lr, for sufficiently large r, is approximately

equal to ρ. However, we know of no way of quantifying the error between ρr and ρ. Instead,

due to Lemma 5.1, we can compute bounds on ρ(x) for each x in our truncated state space Sr.

It is then possible to bound the total variation distance between the collection of bounds and

ρ, as we explain in the following section. This comes at the expense of a significantly higher

computational cost: instead of solving a single LP, we must solve an LP per state in Sr.

Remark 5.2 (Notation for lrf and urf ). Notice that, in this thesis, we differentiate the averages

returned by the linear programming schemes of this chapter and the next with those returned by

the semidefinite programming scheme discussed in Chapter 4 via our use of the characters “r”

and “d”. In particular, lrf and urf denote the bounds on π(1Srf) defined in (6.23) while ldf and

udf denote the bounds on π(f) defined in Corollary 4.16.

Related literature: In our opinion, the approximations schemes closest to ours are those in

[69, 100, 101, 102, 103]. We discuss these in the chapter’s conclusion: Section 5.5.
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Contributions: The contributions of this chapter are the approximation scheme introduced

at the beginning of the chapter, the error bounds discussed in Section 5.1, and the convergence

results established in Section 5.3.

Chapter structure: The remainder of this chapter is structured as follows. In Section 5.1, we

explain how to bound the total variation distance between the collections of bounds described

above and ρ. In Section 5.2, we introduce a topological space of measures that contains L and

Lr. It will be in this topology that our approximations ρr converge to feasible points ρ of L. In

Section 5.3, we prove the convergence of our scheme. Next, in Section 5.4, we explain how to

modify our approach so that it applies to equations (5.1) with a matrix H that does not satisfy

(5.2). We close the chapter with Section 5.5 where we compare our scheme with similar schemes

previously published in the literature.

5.1 Bounding measures and approximation errors

Suppose that L is the singleton {ρ} and consider the following measures on (S, 2S):

(5.11) lr(x) :=

 lrx if x ∈ Sr

0 if x 6∈ Sr
, ur(x) :=

 urx if x ∈ Sr

0 if x 6∈ Sr
, ∀x ∈ S,

where lrx and urx are as in (5.9) with f := 1x. Note that the entries of these measures are finite

since the definition of Lr implies that lr(x), ur(x) ∈ [0, c/w(x)] for each x ∈ {w(x) < r}. We are

interested in how far away these measures are from our measure of interest ρ. To quantify this,

we utilise the total variation distance between ρ and its approximation which we refer to as the

approximation error .

As mentioned in the previous section, we know of no way to bound the total variation

distance between ρr and ρ. However, bounding the total variation distance between lr or ur and

ρ is straightforward. Lemma 5.1 tells us that

(5.12) lr(x) ≤ ρ(x) ≤ ur(x), if w(x) < r, ∀ρ ∈ L.

Using Markov’s inequality (5.8), the definition of the total variation norm (1.4) and the moment

bound ρ(w) ≤ c, we then have that

max {||lr − ρ||TV , ||u
r − ρ||TV } ≤ max {ρ(Sr)− lr(Sr), ur(Sr)− ρ(Sr)}+ ρ(Scr)(5.13)

≤ ur(Sr)− lr(Sr)) +
c

r
= ||ur − lr||TV +

c

r
.

Computing the above bound involves computing both lr and ur. That is, solving 2|Sr| LPs. We

can easily cut this computational effort in half:
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Lemma 5.3. If ρ ∈ L, then

||lr − ρ||TV = ρ(S)− lr(Sr), ||ur − ρ||TV ≤ u
r(Sr) +

2c

r
− ρ(S).

Proof. The equation follows directly from (5.12) and the fact that the total variation norm of

an unsigned measure is its mass. Additionally, using (5.12) we have that

||ur − ρ||TV = max{ur(Sr)− ρ(Sr), ρ(Scr)} ≤ ur(Sr)− ρ(Sr) + ρ(Scr)(5.14)

= ur(Sr)− ρ(S) + 2ρ(Scr)(5.15)

and the inequality follows from the moment bound ρ(w) ≤ c and Markov’s inequality (5.8).

In other words, to compute exactly (resp. bound) the approximation error between lr (resp.

ur) and ρ, we need only to compute lr (resp. ur) itself and sum up its entries. This is not exactly

true; the right-hand sides of the inequalities in Lemma 5.3 involve the mass of ρ. However, we

often know the mass of ρ since, in many applications ρ is a probability distribution by definition.

For instance, ρ might be a stationary distribution or an exit distribution of a chain (see Chapters

2 and 6). Unfortunately, this is not always the case, consider the (space marginals of the)

occupation measures discussed in Chapter 2 for example. When we do not know the mass of ρ,

we can control it by solving the LPs for lrSr and/or urSr to bound ρ(Sr) and the moment bound

plus Markov’s inequality to bound ρ(Scr). Here we are using lrSr as a shorthand for lrf defined in

(5.9) with f := 1Sr , and similarly for urSr . These two are not to be confused with the masses

lr(Sr) and ur(Sr) of our approximating measures lr and ur defined in (5.11).

Corollary 5.4. If ρ ∈ L, then

||lr − ρ||TV ≤ u
r
Sr +

c

r
− lr(Sr), ||ur − ρ||TV ≤ u

r(Sr) +
c

r
− lrSr .

Proof. The bound for ||ur − ρ||TV follows from the expressions preceding the last equality sign in

(5.15), Lemma 5.1, and Markov’s inequality (5.8). The proof of the other bound is analogous.

As mentioned at the beginning of this chapter, in Section 5.3 we will prove that the feasible

points ρr ∈ Lr converge in a strong fashion (stronger than in total variation) to those of L. In

Corollary 5.13 of the same section we will prove that lr also converges in the same strong sense.

For the measures of upper bounds ur, we will only be able to establish pointwise convergence.

The reason why is that the fact that lr is composed of lower bounds allows us to recover the

moment bound lr(w) ≤ c. In turn, this will allow us to control the mass of the tail of these

measures via Markov’s inequality (5.8). Unfortunately, the fact that ur is composed of upper

bounds prevents us from recovering a moment bound for this measure.
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Remark 5.5 (Picking w). A very important question when implementing this scheme in practice

is what is a good w to use? As explained in the chapter’s introduction, the computational cost

of the scheme increases with the size of the sublevel set Sr = {x ∈ S : w(x) < r}. On the other

hand, as it is clear from (5.11), the approximation error of lr and ur is of at least the mass ρ(Scr)

that our measure of interest ρ awards to the superlevel set Scr = {x ∈ S : w(x) ≥ r} (think also

of (1.1)). For these reasons, one wants to pick a weight function w that is well adapted to the

geometry of ρ in the sense that the ratio ρ(Sr)/|Sr| between the amount of mass that ρ awards to

the truncation Sr and the size of the truncation is as large as possible and, consequently, yields

the most “bang for our buck”. This is easier said than done given that we typically know little

about ρ before running the scheme. However, one can often make some educated guesses, see

Section 6.1.3 for an example. Otherwise, one can guide this selection by running the scheme a

few times using various weight functions and obtaining some idea of ρ’s its shape from those of

the computed approximations. Of course, obtaining a tight moment bound c (for instance, using

the methods of Chapter 4 or those of [85]) will also improve the performance of the scheme.

Remark 5.6 (Picking r). Once we have chosen w and computed the moment bound, the question

we are then faced with in practice is how large should we pick r to obtain a good approximation

of ρ? Lemma 5.3 and Corollary 5.4 allow us to evaluate the error of our approximation lr (or

ur) after having computed it. As we suggested before, if the approximation error turns out to be

unsatisfactory, then we can increase r, solve the new LPs, and re-evaluate the error. Corollary

5.13 further on guarantees that the approximation error of the lower bounds lr converges to zero

as r tends to infinity, justifying this approach (at least for the lower bounds). However, this

trial and error costs time and resources in practice. In an effort to minimise the amount of trial

and error, we can give one rule thumb regarding picking r a priori. Since lr(x) = ur(x) = 0 if

w(x) ≥ r, the total variation distance between lr or ur and ρ, must be at least as great as the

mass ρ(Scr) of the tail of ρ, which is upper bounded by c/r. For this reason, our rule of thumb is

“to guarantee an approximation error of less than ε, pick an r at least as great as c/ε”. Markov’s

inequality (5.8) yields the following interpretation of this rule of thumb: If we wish to achieve

an error of less than ε we must pick a truncated state space Sr that includes at least ρ(S)− ε of

the mass of the measure of interest ρ.

Computing marginals: Often, we are not interested in the complete distribution ρ, but

instead in a marginal thereof. We can combine the bounds in the definition of lr and ur to yield

bounds on marginals. However, this seems wasteful, both theoretically and computationally.

A better approach is to bound each of the entries of the marginal directly. In this section, we

explain how to use these bounds to control the approximation error for the marginal just as we
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did in the previous section for the complete distribution. In other words, we derive analogues

of Lemma 5.3 and Corollary 5.4.

Let {Ai}i∈I be a collection of disjoint subsets of S indexed by a countable set I such that

∪i∈IAi = S. Consider the marginal ρ̂ of ρ defined by

(5.16) ρ̂(i) := ρ(Ai) ∀i ∈ I.

Let Ir be the subset of i ∈ I such that Ai ∩ Sr 6= ∅ and consider the measures

(5.17) l̂r(i) :=

 lrAi if i ∈ Ir

0 else
, ûr(i) :=

 urAi if i ∈ Ir

0 else
,

where lrAi and urAi are as in (5.9) with f := 1Ai . Lemma 5.1 tells us that

(5.18) l̂r(i) ≤ ρ(Ai ∩ Sr) ≤ ûr(i), ∀i ∈ Ir,

Notice that in this case, l̂r bounds from below marginal ρ̂, however ûr does not. Due to the

above, the bound (5.13) holds essentially unchanged for the marginal ρ̂:

max{||l̂r − ρ̂||TV , ||ûr − ρ̂||TV } ≤ max{ρ(Sr)− l̂r(Ir), ûr(Ir)− ρ(Sr)}+ ρ(Scr) ≤ ûr(Ir)− l̂r(Ir) + ρ(Scr)

= ||ûr − l̂r||TV +
c

r
.

Similarly, so do the bounds in Lemma 5.3:

Lemma 5.7. If ρ̂ is defined by (5.16) with ρ ∈ L, then

||l̂r − ρ̂||TV = ρ(S)− l̂r(Ir), ||ûr − ρ̂||TV ≤ ûr(Ir) +
2c

r
− ρ(S).

Proof. The equation follows directly from the (5.18) and the fact that the total variation norm

of an unsigned measure is its mass. The inequality follows from (5.18), Markov’s inequality

(5.7), and the moment bound ρ(w) ≤ c:

||ûr − ρ̂||TV = max{ûr(Ir)− ρ(Sr), ρ(Scr)} ≤ ûr(Ir)− ρ(Sr) + ρ(Scr)

= ûr(Ir)− ρ(S) + 2ρ(Scr) ≤ ûr(Ir) +
2c

r
− ρ(S).

And also the bounds in Corollary 5.4:

Corollary 5.8. If ρ̂ is defined by (5.16) and ρ ∈ L, then

||l̂r − ρ̂||TV ≤ urSr +
c

r
− l̂r(Ir), ||ûr − ρ||TV ≤ û

r(Ir) +
c

r
− lrSr .

Proof. The proof is analogous to that of Corollary 5.4.
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We finish this section by pointing out that, just as in the case of lr and ur, Corollary 5.13

of Section 5.3 will tell us that l̂r converges in the strong fashion defined in Section 5.2 and ûr

does so pointwise. We also recommend the same rule of thumb for picking r when computing

marginals as we did for the case of the complete measure, see Remark 5.6.

5.2 Weighted norm spaces

This section is dedicated to defining the topological space in which our sequences of approxi-

mations {ρr}r∈Z+ converge (or at least are sequentially compact). Probabilists often work with

the spaces of compactly supported continuous functions, of continuous functions that vanish at

infinity, and of bounded continuous functions (all topologised by the supremum norm), and their

topological duals (that is, the spaces of bounded linear functionals on these function spaces).

There are various reasons for this, including that the Riesz-Markov-Kakutani Representation

Theorem (or RMKRT for short) and associated results that tell us that the duals of these func-

tion spaces are popular measure spaces. The example pertinent to our purposes is that the

dual of the space of continuous functions that vanish at infinity is the space of regular Borel

measures, see Chapter 6.3 of Dunford and Schwartz’s classic text [51] for more on these matters.

In our setting of countable state spaces, we topologise S with the discrete metric which makes

every set open, every function f : S → R is continuous, and every measure on (S, 2S) both

regular and Borel. A second reason is that all of these spaces of functions f are subsets of the

space of bounded functions. This is useful when dealing with finite measures since we have no

integrability issues: if ρ is finite and f is bounded, then ρ(f) is well-defined and finite. Moreover,

the tail of the integral converges to zero:

lim
r→∞

|ρ(f1Scr )| = 0.

The measures ρ that we are interested in are not just finite, but satisfy the moment bound

ρ(w) ≤ c. For this reason, we can retain both the finiteness of ρ(f) and the convergence to zero

of the tail of the integral if we consider the wider class of functions f with finite w-norm:

(5.19) ||f ||w := sup
x∈S

|f(x)|
w(x)

<∞.

The analogy of the space of continuous bounded functions is that of functions with finite w-

norm {f : ||f ||w <∞} topologised by ||·||w. Note that when w ≡ 1 this space is exactly that of

continuous bounded functions. Suppose for now that w is bounded below by a positive number

so that {f : ||f ||w < ∞} contains all functions that vanish at infinity. Because of this, the

RMKRT implies that the dual M of this space is that of signed measures ρ such that |ρ| (w) is
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finite, where the measure |ρ| denotes the variation of ρ defined by

|ρ| (A) :=
∑
x∈A
|ρ(x)| , ∀A ∈ 2S .

In other words,

(5.20) M := {ρ : |ρ| (w) <∞}.

Since the variation of an unsigned measure coincides with the measure itself, both Lr and L

are subsets of M. Even though they are not the typical choice, it is not uncommon either for

researchers to work with these weighted norm spaces20.

In our proofs, we will require a bound on the rate of convergence the tail of the integral ρ(f)

to zero that holds uniformly over the set of unsigned ρ that satisfy ρ(w) ≤ c. As the following

example shows, no such bound exists if we allow f to be any function in {f : ||f ||w <∞}.

Example 5.9. Let S := Z+ and w(x) = x. Note that w is a norm-like weight function. Define

ρn :=
n− 1

n
δ1 +

1

n
δn ∀n ∈ Z+.

Note that {ρn}n∈Z+ is a sequence of probability distributions such that ρn(w) = 2 < +∞, and

consequently, it is contained inM. At least pointwise, the sequence converges to ρ = δ1, however,

if f := w, then ρr(f) does not converge to ρ(f):

lim
n→∞

ρn(f) = 2 6= 1 = ρ(f).

In functional analytic terms, the above shows that ρn does not converge in the weak∗ topology

(and consequently, neither in the strong topology) induced by ({f : ||f ||w < ∞}, ||·||w) on M.

The problem here is that we cannot control rate of convergence of the tail

∣∣ρn(1Scrf)
∣∣ =

 0 if n < r

1 if n ≥ r

independently of n.

For this reason, in this thesis, we do not work with the analogy ({f : ||f ||w < ∞}, ||·||w) of

the space of continuous bounded functions with supremum norm but instead with the analogy

of the space of continuous functions that vanish at infinity

(5.21) W :=

{
f : lim

r→∞

(
sup
x 6∈Sr

|f(x)|
w(x)

)
= 0

}
.

20My taste for working with weighted normed spaces stems from reading the works of Spieksma [211], Hernández-

Lerma and Lasserre [102], and Meyn and Tweedie [49, 164, 161, 163].
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also topologised by ||·||w. Note that if w ≡ 1, then W is the usual space of continuous functions

that vanish at infinity. Otherwise, it is the set of functions that eventually grow strictly slower

than w. For instance, if S = Z+ and w(x) = xn, then xm belongs to W if and only if m < n.

Since we are assuming that w is bounded below by a positive number, we have that W

contains all functions that vanish at infinity. Just as before, the RMKRT tells us that its dual

space isM. Example 5.9 also shows that, in general, our approximations will not converge to ρ

in the strong topology induced by (W, ||·||w) onM. For this reason, we topologiseM using the

weak∗ topology induced by (W, ||·||w) on M. That is, the topology under which ρr converges

to ρ as r tends to infinity if and only if

(5.22) lim
r→∞

ρr(f) = ρ(f), ∀f ∈ W.

Remark 5.10. We close this section by pointing out that if w is norm-like, then weak∗ conver-

gence of {ρr}r∈Z+ implies convergence in total variation. In particular, it implies convergence

in `1, where the `1 norm is defined by

||ρ||`1 :=
∑
x∈S
|ρ(x)| ≥ sup

A⊆S
|ρ(A)| = ||ρ||TV .

The argument is as follows: The dual of the space of measures ρ with finite `1-norm ({ρ :

||ρ||TV < ∞}, ||·||TV ) topologised by the `1-norm is the space of bounded functions {f : ||f ||1 <

∞}. Since the weight function is norm-like, W contains all bounded functions. For this reason,

weak∗ convergence of ρr to ρ implies that

lim
r→∞

ρr(f) = ρ(f), ∀f : ||f ||1 <∞.

In other words, ρr converges to ρ in the weak topology on ({ρ : ||ρ||TV < ∞}, ||·||TV ). As is

well-known, the weak and strong topologies coincide on ({ρ : ||ρ||TV < ∞}, ||·||TV ) which yields

the `1-convergence.

It is also straightforward to check that all of the computable approximation errors (and bounds

thereof) given in Section 5.1 hold identically if we replace ||·||TV with ||·||`1.

5.3 Convergence of the approximation schemes

We are now in a position to prove Theorem 5.11, our main convergence result. Right after the

statement of the theorem we give a simple proof employing only basic analysis and Markov’s

inequality (5.10). For an alternative functional analytical proof, see the end of the section.

Theorem 5.11. Suppose that w is a norm-like weight function, that H satisfies (5.2), and

that L is non-empty. Then, for each r > 0, Lr is non-empty. Moreover, if ρr ∈ Lr for each
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r = 1, 2, . . . , then {ρr}r∈Z+ is weak∗ sequentially compact, and all of its accumulation points

belong to L. Consequently, for each f ∈ W, the sequences {lrf}r∈Z+ and {urf}r∈Z+ converge and

(5.23) lim
r→∞

lrf = lf := inf{ρ(f) : ρ ∈ L}, lim
r→∞

urf = uf := sup{ρ(f) : ρ ∈ L}.

Proof. We break down the proof into the following steps:

(a) We use a routine diagonal argument to show that the set {ρr}r∈Z+ is pointwise sequentially

compact.

(b) We show that every (pointwise) accumulation point ρ of {ρr}r∈Z+ satisfies ρ ≥ 0 and

ρ(w) ≤ c.

(c) We use the moment bound in (b) to strengthen (a) to {ρr}r∈Z+ is weak∗ sequentially

compact.

(d) We argue that the accumulation points ρ of {ρr}r∈Z+ belong to L.

(e) We use (d) to establish the desired convergence of {lrf}r∈Z+ and {urf}r∈Z+ .

Let’s begin:

(a) Pick any subsequence {ρrk}k∈Z+ of {ρr}r∈Z+ . Enumerate the elements of S as x1, x2, . . . .

Since ρrk(w) ≤ c we have that ρrk(x1) ∈ [0, c/w(x1)] for each k ∈ Z+. The Bolzano-

Weierstrass Theorem then tells us that {ρrk(x1)}k∈Z+ has a converging subsequence {ρrkj1 (x1)}j1∈Z+ .

Repeating the same argument for x2 and {ρrkj1 }j1∈Z+ , we can find a convergent subse-

quence {ρrkj2 (x2)}j2∈Z+ of {ρrkj1 (x2)}j1∈Z+ , and so on. Define the subsequence

ρrki := ρ
rkii , ∀i ∈ Z+.

We have that {ρrki}i∈Z+ converges pointwise (that is, for each x ∈ S, ρrki (x) converges).

In other words, {ρr}r≥0 is pointwise sequentially compact.

(b) Pick any pointwise converging subsequence {ρrk}k∈Z+ of {ρr}r∈Z+ with limit ρ. Since

ρrk ≥ 0 for all k ∈ Z+, the pointwise convergence implies that ρ ≥ 0. Since w is norm-like,

Sn = {x ∈ S : w(x) < n} is a finite set for each n ∈ Z+. The pointwise convergence then

tell us that for any fixed n ∈ Z+∑
x∈Sn

ρ(x)w(x) = lim
k→∞

∑
x∈Sn

ρrk(x)w(x) ≤ lim
k→∞

ρrk(w) ≤ c.

The Monotone Convergence Theorem and the above imply that ρ(w) ≤ c.
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(c) Pick any pointwise converging subsequence {ρrk}k∈Z+ of {ρr}r∈Z+ with limit ρ and any

f ∈ W. Fix any n ∈ Z+, and note that

(5.24) |ρrk(f)− ρ(f)| ≤
∑
x∈Sn

|ρrk(x)− ρ(x)| |f(x)|+
∑
x 6∈Sn

(ρrk(x) + ρ(x)) |f(x)| .

Markov’s inequality (5.10) and the moment bounds ρ(w) ≤ c and ρrk(w) ≤ c tell us that

∑
x 6∈Sn

(ρrk(x) + ρ(x)) |f(x)| ≤ 2c

(
sup
x 6∈Sn

|f(x)|
w(x)

)
.

Fix ε > 0. Since f belongs toW, we can find anm ∈ Z+ such that supx 6∈Sm(|f(x)| /w(x)) ≤
ε
4c and thus

(5.25)
∑
x 6∈Sm

(ρrk(x) + ρ(x)) |f(x)| ≤ ε

2
.

Since w is norm-like, Sm is a finite set and so the pointwise convergence ρrk to ρ implies

that there exist a K such that

(5.26)
∑
x∈Sm

|ρrk(x)− ρ(x)| |f(x)| ≤ ε

2
, ∀k ≥ K.

Combining (5.24)–(5.26) gives us that

|ρrk(f)− ρ(f)| ≤ ε, ∀k ≥ K.

Since the ε was arbitrary we have the desired limit

lim
k→∞

ρrk(f) = ρ(f).

Because the above holds for every f ∈ W, we have that ρrk not only converges pointwise to

ρ but also in the weak∗ topology. Weak∗ sequential compactness of the sequence follows.

(d) Pick any converging subsequence {ρrk}k∈Z+ of {ρr}r≥0 with limit ρ. Since w is norm-like

and H satisfies (5.2) we have that y 7→ h(y, x) belongs to W for all x ∈ S. Additionally,

(5.2) implies that (5.4) holds. Consequently, the weak∗ convergence of the subsequence

the implies that

ρH(x) = lim
k→∞

ρrkH(x) = φ(x), ∀x ∈ S.

Since we already argued in (b) that ρ ≥ 0 and ρ(w) ≤ c, the above implies that ρ ∈ L.

(e) We argue this only for {lrf}r∈Z+ , the proof for {urf}r∈Z+ is identical. Points (c)–(d) imply

that {lrf}r∈Z+ is sequentially compact, and its limit points are of the form ρ(f) where

ρ is some measure in L. All we must do is argue lf is the only accumulation point of
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{lrf}r∈Z+ . Pick any converging subsequence {lrkf }k∈Z+ of {lrf}r∈Z+ and let ρ∗(f) denote its

limit. Because ρ∗ ∈ L, we have that lf ≤ ρ∗(f). Lemma 5.1 tells us that

ρ∗(f) = lim
k→∞

lrkf = lim
k→∞

lrkf − lim
k→∞

c

(
sup
x 6∈Srk

|f(x)|
w(x)

)
=

(
lrkf − c

(
sup
x 6∈Srk

|f(x)|
w(x)

))
≤ ρ(f),

for every ρ ∈ L. In other words, ρ∗(f) ≤ lf completing the proof.

When L is a singleton, we have the following useful corollary.

Corollary 5.12. Suppose that L = {ρ} and that the premise of Theorem 5.11 is satisfied. If

ρr ∈ Lr for each r ∈ Z+, then the sequence {ρr}r∈Z+ converges in the weak∗ topology to ρ.

Proof. This is immediate since Theorem 5.11 tells us that {ρr}r∈Z+ is sequentially compact with

accumulation points in L. Since L is the singleton {ρ}, the sequence only has one accumulation

point (namely ρ) which gives us the desired convergence.

When it comes to the measures lr, ur, l̂r, and ûr introduced in Section 5.1, Theorem 5.11 yields

the following.

Corollary 5.13. Suppose that the premise of Theorem 5.11 is satisfied. The measures lr, ur,

l̂r, and ûr introduced in Section 5.1 all converge pointwise. Furthermore, the measures of lower

bounds lr and l̂r converge in weak∗. If L is the singleton {ρ}, then lr and ur converge to ρ, while

l̂r and ûr converge to the marginal ρ̂ defined in (5.16).

Proof. Pointwise convergence follows immediately from (5.23) by picking f := 1x for lr and ur

and f := 1Ai for l̂r and ûr. Similarly for convergence to ρ when L is the singleton {ρ}.

The proofs of weak∗ convergence of lr and l̂r are analogous, so we only show here that for

lr. Pick any ρ ∈ L. Due to (5.12) we have that

lr(w) ≤ ρ(w) ≤ c.

The rest of the proof is analogous to (c) in the proof of Theorem 5.11. In particular, fix f ∈ W

and ε > 0. Pick an n ∈ Z+ such that supx 6∈Sn(|f(x)| /w(x)) ≤ ε/4c. For any r, s ∈ Z+ Markov’s

inequality (5.10) then yields

|lr(f)− ls(f)| ≤
∑
x∈Sn

|f(x)| |lr(x)− ls(x)|+
∑
x 6∈Sn

|f(x)| (lr(x) + ls(x))

≤
∑
x∈Sn

|f(x)| |lr(x)− ls(x)|+ ε

2
.
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Since Sn is a finite set, pointwise convergence of lr implies that we can find an R such that last

sum in the above is smaller than ε/2 for all r, s ≥ R. Consequently

|lr(f)− ls(f)| ≤ ε, ∀r, s ≥ R.

Since the ε was arbitrary we have that the sequence {lr(f)}r∈Z+ is Cauchy, and since (R, |·|) is

complete, we have that the sequence converges. Since this argument holds for each f ∈ W, we

have the desired weak∗ convergence of {lr}r∈Z+ .

The above corollary only gives us pointwise convergence of ur and ûr. For distributions

related to simple chains, we have been able to prove that these measure do converge in total

variation, see the birth-death processes discussed in Section 6.1.1 for example. In practice, we

have yet to encounter an example in which the upper bounds did not seem21 to converge in total

variation. Even though these observations are encouraging, we do not have a definitive answer

to this question.

When L is not a singleton, we are often not interested in all of the feasible points of L, but

only in a specific feasible point ρ. In this case, the measures introduced in Section 5.1 are not of

much help since they bound all of the feasible points. However, what we often can do is append

an objective to our LPs Lr to “drive” the optimal points of the finite-dimensional LPs to ρ as

the following corollary shows.

Corollary 5.14. Suppose that the premise of Theorem 5.11 is satisfied and that for a given

f ∈ W, there exists a unique ρ ∈ L such that ρ(f) = lf (resp. ρ(f) = uf ). If ρr ∈ Lr are

such that ρr(f) = lrf (resp. ρr(f) = urf ), for r = 1, 2, . . . , then {ρr}r∈Z+ converges (in the weak∗

topology) to ρ as r →∞.

Alternatively, if L has a minimal feasible point (meaning a ρ∗ ∈ L such that ρ∗(x) ≤ ρ(x)

for all ρ ∈ L), then it is not difficult to modify the proof of Corollary 5.13 and show that lr

converges in weak∗ to ρ∗. Although we do not pursue this further in this thesis, this observation

21The choice of words “did not seem to converge” is because, sometimes, the numerical issue that we discuss at

the end of Chapter 6 prevented us from solving the LPs except for small rs. For these rs, Lemmas 5.3 and 5.7

yielded poor bounds on the approximation errors of ur and ûr. Consequently, it is not clear to us if we obtained

poor bounds due to the low rs or because the measures do not converge in total variation. Further encouraging

signs were that for these low rs, the bounds computed for lr and l̂r were also poor, even though Corollary 5.13

tells us that these measures do converge. Furthermore, for examples in which the solvers were able to handle

LPs with high r, the bounds yielded by Lemmas 5.3 and 5.7 were satisfactorily small (at least less than 10−2,

and often far smaller, see the examples in Chapter 6). By “high” and “low” rs, we mean in comparison with

the bounding constant c. Specifically, by low we mean of the same order of magnitude as c and by high we

mean of at least two orders of magnitude greater than c.
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paves the way to using the schemes of this chapter to compute the (space marginals of the) exit

distribution and occupation measure associated with an exit time of a chain (recall Theorems

2.9 and 2.37).

We close this section with the functional analytic proof of Theorem 5.11 mentioned before.

5.3.1 A functional analytical view of Theorem 5.11

By pursuing the functional analytical perspective introduced in Section 5.2, we can gain further

insight into Theorem 5.11 and the question of whether we can strengthen the type of convergence

established in the theorem. The strong topology onM induced by (W, ||·||w) is that defined by

the dual norm

||ρ||w = sup{|ρ(f)| : f ∈ W, ||f ||w ≤ 1}, ∀ρ ∈M.

Notice that if ρ ≥ 0 and ||f ||w ≤ 1, then

(5.27) |ρ(f)| ≤ ρ(|f |) ≤ ||f ||w ρ(w) ≤ ρ(w).

Conversely, set f r := 1Srw(x) so that both f r ∈ W and ||f r||w ≤ 1 and pick any ρ ≥ 0. The

Monotone Convergence Theorem implies that

(5.28) ||ρ||w ≥ lim
r→∞

|ρ(f r)| = lim
r→∞

ρ(f r) = ρ(w).

Combining (5.27) and (5.28), we have that for unsigned measures ||ρ||w = ρ(w). For this reason,

we can rewrite our LPs as

(5.29) Lr = Nr ∩ Bc, L = N ∩ Bc,

where Bc := {ρ ∈ M : ||ρ||w ≤ c} is the ball of radius c centred at the origin in M and Nr and

N are the convex sets

(5.30)

Nr :=

ρ ∈M :

ρH(x) = φ(x), ∀x ∈ Tr,

ρ(Scr) = 0,

ρ ≥ 0

 , N :=

ρ ∈M :
ρH(x) = φ(x), ∀x ∈ S,

ρ ≥ 0

 .

To guarantee convergence of our schemes, we need to ensure that our sequences of ap-

proximations {ρr}r∈Z+ are contained in a sequentially compact set. Given (5.29), the most

straightforward way to do this is to pick a topology in which the ball Bc is sequentially compact.

Riesz’s Lemma tells us that Bc is not compact in the topology induced by ||·||w on M. Since

for metric spaces (like (M, ||·||w)) compactness and sequential compactness are equivalent, we

have that Bc is not sequentially compact in this topology. Because

sup{|ρ(f)| : ||f ||w ≤ 1} ≥ sup{|ρ(f)| : f ∈ W, ||f ||w ≤ 1} |ρ(f)| = ||ρ||w ,
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the previous also implies that Bc is not sequentially compact in the strong topology induced by

({f : ||f ||w <∞}, ||·||w) on M.

The sequential version of the Banach-Alaoglu Theorem tells us that if X is a separable

normed space and X∗ is its topological dual, then the balls in X∗ are sequentially compact

in the weak∗ topology on X∗. If w is norm-like, then the space of functions (W, ||·||w) that

eventually grow strictly slower than w is a separable normed space and so we recover the weak∗

sequential compactness of Bc when using this topology on M. That (W, ||·||w) is separable

follows from the fact that

{1x : x ∈ S}

forms a Schauder basis of the space since

(5.31) lim
r→∞

∣∣∣∣∣∣
∣∣∣∣∣∣f −

∑
w(x)<r

f(x)1x

∣∣∣∣∣∣
∣∣∣∣∣∣
w

= lim
r→∞

sup
w(x)≥r

|f(x)|
w(x)

= 0 ∀f ∈ W,

and the sets Sr are finite. Consequently,∑
y∈Sr

qy1y : r ∈ Z+, {qy}y∈Sr ⊆ Q


forms a countably dense subset of W implying that the space is separable.

If instead we consider the weak∗ topology induced on M by the space of functions ({f :

||f ||w <∞}, ||·||w) that eventually grow proportionally to w, (5.31) no longer holds (for example,

pick f := w). Consequently, we have no Schauder basis of ({f : ||f ||w <∞}, ||·||w) and we do not

have that the space is separable. In this case, the Banach-Alaoglu Theorem only tells us that the

ball Bc is compact, which is not equivalent to it being sequentially compact since this topology

onM is not induced by a metric. For these reasons, we opted to use the weak∗ topology onM

induced by (W, ||·||w) when examining the question of convergence of our schemes.

After the above discussion, proving sequential compactness of Theorem 5.11 becomes almost

trivial:

Alternative proof of Theorem 5.11. The space (W, ||·||w) is a separable normed space. The

Banach-Alaoglu Theorem tells us that Bc is sequentially compact in the weak∗ topology on

M. Since {ρr}r∈Z+ ⊆ Bc, we have that the sequence is sequentially compact. The remainder of

the proof is identical.

5.4 Shedding Condition 5.2

Recall Condition (5.2) that requires that every column of H has finitely many non-zero entries.

In the context of our linear programming schemes, this condition is important for two reasons:
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(a) It ensures that the sum ρH(x) is well defined for each x ∈ S and that each equation

φ(x) = ρH(x) =
∑
y∈S

ρ(y)h(y, x) =
∑

y∈supp(h(·,x))

ρ(y)h(y, x)

involves only finitely many entries of ρ. In our finite-dimensional LP Lr we only include

the equations that involve the entries of ρ corresponding only to states in Sr. For this

reason, if Condition (5.2) is violated for any one x ∈ S and w is norm-like, then regardless

of the value of r, the equation ρrH(x) = φ(x) will not be included in Lr. Consequently,

the limit points ρ of our approximating sequence {ρr}r∈Z+ may not satisfy this equation

and, consequently, may not belong to L.

(b) Assuming that w is norm-like, Condition (5.2) ensures that, for each x ∈ S, the function

y 7→ h(y, x) belongs to W. Because of this, the weak∗ convergence of our approximating

sequence {ρr}r∈Z+ yields

ρH(x) = lim
r→∞

ρrH(x) = φ(x),

and we can argue that the limit point ρ belongs to L.

The matrices H that appear in the equations satisfied by various distributions and measures of

Markov chains do not always satisfy (5.2). However, they are always Metzler matrices22 meaning

that their off-diagonal entries are non-negative:

(5.32) h(x, y) ≥ 0, ∀x 6= y.

Note that, since ρ is unsigned, the above implies that ρH is well defined. Indeed, since ρH(x) =

φ(x) (a finite number) we have that the sum must be absolutely convergent. Pick any state x

in our truncated state space Sr and consider its associated equation

(5.33) ρH(x) =
∑
y∈Sr

ρ(y)h(y, x) + εr(x) = φ(x),

where the measure εr is defined by

εr(x) :=
∑
y 6∈Sr

ρ(y)h(y, x), ∀x ∈ S.

Since H is Metzler, we have that

(5.34) εr(x) ≥ 0, if w(x) < r.

Suppose that we can find23 a dominating function hdom such that

(5.35)
∑
y 6=x

h(x, y) ≤ hdom(x), ∀x ∈ S.

22Think of the one-step matrix P of a discrete-time chain or the rate matrix Q of a continuous-time chain.

23For instance, if H := P we can choose hdom(x) := 1 and if H := Q we can choose hdom(x) := qx.
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Because ρ is non-negative and H is Metzler, we can apply Tonelli’s Theorem and Markov’s

inequality (5.10) to obtain

εr(Sr) =
∑
x∈Sr

εr(x) =
∑
y 6∈Sr

ρ(y)

(∑
x∈Sr

h(y, x)

)

≤
∑
y 6∈Sr

ρ(y)hdom(y) ≤
ρ(w) ||hdom||w

r
≤
c ||hdom||w

r
.

In other words, if ρ ∈ L, then we have that (ρ|Sr , ε
r
|Sr) ∈ L̃r, where

L̃r :=


(ρ, ε) :

ρH(x) + ε(x) = φ(x), if w(x) < r,

ρ(Scr) + ε(Scr) = 0,

ρ(w) ≤ c,

ε(Sr) ≤ c ||hdom||w /r,

ρ ≥ 0, ε ≥ 0


.

Taking into account that ρ(Scr) = ε(Scr) = 0 for each pair (ρ, ε) in L̃r, the above LP involves

|Sr|+ 1 equalities, 2|Sr|+ 2 inequalities, and 2|Sr| variables. If w is a norm-like weight function,

then |Sr| is a finite number for any r > 0 and L̃r is a finite-dimensional linear program. Replacing

(5.9) with

lrf := inf{ρ(f) := (ρ, ε) ∈ L̃r}, urf := inf{ρ(f) := (ρ, ε) ∈ L̃r}

and defining the measures lr and ur just as we did before in (5.11), we recover Lemma 5.1

and the approximation error expressions and bounds of Section 5.1. Similarly, if the dominating

function hdom belongs toW, then (a) and (b) above hold, and we recover the convergence results

of Section 5.3. Since the formal statements and proofs of these facts regarding L̃r are entirely

analogous to those regarding Lr, we omit them for the sake of brevity.

5.5 Concluding remarks

In the late 90’s and early 00’s, Onésimo Hernández-Lerma and Jean Bernard Lasserre introduced

in [100, 101, 102, 103] a series of schemes to approximate infinite-dimensional linear programs

that are closely related to ours. The underlying idea of obtaining a finite-dimensional LP that

approximates an infinite-dimensional one by discarding all but finitely many of the constraints

(in our context, replacing equations (5.1) with (5.3)) is the same in their schemes as they are

in ours. In their words, we aggregate the constraints involved in the definition of L to obtain

Lr. Similarly, the ideas used in their proofs are analogous to those we employed in Theorem

5.11 even if they have to employ more technically involved results than we do due to the more

general setting they work in. In particular, they consider uncountable state spaces, so instead of
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the simple diagonal argument that we employed in Theorem 5.11 to prove pointwise sequential

compactness of {ρr}r∈Z+ , they must either use the functional analytic results briefly discussed

in Section 5.3.1, or use the moment bound to establish tightness of the sequence and then call

on Prokhorov’s Theorem.

In our opinion, there are two main differences between their schemes and ours. We believe

that, at least in part, these differences stem from the fact that, in this thesis, we have concen-

trated on the problem of analysing Markovian models, while they were mostly focused on the

harder problem of controlling them.

(a) Hernández-Lerma and Lasserre do not employ an explicit moment bound in their LPs.

Instead, they enforce one implicitly by appending an objective to the LPs that consists of

minimising the integral of a weight function w. That is, they consider LPs of the form

c := inf{ρ(w) : ρ ∈ N}, cr := inf{ρ(w) : ρ ∈ Nr}.

where N and Nr are defined in (5.30). If N is non-empty, c < ∞, and ρr ∈ Nr is such

that ρr(w) = cr for each r ∈ Z+, then an argument along the same lines as that used to

prove Lemma 5.1 tells us that

(5.36) cr = ρr(w) ≤ c, ∀r ∈ Z+.

In other words, we have recovered a moment bound satisfied uniformly by the approxi-

mating sequence {ρr}r∈Z+ . Weak∗ sequential compactness of this sequence and the fact

that its limit points belong to N can be established using the same arguments as those in

Theorem 5.11. It then follows that cr converges to c as r tends to infinity.

Because of their fixed objective, they can only obtain lower bounds on ρ(w). The lack of

an upper bound makes it difficult to evaluate how far cr is from c. Similarly, since they

cannot bound other functionals of ρ, it is not possible to construct measures of bounds

along the lines of lr, ur, l̂r, and ûr introduced in Section 5.1. In turn, this rules out the

possibility of computing and/or bounding the total variation distances as we do in that

section.

Conversely, their approach has the advantage that it does not require an a priori moment

bound, just the knowledge that c is finite. Indeed, obtaining a moment bound is difficult

and at the time that those papers were published computational methodologies (of the

type discussed in Chapters 4 and 7) that yield moment bounds or Lyapunov functions

were making their first appearances in the literature [175, 95, 94, 180, 179, 138, 137,

64]. Furthermore, computational packages like SOSTOOLS [185] and GloptiPoly 3 [98]
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that facilitate the computation of these bounds in practice were not available yet. The

advent of these methodologies and packages has encouraged us to develop the schemes

we presented in this chapter, even if they require the extra work of computing a moment

bound beforehand.

We should mention that in Remark 12.3.4 of [103], Hernández-Lerma and Lasserre at the

very least touch on the basis of our approach. The remark was made in the context of

computing the stationary distributions of discrete-time chains with general state spaces.

We include here the relevant text taken from [103]. In what follows, f denotes their

objective function, P denotes the (general state space equivalent of the) one-step matrix

of the chain, and inf-compact means norm-like.

“A crucial hypothesis . . . is the inf-compactness condition on f . It was used

in combination with the fact that a set Π of probability measures that satisfy

supµ∈Π

∫
fdµ is relatively compact . . .

On the other hand, let f be a given inf-compact function, and suppose that P

is weak-Feller. Assume that there exist a non-negative scalar b and a measurable

non-negative function V : S → [0,∞) such that

(5.37) PV (x) ≤ V (x)− f(x) + b, ∀x ∈ S

Then . . . every invariant probability measure µ satisfies µ(f) ≤ b.

Therefore, instead of the hypothesis µ(f) < ∞ . . . one may try to find a

suitable “Lyapunov function” V and a scalar b for which (5.37) holds.”

To the best of our knowledge, the above has not been pursued further in the literature.

(b) The applications considered in [100, 101, 102, 103] all involve uncountable state spaces. To

obtain finite-dimensional LPs, Hernández-Lerma and Lasserre must discretise their state

space in one manner or another (they find a dense countable subset of a space that contains

the measures they wish to approximate). Because of this discretisation, the restrictions

of the measure of interest are not necessarily feasible points of the finite-dimensional LPs.

That is, the arguments used to establish Lemma 5.1 no longer hold. This complicates

matters further: for instance, the equality constraints must be relaxed into inequalities

to ensure that the feasible sets of the finite dimensional LPs are non-empty in a manner

similar to that of Section 5.4. The main complication, however, is that since there is

no analogue of Lemma 5.1 available, their schemes yield only converging approximations

of the quantities of interest instead of converging bounds. Note that, using an explicit
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moment bound does not overcome the discretisation difficulty. For this reason, we do not

attempt in this thesis to extend the schemes of this chapter to uncountable state spaces.

In the context of countably infinite linear programs, the LPs (5.36) were also studied by

Ghate, Sharma, and Smith in [69]. Just as we do (except for Section 5.4), Ghate et al. consider

the case that the columns of H have finite support: Assumption 2.2 in their paper and (5.2) in

this chapter. They propose a simplex type method to compute cr and the optimal points of the

finite-dimensional LP {ρ(w) : ρ ∈ Nr}. They use these as approximations of c and the optimal

points ρ of the infinite-dimensional LP N . To ensure convergence, they assume that, for each

r ∈ Z+, the projection of N onto Sr is Nr meaning that ρ ∈ N if and only if ρ|Sr ∈ Nr, see

Assumption 3.7 in their paper. Even though Ghate et al. argue that all non-stationary infinite-

horizon finite state space deterministic dynamic programming problems can be reformulated to

satisfy this assumption, we find it quite restrictive. For instance, none of the LPs discussed

in Chapter 6 satisfy this assumption. Since their objective w function is fixed and can take

both negative and positive values, and since no moment bound is available, it is not possible

to quantify the approximation error of the scheme of Ghate et al. Furthermore, the lack of a

moment bound implies that the finite column support assumption, Condition (5.2), is vital for

their scheme to be implementable while it is not for ours as we demonstrated in Section 5.4.
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6 Bounding the stationary distributions of Markov chains via

linear programming

In Chapter 2, we characterised the stationary distributions and the space marginals of the exit

distributions and occupation measures of Markov chains with countable state space S in terms

of various linear programs:

(a) As shown in (2.37), the stationary distributions of a discrete-time chain with one-step

matrix P are the feasible points of the linear program

(6.1) {π : πP = π, π(S) = 1, π ≥ 0}.

(b) Theorem 2.41 tells us that the stationary distributions of a continuous-time chain with

rate matrix Q are feasible points of

(6.2) {π : πQ = 0, π(S) = 1, π ≥ 0}.

The same theorem tells us that if Q is regular, then all of the feasible points of (6.2) are

stationary distributions of Q.

(c) Theorem 2.9 tells us that, the space marginal νS = {νS(x)}x∈D associated with the time

σ that a discrete-time chain leaves a domain D is the minimal (in an analogous sense to

(2.47)) feasible point of

(6.3)

ν : ν(P|D − ID) = −λ|D,
∑
x∈D

ν(x)

∑
y 6∈D

p(x, y)

 = 1− λ(Dc), ν ≥ 0

 ,

assuming that σ is almost surely finite, where ID is the identity matrix on D and λ|D

(resp. P|D) is the restriction of the initial distribution λ (resp. one-step matrix P ) to D

(see (1.3) and (1.8)) . The same theorem also tells us that the space marginal of the exit

distribution is given by

(6.4) µS(x) =
∑
z∈D

νS(z)p(z, x), ∀x 6∈ D.

If Condition 2.10 is satisfied, then Corollary 2.11 that the LP (6.3) has no other feasible

points besides νS .

(d) Theorem 2.37 tells us that, the space marginal νS = {νS(x)}x∈D associated with the time

τ that a continuous-time chain leaves a domain D is the minimal feasible point of

(6.5)

ν : νQD = −λD,
∑
x∈D

ν(x)

∑
y 6∈D

q(x, y)

 = 1− λ(Dc), ν ≥ 0

 ,
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assuming that τ is almost surely finite, where P|D is the restriction of P to D. The same

theorem also tells us that the space marginal of the exit distribution is given by (6.4) with

Q replacing P . If Condition 2.10 is satisfied, then Corollary 2.39 that the LP (6.5) has no

other feasible points besides νS .

The LPs (6.1)–(6.2) (resp. (6.3)–(6.5)) involve as many variables as there are states in the state

space S (resp. domain D), namely |S| (resp. D) variables. If the state space S (resp. domain

D) is finite and sufficiently small, then we can numerically compute the feasible points of these

LPs exactly using a standard solver. If the state space is infinite, or even just large, then this is

no longer an option.

Assuming that we have a moment bound at our disposal (obtained via the Foster-Lyapunov

criteria discussed in Chapter 2, the tools discussed in Chapter 4 and the references therein,

or otherwise), we can circumvent this issue by employing approximation schemes of the type

discussed in Chapter 5. For the sake of concreteness, suppose for the time being that the one-

step matrix P (or the rate matrix Q in the continuous-time case) is locally structured meaning

that each column of P (or Q) has finite support:

(6.6) supp (p(·, x)) (or supp (q(·, x)) ) is finite, ∀x ∈ S.

In terms of the chain, the above condition means that each state can only be reached in a single

jump by finitely many other states. In this case, each of the equalities appearing in our LPs

involve only finitely many variables. We exploit this fact and relax the constraints in (6.1)–(6.5)

so that they involve less than |S| (resp. |D|) variables. By and large, this consists of omitting all

of the constraints involving variables indexed by states not included in a finite truncation of our

state space. In doing so, we obtain outer approximations of (6.1)–(6.5); that is, we obtain other

linear programs whose feasible sets contain those of (6.1)–(6.5). Our state space truncations

are chosen to be the sublevel sets of the function appearing in our moment bound. Due to this

choice, we can use Markov’s inequality (5.10) to control the tail of the feasible points of our

relaxed LPs.

Chapter 3 was dedicated to the problem of computing exit distributions and occupation mea-

sures of Markov chains. For this reason, in this chapter, we focus on the stationary distributions

and leave the LPs (6.3)–(6.5) aside. The process of adapting the schemes of Chapter 5 to the

exit distribution/occupation measure setting is entirely analogous to the process discussed in

this chapter of adapting these schemes to the stationary distribution setting.

Before beginning the chapter in earnest, we clarify a technical point that is important when

porting over the results of Chapter 5 to the stationary distributions setting of this chapter.
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Remark 6.1. Our definition of a weight function w in Chapter 5 asks that w be strictly positive.

This was done to simplify the exposition of the chapter (in particular, to not complicate the

definitions of the weighted norm spaces). In this chapter, we allow w to be non-negative. Note

that this changes nothing when it comes to the definitions of the measure space M in (5.20), of

the function space W in (5.21), and of the weak∗ topology in (5.22) that W induces on M.

With regards to the proofs of Chapter 5, the weight function being strictly positive instead

of non-negative only mattered in the proof of the scheme’s convergence (Theorem 5.11). In this

proof, we employed the strict positivity of w to ensure that the entries of our feasible points ρr

of the approximating LPs Lr are bounded (namely, that ρr(x) ∈ [0, c/w(x)] for each x ∈ S).

In this chapter, we instead enforce this using an additional constraint in the definition of our

approximating LPs: πr(S) ≤ 1 in (6.22) and (6.29).

Related literature: Several numerical schemes that yield approximations of the stationary

distributions of chains with infinite state space have previously been published and all of them

assume that the chain of interest has a unique stationary distribution. Perhaps the most exten-

sively studied one [223, 224, 226, 205, 206, 207, 74, 73, 205, 236, 90, 146, 87] is the truncation–

and–augmentation scheme proposed by Eugene Seneta [205, 206] for discrete-time chains in the

late ‘60s, ported over to the continuous-time case by Richard L. Tweedie [223, 224] in the early

‘70s, and recently [87] given the name stationary finite state projection, or sFSP, scheme. It

entails truncating the state space and then “augmenting” the resulting chain by defining how it

should re-enter the truncation whenever the chain leaves it. In the cases of exponentially ergodic

and stochastically monotone (and certain generalisations thereof) chains, the sFSP scheme is

known [90] to converge in the sense that the approximations it computes tend to the stationary

distribution in total variation as the truncation tends to the entire state space. However, even

though upper bounds can be obtained [90, 87, 226, 164] on the scheme’s approximation error,

these bounds involve constants that are rarely straightforward to evaluate in practice. Herein

lies the main drawback of the sFSP scheme: there is no known simple way of deciding whether

the truncation employed is large enough. One way to overcome this issue, is to compute lower

and upper bounds on the entries of the stationary distribution (instead of just approximations

thereof) by repeatedly applying the sFSP scheme (once per state in the truncation’s bound-

ary) as suggested in [39, 212], see also [30, 31, 32] for the discrete-time case. As explained in

[39, 212], we can quantify the quality of the approximation by combining the upper and lower

bounds. Other methods proposed to compute the stationary distribution include expanding the

CME using a finite number of basis functions [57, 221] and the schemes of [40, 21, 177] for

level-dependent-quasi-birth-death processes that we will touch upon in Section 6.1.1. The latter
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are known to converge, while the former are not, and no simple way is known of evaluating the

error of these schemes. Lastly, there is the scheme given in [103, Chap.12] in the context of

Feller discrete-time chains on uncountable24 state spaces. It is the closest in spirit to ours and

the only scheme we know of (besides ours) that utilises linear programming characterisations

to compute converging approximations of measures25 stemming from problems of analysis and

not from problems of control. No a priori moment or tail bound is required, only the knowledge

that the stationary average of a single norm-like function is finite. The scheme converges in a

stronger fashion than the others. However, it is not possible to bound the error. See the end of

Section 5.3 in Chapter 5 for more on this scheme and on its relationship to ours.

Contributions: The main contribution of the chapter is the aforementioned numerical scheme.

In reality, we give three related schemes. They all involve choosing a state space truncation

guided by an a priori moment bound and utilise linear programming. Suppose for now that

the chain posses a unique stationary distribution π. The first of the three schemes consists of

computing a feasible point of a single linear program and is unaccompanied by an error bound.

The second scheme consists of iterating the first to obtain a lower bound on π(x) for each state

x in the truncation. The total variation distance between the collection of lower bounds and π,

which we refer to as the approximation error, is one minus the sum of the computed bounds. The

computable error comes at the significant practical cost of having to solve one linear program

per state compared with the single linear program of the first scheme. However, as we will

explain in the chapter, if one is interested in a marginal of the stationary distribution, then one

only needs to solve a linear program per state in the truncated state space of the marginal. The

third scheme is analogous to the second except that it yields upper bounds and that the error

can only be bounded. The first two schemes are guaranteed to converge in a manner stronger

than in total variation as the truncation tends to the complete state. So far, we have only been

able to establish pointwise convergence of the third scheme, although our practical experience

indicates that it also converges in total variation.

It is not necessary to verify a priori that the chain has a unique stationary distribution

to implement any of the three schemes. Indeed, we will show that if any one of the lower

bounds of the second scheme is greater than zero, then the chain can have at most a single

24the scheme is equally applicable in the countable case – just pick their set Hk of test functions to be the set of

indicator functions of the states in a truncation Sk. Convergence will follow if the sequence of truncations Sk

is increasing and its limit is the entire state space.

25To compute converging approximations of specific integrals of such measures, these characterisations have been

employed multiple times, see the literature review of Chapters 4 and 7.
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stationary distribution. The second contribution of the chapter is this computational test for

uniqueness. If there is a unique distribution, then the lower bounds are guaranteed to converge

to it. In this sense, our test is not only sufficient but necessary. If there is more than one

stationary distribution, we explain how to amend the first scheme so that it yields converging

approximations of the ergodic distributions.

Our original motivation was the study of the long-term behaviour of stochastic reaction

networks used to model intracellular processes. For this reason, we introduce the schemes for

chains that can only access each state from finitely many other states. The final contribution

of this chapter is to explain via a simple example how to modify all three schemes to apply

to chains that do not satisfy this condition. To the best of our knowledge, this makes the

second scheme the only scheme published that yields converging approximations with exactly

computable errors that applies to arbitrary chains with stable and regular rate matrices and

that does not require an a priori uniqueness test.

Chapter structure: The remainder of this chapter is dedicated to fleshing out the details of

the approach outlined above and illustrating its use with four numerical examples. Section 6.1

considers the continuous-time case, while the shorter Section 6.2 is dedicated to the discrete-time

case. We begin in Section 6.1.1 by introducing analytically the ideas underpinning our approach

in the simple setting of birth-death processes. Afterwards, we give the full linear programming

scheme for the continuous-time case in Section 6.1.2 and we apply it to two-dimensional toggle

switch model in Section 6.1.3. A side product of our scheme is a computational test for the

uniqueness of the stationary distributions; this is the subject of Section 6.1.4. Section 6.2 begins

with the formal statements of the discrete-time counterparts of the results of Section 6.1. These

are then applied to a simple queuing model in Section 6.2.1. Employing the results of Section

5.4 in Chapter 5 it is straightforward to adapt our scheme to the setting of chains that do not

satisfy (6.6) (that is, those whose one-step matrix, or rate matrix, is not locally structured). We

illustrate how to do this with a simple example in Section 6.2.2. We close the chapter in Section

6.3 by discussing the practical implementation of our schemes and a numerical issue that arises

due to our use of a moment bound.

6.1 The stationary distributions of continuous-time chains

The content of this section is taken from [126]:

Juan Kuntz, Philipp Thomas, Guy-Bart Stan, and Mauricio Barahona. Rigorous bounds on

the stationary distributions of the chemical master equation via mathematical programming.
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This section is dedicated to the problem of computing the stationary distributions of continuous-

time Markov chains discussed in Section 2.3. In particular, we introduce a linear programming

scheme of the type discussed in Section 5 that yields converging bounds on the complete sta-

tionary distributions. We first discuss the main ideas underlying the scheme in the context of

birth-death processes where we can find explicit expressions for these bounds. Afterwards, we

present the scheme for general chains.

6.1.1 Birth-death processes

Consider a birth-death process with rate matrix Q as in (2.56) and state space S = N. For the

sake of simplicity, suppose that the death rate is positive everywhere:

(6.7) a−(x) > 0 ∀x = 1, 2, . . . .

Theorem 2.41 tells us that any stationary distribution π satisfies πQ = 0 which implies that

(6.8) π(x) =

[
x∏
z=1

a+(z − 1)

a−(z)

]
π(0) =: γ(x)π(0), x ≥ 1,

see [67]. Because π is a probability distribution,

(6.9) π(0)

∞∑
x=0

γ(x) = 1,

and putting (6.8)–(6.9) together, we find that π is unique, assuming that it exists.

Example 6.2 (Schlögl’s model). Consider again Schlögl’s model (2.57) introduced in Example

2.26. As shown in Example 2.54, its rate matrix is regular, the chain has a stationary distribution

π, and all of its moments are finite. Moreover, we can invert (6.9) to obtain an expression for

π(0) in terms of a generalised hypergeometric function:

1

π(0)
= 2F2

(
−c1 + 1

2
,
c1 − 1

2
;−c2 + 1

2
,
c2 − 1

2
;
k1

k2

)
,(6.10)

where c1 =
√

1− 4k3/k1 and c2 =
√

1− 4k4/k2. Using this expression and (6.8) we can compute

the remainder of π.

For general birth-death processes, (6.9) cannot be solved to obtain an expression for π(0)

and, consequently, π cannot be computed exactly. Computing an upper on π(0), however, is

straightforward: truncating the sum in (6.9) at r − 1, we have that

π(0)
∑
x∈Sr

γ(x) ≤ 1 ⇒ π(x) ≤ γ(x)∑
z∈Sr γ(z)

=: urx,(6.11)
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for all x ∈ Sr, where Sr is the truncation of the state space S consisting of the first r states:

{0, 1, . . . , r−1}. In other words, urx is an upper bound on π(x) for every state x in the truncation.

It follows from (6.8)–(6.9), that urx converges to π(x) as r approaches infinity. The schemes

discussed in [40, 21, 177] for level-dependent-quasi-birth-death processes are all generalisations

of the above and use the upper bounds as approximations of the stationary distribution.

Less obvious, however, is how to obtain lower bounds on π(x). To this end, we use Markov’s

inequality to bound the mass mr of the tail of π above the state r in terms of the distribution’s

mean:

mr :=
∑
x 6∈Sr

π(x) =
∑
x6∈Sr

x

x
π(x) ≤ 1

r

∑
x 6∈Sr

xπ(x) ≤ 1

r

∑
x∈S

xπ(x).

For most birth-death processes, this bound is usually not computable, since explicit expressions

for the mean
∑

x∈S xπ(x) are rarely available for the reasons discussed in Chapter 4. However,

we can employ the upper bound
∑

x∈S xπ(x) ≤ c := ud1 in Corollary 4.18, to obtain a computable

tail bound :

mr ≤
c

r
=: εr.(6.12)

A lower bound on π(x) then follows from (6.9) and (6.11):

(6.13) π(0)
∑
z∈Sr

γ(z) =
∑
z∈Sr

π(z) = 1−mr ≥ 1− εr ⇒ π(x) = γ(x)π(0) ≥ urx(1− εr) =: lrx.

Because the upper bound urx tends to π(x) and the tail bound εr tends to zero as r tends to

infinity, the lower bound lrx also converges to π(x). In short, we have that

lrx ≤ π(x) ≤ urx, ∀x ∈ Sr,(6.14)

and that both sequences of bounds {lrx}r>x and {urx}r>x converge to π(x), for each x in N. This

motivates us to use as approximations of π the measures lr := {lr(x)}x∈S and ur := {ur(x)}x∈S

obtained by padding the bounds with zeros:

(6.15) lr(x) :=

 lrx if x ∈ Sr

0 if x 6∈ Sr
, ur(x) :=

 urx if x ∈ Sr

0 if x 6∈ Sr
.

To quantify the error between π and such an approximation πr we use the total variation distance

||π − πr||TV between π and πr and we refer to this distance as the approximation error of πr.
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Using (6.11)–(6.15), we have that

||π − lr||TV = sup
A⊆S

(∑
x∈A

(π(x)− lr(x))

)
= π(S)− lr(S) = 1−

∑
x∈Sr

lrx

= 1− (1− εr)
∑
x∈Sr

urx = εr,(6.16)

||π − ur||TV = max

∑
x∈Sr

(ur(x)− π(x)),
∑
x 6∈Sr

π(x)

 ≤ ∑
x∈Sr

(ur(x)− π(x)) +
∑
x 6∈Sr

π(x)

= 1− (1−mr) +mr = 2mr ≤ 2εr.(6.17)

Because εr = c/r tends to zero as r tends to infinity, (6.16)–(6.17) shows that approximations lr

and ur converge in total variation to π. Since the size |Sr| of the truncation Sr is r, the rate of

this convergence is linear in the truncation size. We can easily speed the rate of convergence up

by employing bounds on moments higher than the mean. In particular, fixing α ∈ {1, 2, . . . },

re-defining the truncation Sr as {x ∈ N : xα < r}, and replacing
∑

x∈S xπ(x) with π(xα) and

ud1 with udα (as in Corollary 4.18) throughout this section, it is straightforward to check that

(6.11)–(6.17) hold identically.

Theorem 6.3. Consider any birth-death process with regular rate matrix (2.56), satisfying (6.7),

and such that the sum in (6.9) is finite. Let π be the unique stationary distribution given by

(6.8)–(6.9).

(i) Suppose that c is a constant and S1 ⊆ S2 ⊆ . . . is a sequence of increasing truncations such

that (6.12) holds for all r = 1, 2, . . . . The sequences {lr}r∈Z+ and {ur}r∈Z+ of approxima-

tions defined by (6.11), (6.13), and (6.15) converge in total variation to π. Furthermore,

the approximations are composed of bounds that vary monotonically with r:

lr(x) ≤ lr+1(x) ≤ · · · ≤ π(x) ≤ · · · ≤ ur+1(x) ≤ ur(x),

for all x ∈ Sr. In the case of the lower bounds lr, the approximation error ||π − lr|| is given

by εr, while in the case of the upper bounds ur, the approximation error ||π − ur|| is bounded

above by 2εr. Both errors and the upper bound 2εr on ||π − ur|| decrease monotonically

with r.

(ii) Suppose that the premise of Corollary 4.18 is satisfied and let α ∈ {1, . . . , d∗} where d∗ is

as in (4.34), then

c := udα, Sr := {x ∈ N : xα < r} ∀r = 1, 2, . . .

satisfy (6.12) with udα as in Corollary 4.18.
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Proof. Part (i) follows from (6.11)–(6.17). Part (ii) follows from Corollary 4.18 and Markov’s

inequality for monotonically increasing functions:

mr =
∑
x 6∈Sr

xα

xα
π(x) ≤ 1

r

∑
x6∈Sr

xαπ(x) ≤ π(xα)

r
≤ udα

r
=
c

r
.

As an application of the above theorem, consider again Schlögl’s model, introduced in Ex-

ample 2.26. Schlögl’s model is known [53] for exhibiting a bifurcation: π is either unimodal or

bimodal depending on the parameter values. We illustrate this phenomenon by using Theorem

6.3 to compute accurate approximations of the stationary distribution π for a set of parame-

ters that leads to a unimodal distribution and for one that leads to a bimodal one. Because

we have an analytical expression for the stationary distribution, see (6.8) and (6.10), Schlögl’s

model provides us with an ideal setting to test our approach. In particular, Fig. 6 compares the

analytical solution to our approximations lr and ur for various values of r. As the value of the

truncation r is increased, the approximation becomes ever tighter as expected from (6.16) and

(6.17).

The approximation error remains large for the bimodal distribution while the truncation

cutoff r remains below the second mode. This signals the presence of a large probability mass

that is unaccounted for, something that can easily be missed using approximations of π unac-

companied by error bounds. For example, a typical choice would be π ≈ ur, which is indeed

a good choice, as long as r is high enough. Without accompanying error bounds, the question

“what is a good enough r?” is difficult to answer and criteria of the sort ur ≈ ur+1 can lead

to poor approximations. For instance, in the case of the bimodal π, ur remains approximately

constant for ranges of r between 25 and 50 but the error remains above 0.8, see Fig. 6 (c)–(d).

6.1.2 The general case

In the preceding, section we introduced the ideas underlying our linear programming scheme

analytically in the context of birth-death processes. Our analytical manipulations relied on the

explicit solution (6.8) of the continuous-time stationary equations πQ = 0. As we discuss in

Remark 6.5 at the end of this section, solutions of this sort are not available for most chains. To

see how we circumvent the absence of such solutions and generalise our approach to arbitrary

chains, consider again a birth-death process with rate matrix (2.56), but this time suppose that

we were not aware of the existence of (6.8). Instead, directly consider the first r − 1 of the
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Figure 6: Bounding the stationary distribution of Schlögl’s model. (a) Parameters resulting

in a unimodal distribution. Shaded regions indicate the gap between the lower and upper bounds lr and

ur on the stationary distribution π. These were computed for r = 17 (red), r = 22 (blue), and r = 27

(yellow) using a bound on the first moment. The black line shows the exact stationary distribution

computed using (6.8) and (6.10). (b) The total variation distance (or approximation error) between the

exact solution and the upper bound (yellow) decreases as r is increased. So does the approximation error

of the lower bounds obtained using a bound on the 1st moment (red) or one on the 25th moment (blue

line). (c) Bounds for different parameter values that lead to a bimodal distribution – with r = 52 (red,

upper bounds scaled by a factor of 1/3), r = 112 (blue), and r = 127 (yellow) – are compared to the

exact distribution (black). The lower bounds were computed using a upper bound on the 1st moment for

r = 52 and 112 and one on the 25th moment for r = 127. (d) Approximation errors are shown as in (b).

Parameters: In (a) and (b) parameter values were k1 = 6, k2 = 1/3, k3 = 50, k4 = 3 yielding upper

bounds of 17.5 and 5.79× 1035 on the 1st and 25th moment, respectively. These bounds were computed

using the first twenty-five moment equations, see Chapter 4 for details. In (c) and (d) we used k1 = 1/9,

k2 = 1/1215, k3 = 27/2, k4 = 59/20 which gave us moment bounds of 98.0 and 6.37× 1051.

stationary equations πQ = 0:

a−(1)π(1)− a+(0)π(0) = 0,

a−(x+ 1)π(x+ 1)− (a+(x) + a−(x))π(x) + a+(x− 1)π(x− 1) = 0, 0 < x < r − 1.(6.18)

The above system of equations is undetermined: it involves r − 1 equations with r unknowns.

However, the same reasoning used to derive (6.11) and (6.13) tells us that the solution that
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interests us, the restriction π|Sr to Sr = {0, . . . , r − 1} of the stationary distribution π, satisfies

(6.19) 1− εr ≤ π|Sr(N) ≤ 1

Combining (6.18)–(6.19) with the fact that the entries of π must be non-negative numbers we

have that π|Sr is a feasible point of the linear program

(6.20) {πr : πr(Scr) = 0, satisfies (6.18)–(6.19), and πr ≥ 0},

where πr ≥ 0 is a shorthand for “πr(x) ≥ 0 for all x ∈ N”. For this reason, we have that

inf{πr(x) : πr ∈ (6.20)} ≤ π(x) ≤ sup{πr(x) : πr ∈ (6.20)}, ∀x ∈ Sr.

In other words, we can find bounds on π(x) by solving the above optimisation problems. Because

any π in (6.20) satisfies πr(x) = 0 for all x ≥ r, the feasible set a convex polytope in r-

dimensional space defined by r − 1 linear equalities and r + 2 inequalities. Thus, computing

numerically this infimum and supremum consists of solving two r-dimensional LPs. From (6.8)

it is straightforward to verify that the infimum (resp. supremum) is lrx (resp. urx) defined in

(6.13) (resp. (6.11)).

For arbitrary chains that satisfy (6.6), our approach is identical to the above, except that

we make full use of our moment bound by appending a “moment bound constraint” to (6.20)

(compare (6.20) with (6.22) below). In full, consider a continuous-time chain with rate matrix Q

satisfying (6.6) and let Pw,c denote the set of stationary distributions π that satisfy the moment

bound π(w) ≤ c. If Q is regular, then Theorem 2.41 gives us the following linear programming

characterisation of Pw,c:

(6.21) Pw,c = {π : πQ(x) = 0 ∀x ∈ S, π(S) = 1, π(w) ≤ c, π ≥ 0}.

In the definition of the LP analogous to (6.20), we include all of the stationary equations that only

involve the states x in the truncation Sr defined as the r-sublevel set of w: {x ∈ S : w(x) < r}.

These equations are πQ(x) = 0 where the index x belongs to the set Tr defined in (5.6) of

Chapter 5 (with Q replacing H). For instance, in the previous section, we used w(x) = x,

Sr = {0, 1, . . . , r − 1}, and Tr = {0, 1, . . . , r − 2}.

A bound on the mass mr of the tail of any π ∈ Pw,c follows from Markov’s inequality (5.8)

and the moment bound:

mr := π(Scr) =
∑
x 6∈Sr

π(x) ≤ 1

r

∑
x 6∈Sr

w(x)π(x)

 π(w)

r
≤ c

r
,

where the summation is over all states x for which w(x) ≥ r. Similarly as in (6.20), putting

the above together we have that, for any π ∈ Pw,c, its restriction π|Sr to the truncation Sr is a
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feasible point of

(6.22)

Pr := {πr : πrQ(x) = 0 ∀x ∈ Tr, πr(Scr) = 0, 1− c/r ≤ πr(S) ≤ 1, πr(w) ≤ c, πr ≥ 0}.

Analogous to (6.20), Pr is a convex polytope in |Sr|-dimensional space, defined by |Sr| linear

equalities and |{w(x) < r}|+ 3 inequalities. Consequently, we can compute numerically

(6.23) lrf := inf{πr(f) : π ∈ Pr}, urf := sup{πr(f) : π ∈ Pr}

by solving two |Sr|-dimensional LPs, for any objective function f : S → R. Since, it is the

case that π|Sr belongs to Pr for any π ∈ Pw,c, the infimum lrf and supremum urf bound π|Sr(f).

Using the moment bound and Markov’s inequality (5.7), we can control the tail π|Scr (f) of the

average. Bringing this together, we obtain computationally tractable bounds on the stationary

average π(f).

We now arrive at the main result of this section that tells us that not only do these bounds

converge to π(f) for some π ∈ Pw,c, but that the feasible points of Pr converge in a strong

fashion to those of Pw,c. In words, the type of convergence we deal with is πr → π if and only if

lim
r→∞

πr(f) = π(f),

for each function f that eventually grows strictly slower than w meaning functions such that

f(x)/w(x) tends to zero as x tends to infinity. The space of these functions was denoted with

W in Chapter 5 and this type of convergence is that on the corresponding space of measuresM

topologised by the weak∗ topology induced by W, see Section 5.2 for details. As explained in

Remark 5.10, convergence in this topology implies convergence in total variation.

Theorem 6.4. Suppose that f is a real-valued function on S, that w is a non-negative function

on S, and let lrf and urf be defined as in (6.23).

(i) (The bounds). For any π ∈ Pw,c and r ≥ 0 we have that

lrf ≤ π|Sr(f) ≤ urf .

Consequently, if f is π-integrable, we have that

lrf − c

(
sup
x 6∈Sr

|f(x)|
w(x)

)
≤ π(f) ≤ urf + c

(
sup
x 6∈Sr

|f(x)|
w(x)

)
.

Furthermore, if f is non-negative (resp. non-positive) on Scr , then

lrf ≤ π(f) (resp. π(f) ≤ urf ).
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Suppose that Pw,c is non-empty, w is norm-like, and (6.6) holds. If f ∈ W, then the

sequence {lrf}r∈Z+ (resp. {urf}r∈Z+) converges to

lf := inf{π(f) : π ∈ Pw,c}, (resp. uf := sup{π(f) : π ∈ Pw,c}).

(ii) (Convergence of feasible points). Suppose that Pw,c is non-empty, w is norm-like, and

(6.6) holds. It is the case that Pr is non-empty for any r ≥ 0. Let πr ∈ Pr for each

r ∈ Z+. The sequence {πr}r∈Z+ is weak∗ sequentially compact and all of its accumulation

points belong to Pw,c. If Pw,c is a singleton {π}, it follows that the sequence {πr}r∈Z+

converges in the weak∗ topology and that

lim
r→∞

πr = π.

(iii) (Convergence of optimal points). Suppose that Pw,c is non-empty, w is norm-like, and

(6.6) holds. Let f ∈ W be such that there exists a unique π∗ ∈ Pw,c satisfying

π∗(f) = inf{π(f) : π ∈ Pw,c}, (resp. π∗(f) = sup{π(f) : π ∈ Pw,c}).

For each r ∈ Z+, let πr ∈ Pr be such that πr(f) = lrf (resp. πr(f) = urf ). The sequence

{πr}r∈Z+ converges in the weak∗ topology and

lim
r→∞

πr = π∗.

In particular, if Q is regular, πe is the ergodic distribution of Q associated with a closed

communicating class C (see Section 2.3), πe satisfies the moment bound πe(w) ≤ c, and f

is a non-positive (resp. non-negative) function with support contained in C, then π∗ exists

and is equal to πe.

Proof. Since w is norm-like, the weighted norm space W defined in (5.21) contains all bounded

functions and in particular the constant function x 7→ 1 used in the definition of the mass

constraints 1− c/r ≤ πr(S) ≤ 1. Recalling Theorem 2.41 and having set H := Q and φ(x) = 0

for all x ∈ S, the proof of (i) then is analogous to those of Lemma 5.1 and Theorem 5.11. The

proof of (ii) is analogous to those of Theorem 5.11 and Corollary 5.12. Using Theorem 2.44, the

proof of (iii) is analogous to that of Corollary 5.14.

Note that the optimal points πr in (iii) exist because the non-emptiness of Pw,c and the

constraints πr ≥ 0, πr(Scr) = 0, and πr(S) ≤ 1 imply that the LPs in (6.23) consist of optimising

a continuous function over a compact non-empty subset of R|Sr|. Indeed, standard solvers not

only return the optimal value lrf (or urf ), but also an optimal point πr that achieves it.
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Suppose that Pw,c is the singleton {π}. If Q is regular and the moment bound is chosen

appropriately, this is equivalent to π being the unique stationary distribution of Q. Theorem 6.4

(i) enables us to compute both a lower bound lrf and a lower bound urf on the average π|Sr(f).

We can use either of these bounds (or any number in between them) as an approximation Er

of the stationary average π(f). Theorem 6.4 (iii) tells us that Er converges to π(f) as r →∞,

assuming that f ∈ W. Moreover, by combining the lower bound and the upper bound we can

quantify the quality of our approximation:

|Er − π(f)| ≤ max{(π|Sr(f)− lrf ), (urf − π|Sr(f))}+ c

(
sup
x 6∈Sr

|f(x)|
w(x)

)
≤ urf − lrf + c

(
sup
x 6∈Sr

|f(x)|
w(x)

)
.

In practice, we are often interested in the complete stationary distribution π, or a marginal

thereof, instead of a single stationary average π(f). In the case of a unique stationary distribution

(resp. the case of an ergodic distribution) Theorem 6.4 (ii) (resp. (iii)) enable us to compute

a sequence of converging approximations of π. Explicitly, in the ergodic case, by choosing f to

be the indicator function of any state x in the closed communicating class C associated with π,

Theorem 6.4 (iii) tells us that we drive the optimal points πr that achieve urf to the ergodic

distribution of interest π. Alternatively, if we know which states belong to C, we can obtain

converging approximations of π by substituting C for S, and using Theorem 6.4 (ii). In doing

so, we reduce the size of LPs we must solve and replace the optimisation problems with mere

feasibility problems, both advantages in practice.

Despite the above, we currently know of no practical way to quantify the error (be it in

terms of the total variation distance or otherwise) of our approximations πr of π. To obtain

approximations with such error quantifications we can instead iterate our approach, computing

a bound on π(x) for each x in Sr, and construct approximations of π out of these bounds, just as

we did in the preceding section for birth-death processes. The drawback of this approach is that

to compute our approximation, we must solve |Sr| LPs instead of a single one. Fortunately, the

fact that LP solvers are a mature technology and the advent of parallel computing makes this

a feasible task, at least for small enough state spaces such as Nn for low n ∈ Z+. In the case of

computing marginal distributions, this situation is considerably ameliorated since we must only

solve as many LPs as there are states in the, for the lack of a better name, marginal projection

of our truncated state space Sr, see below for details. The remainder of this section is dedicated

to filling in the details of this second approach, and is largely a reformulation of Section 5.1 in

the context of the stationary distributions of CTMCs.

Remark 6.5 (The existence of analytical expressions for π and the importance of a moment

bound). In Section 6.1.1, we were able to compute converging lower and upper bounds on the
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stationary distribution of birth-death processes without having to solve a single LP, a significant

practical boon. The reason behind this was the availability of formula (6.8) that expresses every

entry of π as a function of a single entry, namely π(0). The existence of this formula is due

to the fact that the truncated stationary equations (6.18) of birth-death processes have a single

degree of freedom, regardless of the value of the truncation parameter r. Simply put, the tri-

diagonal structure of Q ensures that we always have r unknowns and r− 1 linearly independent

equations. Unfortunately, this situation is rare: it arises only in chains whose rate matrices Q

have, after a re-labelling of the states, the following pseudo upper-triangular structure

Q =



? ? ? ? ? . . .

? ? ? ? ? . . .

0 ? ? ? ? . . .

0 0 ? ? ? . . .

0 0 0 ? ? . . .
...

...
...

...
. . .

. . .


.

In general, the number of degrees is not only greater than one but grows with r. For example,

see the toggle-switch chain of Section 6.1.3. For chains that violate assumption (6.6), such as

that in Section 6.2.2, the situation is even worse: for large enough r, the degrees of freedom is

infinity. For instance, see the INAR(1) chain of Section 6.2.2.

This increase in the degrees of freedom is the reason why the moment bound constraint is

important. If no such constraint is included, then the mass of our approximations πr may escape

towards infinity, leaving the lower bounds lr of the next section stuck at zero. In practice, we

have observed this occur for a four-dimensional version of the toggle switch model discussed in

Section 6.1.3. For birth-death processes, this does not occur because the tri-diagonal structure

of their rate matrices implicitly forces the mass that our approximations award to large states

to tend to zero. This is the reason why in Section 6.1.1 the moment bound was only used to

compute the tail bound of (6.12).

For single-species SRNs26 (that is, SRNs with state space N) we can salvage some of the

favourable aspects of the birth-death case. In particular, if vmax := maxj |vj | denotes the maxi-

mum net change in the number of molecules of any species caused by any reaction, then each state

is at most accessible from the previous vmax states and the next vmax states. For this reason,

using a function w(x) that increases monotonically with x, the truncated stationary equations

have at most vmax degrees of freedom. Iterating the equations backwards (either analytically

26and for one-dimensional chains with the same type of “fixed range” structure in the rate matrix, see that in

Section 6.2.1 for another example.
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or numerically) we can express π(x) for each x in the truncated state space {w(x) < r} as a

linear combination of π(0), . . . , π(vmax − 1). In turn, this reduces the number of variables in

the LPs we must solve to only vmax, a significant practical advantage. Most LP solvers (for

example, CPLEX [33]), or associated modelling packages (for example, YALMIP [147]), possess

pre-processing routines that in theory (and often in practice too) remove these redundant con-

straints and variables before solving the LPs. This said, the degree of success of these routines

depends on how the input data was arranged and can be susceptible to numerical errors, so it is

typically best to these reductions by hand oneself whenever possible.

Throughout the remainder of this section, we consider the case of unique stationary distri-

bution π that satisfies the moment bound: Pw,c = {π}. Consider the measures of bounds lr and

ur defined in (6.15) with lrx and urx as in (6.23), having set f := 1x. The following corollary tells

us that, for high r, these measures are good approximations of π and equips us with computable

error bounds.

Corollary 6.6. Suppose that w is non-negative.

(i) For any π ∈ Pw,c, we have that

||lr − π||TV = 1− lr(Sr),

||ur − π||TV ≤ ||u
r − π||TV ≤ u

r(Sr) +
2c

r
− 1

(ii) Suppose that Pw,c is the singleton {π}, w is norm-like, and (6.6) holds. The sequence of

measures {ur}r∈Z+ converges to π pointwise:

lim
r→∞

ur(x) = π(x), ∀x ∈ S.

The sequence of measures of lower bounds {lr}r∈Z+ converges in the weak∗ topology to π.

Consequently, lr converges both in total variation to π.

Proof. Using Theorem 6.4, the proof is analogous to that of Lemma 5.3 and of Corollary 5.13.

We close this section by adapting the above corollary to the case of the marginals of π, often

of interest for high dimensional state spaces (for example, Nn with n ≥ 4). Let {Ai}i∈I be a

collection of disjoint subsets of S indexed by I such that ∪i∈IAi = S. Consider the marginal π̂

of π defined by:

(6.24) π̂(i) = π(Ai), ∀i ∈ I.

For instance, in the case of an SRN with state space Nn, if

(6.25) Ai := Nk−1 × {i} × Nn−k ∀i ∈ I := N,
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then π̂ is the distribution describing the molecule counts of the kth species. Let Ir be the finite

subset of i ∈ I such that Ai ∩ {w(x) < r} 6= ∅ and consider the measures l̂r and ûr defined in

(5.17) with lrAi and urAi as in (6.23), having set f := 1Ai . The analogue of Corollary 6.6 is as

follows.

Corollary 6.7. Suppose that w is non-negative.

(i) For any π ∈ Pw,c, we have that

||l̂r − π̂||TV = 1− l̂r(Ir),

||ûr − π̂||TV ≤ û
r(Ir) +

2c

r
− 1.

(ii) Suppose that Pw,c is the singleton {π}, w is norm-like, and (6.6) holds. The sequence of

measures {ûr}r∈Z+ converges to π pointwise, that is

lim
r→∞

ûr(i) := π̂(i), ∀i ∈ I.

The sequence of measures of lower bounds {l̂r}r∈Z+ converges in the weak∗ topology to π̂.

Proof. Using Theorem 6.4, the proof is analogous to those of Corollaries 5.7 and 5.13.

Notice that Theorem 6.4 (i) tells us that l̂r(i) is a lower bound on π̂(i), just as lr(x) is a

lower bound on π(x). However, in contrast with the case of the complete distribution π and the

upper bounds ur, this no longer holds for the marginals and ûr. Theorem 6.4 (i) tells us that

ûr(i) ≥
∑

x∈Ai∩Sr

π(x),

but ûr(i) does not account for the tail of the integral
∑

x∈Ai∩Scr π(x). That is, ûr only approx-

imates π̂, but it does not bound it. If we wish to obtain upper bounds on the marginal π̂, we

can add the bound of the tail to each entry of ûr:

v̂r(i) := ûr(i) +
c

r
.

Theorem 6.4 (i) then tells us that v̂r(i) ≥ π̂(i).

6.1.3 A genetic toggle switch

As an application of the results presented in the previous section, we revisit the toggle-switch

SRN with state space N2 introduced in Example 2.25. As shown in Example 2.55, the chain’s

rate matrix is regular, has a unique stationary distribution π, and all of its moments are finite.
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Due to asymmetric repression of the two proteins (see (2.55)), the range of molecule numbers

for protein P1 is larger than for protein P2. In an effort to capture the relevant part of the state

space in our truncation, we chose

w(x) := (x1 + 2x2)6, ∀x ∈ N2.

That is, we attempt to account for the asymmetry by awarding the weight of one to x1 and of

two to x2. This choice was guided by quickly computing bounds on the means π(x1) and π(x2)

using the semidefinite programming scheme discussed in Chapter 4. Additionally, we computed

the upper bound

(6.26) π(w) ≤ c := 5.10× 108,

see Example 4.20, for the parameter set θ = 1, k1 = 30, k2 = k4 = 1 and k3 = 10.

Armed with the moment bound (6.26), we can use Corollaries 6.6 and 6.7 to compute accurate

estimates of the joint distribution π and its marginals. We begin with the joint distribution: the

lower bounds lr and upper bounds ur on π for small (r = 466) and large (r = 766) state space

truncations are shown in Fig. 7. For small r (r = 466), we find that the maximum absolute

discrepancies between the bounds are located near the distribution modes, see Fig. 7(a)–(b). By

Markov’s inequality, the mass of the tail is no greater than

c/466 ≈ 0.0537,

and we had that

l466(N2) = 0.665, u466(N2) = 1.351.

From Corollary 6.6 it follows that the total variation distance between the lower bounds and

the joint distribution is 0.335, while that between the upper bounds and the joint distribution

was no greater than 0.46. Increasing the number of states, we observe that the upper and lower

bounds are nearly indistinguishable (Fig. 7(c)); the maximum difference between these bounds

is smaller than 10−9 (Fig. 7(d)). In this case, we had that

c/766 ≈ 2.641× 10−3, l766(N2) = 1− 2.99× 10−3, u766(N2) = 1 + 1.03× 10−4.

It follows that the total variation distance between the lower bounds and the joint distribution

is 2.99 × 10−3, while that between the upper bounds and the joint distribution was no greater

than 5.4× 10−3.
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Figure 7: The joint stationary distribution of the toggle switch. (a) Lower and upper bounds

are shown to give qualitatively similar bimodal distribution shapes. The state truncation parameter was

chosen to be r = 466 so that 529 equations involving 575 states were included. White areas denote states

outside our truncated space {w(x) < 466}. Computation time was 2.2 minutes on a desktop computer.

(b) Computing the difference between these bounds reveals that the largest uncertainties occur near the

distribution modes. Note the difference in the values of the colourmap with those in the colourmap in

(a). (c) The truncation parameter r was increased to r = 766 so that 1444 equations involving 1520

states were included. Upper and lower bounds are visually indistinguishable. Computation time was 22.6

minutes on a desktop computer. (d) Computing the difference between these bounds reveals that these

bounds are close to the true distribution with the maximum absolute difference being as small as 10−9.

Parameters are given in the main text.

We now turn our attention to the marginal distributions of the stationary distribution π.

The P1-marginal (resp. P2-marginal) π̂ of π is the distribution obtained by marginalising π over

the copy number of Protein 2 (resp. Protein 1). Explicitly, the P1-marginal (resp. P2-marginal)

π̂ is defined in (6.24) with Ai as in (6.25), k = 1 (resp. k = 2), and n = 2.

The lower bounds on the marginals obtained for various truncation sizes are shown in

Fig. 8(a). To verify our implementation, we compare these bounds with histograms obtained

from simulations. In Fig. 8(b) we use the expressions for the total variation distances of Corol-

lary 6.7 to show that the lower bounds l̂r and approximations ûr all converge in total variation

to π̂. Note that Corollary 6.7 only guarantees this type of convergence for lr. So far, we have not
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encountered an example in practice for which ûr does not seem27 to converge in total variation

to π̂. Similarly, for the joint distribution π and its upper bounds ur.

Figure 8: The P1 and P2 stationary marginals of the toggle switch. (a) Lower bounds l̂r (solid

lines) on the marginal distributions for increasing state space truncations r = 406 (blue), 456 (red), 506

(yellow) and 1206 (purple). Both sets of bounds converge to the stationary distribution of the SRN. For

comparison, we show simulations (black dots) obtained by running the Gillespie Algorithm (Algorithm

2 in Chapter 2). (b) Exact total variation distance between lower bounds l̂r and the corresponding

marginal (blue), and upper bounds on that between the approximations ûr (yellow) and π̂ obtained using

Corollary 6.7 (i). The total variation distances converge to zero as the size of the truncation tends to

infinity. Parameters are as in Fig. 7.

Lastly, we apply our linear programming scheme to gain insights over whole parameter

ranges. In particular, increasing the dissociation constant θ of protein P2 from zero to finite

values induces expression of protein P1. To quantify this dependence, we use the lower bounds on

the marginal distributions shown in Fig. 9. For intermediate levels of θ, we observe that induction

of P1 does not occur gradually but is represented by two coexisting populations corresponding

to fully induced and repressed populations (i.e., one with high amounts of P1 but low amounts

of P2 and another one with low amounts of P1 but high amounts of P2). This model is often

approximated with the deterministic reaction rate equation model

(6.27)
dx1(t)

dt
= a1(x)− a2(x),

dx2(t)

dt
= a3(x)− a4(x).

The steady states (Fig. 9, solid red line) of (6.27) are in good correspondence with the modes

of the marginal distributions over our parameter ranges. However, note that the distribution of

whichever protein is present in high numbers is rather wide; replacing it with its mode is likely

to lead to significant approximation errors.

27See Footnote 21 on the use here of the word “seem”.
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Figure 9: Flipping the toggle switch: deterministic vs. stochastic models. Tuning the promoter

dissociation constant θ from small to high values results in a switch-like increase of the production of

protein P1 molecules while simultaneously repressing the production of protein P2. In deterministic

models, such tuning leads to two stable steady states in the transition region (solid red lines) accessible

from different initial conditions, and an inaccessible unstable one (dotted red line). In the stochastic

model, the marginal stationary probabilities (heatmap) displays two coexisting populations. We observe

good correspondence between the modes of the distributions and the deterministically stable steady states.

Each marginal is obtained from lower bounds computed using r = 836, resulting in 1806 equations

involving 1891 states. The total variation distance between the lower bounds and the corresponding

marginal was computed using Corollary 6.7 and was always smaller than 3 × 10−3. Note that for each

value of θ, we recomputed a moment bound of the sort in (6.26). Parameters are as in the main text

except for θ.

6.1.4 A computational test for the uniqueness of stationary distributions

As the Doeblin Decomposition (2.94) and Theorem 2.44 shows, the problem of deciding how

many stationary distributions a continuous-time chain has is equivalent to that of deciding

how many positive recurrent closed communicating classes the chain has. In practice, these

are difficult problems, and there is a dearth of computational methods that can be used to

answer these questions [181, 86]. A useful side product of the fact that our schemes yield

bounds on the stationary distributions is that, assuming one has a priori verified that every

stationary distribution π of the chain satisfies the moment bound π(w) ≤ c, we can test for

uniqueness of these distributions. Geometrically, Theorem 2.44(ii) tells us that set of stationary

distributions is the convex polytope in |S|-dimensional space whose extreme points are the

ergodic distributions. Because the closed communicating classes are disjoint sets, Theorem

2.44(i) states that the extreme points are orthogonal vectors lying in the non-negative orthant.

For this reason, assuming that is more than one stationary distribution, each face of the non-

negative orthant contains (exactly) one of these extreme points. However, as Pr is an outer

approximation of this polytope, lr(x) > 0 implies that this polytope does not intersect with the

“π(x) = 0” face of the orthant, contradicting the fact that, in the non-unique case, one of the
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extreme points lies in that face.

Corollary 6.8. Suppose that w is a non-negative function and that every stationary distribution

π satisfies π(w) ≤ c.

(i) If lr(x) > 0 for some r ≥ 0 and x ∈ S, then the chain has at most one stationary

distribution π. If this distribution exists, then the distribution has support in a closed

communicating class C, and x belongs C.

(ii) Suppose that the chain has a unique stationary distribution, w is norm-like, Q is regular,

and (6.6) holds. Let C denote the closed communicating class that contains the support of

π. Fix a state x in C. For all large enough r, it is the case that lr(x) > 0.

Proof. By assumption Pw,c is the set of stationary distributions of Q.

(i) If lr(x) > 0, then Theorem 6.4 (i) tells us that there is no stationary distribution π such

that π(x) = 0. Since the closed communicating classes are disjoint sets, it follows from

Theorem 2.44 (ii) that there can exist at most one stationary distribution, for otherwise

there would exist an ergodic distribution πe such that πe(x) = 0. That x belongs to C

follows from π(x) ≥ lr(x) > 0.

(ii) This follows from the convergence of our schemes (Corollary 6.6 (ii)) and the fact that

π(x) > 0 for all x ∈ C (Theorem 2.44 (i)).

Part (i) of the above corollary tells us that our test is sufficient. Part (ii) tells us that it is

necessary, at least in an asymptotic sense. Unfortunately, we know of no way of predicting how

large r must be for the lower bound to rise above zero. However, in our practical experience,

this happens rapidly. We previously exploited the “one-step” structure of Schögl’s model in

Section 6.1.1 and the toggle switch model in Section 6.1.3 to argue that the associated chains

were irreducible and consequently, that the stationary distribution was unique. Due to Corollary

6.8, the non-trivial lower bounds in Figs. 6–7 implied that the distribution was unique and these

irreducibility arguments were redundant.

6.2 The stationary distributions of discrete-time chains

In this section, we expeditiously give the discrete-time counterparts of the results in Section 6.1

and we illustrate their use with two examples: a queue with a state-dependent rate of arrivals

and an integer valued autoregressive process (namely, the roller coaster ride and INAR(1) chains
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introduced in Section 2.2.1). Keeping the content of Chapter 2 in mind, the proofs of the

discrete-time results are entirely analogous28 to their continuous-time versions, and so we omit

them.

As in the continuous-time case, given a non-negative function w on S and a constant c ≥ 0,

let Pw,c denote the set of stationary distributions π of the chain that satisfy the moment bound

π(w) ≤ c:

(6.28) Pw,c := {π : π(x) = πP (x) ∀x ∈ S, π(S) = 1, π(w) ≤ c, π ≥ 0}.

The discrete-time analogue of the convex polytope (6.22) used in the definition of the finite-

dimensional LPs we must solve is

(6.29)

Pr := {πr : πr(x) = πrP (x) ∀x ∈ Sr, π(Scr) = 0, 1−c/r ≤ πr(S) ≤ 1, πr(w) ≤ c, πr ≥ 0},

where Sr is the r-sublevel set {x ∈ S : w(x) < r} of w and Tr is as in (5.6) with P replacing H.

The analogue of the main result of the previous section (Theorem 6.4) is as follows.

Theorem 6.9. Using the definition of Pw,c (resp. Pr) given in (6.28) (resp. (6.29)) instead of

that given in (6.21) (resp. (6.22)) and omitting any reference to the regularity of Q, Theorem

6.4 holds identically for the discrete-time case.

Our main practical tools, Corollaries 6.6 and 6.7, take the following form.

Corollary 6.10. Using the definition of Pw,c (resp. Pr) given in (6.28) (resp. (6.29)) instead of

that given in (6.21) (resp. (6.22)) and omitting any reference to the regularity of Q, Corollaries

6.6 and 6.7 identically for the discrete-time case.

Lastly, the discrete-time version of the uniqueness criterion Corollary 6.8 is as follows.

Corollary 6.11. Using the definition of Pr given in (6.29) instead of that given in (6.22) and

omitting any reference to the regularity of Q, Corollary 6.8 holds identically for the discrete-time

case.

6.2.1 Roller coaster rides: The stationary queue length

Consider again the roller coaster ride chain introduced in Section 2.2.1. Example 2.17 and

Lemma 2.47 of Chapter 2 show that the chain has a unique stationary distribution π and

28The only difference is that we do not have to pay any attention to whether or not the rate matrix is regular;

DTMCs are always non-explosive and π is a stationary distribution of a chain with one-step probabilities P if

and only if πP = π, see Section 2.2.
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Lemma 4.21 of Chapter 4 shows that the function w(x) := w̃(x) + c defined by

w̃(x) : = 1{x<C}(x
2 − x− a2(x)) + 1{x≥C}(2x(C − a(x))− C − (C − a(x))2),

c := min
{

min{w̃(x) : x = 0, 1, . . .max{C, 2Cθ−1K}}, w̃(max{C, 2Cθ−1K})
}
,

is non-negative, norm-like, and satisfies π(w) ≤ c. We are now in a position to compute π to

high precision using Corollary 6.10. In particular, in Fig. 10 we fixed the train’s capacity C to

be 10 passengers, the maximum mean number of arrivals K to be 25, and we investigate the

dependence of π on the power θ.

Figure 10: The stationary distribution as a function of θ. Lower bounds l5×10
4

on the stationary

distribution of the one-step matrix P defined in (2.13) for C = 10, K = 25, and θ as in the legend.

For each value of θ, using Corollary 6.10 we found that the total variation distance between the bounds

plotted and π was no greater than 0.012. Increasing θ from 1/2 to 3/2 leads to more peaked distributions

with smaller modes. This matched our intuition; at high θs visitors are easily discouraged from joining

the queue as soon as it grows larger than C, forcing the mass of π to be concentrated around smaller

queue lengths. As θ is increased further, the distributions mode keeps shifting towards smaller queue

lengths as expected. Interestingly, π begins to flatten out again. We believe this is because for high θ the

states {0, 1, . . . , C} are visited more often, and the mean number of arrivals a(x) acquires the switch-like

shape a(x) = K for x ≤ C and a(x) ≈ 0 for x > C.

6.2.2 First order integer-valued autoregressive processes

In this section, we demonstrate how to circumvent assumption (6.6) using a simple example

taken from [1]: the INAR(1) chain introduced Section 2.2.1. The assumption is that each state

is accessible in a single step from only finitely many others: in the discrete-time case this is

equivalent to each row of the one-step matrix P having finitely many non-zero entries.
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To simplify the ensuing exposition, suppose that the premise of the Lemma 2.48 is satisfied

and that the input distribution γ has support everywhere: supp (γ) = N. Because (2.14) implies

that p(x, y) ≥ (1 − a)xγ(y) > 0 for each x, y, we have that the chain is irreducible. Theorem

2.16 and Lemma 2.48 then imply that the chain has a unique stationary distribution π and that

all of its moments are finite. In Chapter 4, we used these facts to argue that

π(w) = c :=
1

1− a2

(
Eλ
[
W 2

1

]
+ Eλ [W1] a

(
1 +

2Eλ [W1]

1− a

))
,

where w(x) := x2, see Example 4.1. Clearly, w is non-negative and norm-like. Replacing “=”

with “≤” in the above, we obtain the moment bound π(w) ≤ c.

Assumption (6.6) is not satisfied by the INAR(1) chain since p(x, y) ≥ (1− a)xγ(y) > 0 for

every x, y ∈ S. In other words, each state is accessible in a single step from every state. For this

reason, the scheme discussed in this chapter inapplicable to this example, at least not without a

bit of tweaking. In particular, our outer approximations Pr as defined in (6.22) do not include

any of the stationary equations πP = π since each of these equations involves every entry of

π (and, in particular, entries outside of Sr). As discussed in Section 5.4, we can employ our

moment bound to overcome this technical hiccup. In particular, note that

π(x) = πP (x) =

d
√
re−1∑
y=0

π(y)p(y, x) + εr(x), ∀x ∈ N,

where d
√
re denotes the smallest integer at least as large as

√
r and

εr(x) :=
∞∑

y=d
√
re

π(y)p(y, x), ∀x ∈ N.

Tonelli’s Theorem implies that

d
√
re−1∑
x=0

εr(x) =
∞∑

y=d
√
re

π(y)

d√re−1∑
x=0

p(y, x)

 ≤ ∞∑
y=d
√
re

π(y) ≤ π({x2 ≥ r}) ≤ c

r
.

It follows that the pair ({π(x)}d
√
re−1

x=0 , {εr(x)}d
√
re−1

x=0 ) composed of the vectors containing the

first
√
r entries of π and εr is a feasible point of

P̃r :=


(πr, ε) ∈ R2d

√
re :

πr = πrP|{x2<r} + ε

1− c/r ≤ πr(0) + · · ·+ πr(d
√
re − 1) ≤ 1

ε(0) + · · ·+ ε(d
√
re − 1) ≤ c/r

πr(1) + 4πr(2) + · · ·+ (d
√
re − 1)2πr(d

√
re − 1) ≤ c

πr ≥ 0, εr ≥ 0


.

The LP involves 2
√
r variables,

√
r equality constraints, and 2

√
r + 4 inequalities; it is finite-

dimensional and so we can optimise over it to obtain bounds on π:

lrx := inf{πr(x) : (πr, ε) ∈ P̃r} ≤ π(x) ≤ sup{πr(x) : (πr, ε) ∈ P̃r} ≤ urx
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Defining the measures lr and ur using (5.11) and the above, we can then use lr and ur

as approximations of π. Indeed, as can be seen from their proofs, all29 of the results in this

chapter hold identically we replace Pr defined in (6.22) with P̃r defined above. In particular, lr

converges to π in total variation and

||π − lr||TV = 1− lr(N).

n Fig. 11 we use the lower bounds lr to compute π to high precision for the case of the bimodal

input distribution

(6.30) γ(x) :=
1

2
(Poi10 (x) + Poi30 (x)), ∀n ∈ N

Since γ is a weighted combination of two Poisson distributions, it satisfies the premise of Lemma

2.48 and its support is all of N.

Figure 11: The input and stationary distributions of the INAR(1) chain. Lower bounds l425
2

on the stationary distribution of the one-step matrix P defined in (2.14) with a := 1/2 and γ as in (6.30).

The approximation error (the total variation distance between the stationary distribution and the lower

bounds) was of 9.83× 10−3. The chain has a smoothing, or averaging, effect on the input distribution γ;

the stationary distribution is significantly flatter than γ and exhibits no signs of multi-modality.

6.3 Implementation and practical considerations

For the sake of discussion, throughout this section suppose that the chain is such that Pw,c

is the singleton {π}. Additionally, suppose that our goal is to employ the measure of lower

bounds lr as an approximation of π. Corollaries 6.6 and 6.10 tell us that the approximation

error ||π − lr||TV is 1 − lr(Sr) and that it can be made arbitrarily small by increasing r. Once

29To recover convergence in the continuous-time case, w must be such that x 7→ qx belongs to the weighted norm

space W defined in (5.21), see Section 5.4.
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lr has been computed by solving the appropriate linear programs, evaluating the approximation

error simply entails adding up the entries of lr. If this error is unsatisfactorily large, then we can

increase r, recompute lr, and re-evaluate the error; iterating this procedure until a satisfactorily

small error is achieved. However, this trial and error costs time and resources. This cost can be

markedly reduced by some careful consideration of the following two questions:

1. Given a moment bound π(w) ≤ c, which truncation parameters r are too small?

2. When searching for moment bounds, which functions w lead to rapidly decaying errors?

When it came to the first question, our advice in the more general setting of Chapter 5 was:

“to guarantee an approximation error of less than ε, pick a r at least as great as c/ε”. In this

context, it is straightforward to theoretically justify this rule of thumb.

Lemma 6.12. Suppose that w is non-negative and norm-like and that Pw,c is the singleton {π}.

The mass of the measure lr of lower bounds is at most 1− c/r for both the continuous-time and

the discrete-time case. Consequently, the approximation error ||π − lr||TV is of at least c/r.

Proof. Fix any x ∈ Sr. Theorems 6.4 and 6.9 imply that there exists an optimal point πr ∈ Pr

such that πr(x) = lr(x). It must be the case that π∗(Sr) = 1 − c/r, for otherwise π̃r :=

(1− c/r)πr/π∗(Sr) belongs to Pr and π̃r(x) < πr(x), contradicting the optimality of πr. Due to

its definition, lr bounds from below all feasible points of Pr and so lr(Sr) ≤ π∗({w(x) < r}) =

1− c/r.

Regarding the second question, our practical experience tells us that the error is indeed

inversely proportional to r. In the simple case of a birth-death processes, (6.12) and (6.16)

show that this is the case. Suppose that this observation holds in general instead of just for

the examples that we have run. The question becomes “for which ws does the size |Sr| of the

truncated state spaces Sr = {x ∈ S : w(x) < r} grow slowly?”: a much easier question to

answer. It is for ws that grow rapidly. For instance, consider the case that the chain takes

values in N and the moment π(w) is indeed a moment meaning that w(x) := xα with α ∈ N.

The greater the order α of the moment, the smaller the size d α
√
re − 1 of the truncation is, and

so higher moments are preferable. Of course, the bounding constant c involved in the moment

bound π(w) ≤ c that we can derive will likely be larger for higher moments. In practice, we find

that the larger cs are more than offset by the slower growing truncation sizes |Sr|. For example,

note that the mass of each stationary distribution of Schögl’s model, INAR(1), and the roller-

coaster ride chain plotted in Figs. 6(c), 10, and 11 is concentrated in the first 150 states. For

Schögl’s model we employed w(x) := x25, for the INAR(1) chain we used w(x) := x2, while for
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the roller-coaster ride chain w(x) was proportional to x for large x. To achieve high precision

we required truncations involving only 150 states in the case of Schögl’s model, approximately

400 states in the case of INAR(1), and approximately 3000 states in that of the roller-coaster

ride chain. Indeed, even in the case of the two-dimensional toggle switch model in Section 6.1.3,

the fact that our moment bound involved a polynomial that grew radially as x6 meant that only

half as many states as in the case of the roller-coaster ride chain were required to compute the

stationary distribution to high precision.

Employing higher order moments in our moment has one drawback: it tends to make the

problem data ill-conditioned. In particular, the coefficients of the moment bound constraint

πr(w) ≤ c of our LPs (6.22) and (6.29) grow rapidly if w(x) grows rapidly as x tends to

infinity. In turn, this can cause numerical instabilities. Of course, one can choose to omit the

moment bound constraint from the LPs circumventing this issue. As discussed in Remark 6.5,

the approximations may no longer converge. In our experience, they often still do. However,

we have encountered one example for which they did not: a four-dimensional version of the

toggle-switch model.

Implementation details: To set up the linear programs of this chapter we used the modelling

package YALMIP [147]. To solve them we used IBM’s CPLEX [33].

6.4 Concluding remarks

In this chapter, we discussed linear programming approaches that yield bounds on the stationary

distributions of Markov chains, their marginals, and their averages. To compute the bounds,

we formulate an LP by supplementing the truncated stationary equations with a bound on a

moment and one on the mass of the tail derived from the moment bound. Repeated applications

of the method yield sequences of bounds that converge to the probability of interest. We place

no restrictions on the chain besides the availability of a moment bound. In the case of a unique

stationary distribution, we can use the method to obtain converging lower and upper bounds on

the complete distribution and its marginals with computable errors. As asides, we explained how

the method also provides a computational test for uniqueness of the stationary distributions and

described a simple way to adapt it so that it yields converging approximations of the ergodic

distributions in the non-unique case (however, no computable error bounds are available for

these approximations).

In the unique case, interesting alternatives to the LP approach of this chapter for approxi-

mating the entire stationary distribution are the truncation-based schemes discussed in[30, 31,

32, 39, 212] for general chains and in[40, 21, 177] for level-dependent-quasi-birth death pro-
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cesses. Using the moment bound-guided truncations of this chapter, one can systematically

quantify the error of these alternative schemes in a manner completely analogous to that we

took here for our LP scheme. When compared with the schemes in[40, 21, 177], ours enjoys

the advantage of not being restricted to quasi-birth-death processes, while when compared with

those in[30, 31, 32, 39, 212], ours enjoys strong convergence guarantees while this issue remains

open for the schemes in[30, 31, 32, 39, 212]. However, these schemes enjoy the advantages of

a lower computational cost and a more accessible implementation as they entail of repeatedly

solving |Sr|-or-smaller-dimensional systems of linear equations instead of |Sr|-dimensional lin-

ear programs. When it comes to specific averages of interest or marginals this matter becomes

less clear-cut as we need to solve far less LPs than in the case of the entire distribution while

using these alternative schemes one must still first compute the entire distribution incurring

the schemes’ full computational costs. The computational cost of our scheme can be further

mitigated by solving the various LPs in parallel and/or using the optimal points of one as the

starting condition of the next.

Even though we focused on the case of stationary distributions, the discussion at the be-

ginning of the chapter leaves it clear how to modify our approach so that it yields converging

approximations of the space marginals of the exit distributions and occupation measures associ-

ated with exit times of the chains. We close the chapter with a few questions we find interesting

and that we have so far been unable to answer definitely:

• Do the duals of the LPs in this chapter have any straightforward interpretation in terms

of the chain? A good place to start here is [79].

• For what type of chain can we remove the moment bound constraint ρr(w) ≤ c and still

retain convergence?

• Which converge faster, the upper bounds or the lower bounds?

• In our practical experience, the solvers take less time to compute the upper bounds than

they do to compute the lower bounds – does this hold in general? If so, why?

• How can we mitigate the ill-conditioning (see the end of Section 6.3) that the moment

bound constraint introduces to the linear programs?

• Is there any benefit in terms of speed of convergence of involving bounds on more than

one moment in our LP definitions?
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7 Bounding stationary averages of polynomial diffusions via semidef-

inite programming

The content of this chapter was published in [124]:

Juan Kuntz, Michela Ottobre, Guy-Bart Stan, and Mauricio Barahona. Bounding stationary

averages of polynomial diffusions via semidefinite programming. SIAM J. Sci. Comput.,

38(6):A3891–A3920, 2016.

Aside from some minor rewriting to both make this chapter notationally consistent with Chapter

4 and minimise the amount of repetition with that chapter, the following is presented as was

published.

Stochastic differential equations (SDEs) and the diffusion processes they generate are impor-

tant modelling tools in numerous scientific fields, such as chemistry, economics, physics, biology,

finance, and epidemiology [120]. Stationary measures are to SDEs what fixed points are to de-

terministic systems: if the SDE is stable, then its stationary measures determine its long-term

statistics. More concretely, both the ensemble averages and the time averages of the process

converge to averages with respect to a stationary measure (which we call stationary averages).

For the majority of SDEs, there are no known analytical expressions for their stationary mea-

sures. Consequently, large efforts have been directed at developing computational tools that

estimate stationary averages and, more generally, at developing tools that can be used to study

the long-term behaviour of SDEs. Among these, most prominent are Monte Carlo discretisa-

tion schemes, PDE methods (finite-difference, finite-element, Galerkin methods), path integral

methods, moment closure methods, and linearisation techniques (see, e.g., [202, 52, 217, 219]).

The purpose of this chapter is to introduce a numerical scheme that provides an alternative

approach to the analysis of stationary measures. It uses semidefinite programming to compute

hard bounds on polynomial stationary averages of polynomial diffusions. Our approach has

distinct advantages: (i) it returns monotone sequences of both upper and lower bounds on the

stationary averages, hence quantifying precisely the uncertainty in our knowledge of the sta-

tionary averages, (ii) no assumptions are required on the uniqueness of the stationary measures

of the SDE, and (iii) the availability of high quality SDP solvers and of the modelling package

GloptiPoly 3 drastically reduces the investment of effort and specialised knowledge required to

implement the scheme for the analysis of a given diffusion process.
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Problem definition: We consider Rn-valued diffusion processes X := {Xt : t ≥ 0} satisfying

stochastic differential equations of the form

(7.1) dXt = b(Xt) dt+ σ(Xt) dWt, X0 = Z,

where the entries of the drift vector b : Rn → Rn and the diffusion coefficients σ : Rn → Rn×Rm

are polynomials. In the above, W := {Wt : t ≥ 0} is a standard Rm-valued Brownian motion, and

the initial condition Z is a Borel measurable random variable. We assume that the underlying

filtered space (Ω,F , {Ft}t≥0,P) satisfies the usual conditions.

A Borel probability measure π on Rn is a stationary (or invariant) measure of the dynamics

(7.1) if

Z ∼ π ⇒ Xt ∼ π for all t ≥ 0,

where we use the notation Y ∼ π to mean that the random variable Y has law π. The set of

stationary measures of (7.1) is denoted P.

The problem we address here is how to estimate stationary averages of the form

(7.2) π(f) :=

∫
f(x)π(dx)

in a systematic, computationally efficient manner. We present a scheme that yields bounds on

averages (7.2) when f is a polynomial. Hence, our scheme can be used to bound the moments

of the stationary measures of (7.1).

More precisely, the scheme returns lower and upper bounds on the set

(7.3) Bd
f,G := {π(f) : π ∈ P has finite d-th order moments and support contained in G} ,

where G is a given basic semialgebraic set of the type (4.22). The case G = Rn corresponds to

l = ` = 0.

Stationary averages of the form (7.2) and the set (7.3) are of broad interest: if X enjoys

some mild stability and regularity properties [162], the stationary averages (7.2) provide succinct,

quantitative information about the long-term behaviour of X. In particular, for almost every

sample path t 7→ Xt(ω) (that is, P-almost every ω ∈ Ω), there exists a π ∈ P such that

(7.4) lim
t→∞

1

t

∫ t

0
f(Xs(ω))ds =

∫
f(x)π(dx),

see Theorem 7.4 for a formal statement. Furthermore, for appropriately chosen d, the set Bd
f,G

is the set of limits (7.4) where t 7→ Xt(ω) is any sample path contained in G:

(7.5) Bd
f,G =

{
lim
t→∞

1

t

∫ t

0
f(Xs(ω))ds : ω ∈ ΩG

}
,
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where ΩG is the subset of samples ω ∈ Ω such that Xt(ω) belongs to G for all t ≥ 0, see [162,

Sec.8]. Similar considerations also apply to the ensemble averages E [f(Xt)] (see the remark

after Theorem 7.4). Therefore, bounds on the set Bd
f,G supply us with quantitative information

on the long-term behaviour of the paths of X that are contained in G.

Remark 7.1 (Linking the long-term behaviour to the stationary measures). Although our work

is motivated by the study of the long-term behaviour of a diffusion X, the scope of this chapter is

restricted to the problem of bounding the stationary averages (7.2) and the associated set (7.3).

It is important to remark that to connect the long-term behaviour of X with the set Bd
f,G (and

the bounds our scheme returns) it is necessary to establish separately:

(a) the existence of stationary measures of (7.1) with support contained in G and the finiteness

of their moments up to order d;

(b) the convergence of the time averages, i.e. verify that the limit (7.4) holds for the diffusion

at hand;

(c) that, for the initial conditions of interest, X takes values in G.

If G is a real algebraic variety (that is, if l = 0 in (4.22)), a straightforward way to verify (c) is

to apply Itô’s formula and check that

dg1(Xt) = dg2(Xt) = · · · = dg`(Xt) = 0.

for all t ≥ 0. If the initial condition Z takes values in G, then X takes values in G as well.

Establishing (a) and (b) typically requires additional proofs beyond the scope of this chapter, and

has been studied extensively elsewhere (see [162, 163, 117]). We point out that whether or not

conditions (a)-(c) hold, the scheme still yields bounds on Bd
f,G. Without proving (a)-(c), it may

simply be that the set (7.3) is empty, or that the relationships (7.4) or (7.5) do not exist. To

make the chapter self-contained, we recall briefly in Section 7.1.1 some simple conditions that

we use in our later examples to establish (a) and (b).

Brief description of the scheme: Mathematically, our approach consists of four steps:

(1) We derive a finite set of linear equalities satisfied by the moments of any stationary mea-

sure of (7.1) (see Lemma 7.6 and Section 7.2.1). Such a system of equalities is often

underdetermined (see Example 7.9) and therefore admits infinitely many solutions.

(2) To rule out spurious solutions, we exploit the fact that the solutions must be the moments

of a probability measure, hence must satisfy extra constraints (e.g., even moments cannot
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be negative). We use well-known results [139] to construct semidefinite inequalities (so

called moment constraints) that are satisfied by moments of any probability measure with

support contained in G. We do this in Section 7.2.2.

(3) Exploiting the fact that f is a polynomial, we rewrite the stationary average π(f) as a

linear combination of the moments of π.

(4) By maximising (resp. minimising) the linear combination over the set of all vectors of real

numbers that satisfy both the linear equalities and the semidefinite inequalities, we obtain

a upper (resp. lower) bound on the set Bd
f,G .

Computationally, to find the upper (or lower) bound we solve a semidefinite program, a

particularly tractable class of convex optimisation problems for which high-quality solvers are

freely available online. The semidefinite constraints in (2), popularised by Lasserre and co-

authors (see [139] and references therein), can be implemented via the user-friendly package

GloptiPoly 3 [98], which makes the approach described here accessible to non-experts.

Remark 7.2 (Convergence of the scheme). Concerning moment approaches, a question that

often arises is that of convergence of the scheme. In the context of this chapter, this question

takes the following form. Suppose that we want to obtain bounds on the set

B∞f,G :=
∞⋂

d=df

Bd
f,G ,

where df is the degree of f . Note that if G is compact, then any measure with support on G has

all moments finite, thus B
df
f,G = B

df+1
f,G = · · · = B∞f,G; hence B∞f,G is the only set of interest. As

will become clear later, repeated applications of our scheme yield both an increasing sequence of

lower bounds and a decreasing sequence of upper bounds on B∞f,G. The scheme is said to converge

if these sequences converge to the infimum and supremum, respectively, of B∞f,G. In general, the

scheme presented in this chapter is not guaranteed to converge in the above sense. However, our

numerics indicate that the scheme often converges in practice (see Examples 7.10, 7.11 and 7.13).

In Section 7.3.2, we do prove convergence for SDEs related to the Lyapunov exponents of linear

ordinary differential equations (ODEs) perturbed by multiplicative white noise. The question of

convergence is of theoretical interest, but regardless of its answer, the bounds computed are still

valid and are often still appropriate for the application in question (e.g., see the examples in

Section 7.3).

Related literature: See the related literature of Chapter 4.
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Contributions: Whereas [95, 96, 203] consider only stationary averages of specific SDEs, we

introduce GMAs to the setting of general polynomial diffusions over unbounded domains – this

requires proving a BAE for SDEs: Lemma 7.1.2. In Theorem 7.12, the scheme is shown to con-

verge for SDEs related to the Lyapunov exponents of linear ODEs perturbed by multiplicative

white noise. To the best of our knowledge, this is the first such result in the setting of station-

ary averages of diffusion processes. The remaining contributions of the chapter are the three

applications of the scheme discussed in it. First, we explain how the scheme can be combined

with the ideas underlying the Metropolis Adjusted Langevin Algorithm (a Markov chain Monte

Carlo algorithm) to carry out numerical integration with respect to certain target measures,

and then apply it to a simple Bayesian inference problem. Next, we use our scheme to obtain

bounds on the Lyapunov exponents of linear differential equations perturbed by multiplicative

white noise and we show that, in this case, our approach is both sufficient and necessary. That

is, with enough computation power, it yields lower (resp. upper) bounds arbitrarily close to

the minimum (resp. maximum) Lyapunov exponent. Lastly, we explain how the scheme can be

extended to yield bounds on stationary averages π(f) where f is piecewise polynomial, and we

use this extension to tackle a reliability problem from structural mechanics.

Chapter structure: We begin in Section 7.1 by introducing some notation and reviewing

some relevant diffusion processes theory including a Foster-Lyapunov criterion used to establish

the existence of stationary distributions and finiteness of their moments and the BAE that we

require for our semidefinite programming approach. The full scheme is given in Section 7.2 and

its applications are given in Section 7.3. We close the chapter with some parting remarks in

Section 7.4.

7.1 Preliminaries

Aside from the notation for measures, polynomials, and moment problems introduced in Sections

1.1 and 4.3, we employ in this chapter the following notation:

• E[·] denotes expectation with respect to the underlying probability measure P, and we use

Xt and X(t) interchangeably.

• Given a function h : Rn → R, ∂ih denotes its partial derivative with respect to its ith

argument, ∂ijh := ∂i∂jh; ∇h denotes its gradient vector, and ∇2h denotes its Hessian

matrix.

• Suppose that M is a smooth manifold. C2(M) denotes the set of real-valued, twice

continuously differentiable functions on M.

186



7.1.1 Stability and regularity properties of X

We now review well-known properties of X and a relevant drift condition used in the examples

below. Throughout this section, we assume that G is an (n−`)-dimensional smooth submanifold

of Rn. If G is an algebraic variety (that is l = 0 in (4.22)), then, for this to be the case, it is

sufficient that the vectors ∇g1(x),∇g2(x), . . . ,∇g`(x) form a linearly independent set, for each

x in G, where the gi’s are defined in (4.22).

Firstly, smoothness of the components of b and σ imply that (7.1) has a unique strong solution

X, which is defined up to the time that it explodes T∞ [232]. The generator A associated with

(7.1) is the second order differential operator

Ah(x) := 〈∇h(x), b(x)〉+
1

2

〈
∇2h(x), a(x)

〉
=

n∑
i=1

bi(x)∂ih(x) +
1

2

n∑
i,j=1

aij(x)∂ijh(x),

for h ∈ C2(G), x ∈ G, and where a := σσT denotes the diffusion matrix of (7.1). It is well

known that if A is a hypoelliptic operator on C2(G) (see [105]), then (7.1) generates a strong

Feller Markov process. This is the regularity property of X we use in our examples below.

Although this condition can be replaced with weaker ones (e.g., X being a T-process [162]),

such alternative conditions usually require more work to establish in practice. The stability

properties we require are summarised as follows:

Condition 7.3 ([162, 163]). Suppose that the paths of the diffusion X are contained in G (that

is, P({Xt ∈ G,∀0 ≤ t ≤ T∞}) = 1), and that either one of the following conditions holds:

(i) the manifold G is compact.

(ii) (Drift condition) there exists a function u ∈ C2(G) and a constant c > 0 such that for each

q ∈ R the sub-level set

{x ∈ G : u(x) ≤ q}

is compact and such that

Au(x) ≤ −cu(x),

holds for all x in G except those in a compact subset of G.

Theorem 7.4 ([162, 163]). Suppose that A is hypoelliptic on C2(G) and that Condition 7.3

holds. Then:

(i) The solution of (7.1) is globally defined, that is, P({T∞ =∞}) = 1.

(ii) The SDE (7.1) has at least one stationary measure with support contained in G.
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(iii) If Condition 7.3 (i) holds, then for any measurable f and almost every sample path t 7→

Xt(ω), the limit (7.4) holds, where π ∈ P has support contained in G and depends on the

starting position of the path, Z(ω). Furthermore, equation (7.5) holds.

(iv) If G is not compact but Condition 7.3 (ii) holds, then π(u) <∞ for any π ∈ P with support

contained in G, and the same as in Theorem 7.4 (iii) is true for every measurable f such

that

sup
x∈G

(
|f(x)|

1 + |u(x)|

)
<∞.

Proof. In the case (i), it is easy to argue that the solution is globally defined. In the case (ii),

global existence of the solution follows from [163, Thrm.2.1]. The rest follows from Theorems

3.4 and 8.1 in [162], plus Theorem 4.7 in [163] in the case of the drift condition.

Remark 7.5 (The ensemble averages). If, additionally to the premise of Theorem 7.4, the

semigroup generated by (7.1) is aperiodic [162], then the analogous statements to Theorem 7.4

(iii) and (iv) hold for the ensemble averages E [f(Xt)]. In this case, we have that

lim
t→∞

E[f(Xt)] =

∫
f(x) π̃(dx),

where π̃ ∈ P depends on the law of the initial condition Z, see [162, Thrm.8.1].

7.1.2 A relationship between the generator of process and its stationary measures

The following technical lemma is necessary for the development of the scheme presented in this

chapter. An application of Itô’s formula shows that, if h ∈ C2(Rn), then

(7.6) Dh
t := h(Xt)− h(X0)−

∫ t

0
Ah(Xs)ds,

is a local martingale. The generator A evaluated at function h and point x describes the rate

of change in time of the expected value of h(Xt) conditioned on the event {Xt = x}. If π is the

law of Xt, then π(Ah) describes the rate of change in time of E[h(Xt)]. It follows that if π is

a stationary measure of (7.1), then the law of Xt does not change in time, and thus we would

expect that π(Ah) = 0. Unfortunately, for technical reasons, this is not always the case (see

[79] for counterexamples). However, it is not difficult to find sufficient conditions on h such that

π(Ah) = 0. The following lemma gives one such condition specialised for polynomial functions

h, which are the focus of this chapter. For a proof of the lemma see Appendix C.

Lemma 7.6. Let π be a stationary measure of (7.1) whose moments of order d exist and are

finite. Let h be polynomial with degree dh ≤ d−maxi,j{dbi , daij}, where b is the drift vector and

a := σσT is the diffusion matrix of (7.1). Then

π(Ah) = 0.

188



7.2 The scheme

Our scheme constructs a tractable outer approximation Cdf,G of the set Bd
f,G defined by (7.3).

As shown below, the approximation we derive is the image of a spectrahedron (a set defined by

linear equalities and semidefinite inequalities) through a linear functional. Finding the infimum

and supremum of Cdf,G reduces to solving two SDPs, which can be efficiently carried out using

one of several high-quality solvers freely available. Since Bd
f,G ⊆ Cdf,G , the computed infimum

(supremum) is a lower (upper) bound of Bd
f,G .

To introduce our method, we first take a closer look at the set Bd
f,G from two alternative

perspectives. First, note that the set Bd
f,G defined in (7.3) is the image of the set

PdG := {π ∈ P : π has finite d-th order moments and support contained in G}

through the linear functional (on the vector space of signed measures) π 7→ π(f). It is straight-

forward to check that, as a subset of the vector space of signed measures, PdG is convex. Con-

sequently, its image Bd
f,G is a (possibly unbounded) interval, which is fully described by its

supremum and infimum (leaving aside whether or not Bd
f,G contains its endpoints).

Alternatively, since f is a polynomial (with vector of coefficients fff), the set Bd
f,G is the image

of

YdG := {y ∈ R#d : y is a vector of moments up to order d of a measure in PdG}

through the linear functional (on R#d) y 7→ 〈y,fff〉 . We now see some concrete examples of these

sets.

Example 7.7. To introduce our ideas, we use an example for which there is an extensive body

of results. Consider the two-dimensional SDE

(7.7) dXt = −1

2
Xtdt+

0 −1

1 0

XtdWt, X0 = Z.

Applying Itô’s formula gives d ||Xt|| ≡ 0; hence, ||Xt|| = ||X0|| ,∀t ≥ 0. If the initial condition Z

takes values in the circle of radius R, S1
R, then the paths of X remain in S1

R. Using Hörmander’s

condition [105] it is easy to verify that, for each R > 0, the generator A is a hypoelliptic operator

on C2(S1
R). By compactness of S1

R, Condition 7.3 (i) is satisfied, and Theorem 7.4 states that,

for each R > 0, (7.7) has at least one stationary measure with support contained in S1
R. It is

also well-known [116] that for each R, (7.7) has only one such measure πR, which is the uniform

distribution on S1
R. Therefore, for a given R and f

(7.8) πR(f) =
1

2π

∫ 2π

0
f(R cos(θ), R sin(θ))dθ.
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Note that if R = 0, then X ≡ 0, hence π0 := δ0, the Dirac measure at zero, is also a stationary

measure of (7.7). Consequently, for any d:

PdS1R = {πR}, PdR2 = {πR : R ≥ 0}, PdG = ∅ for all other varieties G.

By the symmetry of the measure πR, it is easy to show that

y(α1,α2) := πR (xα1
1 xα2

2 ) =


R2 π3/2 2|α|

|α|! Γ
(

1−α1
2

)
Γ
(

1−α2
2

)
Γ
(

1−|α|
2

) if α1 and α2 are even

0 otherwise,

where Γ(·) denotes the gamma function. It is now straightforward to describe the sets YdG. For

instance, consider the sets containing the 6-dimensional vectors of moments up to order d = 2

defined as y := (y(0,0), y(1,0), y(0,1), y(2,0), y(1,1), y(0,2)) ∈ R6. Then we have

Y2
S1R

=

{(
1, 0, 0,

R2

2
, 0,

R2

2

)}
and Y2

R2 = {1} × {0} × {0} × [0,∞)× {0} × [0,∞).

Using the above descriptions of the sets PdG together with the map π 7→ π(f) (or, alternatively,

the sets YdG together with the map y 7→ 〈y,fff〉), we can deduce any projection of interest Bd
f,G.

For instance,

for f1(x) = x1x2, Bd
f1,S1R

= {0} and Bd
f1,R2 = {0}

for f2(x) = x2
2 + 1, Bd

f2,S1R
=

{
R2

2
+ 1

}
and Bd

f2,R2 = [1,∞)

for f3(x) = x2 − 2x2
1 + 3, Bd

f3,S1R
=
{

3−R2
}

and Bd
f3,R2 = (−∞, 3].

In the above example, we could obtain the sets PdG , YdG and their projections Bd
f,G directly

from (7.1). However, this is difficult in general. Indeed, results from real algebraic geometry

show that optimising over the cone of vectors whose components are moments of a measure

is NP-hard [139]. We believe that, except for trivial cases, the same holds for YdG which is

a subset of this cone. Instead, we construct here a spectrahedral outer approximation OdG
of the set YdG . Optimising over OdG consists of solving an SDP, a polynomial-time problem.

Explicitly, OdG is a subset of R#d defined by linear equalities and semidefinite inequalities such

that YdG ⊆ OdG . Because the outer approximation is a convex set, its image through the linear

functional y 7→ 〈y,fff〉 is an interval that contains Bd
f,G :

(7.9) Bd
f,G ⊆ Cdf,G :=

{
〈y,fff〉 : y ∈ OdG

}
.

Hence our task is reduced to obtaining the outer approximation OdG . We do this in two steps:

• In Section 7.2.1, we use Lemma 7.6 to construct a set of linear equalities satisfied by the

moments of any stationary measure of (7.1).
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• In Section 7.2.2, we construct a set of linear equalities and a semidefinite inequality satisfied

by the moments of any unsigned measure with support on G.

The outer approximation OdG then consists of the set of vectors in R#d that satisfy both of the

above.

7.2.1 Linear equalities satisfied by the moments of stationary measures

By assumption, both the drift vector and the diffusion coefficients in (7.1) are polynomials.

Therefore, if h is a polynomial, Ah is also a polynomial. Suppose that y belongs to YdG and

choose any measure π in PdG that has y as its vector of moments of order d. From Lemma 7.6,

if d ≥ dA := max{dbi , daij}, then

〈y,AhAhAh〉 =
∑
|β|≤d

(Ah)(Ah)(Ah)β yβ =
∑
|β|≤d

(Ah)(Ah)(Ah)β π(xβ) = π
( ∑
|β|≤d

(Ah)(Ah)(Ah)β x
β
)

= π(Ah) = 0, ∀h ∈ R[x]d−dA .

Since {xα : α ∈ Nnd−dA} spans R[x]d−dA , checking that y satisfies the above is equivalent to

checking that

(7.10) 〈y,AxαAxαAxα〉 = 0, ∀α : |α| ≤ d− dA.

In words, every vector in YdG satisfies the #d−dA linear equalities defined by (7.10).

At this point, it is worth remarking that the conditions on h and π in Lemma 7.1.2 are only

sufficient but not necessary for π(Ah) = 0 to hold, as the following example shows.

Example 7.8. Let λ be a positive even integer, and consider the one-dimensional SDE

(7.11) dXt = (1− λXt)dt+
√

2XtdWt, X0 = Z.

It is straightforward to verify that Condition 7.3 (ii) holds with u(x) := xλ and G := R, and

to use Hörmander’s condition to establish that the generator of (7.11) is hypoelliptic on C2(R).

From Theorem 7.4, it follows that: (7.11) has at least one stationary measure, that all of its

stationary measures have moments up to order λ, and that (7.4) holds for any f ∈ R[x]λ. From

(7.10), we deduce that given the moments of any such stationary measure y ∈ Rλ+1, then

(7.12) k (yk−1 − (λ+ 1− k)yk) = 0, k = 1, 2, . . . , λ− 2.

We are only interested in solutions to these equations that the are moments of a probability

measure. Hence we can append the normalisation y0 = 1 and solve (7.12) to obtain

(7.13) yk =

k−1∏
j=0

1

λ− j
.
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In fact, (7.13) holds for k = 1, . . . , λ (instead of only for k = 1, . . . , λ−2). This is easily deduced

by solving the Fokker-Planck equation associated with (7.11) and showing that the density of a

stationary measure of (7.11) is given by the inverse Gamma distribution 1
λ!x
−λ−2e−

1
x . Indeed,

the moments of this distribution are given by (7.13) for k = 1, . . . , λ. Additionally employing

the Support Theorem of Stroock and Varadhan [15, Thrm.6.6], we can conclude that this is the

only stationary measure of (7.11). In conclusion, the moments of any stationary measure of

(7.11) satisfy (7.12) for k = 1, . . . , λ although Lemma 7.6 only implies that they are satisfied for

k = 1, . . . , λ− 2.

For most SDEs, y0 = 1 together with the equations (7.10) define a set of underdetermined

linear equations as the following example illustrates.

Example 7.9. Consider the SDE

(7.14) dXt = (1− 2X3
t )dt+

√
2XtdWt, X0 = Z.

It is straightforward to verify that Condition 7.3 (ii) is satisfied with u(x) := ex
2/2 and G := R,

and to use Hörmander’s condition to establish that the generator of (7.14) is hypoelliptic on

C2(R). Theorem 7.4 then establishes that (7.14) has globally defined solutions, that it has at

least one stationary measure, that all stationary measures have all moments finite, and that

(7.4) holds for any f ∈ R[x].

Equations (7.10) read in this case:

k (yk−1 + (k − 1)yk − 2yk+2) = 0, k = 1, 2, . . . .

By appending y0 = 1 to the above, we can only solve for y3 = y0/2 = 1/2. No other moment

can be solved for because the set of equations formed by the first k̃ ≥ 2 conditions (together with

y0 = 1) is underdetermined.

7.2.2 Moment conditions

That the moment equations (7.10) are underdetermined in the above example is essentially the

same issue that moment closure methods attempt to address (see [202, §3.4] for a review). These

methods “close” the equations (7.10) by heuristically removing the dependence of the first few

equations on higher moments. We do not follow this approach here. Instead, we overcome this

issue the same way we did in chapter 4 for Markov chains. In particular, to these equalities we

append equalities and inequalities discussed in Section 4.3. In words, we exploit the fact that

we are not interested in all the solutions to the equations (7.10), but only in those that are

the vector of moments of a probability measure with support contained in G. In particular, if
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y ∈ R#d is the of moments of a measure with support on G, then y belongs to the spectrahedron

Kd
G , see Theorems 4.8 and 4.9. We combine this fact with (7.10) and the normalisation y0 = 1

to obtain our outer approximation:

(7.15) OdG :=

y ∈ Kd
G :

y0 = 1

〈y,AxαAxαAxα〉 = 0, ∀α : |α| ≤ d− dA

 ⊇ YdG .
From (7.9), it follows that the projection Cdf,G =

{
〈y,fff〉 : y ∈ OdG

}
contains Bd

f,G . Therefore, we

have the following bounds:

(7.16) ρdf,G := inf Cdf,G ≤ inf Bd
f,G , supBd

f,G ≤ supCdf,G =: ηdf,G .

Computing ρdf,G and ηdf,G can be efficiently done by solving two SDPs with #d variables each.

Example 7.10. Consider SDE (7.14) in Example 7.9 again, whose stationary measures have

moments of all orders. Hence

B1
x,R = B2

x,R = · · · = B∞x,R.

To find bounds on the mean of the stationary measures of the SDE we construct the outer

approximations of B∞x,R, as described above. The first few such approximations are:

C1
x,R =

{
y1 : y ∈ R2, y0 = 1, y0 ≥ 0

}
,

C2
x,R =

y1 : y ∈ R3, y0 = 1,

y0 y1

y1 y2

 � 0

 ,

C3
x,R =

y1 : y ∈ R4, y0 = 1,

y0 y1

y1 y2

 � 0

 ,

C4
x,R =

y1 : y ∈ R5,
y0 = 1

y0 − y3 = 0


y0 y1 y2

y1 y2 y3

y2 y3 y4

 � 0

 ,

C5
x,R =

y1 : y ∈ R6,

y0 = 1

y0 − y3 = 0

y1 + y2 − y4 = 0


y0 y1 y2

y1 y2 y3

y2 y3 y4

 � 0

 ,

C6
x,R =


y1 : y ∈ R7,

y0 = 1

y0 − y3 = 0

y1 + y2 − y4 = 0

y2 + 2y3 − y5 = 0


y0 y1 y2 y3

y1 y2 y3 y4

y2 y3 y4 y5

y3 y4 y5 y6

 � 0


.
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Since a matrix is positive semidefinite if and only if all its principal minors are non-negative,

it follows trivially that C1
x,R = C2

x,R = C3
x,R = R. Hence, optimising over these sets yields

uninformative bounds: ρ1
x,R = ρ2

x,R = ρ3
x,R = −∞ and η1

x,R = η2
x,R = η3

x,R =∞. The higher order

approximations d > 4, however, lead to non-trivial bounds (Table 1). To obtain the endpoints of

the higher order approximations C4
x,R, C

5
x,R, . . . we used the SDP-solver SDPT3.

d ≤ 4 5 6 7 8 9 10 11 12 13

ρdx,R −∞ 0.4133 0.4134 0.6202 0.6202 0.6365 0.6365 0.6376 0.6377 0.6377

ηdx,R ∞ 0.8283 0.8282 0.6758 0.6757 0.6495 0.6495 0.6494 0.6494 0.6428

d 14 15 16 17 18 19 20 21 22 23

ρdx,R 0.6377 0.6377 0.6377 0.6377 0.6377 0.6377 0.6377 0.6377 0.6377 0.6377

ηdx,R 0.6428 0.6404 0.6404 0.6402 0.6402 0.6389 0.6389 0.6387 0.6387 0.6384

Table 1: Bounds on the mean of the stationary measures of the SDE (7.14). In total, 40 bounds were

computed taking a total CPU time of 10.3 seconds, averaging 0.26 seconds per bound.

For many SDEs, like those in Examples 7.8 and 7.9, all stationary measures have moments

of some order d. If G is compact, d = ∞; otherwise, such a d can be found by verifying a drift

condition like the one in Condition 7.3. In such cases, Bk
f,G = Bd

f,G for all df ≤ k ≤ d. However, as

Example 7.10 shows, this does not hold in general for our outer approximations. Instead, we only

have that Ckf,G ⊇ Cdf,G for all df ≤ k ≤ d. Therefore {ρkf,G : df ≤ k ≤ d} and {ηkf,G : df ≤ k ≤ d}

are monotone non-decreasing (resp. non-increasing) sequences of lower (resp. upper) bounds on

Bd
f,G . In practice, the best bounds are obtained by solving for the infimum/supremum of Ckf,G

for the largest df ≤ k ≤ d that can be handled computationally by the solver.

7.3 Applications

We now consider three applications of the scheme. To compute the bounds presented in this

section, we used the modelling package GloptiPoly 3 [98] to construct the SDPs corresponding

to the outer approximations (7.15), and the solver SDPT3 [222] to solve the SDPs. All compu-

tations were carried out on a desktop computer with a 3.4 GHz processor and 16GB of memory

running Ubuntu 14.04.

7.3.1 Langevin diffusions, numerical integration, and an inference problem

The Metropolis Adjusted Langevin Algorithm (MALA) [192] is a popular Markov chain Monte

Carlo algorithm (MCMC). MALA can be used to estimate integrals with respect to measures
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of the form

(7.17) πv(dx) :=
ev(x)

Zv
dx,

where dx denotes the Lebesgue measure on Rn, v : Rn → R is a smooth confining potential,

and Zv is the normalising constant Zv :=
∫
Rn e

v(x)dx. It is well-known that πv is the unique

stationary measure of the Langevin diffusion

(7.18) dXt = ∇v(Xt) dt+
√

2 dWt, X0 = Z.

The SDE (7.18) has globally defined solutions and, regardless of the initial condition, the limit

(7.4) holds with π := πv for all πv-integrable functions f [192]. MALA proceeds by discretising

X, adding a Metropolis accept-reject step to preserve stationarity of πv, and simulating the

resulting chain. The time averages of the simulation then converge to the desired average [192].

Since πv is the unique stationary measure of (7.18), we can use our scheme to directly

compute bounds on πv(f) when both f and v are polynomials, circumventing any discretisation

or simulation. We illustrate this idea with the following simple Bayesian inference problem.

Example 7.11. The scalar noisy time-varying recurrence equation

(7.19) zk = p1zk−1 + p2
zk−1

1 + z2
k−1

+ p3 cos(1.2(k − 1)) + ξk,

is often used to benchmark parameter and state estimation algorithms [81, 25]. For simplicity,

we assume that the state {zk : k = 1, . . . , N} is observable and we focus on the problem of

estimating the parameters p1, p2, and p3. The additive noise {ξk : k = 1, . . . , N} is typically

taken to be an i.i.d. sequence of normally distributed random variables. Since Gaussianity of

random variables is not important in our scheme, we instead choose {ξk : k = 1, . . . , N} to be

an i.i.d. sequence of random variables with bimodal law

µξ(dx) := πuξ(dx) with uξ(x) = 3x2 − x4.

where πuξ is as in (7.17), see Fig.12a. Choosing parameters p := (p1, p2, p3) = (0.5, 2, 1) and

z0 = 2, we use (7.19) to generate N samples z := {z1, z2, . . . , zN}, see Fig.12b. The inference

problem is to use the generated samples z and the initial condition z0 to estimate the parameters

p.

Taking a Bayesian perspective, we first choose a prior distribution µ0 over the parameters,

and then we extract information from the posterior distribution µp|z, see [215]. Our scheme can

be used to this end if the prior µ0 is of the form (7.17) with a polynomial potential:

µ0(dx) := πu0(dx) and u0 is a polynomial.
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From Bayes’ formula, the posterior also takes the form (7.17):

µp|z(dx) = πv(dx) with v(p) =
N∑
k=1

uξ

(
zk −

(
p1zk−1 + p2

zk−1

1 + z2
k−1

+ p3 cos (1.2(k − 1))

))
+u0(p).

We can then use our scheme to yield lower and upper bounds on the posterior means µp|z(p1),

µp|z(p2) and µp|z(p3), and upper bounds on the total variance

varp|z = µp|z
(
(p1 − µp|z(p1))2

)
+ µp|z

(
(p2 − µp|z(p2))2

)
+ µp|z

(
(p3 − µp|z(p3))2

)
.

of the posterior distribution µp|z. For simplicity, we chose our prior µ0 to be a unit variance

zero mean normal distribution, i.e., u0(p) := − ||p||2 /2. The results are shown in Fig.12c,d. For

N ≥ 15 samples, we obtain small upper bounds on the total variance (two orders of magnitude

smaller than the lower bounds on the posterior means). For this reason, we expect the posterior

distribution to resemble a Dirac measure at the vector of posterior means, indicating that the

posterior means are appropriate estimators of the parameters (as confirmed in Fig.12c), thus

solving our inference problem.

It is important to remark that Example 7.11 can be solved equally well with MCMC

methods—indeed, MCMC algorithms scale better than our scheme with the dimension of the

target measure πv. However, our alternative approach presents some attractive features: it

is fast (see caption of Fig.12) and simple to implement, no tuning of the scheme is required

(e.g., choosing the discretisation step size in MALA), and it delivers deterministic bounds on

the integrals of interest instead of stochastic estimates (hence avoiding issues concerning the

convergence of MCMC simulations). Our scheme can also provide useful information in situa-

tions where MCMC methods face difficulties: when the target distribution has several isolated

modes. In such cases, MCMC algorithms get stuck at one of the modes and do not explore

the rest of the target distribution. Our numerical observations suggest that our scheme is also

affected by the presence of isolated modes, producing a large gap between the upper and lower

bounds for the desired integrals (since each bound is stuck at a different mode). The presence of

such large gaps can alert the practitioner to the existence of isolated modes, something which is

often not obvious for target distributions of dimension three or more. Methods designed to deal

with isolated modes, such as simulated-tempering [25], can then be used instead of standard a

Metropolis-Hastings MCMC method.

7.3.2 Lyapunov exponents of linear SDEs driven by multiplicative white noise

In practical applications involving systems of linear ordinary differential equations (ODEs), we

are interested in situations where the parameters are perturbed by Gaussian white noise. In
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Figure 12: An inference problem: bounding the posterior. (a) The density of the noise ξ. (b)

Sample path of length N = 250 generated to estimate the parameters p. The noise was generated by

inverting the cumulative distribution function of µξ numerically (uniform grid on [−10, 10] with step size

of 10−4) and drawing independent samples from a uniform [0, 1] distribution. (c) Upper and lower bounds

on the means µp|z(p1), µp|z(p2), µp|z(p3) of the posterior distribution µz|p (solid lines) plotted against the

number of samples N = 10, 12, . . . , 250 of z used to generate the posterior. The actual values of the

parameters used to generate the samples are shown with dashed lines. The upper and lower bounds were

computed by solving (7.16) using d = 5 and the appropriate objective f(x) = x1, x2, or x3. The gap

between the upper and lower bounds was always smaller than 10−2 and hence the upper and lower bounds

are indistinguishable in the plot. (d) Upper bounds on the total variance of the posterior distribution,

varp|z = µp|z(p
2
1 + p2

2 + p2
3)− µp|z(p1)2− µp|z(p2)2− µp|z(p3)2. These were obtained by computing upper

bounds on µp|z(p
2
1 + p22 + p23) (solving (7.16) with d = 5 and f(x) = x21 + x22 + x23), and combining these

bounds with the lower bounds computed for the posterior means. In total, 847 bounds were computed

taking a total CPU time of 720 seconds, averaging 0.85 seconds per bound.

those cases, we obtain the following class of linear stochastic differential equations

(7.20) dX(t) = AX(t) dt+

m∑
i=1

BiX(t) dWi(t), X(0) = Z,

where A ∈ Rn×n, Bi ∈ Rn×n and Wi := {Wi(t) : t ≥ 0} are m independent standard Brownian

motions on R. It is well-known that (7.20) has globally defined solutions. Furthermore, there

exists a jointly continuous process {Xx
t : t ≥ 0, x ∈ Rn} such that XZ := {XZ

t := X ·t ◦Z : t ≥ 0}

is the unique solution of (7.20) (see [108, Thrm. 21.3]).

In 1967, Khas’minskii [116] made the following observation. Applying Itô’s formula twice,
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he found that the projection of XZ
t onto the unit sphere, ΛZt := XZ

t /
∣∣∣∣XZ

t

∣∣∣∣, satisfies the SDE

(7.21) dΛZ(t) = u0(ΛZ(t))dt+
m∑
i=1

ui(Λ
Z(t))dWi(t), ΛZ(0) = Z/ ||Z|| ,

where u0(x) := Ax−〈x,Ax〉x−
∑m

i=1

(
1
2 ||Bix||

2 x+ 〈x,Bix〉Bix− 3
2 〈x,Bix〉

2 x
)
, and ui(x) :=

Bix− 〈x,Bix〉x. In addition, ΓZt := ln
∣∣∣∣XZ

t

∣∣∣∣ satisfies

(7.22) ΓZ(t) = ln ||Z||+
∫ t

0
Q(ΛZ(s))ds+

m∑
i=1

∫ t

0

〈
ΛZ(s), BiΛ

Z(s)
〉
dWi(t),

where Q(x) := 〈x,Ax〉+ 1
2

∑m
i=1 ||Bix||

2 − 〈x,Bix〉2 . It is not difficult to argue [117, Lem. 6.8]

that

(7.23) lim
t→∞

1

t

(
m∑
i=1

∫ t

0

〈
ΛZ(s), BiΛ

Z(s)
〉
dWi(t)

)
= 0, P-almost surely.

Suppose that the generator of ΛZ := {ΛZt : t ≥ 0} is hypoelliptic on C2(Sn−1), where Sn−1 :=

{x ∈ Rn : ||x|| = 1} denotes the unit sphere in Rn. Since ΛZ , by definition, takes values in Sn−1,

Theorem 7.4 tells us that (7.21) has at least one stationary measure, and, together with (7.22)

and (7.23), that for P-almost every sample path t 7→ XZ(t) there exists a stationary measure π

of (7.21) such that

(7.24) lim
t→∞

ΓZ(t)

t
= lim

t→∞

1

t

∫ t

0
Q
(
ΛZ(s)

)
ds = π(Q).

Typically, the above integral is estimated by choosing an appropriate discretisation scheme for

(7.20), simulating the resulting chain, and computing the corresponding time average [218]. We

instead exploit the fact that u0, . . . um and Q are all polynomials and apply our scheme on (7.22)

to compute bounds for π(Q). In particular, for any d ≥ dQ we have that:

ρdQ,Sn−1 ≤ lim
t→∞

ΓZ(t)

t
≤ ηdQ,Sn−1 , P-almost surely,

where ρdQ,Sn−1 and ηdQ,Sn−1 are as in (7.16) with notation adapted to (7.21). Note that{
ω ∈ Ω : lim

t→∞

ΓZt (ω)

t
< 0

}
⊆
{
ω ∈ Ω : lim sup

t→∞

∣∣∣∣XZ
t (ω)

∣∣∣∣ = 0

}
,{

ω ∈ Ω : lim
t→∞

ΓZt (ω)

t
> 0

}
⊆
{
ω ∈ Ω : lim inf

t→∞

∣∣∣∣XZ
t (ω)

∣∣∣∣ =∞
}
,

which implies that

ηdQ,Sn−1 < 0⇒ P
({

lim sup
t→∞

∣∣∣∣XZ
t

∣∣∣∣ = 0

})
= 1, for any initial condition Z,

ρdQ,Sn−1 > 0⇒ P
({

lim inf
t→∞

∣∣∣∣XZ
t

∣∣∣∣ =∞
})

= 1, for any initial condition Z.
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In words, the equilibrium solution X0 ≡ 0 of (7.20) is almost surely asymptotically stable if

ηdQ,Sn−1 < 0, and almost surely asymptotically unstable if ρdQ,Sn−1 > 0. Therefore, our scheme

applied to (7.21) yields a sufficient test for the asymptotic stability or instability of (7.20). The

method also yields a necessary test for asymptotic stability in the following sense:

Theorem 7.12. Suppose that the generator of ΛZ is hypoelliptic on C2(Sn−1). Let

λ(Z) := lim
t→∞

log
∣∣∣∣XZ

t

∣∣∣∣
t

, λ− := inf
Z
λ(Z), λ+ := sup

Z
λ(Z),

where the infimum and supremum are taken over the set of initial conditions Z that are Borel

measurable random variables on Rn. For sufficiently large d,

ρdQ,Sn−1 > −∞, ηdQ,Sn−1 <∞.

Furthermore,

lim
d→∞

ρdQ,Sn−1 = λ−, lim
d→∞

ηdQ,Sn−1 = λ+.

Proof. Let A denote the generator of ΛZ and not of XZ . The theorem is proved only for the

lower bounds ρdQ,Sn−1 . The proof for the upper bounds is identical. The proof proceeds in three

steps:

1. We show that the set of limits S := {λ(Z) : Z is a Borel measurable random variable on Rn}

is the same as the set BQ,Sn−1 := B1
Q,Sn−1 = · · · = B∞Q,Sn−1 .

2. We show that the equalities (7.10) fully characterise the stationary measures of (7.21), in

the sense that if π is a Borel probability measure with support contained in Sn−1 such that

(7.25) π(Axα) = 0, ∀α ∈ Nn,

then π is a stationary measure of (7.21).

3. We then only have to apply Theorem 4.3 in [139], which shows that, for large enough d,

ρdQ,Sn−1 > −∞, and

lim
d→∞

ρdQ,Sn−1 = inf

π(Q) :
π is a Borel probability measure with support contained in Sn−1

that satisfies π(Axα) = 0, ∀α ∈ Nn

 .

Then (7.10) fully characterises the stationary measures of (7.21), which implies that

lim
d→∞

ρdQ,Sn−1 = inf BQ,Sn−1 = inf S = λ−.

For the detailed proof, see Appendix C.
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Example 7.13. We exemplify the use of our scheme in computing Lyapunov exponents through

a classic example from [116]. The question of whether an unstable linear system of ODEs

could be stabilised by physically realisable multiplicative noise (i.e., multiplicative noise in the

sense of Stratonovich) received ample attention in the 1960s. It was shown that this cannot be

achieved in one-dimensional systems, and it was hypothesised that it could not be achieved in

higher dimensional systems either [145]. Khas’misnkii [116] disproved this hypothesis with the

following counterexample:

(7.26)
dX1(t) = c1X1(t) ◦ dt+ σ (X1(t) ◦ dW1(t) +X2 ◦ dW2(t))

dX2(t) = c2X2(t) ◦ dt+ σ (X2(t) ◦ dW1(t)−X1 ◦ dW2(t))

where c1 > 0, c2 < 0, σ > 0, and ◦d denotes the Stratonovich differential. For this two-

dimensional SDE, the projection (7.21) lives in a one-dimensional manifold (the unit circle),

and thus by changing to polar coordinates, one can find analytical expressions for its stationary

measures. In this case, there is a unique stationary measure and

(7.27) π(Q) =

∫ 2π
0

(
σ2

2 + c1 cos2(φ) + c2 sin2(φ)
)
e

(c1−c2)
σ2

cos2(φ)dφ∫ 2π
0 e

(c1−c2)
σ2

cos2(φ)dφ
.

Khas’minskii then argued that one can always find a sufficiently large (in absolute value) c2 and

σ so that π(Q) < 0, i.e., so that (7.26) is stable.

Instead, we can verify Khas’minskii’s findings for specific c1, c2, and σ by solving for the

bounds (7.16). As an example, we analysed the system (7.26) with c1 = 1 and c2 = −30.

From the bounds presented in Fig.13, we conclude that for these parameters, (7.26) is stable for

3 . σ . 3.7 and unstable otherwise.

In Example 7.13, we could have evaluated (7.27) numerically instead of computing (7.16).

However, such analytical expressions for stationary measures of (7.21) are not available in higher

dimensions. As explained in [9] (see also [234]): “The direct use of Khas’minskii’s method to

higher dimensional systems has not met with much success because of the difficulty of studying

diffusion processes occurring on surfaces of unit hyperspheres in higher dimensional Euclidean

spaces”. Our approach complements Khas’minskii’s procedure: it is simple to implement; the

number of stationary measures of (7.21) is not a limitation; and the fact that the measures have

support on the unit sphere is an advantage instead of a disadvantage, as Theorem 7.12 shows.
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Figure 13: The Lyapunov exponents of a linear SDE driven by multiplicative white noise.

Upper and lower bounds on the Lyapunov exponents of the SDE (7.26) with c1 = 1 and c2 = −30

computed for σ = 0.2, 0.3, . . . , 4.5 by solving (7.16) with d = 16. The gap between the lower and the

upper bounds was always smaller than 10−3; the two sets of bounds are indistinguishable in the plot. In

total 88 bounds were computed for a total CPU time of 364 seconds, averaging 4.1 seconds per bound.

7.3.3 Piecewise polynomial averages, a noisy nonlinear oscillator, and structural

reliability problems

Our scheme can be extended to bound stationary averages π(f) where f is a piecewise polynomial

of the type

(7.28) f =
N∑
i=1

fi 1Ki .

Here fi are polynomials, 1A is the indicator function of set A, and Ki are N disjoint sets in G

defined by

(7.29) Ki :=
{
x ∈ G : pij(x) = 0, j = 1, . . . , Ji, qik(x) ≥ 0, k = 1, . . . ,Ki

}
.

This type of extension was first discussed in [138], and has been considered in [139, 142, 58].

Many stationary averages of interest can be written in the above form. For instance, if fi := 1,∀i,

then π(f) = π(∪iKi) is the probability that event ∪iKi occurs.

Extension of the algorithm. We follow here similar arguments to those presented in [139,

142, 58]. Let π be a stationary measure of (7.1) with support in G and with moments of order

d. Let πi be the restriction of π to set Ki, and let π0 denote the restriction to Kc := G\ ∪i Ki,

i.e., to the complement in G of the union of all Kis. Clearly,

π =
N∑
i=0

πi.
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Let y0, y1, . . . , yN ∈ R#d denote the (N + 1) vectors of moments of π0, π1, . . . , πN , respectively.

From the definition (7.28) it follows that

π(f) =

N∑
i=1

πi (fi 1Ki) =

N∑
i=1

πi(fi) =

N∑
i=1

〈
yi, fififi

〉
,

assuming that df1 , . . . dfN ≤ d. The normalisation condition takes the form:

(7.30)

N∑
i=0

yi0 = 1.

Similarly to (7.10), the proof of Lemma 7.6 tells us that the stationarity of π implies that

(7.31)

〈
N∑
i=0

yi,AxαAxαAxα
〉

= 0, ∀α : |α| ≤ d− dA.

Let Gi := G ∩ Ki for each i = 1, . . . , N , and note that Gi can be described as the set of vectors

x ∈ Rn that satisfy both the polynomial equalities and inequalities in the definition (4.24) of

G with those in the definition (7.29) of Ki. Replacing G with Gi in (4.24) we obtain the outer

approximation Kd
Gi of the set of moment vectors of measures with support contained in Gi. Since

πi has support contained in Gi, its vector of moments yi belongs to Kd
Gi . Combining the above

together, we have the following tractable outer approximation of Bd
f,G :

(7.32) Cdf,G :=


N∑
i=1

〈
yi, fififi

〉
:

y0 ∈ Kd
G , y1 ∈ Kd

G1 , . . . , yN ∈ Kd
GN ,∑N

i=0 y
i
0 = 1,∑N

i=0

〈
yi,AxαAxαAxα

〉
= 0, ∀α : |α| ≤ d− dA

 .

The extended algorithm obtains bounds on Bd
f,G ⊆ Cdf,G by finding the infimum and supremum

of Cdf,G ; that is, by solving two SDPs with (N + 1) times as many variables as in our original

algorithm.

Remark 7.14 (Support of π0). Notice that, besides y0 ∈ Kd
G, the definition of Cdf,G does not

include conditions on y0 related to the support of π0. The reason why is that, in general, Kc has

no simple description of the form (7.29). If such a description exists, extra constraints can easily

be appended. If such constraints are lacking, there is an unfortunate consequence: Cdf,G always

contains the origin, since (y0, y1, . . . , yN ) := (y, 0, . . . , 0) satisfies all the constraints in (7.32).

Consequently, our extended algorithm only yields informative bounds if f is non-negative (or

non-positive) and, in this case, only the upper (resp. lower) bound will be informative. However,

for certain, purposes this may be sufficient, as the following example demonstrates.

Example 7.15. We consider the analysis of a noisy nonlinear oscillator in the context of struc-

tural mechanics reliability problems. Structures (e.g., buildings, bridges) perturbed by random
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forces (e.g. waves, earthquakes) are often modelled with the stationary response of a non-linear

oscillator driven by Gaussian white noise [52, 202]. A typical such model used in the literature

is the Duffing oscillator

(7.33) Ÿt + Ẏt + Yt +
1

2
Y 3
t =
√

2dWt,

where Yt ∈ R describes the deviation of the structure from its standing point at time t, and

W := {Wt : t ≥ 0} is a standard Brownian motion. Structural reliability examines whether the

structure will bend past a critical value of deviation, and how often this event should be expected

to occur [202]. First passage times (i.e., the amount of time it takes for the structure to bend

past the critical deviation) and extreme-value probabilities (i.e., how likely the building is to bend

past the critical deviation in a given interval of time) are typically investigated. Passage times

feature more prominently in the structural mechanics literature since they are more amenable

to analysis [52]. Here, we use our extended algorithm to find upper bounds on extreme-value

probabilities and on the average fraction of time the structure spends bent beyond the critical

deviation.

It is well-known [153, §3] that (7.33) has a unique stationary measure

(7.34) π(dy × dẏ) = e
−
(
ẏ2

2
+ y2

2
+ y4

8

)
dy × dẏ,

where dy×dẏ denotes the Lebesgue measure in R2. Throughout this section, we assume that the

process is at stationarity, i.e., (Yt, Ẏt) ∼ π, ∀t ≥ 0. We begin by re-writing (7.33) in Itô form

dX(t) :=

dX1(t)

dX2(t)

 =

 X1(t)

−X2(t)−X1(t)− 1
2X

3
1 (t)

 dt+

 0
√

2

 dWt,

where X1 := Y and X2 := Ẏ . By Birkhoff’s Ergodic Theorem [15, §3], the average fraction of

time that the building spends bent beyond the critical deviation u converges to

(7.35) Fu := π(1{x∈R2:x1≥u}).

The extreme-value probability is defined as

(7.36) Pu := P

({
sup
s∈[0,T ]

X1(s) > u

})
,

where [0, T ] is a given time interval of interest. For sufficiently high u, it is shown in [144] that

the up-crossing events become independent; hence, the number of up-crossings in the interval

[0, T ] has a Poisson distribution with mean vu T , where vu is the mean threshold crossing rate of

u. For sufficiently regular stationary processes, the mean up-crossing rate can be obtained from

Rice’s formula [173, 210]

(7.37) vu := π
(
x2 1{x∈R2:x1=u,x2≥0}

)
,
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whence it follows that

(7.38) Pu ≈ 1− e−vuT .

In the computations below, we characterise this regime and consider crossings over high devi-

ations u (at least three times larger than the standard deviation of π); hence we assume that

(7.38) holds exactly. From (7.35) and (7.37), it is clear that our extended algorithm can provide

upper bounds on vu and Fu. These bounds are then used with equation (7.38) to bound Pu.

The standard deviation of π is σ ≈ 0.761, as computed directly from (7.34) or using our un-

modified algorithm. Following [52], we considered a time interval T = 100 and critical deviations

u varying from 3σ to 5σ. The largest SDP successfully solved by SDPT3 was d = 14, and we

computed 14 bounds in a CPU time of 403 seconds, averaging 29 seconds per bound. The upper

bounds computed with our algorithm are shown with the exact values computed using (7.34) in

Tables 2 and 3. Although the upper bounds are orders of magnitude greater than the true Pu

and Fu, the bounds could be useful for practical purposes. For instance, our bounds state that

the probability of the structure bending further than five standard deviations at any point over

the interval of time [0, 100] is less than 0.011%, and that the structure will spend less than 2

millionth’s of a percent of that interval bent beyond this deviation.

This example was chosen so that exact values of Fu and Pu could be computed directly from

(7.34), to evaluate the quality of the bounds. For most oscillator models, no such analytical

expressions are available, and it is often not even clear how many stationary measures exist.

Our method applies equally to these other oscillator models.

u/σ 3 31
3 32

3 4 41
3 42

3 5

Upper bound 6.326× 10−2 1.673× 10−2 4.898× 10−3 1.622× 10−3 5.905× 10−4 2.469× 10−4 1.059× 10−4

Exact value 4.581× 10−2 4.280× 10−3 1.974× 10−4 4.015× 10−6 3.126× 10−8 7.978× 10−11 5.639× 10−14

Table 2: Computed upper bounds on Pu and exact values from (7.38).

u/σ 3 31
3 32

3 4 41
3 42

3 5

Upper bound 4.804× 10−4 3.272× 10−5 3.781× 10−6 8.814× 10−7 1.799× 10−7 5.903× 10−8 1.7954× 10−8

Exact value 1.280× 10−4 9.267× 10−6 3.409× 10−7 5.601× 10−9 3.560× 10−9 7.493× 10−14 4.413× 10−17

Table 3: Computed upper bounds on Fu and exact values from (7.36).

7.4 Concluding remarks

In this chapter, we have introduced a scheme based on semidefinite programming that yields

upper and lower bounds on stationary averages of SDEs with polynomial drift and diffusion

coefficients. The motivation behind our work is the study of the long-term behaviour of such
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SDEs. As explained in the introduction, additional work is required to link the bounds obtained

by our algorithm with this long-term behaviour. Typically, a drift condition must be verified

by finding an appropriate Lyapunov function [163]. For polynomial drift vectors and diffusion

matrices, one can also employ semidefinite programming to search for these Lyapunov functions

(see, sum of squares programming approaches [179, 180]). In many respects, these approaches

are dual to the method we describe in this paper, see [143, 139, 79, 109, 110] for more on the

connections.

Our scheme is also applicable to SDEs whose diffusion coefficients σ are not polynomial,

but whose diffusion matrix a := σσT is polynomial (e.g., the Cox-Ingersoll-Ross interest rate

model in financial mathematics). We have concentrated on polynomial diffusion coefficients for

simplicity, to guarantee uniqueness of solutions. Furthermore, our scheme can be extended to

SDEs with rational drift vector and diffusion matrix following an approach analogous to that

we took in Chapter 4 for chains.

Our choice of moment constraints was motivated by the convenience of use of the modelling

package GloptiPoly 3. However, there is a wide selection of moment conditions, some of which

lead to easier conic programs (e.g., linear programs or second-order cone programs) [139, 141].

We also restricted ourselves to stationary measures with supports contained in algebraic varieties.

We did this to simplify the exposition and because the applications chosen did not require more

generality. However, from Section 4.3 it is clear that a similar algorithm can be constructed for

measures with supports in basic semialgebraic sets of the form (7.29). Such an approach could

be advantageous for Example 7.9—using Stroock Varadhan’s Support Theorem it is not difficult

to deduce that any stationary measure of those SDEs must have support on the nonnegative

semiaxis [0,∞).

Lastly, a question that we have left open is that of the convergence of the scheme for more

general SDEs than those in Section 7.3.2. While the fact that at the end of the day we must rely

on a Positivstellensatz (see Section 4.3) will often limit us to SDEs that take values in compact

sets, we see no reason convergence should not hold for different types of polynomial drift vectors

and diffusion matrices than those in Section 7.3.2. The stumbling block here is arguing that a

probability measure π satisfying π(Ah) = 0 for all polynomials h must be a stationary measure

of the process.
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8 Farewell

In this thesis, we studied various deterministic approximation schemes that enable the analysis

of Markov chains. As discussed in the concluding remarks of each the thesis’ chapters, for these

schemes to truly be systematic, reliable, and accessible to non-experts, there is still much to be

done both on the theoretical side and, especially, on the practical/implementation side.

To begin with, throughout the thesis, we assumed that systems of linear ordinary equations,

linear programs, and semidefinite programs can be solved exactly. This is not true; even in

the case of the mature ODE solvers and LP solvers, attention must always be paid to the

errors they introduce. A thorough accounting of these errors and investigations on whether the

double-precision floating-point arithmetic that these solvers typically employ is appropriate for

our purposes would be very beneficial for the practical use of these schemes.

We find the theoretical aspects of the schemes discussed in this thesis (e.g., their convergence

and simple computable error bounds) appealing when compared with those of other schemes (see

the literature reviews of Chapters 3–7). However, we believe that a numerical study comparing

the practical performance of all of these schemes would be enlightening and help answer the

important question of which scheme should be used under which circumstances. Our experience

tells us that there is no one-size-fits-all answer here and that the schemes that perform the best

on a given problem are those that have been tailored to that problem. In the context of our

schemes, this tailoring could just consist of a careful choice of a moment bound/truncation.

In some cases, the “small fraction” of significant states in (1.1) is still too large for us to be

able to handle in practice. A good moment bound guiding the truncation choice will not solve

this issue; any good truncation must include the significant states and, in these cases, there are

too many of these states. Our only recourse here is working on the implementations of these

schemes. We believe that paying careful attention to which type of ODE/LP/SDP solver is best

for these problems will markedly enhance the applicability of these schemes. Additionally, the

best implementations are likely to be those that exploit the peculiarities of the chain at hand.

Nice examples of this are the quantised tensor train implementations given in [111, 87] of the

FSP and sFSP schemes for SRNs with polynomial propensities.

In conclusion, there is yet much to be done to enable the quantitative analysis of chains

with large state spaces in general and the systematic and straightforward use of the schemes

discussed in this thesis in particular. The idiom “there is no rest for the wicked” comes to mind.

However, I believe that quite the opposite is true given how much fun these things can be. In

the case that this is something you might like to get involved in (or already are), I wish you the

best of luck: I am rooting for your success, especially in the areas where I have not met mine
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(or, at best, met it partially). I hope that these questions and issues bring as much delight to

your life as they have to mine.

“The things with which we concern ourselves in science appear in myriad forms,

and with a multitude of attributes. For example, if we stand on the shore and look

at the sea, we see the water, the waves breaking, the foam, the sloshing motion of the

water, the sound, the air, the winds and the clouds, the sun and the blue sky, and

light; there is sand and there are rocks of various hardness and permanence, color

and texture. There are animals and seaweed, hunger and disease, and the observer

on the beach; there may be even happiness and thought.”

Richard Feynman in the first volume of his lectures on physics.
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pation measures and LMI-relaxations. SIAM J. Control Optim., 47(4):1643–1666, 2008.

[141] J. B. Lasserre and T. Prieto-Rumeau. SDP vs. LP relaxations for the moment approach
in some performance evaluation problems. Stoch. Models, 20(4):439–456, 2004.

[142] J. B. Lasserre, T. Prieto-Rumeau, and M. Zervos. Pricing a class of exotic options via
moments and SDP relaxations. Math. Finance, 16(3):469–494, 2006.

[143] M. Laurent. Sums of squares, moment matrices and optimization over polynomials. In
Emerging applications of algebraic geometry, pages 157–270. Springer-Verlag, 2009.

[144] M. R. Leadbetter, G. Lindgren, and H. Rootzén. Extremes and related properties of random
sequences and processes. Springer-Verlag, 1983.

[145] M. Leibowitz. Statistical Behavior of Linear Systems with Randomly Varying Parameters.
J. Math. Phys., 4(6):852, 1963.

[146] Y. Liu. Augmented truncation approximations of discrete-time Markov chains. Oper. Res.
Lett., 38(3):218–222, 2010.
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A Proofs of Chapter 2

Proof of Lemma 2.1. To simplify the notation we identify S with N in this proof. First note

that since Xn is a function of (Un, Xn−1), and Un is independent of (Z,U1, . . . , Un−1) (and

consequently, of Fn), we have that

Eλ [f(Xn)| Fn−1] = Eλ [f(Xn)|Xn−1] , Pλ-almost surely.

Both terms in the above are well defined since f is a bounded function. Thus, it is enough to

show that for all x ∈ S,

Eλ
[
f(Xn+1)1{Xn=x}

]
= Eλ

[
Pf(Xn)1{Xn=x}

]
.

This is straightforward since Un+1 is independent of (Z,U1, . . . , Un) (and consequently, of Xn).

Eλ
[
f(Xn+1)1{Xn=x}

]
=
∑
y∈N

f(y)Eλ
[
1{Xn+1=y}1{Xn=x}

]
=
∑
y∈N

f(y)Eλ
[
1{∑y−1

z=0 p(x,z)≤Un+1<
∑y
k=0 p(x,z)}1{Xn=x}

]
=
∑
y∈N

f(y)Eλ
[
1{∑y−1

z=0 p(x,z)≤Un+1<
∑y
z=0 p(x,z)}

]
Eλ
[
1{Xn=x}

]
=
∑
y∈N

f(y)p(x, y)Eλ
[
1{Xn=x}

]
= Eλ

[
Pf(Yn)1{Xn=x}

]
.

Proof of Theorem 2.4. The proof is analogous to (in fact, easier than) that of the lemma’s

continuous-time counterpart, Theorem 2.23, and so we skip it.

Proof of Lemma 2.5. Clearly, Mn is Fn-adapted, and there are no integrability issues since f

(and consequently, Pf) and g are bounded functions. All we must now show is that

Eλ [Mn| Fn−1] = Mn−1, Pλ-almost surely.

Applying (2.6) to the above we have that

Eλ [g(n)f(Xn)| Fn−1] = g(n)Eλ [f(Xn)| Fn−1] = g(n)Pf(Xn−1), Pλ-almost surely.

Thus,

Eλ [Mn| Fn−1] = Eλ [g(n)f(Xn)| Fn−1]− g(n)Pf(Xn−1) +Mf
n−1 = Mf

n−1, Pλ-almost surely.
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Proof of Lemma 2.6. The first set of equations follow directly from the definitions of µ and ν.

The second require a bit more work to establish. Let g := 1n with n ∈ Z+, f := 1x with x ∈ S,

and ςk := ς ∧ k with k ∈ Z+ . Recall the definitions of Fn and Mn given in the premise of

Lemma 2.5. Since ςk is a bounded Fn-stopping time and Mn an Fn-martingale (Lemma 2.5),

Doob’s Optional Stopping Theorem [235, Sec.10.10] tells us that Eλ [Mςk ] = Eλ [M0] = 0 which

reads

(A.1) Eλ [g(ςk)f(Xςk)] +Eλ

[
ςk−1∑
m=0

g(m)f(Xm)

]
−Eλ [g(0)f(Z)] = Eλ

[
ςk−1∑
m=0

g(m+ 1)Pf(Xm)

]
.

Since n > 0, g(0) = 0. For each ω ∈ Ω, the sequence {ςk(ω)}k∈N is increasing and has limit ς(ω).

The Bounded Convergence Theorem then implies that

lim
n→∞

Eλ [g(ςk)f(Xςk)] = lim
n→∞

Eλ [1n(ςk)1x(Xςk)](A.2)

= Eλ [1n(σ)1x(Xς)] = Pλ ({ς = n,Xς = x}) ,

Similarly, the Monotone Convergence Theorem tells us that

lim
k→∞

Eλ

[
ςk−1∑
m=0

g(m)f(Xm)

]
= Eλ

[
ς−1∑
m=0

g(m)f(Xm)

]
= Eλ

[
ς−1∑
m=0

1n(m)1x(Xm)

]
,

(A.3)

lim
k→∞

Eλ

[
ςk−1∑
m=0

g(m+ 1)Pf(Xm)

]
= Eλ

[
ς−1∑
m=0

g(m+ 1)Pf(Xm)

]
= Eλ

[
ς−1∑
m=0

1n(m+ 1)P (Xm, x)

]
.

(A.4)

Putting (A.1)–(A.4) together we have that

Pλ ({ς = n,Xς = x}) + Eλ

[
ς−1∑
m=0

1n(m)1x(Xm)

]
= Eλ

[
ς−1∑
m=0

1n(m+ 1)P (Xm, x)

]
.

Using Tonelli’s Theorem we obtain the second equation in (2.22).

Proofs of Theorem 2.9 and Corollary 2.11. The proofs of these results are analogous to those of

their continuous-time counterparts (Theorem 2.30 and Corollary 2.39) and so we skip them.

Proof of Theorem 2.14. This proof is analogous to that of the Theorem’s continuous-time coun-

terpart (Theorem 2.42), and so we skip it.

Proof of Lemma 2.15. This proof is analogous to that of the Lemma’s continuous-time counter-

part (Lemma 2.43), and so we skip it.

Proof of Theorem 2.16. (i) This proof is taken from [178, Thrm. 1.7.6] and [10, Thrm.

A.I.3.4].
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If C is a singleton the result is trivial. Suppose that C is not a singleton and that P has a

stationary distribution π with support contained in C. Since C is a closed communicating

class of P , P|C is an irreducible one-step matrix on C. Additionally, since π has support

contained in C, π|C(C) = π(S) = 1 and so π|C is a probability distribution on C. That C is

a closed communicating class of P , that πP = π, and (2.16) imply that π(x) > 0 for each

x ∈ C. Since C is a closed set, we have that

π|CP|C(x) = πP (x) = π(x) = π|C(x), ∀x ∈ C,

or in words, π|C is a stationary distribution of P|C .

Fix any y to be any state in C. Lemma 2.15 tells us that π̃ := π|C/πy dominates νS

(π̃ ≥ νS), where νS denotes the space marginal of the occupation measure of first entrance

time to y of the chain with state space C generated by Algorithm 1 employing P|C instead

of P . We show that π̃ = νS . This combined with the fact that π must have mass of one

then yields the desired uniqueness.

Lemma 2.8 tell us that νSP|C = νS . For this reason,

π̂ :=
π̃ − νS

π̃(C)− νS(C)
,

satisfies π̂P|C = π̂, so that π̂ is a stationary distribution of P|C . Recalling the definition

(2.38) of the first entrance time implies that ry ≥ 1 and so νS(y) ≥ 1. Since π̃(y) = 1 and

π̃ dominates νS , it must be the case that π̂(y) = 0. Irreducibility of P|C then implies that

π̂(x) = 0 for all x ∈ C, completing the proof.

(ii) Suppose that π is stationary of P . First we argue that π has no support in T . It is then

straightforward to show that conv{πi : i ∈ I}. Since the complement of T is a union of

closed sets, there is no state in T that is accessible from a state outside T . For this reason,

π|T P|T (x) = πP (x) = π(x), ∀x ∈ T .

Suppose that π(T ) > 0. The above implies that π̃(x) := 1T (x)π(x)/π(T ) defines a sta-

tionary of P . Let T̃ := supp (π̃) be the support of π̃. By the definition of π̃, T̃ is contained

in T . Tonelli’s Theorem implies that

∑
y∈T̃

π̃(y)p(y, T̃ ) =
∑
x∈T̃

∑
y∈T̃

π̃(y)p(y, x) =
∑
x∈T̃

π̃(x) = π̃(T̃ ) = 1.

Since p(y, T̃ ) ≤ 1, the above implies that T̃ is closed. By definition, T cannot contained a

closed communicating class, so T̃ then tells us that no two states in T̃ can communicate.
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Fix x ∈ T̃ , set D0 := {x} and iteratively define the sets

Di := {set of states that can reach a state in Di−1 in a single step} =
⋃

z∈Di−1

supp (p(·, z)) ,

until Di is empty and let j be the last i (or infinity if no Di is empty). Since no two states

in T̃ communicate, we have that the sets Dj are disjoint. The equations π̃P = π̃ tell us

that

π̃(Di−1) =
∑

z∈Di−1

π̃(z) =
∑

z∈Di−1

∑
y∈Di

π̃(y)pyz

 =
∑
y∈Di

π̃(y)

 ∑
z∈Di−1

pyz


≤
∑
y∈Di

π̃(y) = π̃(Di),

for each 0 < i ≤ j. Iterating the above, we have that

(A.5) π̃(Di) ≥ π̃(D0) = π̃(x), ∀i ≤ j.

If j <∞, then π̃ = π̃P implies that π̃(Dj) = 0 and so π̃(x) = 0 giving us a contradiction.

If j =∞, then the fact that the sets are disjoint tell us that

1 = π̃(T̃ ) ≥ π̃

( ∞⋃
i=0

Di

)
=

∞∑
i=0

π̃(Di) ≥
∞∑
i=0

π̃(x) =∞,

giving us a contradiction. In other words, π(T ) = 0.

Since T c = ∪iCi we now have that

π =
∑

i:π(Ci)>0

1Ciπ = π(Ci)
1Ciπ

π(Ci)
,

and notice that since Ci is a closed set

(1Ciπ)P = 1Ci(πP ) = 1Ciπ.

In other words, we have expressed π as a convex combination of stationary distributions

each of which has support in a closed communicating class of P . The result then follows

from (i).

Proof of Corollary 2.21. 1. (The time varying law is differentiable and satisfies the forward

equations): We begin with the existence of the derivative. Since {Pt}t≥0 Theorem 1

in Section II.3 of [29] tells us that |ṗt(x, y)| ≤ 2qx for all t ≥ 0 and x, y ∈ S. The

author assumes that {Pt}t≥0 is stochastic, while in our case {Pt}t≥0 may be substochastic.

However, his proof works equally well in the substochastic case. Consequently, Condition
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2.20 implies that
∑

x∈S λ(x)ṗt(x, y) is well defined and finite. The definition of Pλ in (2.42)

then tells us that

pt+h(y)− pt(y)− h
∑

x∈S λ(x)ṗt(x, y)

h
=
∑
x∈S

λ(x)
pt+h(x, y)− pt(x, y)− hṗt(x, y)

h
.

Because |pt+h(x, y)− pt(x, y)− hṗt(x, y)| ≤ 2 + hqx, Condition 2.20 and the Dominated

Convergence Theorem imply that we can take the limit h→ 0 in the above and that

lim
h→0

∑
x∈S

λ(x)
pt+h(x, y)− pt(x, y)− hṗt(x, y)

h
=
∑
x∈S

λ(x) lim
h→0

pt+h(x, y)− pt(x, y)− hṗt(x, y)

h

and it follows that pt(y) is differentiable with derivative

(A.6) ṗt(y) =
∑
x∈S

λ(x)ṗt(x, y), ∀t ∈ [0,∞), y ∈ S.

Pick any sequence of finite sets {Sr}r∈N such that ∪rSr = S. Condition 2.20 and (A.6)

imply that the sequence of functions

{t 7→
∑
x∈Sr

λ(x)ṗt(x, y)}r∈N

converges uniformly to ṗt(x). Since each of these functions is a finite sum of continuous

functions, it follows that ṗt(x) is continuous as well.

We now move on to the forward equations for pt(y). The corresponding equations (2.45)

for pt(x, y) tell us that

0 ≤
∑
z 6=y

pt(x, z)q(z, y) = pt(x, y)qy + ṗt(x, y) ≤ pt(x, y)qy + 2qx.

Using Condition 2.20, we have that∑
x∈S

∑
z∈S
|λ(x)pt(x, z)q(z, y)| ≤

∑
x∈S

λ(x)pt(x, y)qy +
∑
x∈S

λ(x)
∑
z 6=y

pt(x, z)q(z, y)

= 2qy
∑
x∈S

λ(x)pt(x, y) + 2
∑
x∈S

λ(x)qx ≤ 2qypt(x) + 2
∑
x∈S

λ(x)qx <∞.

For this reason, applying Fubini’s Theorem to (A.6) we obtain

ṗt(y) =
∑
x∈S

λ(x)ṗt(x, y) =
∑
x∈S

λ(x)

(∑
z∈S

pt(x, z)q(z, y)

)
=
∑
z∈S

(∑
x∈S

λ(x)pt(x, z)

)
q(z, y)

=
∑
z∈S

pt(z)q(z, y).

2. (The time-varying law is the minimal solution of the forward equations). For brevity we

only consider the case that qy > 0: the proof for the other case is analogous. Equation

(2.8) in [178, Chap. 2] states that

Px ({Xt = y, t < Tn+1}) = 1x(y)e−qyt +
∑
z 6=y

∫ t

0
Px ({Xs = z, s < Tn}) q(z, y)e−qy(t−s)ds,
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for each x ∈ S and n = 1, 2, . . . . Multiplying the above by λ(x), summing over x ∈ S, and

applying Tonelli’s Theorem we have that

(A.7) pnt (y) = λ(y)e−qyt +
∑
z 6=y

∫ t

0
pn−1
s (z)q(z, y)e−qy(t−s)ds,

where

pnt (y) := Pλ ({Xt = y, t < Tn+1}) .

Pick any other non-negative solution kt := {kt(y)}y∈S of the forward equations (2.49) and

note that

(d/dt)(kt(y)eqyt) = kt(y)eqyt + qyk̇t(y)eqyt =
∑
z 6=y

kt(z)q(z, y)eqyt.

Integrating the above and re-arranging we find that

(A.8) kt(y) = λ(y)e−qyt +
∑
z 6=y

∫ t

0
ks(z)q(z, y)e−qy(t−s)ds.

If, for some n ∈ N, it is the case that kt(y) ≥ pnt (y) for each t ∈ [0,∞) and y ∈ S, it follows

from (A.7)–(A.8) that kt(y) ≥ pn+1
t for each t ∈ [0,∞) and y ∈ S. Independence of Z and

ξ1 imply that

p0
t (y) = Pλ ({Xt = y, t < T1}) = Pλ ({X0 = y, t < T1}) = Pλ ({Z = y, qyt < ξ1}) = λ(y)e−qyt.

Non-negativity of kt and (A.8) then shows that kt(y) ≥ p0
t (y) for each t ∈ [0,∞) and

y ∈ S. By induction, we now have that

kt(y) ≥ pnt (y), n ∈ N.

However, Tn approaches T∞ from below as n tends to infinity, and so the Monotone

Convergence Theorem tells us that

pt(y) = Pλ ({Xt = y, t < T∞}) = lim
n→∞

Pλ ({Xt = y, t < Tn}) = lim
n→∞

pnt (y) ≥ kt(y),

completing the proof.

For the proof of Lemma 2.18, we require the following.

Lemma A.1. ([10, Proposition A.II.2.3]). If

E :=
∞∑
n=0

(
1{qYn=0} +

1{qYn>0}

qYn

)
,

then

Pλ ({E <∞}\{T∞ <∞} ∪ {T∞ <∞}\{E <∞}) = 0.
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We can now prove the lemma.

Proof of Lemma 2.18. Let {Yn}n∈N be the jump chain of X and τ∞ := limr→∞ τr. We proceed

by cases:

(i) Suppose that τ∞(ω) < T∞(ω). Since τr(ω) ≤ τ∞(ω) < T∞(ω), both Xτr(ω)(ω) and

Xτ∞(ω)(ω) are defined. Pick any x ∈ S and choose R such that x ∈ SR. Since X is in Scr at time

τr and {Sr}r∈N is an increasing sequence it follows that Xτr(ω) 6= x for any r ≥ R. We then

have that

1{Xτ∞(ω)=x,τ∞(ω)<T∞(ω)} = lim
r→∞

1{Xτr(ω)=x,τ∞(ω)<T∞(ω)} = 0, ∀ω ∈ Ω.

Since x was arbitrary in the above, countable additivity of P implies that

(A.9) Pλ ({τ∞ < T∞}) =
∑
x∈S

Pλ ({Xτ∞ = x, τ∞ < T∞}) = 0.

(ii) Suppose that τ∞(ω) = ∞ and that T∞(ω) < ∞. Lemma 2.27 tells us that there exists

an r ∈ N such that τr(ω) =∞. But then Y0(ω), Y1(ω), · · · ∈ Sr and

∞∑
n=0

(
1{qYn(ω)=0} +

1{qYn(ω)>0}

qYn(ω)

)
≥ inf

x∈Sr

{
10(qx) +

1(0,∞)(qx)

qx

}( ∞∑
n=0

1

)
=∞,

where the last equality follows from finiteness of Sr. Lemma A.1 then implies that

(A.10) Pλ ({τ∞ =∞, T∞ <∞}) = 0.

(iii) Suppose that τ∞(ω) and T∞(ω) are both finite. Since τr(ω) ≤ τ∞(ω) <∞, Lemma 2.27

tells us that τr(ω) = Tσr(ω)(ω) ≤ T∞(ω), where σr denotes the time of exit from Sr for the jump

chain Y . Since this holds for every r, taking the limit r → ∞ yields τ∞(ω) ≤ T∞(ω). In other

words,

(A.11) Pλ ({τ∞ <∞, T∞ <∞, τ∞ > T∞}) = 0.

Combining (A.9)–(A.11) completes the proof.

Proof of Theorem 2.23. Using the definitions in Algorithm 2, we can express Yn+l as some mea-

surable function of Yn and Un+1, . . . , Un+j :

Yn+j = fj(Yn, Un+1, . . . , Un+j)

for all j, n ∈ N. Notice that this function depends on j but not on n. Similarly, we can write

Tn+j − Tn as a measurable function of Yn, Un+1, . . . , Un+j , and ξn+1, . . . , ξn+j :

Tn+j − Tn = gj(Yn, Yn+1, . . . , Yn+j−1, ξn+1, . . . , ξn+j)

= gj(Yn, f1(x, Un+1), . . . , fj−1(Yn, Un+1, . . . , Un+j−1), ξn+1, . . . , ξn+j), ∀n ≥ j.
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Fix any x ∈ S. Using the independence of Z, {Un}n≥1, and {ξn}n≥1 shows that

fj(x, Un+1, . . . , Un+j), gj(x, f1(x, Un+1), . . . , fj−1(x, Un+1, . . . , Un+j−1), ξn+1, . . . , ξn+j),

are independent of Y0, . . . , Yn and T1, . . . , Tn and, consequently, also of Gn, for all j ≥ n. Fur-

thermore, since both sequences {Un}n≥1 and {ξn}n≥1 are i.i.d., the law of the above random

variables is independent of n. For these reason,

Pλ (A ∩ {ς = n,XTn = x, Yn = x0, Yn+1 = x1, . . . , Yn+l = xl, Tn+1 − Tn ≤ t1, . . . , Tn+l − Tn ≤ tl})

(A.12)

= Pλ (A ∩ {ς = n,XTn = x})Px ({Y0 = x0, Y1 = x1, . . . , Yl = xl, T1 ≤ t1, . . . , Tl ≤ tl}) ,

where we have made use of the fact that

{η = Tn} = {ς = n},

and so A ∩ {ς = n} belongs to Gn. The definition of the stopping time implies that η is finite if

and only if ς is. For this reason, summing over n in (A.12) gives the desired result.

Proof of Lemma 2.24. (i) Let T0, T1, . . . be the jump times of the chain, Y its jump chain, and

P the one-step matrix of Y . Let ς be the Fn-stopping time in (2.50) associated with η, where

{Fn}n∈N, and define ςn := σ ∧ n for all n ∈ N. Due to (2.50) we have that

(A.13) ηn =

 Tς(ω)(ω) ∧ Tn(ω) = T{ς(ω)∧n}(ω) = Tςn(ω)(ω) if η(ω) <∞

∞∧ Tn(ω) = T∞∧n(ω) = Tςn(ω)(ω) if η(ω) =∞
.

For this reason, f(Xηn) ≡ f(Yςn) and

(A.14) Eλ [f(Xηn)] = Eλ [f(Yςn)]

Since the paths of X are piecewise constant, we have that∫ ηn

0
qXtf(Xt)dt =

ςn−1∑
m=0

∫ Tm+1

Tm

qXtf(Xt)dt =

ςn−1∑
m=0

(Tm+1 − Tm)qYmf(Ym)(A.15)

=

ςn−1∑
m=0

ξm+1

(
1{qYm=0} +

1{qYm>0}

qYm

)
qYmf(Ym) =

ςn−1∑
m=0

ξm+1f(Ym)

The jump chain Y n := (Y0, . . . , Yn−1) is a function of (Z,U1, . . . , Un−1) and (ξ1, ξ2, . . . , ξn) is

independent of (Z,U1, . . . , Un−1). Thus, (ξ1, ξ2, . . . , ξn) is independent of Y n. Since ς is an Fn-

stopping time, so is ςn. Since {Fn}n∈N is the filtration generated by Y and ςn is bounded above

by n, it follows that ςn is a function of Y n. Recalling that the ξns are unit mean exponential
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random variables, it follows that

Eλ
[∫ ηn

0
qXtf(Xt)dt

]
= Eλ

[
ςn−1∑
m=0

ξm+1f(Ym)

]
= Eλ

[
Eλ

[
ςn−1∑
m=0

ξm+1f(Ym)

∣∣∣∣∣Y n

]]
(A.16)

= Eλ

[
ςn−1∑
m=0

f(Ym)Eλ [ξn+1|Y n]

]
= Eλ

[
ςn−1∑
m=0

f(Ym)

]
.

An analogous argument shows that

(A.17) Eλ

∫ ηn

0

∑
y 6=Xt

q(Xt, y)f(y)

 dt

 = Eλ

[
ςn−1∑
m=0

Pf(Ym)

]
.

Let S0 ⊆ S1 ⊆ S2 be a sequence of increasing finite subsets of S such that ∪kSk = S. Since

the set Sk is finite, the function fk := f1Sk is bounded. The Monotone Convergence Theorem,

(A.14), (A.16), and (A.17) tell us that

lim
k→∞

(
Eλ [fk(Xηn)] + Eλ

[∫ ηn

0
qXtfk(Xt)dt

])
= Eλ [f(Yςn)] + Eλ

[
ςn−1∑
m=0

f(Ym)

]
(A.18)

lim
k→∞

Eλ [fk(Z)] + Eλ

∫ ηn

0

∑
y 6=Xt

q(Xt, y)fk(y)

 dt

 = Eλ [f(Z)] + Eλ

[
ςn−1∑
m=0

Pf(Ym)

]
.

(A.19)

Let M := {M1,M2, . . . } be the Fn-adapted martingale defined in Lemma 2.5 with g ≡ 1 and

f := fk. Since ςn is a bounded Fn-stopping time, Doob’s Optional Stopping Theorem [235,

Sec.10.10] tells us that Eλ [Mςn ] = Eλ [M0] = 0 which reads

Eλ [fk(Yςn)] + Eλ

[
ςn−1∑
m=0

fk(Ym))

]
= Eλ [fk(Z)] + Eλ

[
ςn−1∑
m=0

Pfk(Ym))

]
.

Combining the above with (A.18) and (A.19) yields the desired result.

(ii) Since ηn ≤ η and Xt ∈ A for all t ∈ [0, η), we have that

∫ ηn

0

∑
y 6=Xt

q(Xt, y)f(y)

 dt ≤ ηn

 sup
t∈[0,ηn)

∑
y 6=Xt

q(Xt, y)f(y)


 ≤ ηn

sup
x∈A

∑
y 6=x

q(x, y)f(y)




Since A is finite and Qf(x) is an absolutely convergent sum for each x ∈ S, the above supremum

is finite. Thus, to show that the above is integrable, we need only to argue that Eλ [ηn] < ∞.

Just as in (A.15), we have that

ρn =

ςn−1∑
m=0

(Tm+1 − Tm) =

ςn−1∑
m=0

ξm+1

(
1{qYm=0} +

1{qYm>0}

qYm

)

≤
(

sup
m≤ςn−1

{
1{qYm=0} +

1{qYm>0}

qYm

}) n−1∑
m=0

ξm+1
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Integrability of ηn then follows from the facts that for m = 0, 1, . . . , ςn − 1, Ym belongs to same

finite set as Xt does for t ∈ [0, ηn), and that the ξs are independent random variables. An

analogous argument tells us that
∫ ηn

0 qXtf(Xt)dt is integrable. Integrability of these last two

expectations then implies integrability of
∫ ηn

0 Qf(Xt)dt. Integrability of f(Xηn) then follows

from (2.53) and the integrability of the other random variables.

Proof of Lemma 2.27. Due to their definition in (2.43), the paths of X are piecewise constant

with discontinuities only at the jump times and so

τA(ω) ∈ {T0(ω), T1(ω), . . . , } ∪ {∞}, ∀ω ∈ Ω.(A.20)

Note that

{τA = Tn} = {XT0 6∈ A, . . . ,XTn−1 6∈ A,XTn ∈ A} = {Y0 6∈ A, . . . , Yn−1 6∈ A, Yn ∈ A}(A.21)

= {σA = n}.

Due to (A.20) and the above we have that

{τA =∞} = {τA <∞}c =

( ∞⋃
n=0

{τA = Tn}

)c
=

( ∞⋃
n=0

{σA = n}

)c
= {σA <∞}c

= {σA =∞}.

The above and (A.20)–(A.21) give us the desired result.

Proof of Lemma 2.29. Applying the Strong Markov Property (Theorem 2.23) to η := T1 (which

is trivially almost surely fintie) we find that

Px ({XT1 = z, Tk+1 ≤ t}) = Px ({XT1 = z})Px({Tk ≤ t}) = p(x, z)Px({Tk ≤ t}),

for each z ∈ S, k ∈ N, and t ∈ [0,∞). Taking the limits k → ∞ and t → ∞ (in that order),

applying the Monotone Convergence Theorem, summing over z ∈ S, and re-arranging yields

(2.60).

Let x1, . . . , xl be as in Theorem 2.28 (ii). Using (2.60) we have that

Px ({T∞ <∞}) =
1

qx

∑
z∈S

qxzPz({T∞ <∞}) ≥ qxx1
qx

Px1({T∞ <∞})

= · · · ≥ qxx1 . . . qxly
qx . . . qxl

Py({T∞ <∞}),

and the result follows.

Theorem 2.30. We begin with the occupation measure. Lemma 2.32 implies that

(A.22)∫ t∧τ∧T∞

0
1x(Xs(ω))ds =

∫ t∧τ∧T̂∞

0
1x(X̂s(ω))ds = 1{τ≤t}

∫ τ∧T̂∞

0
1x(X̂s)ds+1{τ>t}

∫ t∧T̂∞

0
1x(X̂s)ds.
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If we can argue that

(A.23) 1{t≥τ}

∫ t∧T̂∞

τ
1x(X̂s)ds = 0 ∀x ∈ D,

then taking expectations of (A.22), using Tonelli’s Theorem, and applying Theorem 2.21 to X̂

yields the characterisation of the occupation measure. In words the above follows from the fact

that X̂ hits an absorbing state as soon as it leaves the domain. Formally, Lemmas 2.27 and 2.32

imply that

{τ ≤ s, T̂k ≤ s < T̂k+1} = {T̂max{σ,k} ≤ s < T̂k+1} = {k ≥ σ, T̂k ≤ s < T̂k+1} ∀k ∈ N.

The above and (A.27) tell us that

X̂s(ω) =

∞∑
k=0

1{T̂k≤s<T̂k+1}(ω)Ŷk(ω) =

∞∑
k=σ(ω)

1{T̂k≤s<T̂k+1}(ω)Ŷk(ω)

= 1{s≥T̂σ}(ω)Ŷσ(ω) = Ŷσ(ω)(ω) = Xτ(ω)(ω), ∀(s, ω) : τ(ω) ≤ s < T̂∞(ω),(A.24)

where the last equality follows from Lemmas 2.27 and 2.32. By definition, the paths of X are

cádlág (with respect to the discrete topology on S) implying that Xτ lies outside of the domain

and (A.23) follows from (A.24).

For the characterisation of the exit distribution, fix any x 6∈ D and note that

µ([0, t], x) = P({Xτ = x, τ ≤ t}) = P({Xτ = x, τ ≤ t, τ ≤ T∞}) = P({Xτ = x, τ ≤ t, T̂∞ =∞})

= P({X̂τ = x, τ ≤ t < T̂∞, T̂∞ =∞}) = P({X̂t = x, τ ≤ t < T̂∞, T̂∞ =∞})

= P({X̂t = x, τ ≤ t < T̂∞}) = P({X̂t = x, t < T̂∞}) = p̂t(x).

The first equality follows from the definition of µ, the second that of τ , the third from Lemma

2.33, the fourth from Lemma 2.32, the fifth from (A.24), the sixth from Lemma 2.33, the seventh

from the fact that X̂t lies outside of the domain only if its exit time is less than t and (2.74),

and the eighth from Theorem 2.21. Exploiting the continuity of t 7→ p̂t(x) (Theorem 2.21) and

applying the Monotone Convergence Theorem to µ(·, x) implies that

µ([0, t), x) = lim
n→∞

µ([0, t(1− 1/n)], x) = lim
n→∞

p̂t(1−1/n)(x) = p̂t(x), ∀x 6∈ D,

thus completing the proof of the first equation in (2.70).

Lemma 2.32. Because the rate matrices coincide on D, (2.41) implies that the jump matrices

also coincide on D:

p(x, y) = p̄(x, y) x ∈ D, y ∈ S.
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Algorithm 2 and the above imply that that

(A.25) Ȳn+1(ω) = Yn+1(ω) for all ω ∈ Ω such that Ȳn(ω) = Yn(ω) ∈ D.

Due to the definition of the exit times of the jump chains, we have that

σ =∞ · 1{Y0∈D,Y1∈D,... } +
∞∑
k=1

k1{Y0∈D,...,Yk−1∈D,Yk 6∈D},

σ̄ =∞ · 1{Ȳ0∈D,Ȳ1∈D,... } +
∞∑
k=1

k1{Ȳ0∈D,...,Ȳk−1∈D,Ȳk 6∈D}.

Because Y0 = Z = Ȳ0, combining the above expression with (A.25) tells us that σ(ω) = σ̄(ω) for

each ω ∈ Ω. Since σ(ω) ≥ k only if

Y0(ω) ∈ D, Yk(ω) ∈ D, . . . , Yk−1(ω) ∈ D.

the first equation in (2.75) also follows from (A.25). Using once again the fact that the rate

matrices coincide on D and the definition of the jump times in Algorithm 2, the second equation

in (2.75) follows from the first. Lemma 2.27 then implies the second and third equations in (2.74).

Putting (2.74)–(2.75) and the definition of the chains in (2.43) together we obtain (2.73).

Proof of Lemma 2.33. By the definition of the exit time (2.61), the exit time is no greater than

the explosion time if and only if the chain exits the domain before any explosion occurs or the

chain neither exits the domain nor explodes:

{τ ≤ T∞} = {τ < T∞} ∪ {τ = T∞ =∞} = {τ <∞} ∪ {τ = T∞ =∞}.

Because these events are disjoint, it is enough to argue that

(A.26) 1{τ<∞} = 1{τ<∞,T̂∞=∞}, 1{τ=T∞=∞} = 1{τ=T̂∞=∞}, Pλ-almost surely.

Because the jump times of both chains agree as long as no exit occurs, see (2.75), we have that

T∞(ω) = lim
k→∞

Tk(ω) = lim
k→∞

T̂k(ω) = T̂∞(ω) ∀ω ∈ Ω : σ(ω) =∞.

The second equation in (A.26) then follows from Lemma 2.27. To prove the first equation, notice

that p̂(x, ·) = 1x(·) for any state x outside of the domain where P̂ := (p̂(x, y))x,y∈S is defined by

(2.41) with Q̂ replacing Q. For this reason, Algorithm 2 implies that

Ŷk+l(ω) = Ŷk(ω) ∀l ∈ N, if Ŷk(ω) 6∈ D.

Lemma 2.32 tells us that Y and Ŷ have the same exit time σ. For this reason, the above implies

that

(A.27) Ŷk(ω) = Ŷσ(ω)(ω) ∀k ≥ σ(ω), if σ(ω) <∞,
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formalising the notion that X̂ gets stuck in the first state in enters once it leaves the domain.

Using the above and the law of large numbers, we have that

1{σ=l}T̂∞ = 1{σ=l}

∞∑
k=0

(T̂k+1 − T̂k) ≥ 1{σ=l}

∞∑
k=l

(T̂k+1 − T̂k) ≥ 1{σ=l}

∞∑
k=l

ξk+1 = 1{σ=l} · ∞,

Pλ almost surely, for any l ∈ N. Summing the above over l ∈ N, we find that

1{σ<∞}T̂∞ ≥ 1{σ<∞} · ∞ Pλ-almost surely.

The first equation in (A.26) then follows from Lemma 2.27.

Proof of Lemma 2.34. Let f be any non-negative bounded function on S and, for each n ∈ N,

let ηk denote the minimum τ ∧ Tk between the stopping time η and the kth jump time Tk. The

stopping time is almost surely smaller than the explosion time due to our assumption that it is

almost surely finite and (2.50). The Bounded Convergence Theorem and (2.80) imply that

(A.28) lim
k→∞

Eλ [f(Xηk)] = lim
k→∞

Eλ
[
1{η<∞}f(Xηk)

]
= Eλ

[
1{η<∞}f(Xη)

]
,

Because the sequence {ηk}k∈N is increasing and has the limit τ ∧T∞, the Monotone Convergence

Theorem implies that

lim
n→∞

Eλ
[∫ ηk

0
qXtf(Xt)dt

]
= Eλ

[∫ η∧T∞

0
qXtf(Xt)dt

]
,(A.29)

lim
n→∞

Eλ

∫ ηk

0

∑
y 6=Xt

q(Xt, y)f(y)

 dt

 = Eλ

∫ η∧T∞

0

∑
y 6=Xt

q(Xt, y)f(y)

 dt

 .(A.30)

Armed with (A.28)–(A.30), the result follows by choosing f := 1x, applying Dynkin’s Formula

(Lemma 2.24 (i)), and using the definition of µS and νS in (2.78)–(2.79) (with η replacing τ).

Proof of Theorem 2.37. Given Lemma 2.35, all that remains to be shown is that if n := {n(x)}x∈S

is any other non-negative solution of (2.86), then

(A.31) n(x) ≥ νS(x), ∀x ∈ D.

We begin by showing that if y ∈ D is an absorbing state (qy = 0), then νS(y) = 0 (and so

n(y) ≥ νS(y) by non-negativity of n). By the definition of the chain (2.43),

νS(y) = Eλ
[∫ τ∧T∞

0
1y(Xt)dt

]
=

∞∑
l=0

Eλ
[
(Tl+1 − Tl)1{τ>Tl}1y(Yl)

]
=
∞∑
l=0

Eλ
[
ξl+1

(
1{qy>0}

qy
+ 1{qy=0}

)
1{Y0∈D,...,Yl−1∈D}1y(Yl)

]

=

(
1{qy>0}

qy
+ 1{qy=0}

) ∞∑
l=0

Pλ ({Y0 ∈ D, . . . , Yl−1 ∈ D, Yl = y})

=

(
1{qy>0}

qy
+ 1{qy=0}

)λ(y) +

∞∑
l=1

∑
z0∈D

· · ·
∑

zl−1∈D
λ(z0)p(z0, z1) . . . p(zl−1, y)

 ,(A.32)
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where the third inequality follows from the fact that Y0, . . . , Yl are a function of Z,U1, . . . , Ul

which are independent of ξl+1 and ξl+1 has unit mean. Because the exit time is almost surely

finite, Lemma 2.27, (2.10), the definition of the chain (2.43), and the Monotone Convergence

Theorem implies that

0 = Pλ ({τ =∞}) = Pλ (∩∞n=0{Yn ∈ D}) = lim
n→∞

Pλ ({Y0 ∈ D, Y1 ∈ D, . . . , Yn ∈ D})

= lim
n→∞

∑
x0∈D

∑
x1∈D

· · ·
∑
xn∈D

λ(x0)p(x0, x1) . . . p(xn−1, xn) ≥ λ(y)p(y, y) . . . p(y, y) = λ(y).(A.33)

The decomposition (A.32) then shows that νS(y) = 0 for any absorbing state y ∈ D. We

now only have left to show that (A.31) holds for every non-absorbing state inside of the domain

(that is, x ∈ Dna := {x ∈ Dna : qx > 0}). For any such state x, we can rewrite (A.32) as

(A.34) νS(x) =
1

qx

λ(x) +
∞∑
l=1

∑
z0∈Dna

· · ·
∑

zl−1∈Dna

λ(z0)p(z0, z1) . . . p(zl−1, x)

 , ∀x ∈ Dna.

Using the definition of P in (2.41) and repeatedly applying (2.86), we have that

n(x) =
1

qx

λ(x) +
∑

z0∈Dna

n(z0)q(z0, x)

 =
1

qx

(
λ(x) +

∑
z0∈Dna

λ(z0)p(z0, x)

+
∑

z0∈Dna

∑
z1∈D

n(z0)q(z0, z1)p(z1, x)

)
= · · · = 1

qx

(
λ(x) +

m∑
l=1

∑
z0∈Dna

· · ·
∑

zl−1∈Dna

λ(z0)p(z0, z1) . . . p(zl−1, x) +
∑

z0∈Dna

· · ·
∑

zm∈Dna

n(z0)q(z0, z1)p(z1, z2) . . . p(zm, x)

)

≥ 1

qx

λ(x) +

m∑
l=1

∑
z0∈Dna

· · ·
∑

zl−1∈Dna

λ(z0)p(z0, z1) . . . p(zl−1, x)

 , ∀x ∈ Dna.

Comparing the above with (A.34) and taking the limit m→∞ shows n(x) ≥ νS(x).

Proof of Corollary 2.38. Suppose that n is any non-negative solution of (2.86) satisfying (2.88).

Equation (2.87) implies that

0 = 1− 1 =
∑
y 6∈D

∑
x∈D

n(x)q(x, y)−
∑
y 6∈D

µS(y) =
∑
y 6∈D

∑
x∈D

(n(x)− ν(x))q(x, y).

Minimality of νS (Theorem 2.37) and the above implies that n(x) = νS(x) for every x ∈ D

such that q(x, y) > 0 for some y 6∈ D. Using (2.86) to iterate the above backward and applying

Condition 2.38 then yields the desired result.

Proof of Theorem 2.41. See Theorem 4.3 in [7, Chap.5] for the forward direction. We focus on

the reverse direction. Let π be a probability distribution on S satisfying πQ = 0 and C be its
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support. First, we check that C is closed. Pick any y 6∈ C and x such that x→ y. Theorem 2.28

tells us that there exist x1, x2 . . . , xn ∈ S satisfying

qxx1qx1x2 . . . qxny > 0.

Iterating the equations πQ = 0 we find that

0 = πyqy =
∑
z 6=y

πzqzy ≥ πxnqxny ≥ · · · ≥ πx
qxx1qx1x2 . . . qxny
qxqx1 . . . qxn

,

and it follows that πx = 0. In other words, x 6∈ C and we have that C is closed.

The remainder follows almost immediately from [184, Theorem 1] (which itself is a refinement

of the results in [112, 167]). Because C is closed, Q|C is a stable and conservative rate matrix

on C. Since C is the support of π, it follows that π|CQ|C = 0. The aforementioned theorem then

tells us that π|C is a stationary distribution of Q|C if and only if Q|C is regular. Padding Q|C

with zeros so that we recover a stable and conservative rate matrix on S, it follows immediately

from the Gillespie Algorithm (Algorithm 2) and Lemma 2.32 that Q|C is regular if and only if

Px ({T∞ =∞}) = 1, ∀x ∈ C.

The claim then follows from the definition of Pλ in (2.42), the facts that π’s support is C and

its mass is one, and (2.90).

Proof of Theorem 2.42. Given the discussion in the main text, all that remains to be shown

is that in the recurrent case (Py ({Ry <∞}) = 1), the occupation measure νS is sigma-finite

(meaning that νS(x) <∞ for all x ∈ S). To do this, we need to first study its support. Let Sy

be the set of states from which the chain cannot reach y:

Sy := S\{x ∈ S : x→ y}.

Since the first entrance time is finite, it must be the case that the chain has zero probability of

entering in Sy, for once inside Sy it can never reach y contradicting the finiteness of the entrance

time. In particular, an analogous derivation as that in (A.32) shows that

(A.35)

νS(x) =


1{qy>0}
qy

+ 1{qy=0} if x = y(
1{qx>0}
qx

+ 1{qx=0}

)∑∞
l=1

∑
z1 6=y · · ·

∑
zl−1 6=y p(y, z1)p(z1, z2) . . . p(zl−1, x) if x 6= y

.

Fix x ∈ Si. Theorem 2.28 and the fact y is not accessible from x imply that

1 =
∑
y1∈S
· · ·

∑
ym∈S

p(x, y1) . . . p(ym−1, ym) =
∑
y1 6=y
· · ·

∑
ym 6=y

p(y, y1) . . . p(ym−1, ym).
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Combining the above two equations yields

0 ≥ p(y, z1)p(z1, z2) . . . p(zl−1, x) lim
m→∞

∑
y1 6=y
· · ·

∑
ym 6=y

p(x, y1) . . . p(ym−1, ym)


=

 p(y, x) if l = 1

p(y, z1)p(z1, z2) . . . p(zl−1, x) if l > 1
, ∀l ∈ Z+, z0, . . . zl−1 6= y.(A.36)

The above and (A.35) then show that νS(x) = 0 for all x ∈ Si.

We now have to argue finiteness of νS(x) for all x that can reach y (that is x ∈ S\Si).

Theorem 2.28 tells that, if x ∈ S\Si, then either q(x, y) > 0 or there exists x1, . . . , xl 6= y such

that q(x, x1) . . . q(xl−1, xl)q(xl, y) > 0. In the latter case, applying Lemma 2.34 repeatedly and

using the first equation in (A.35), we have that

1 + qy = µS(y) + qyνS(y) ≥
∑
z 6=y

νS(z)q(z, y) ≥ νS(xl)q(xl, y) ≥
∑
z 6=y

νS(z)q(z, xl)
q(xl, y)

qxl
≥ . . .

≥ νS(x)
q(x, x1) . . . q(xl−1, xl)q(xl, y)

qx1 . . . qxl
,

proving finiteness of νS(x). The other case is analogous.

Proof of Lemma 2.43. The case qy = 0 is trivial. Suppose that qy > 0. By the chain’s definition,∫ Ry∧T∞

0
1x(Xt)dt =

∞∑
n=0

∫ Ry∧Tn+1

Ry∧Tn
1x(Xt)dt =

∞∑
n=0

(Ry ∧ Tn+1 −Ry ∧ Tn)1x(Yn)

=
∞∑
n=0

(Tn+1 − Tn)1{Yn=x,Ry≥Tn+1} =
∞∑
n=0

(Tn+1 − Tn)1{Yn=x,ry≥n+1},(A.37)

where the second equality follows from the fact that the paths of X are piecewise constant, and

the third and fourth equalities follow from the fact that (2.50) holds with Ry (resp. ry) replacing

τ (resp. σ). The definition of ry tells us that

{Yn = x, ry ≥ n+ 1} =


{Y0 = y} if n = 0,

{Yn = x, Yn−1 6= y, . . . , Y1 6= y} if x 6= y, n > 0,

∅ otherwise.

Applying (2.10) and (2.41) to the above, we have that

Py ({Yn = x, ry ≥ n+ 1}) = 1 if x = y and n = 0, or

=
∑

z1 6=y,z2

· · ·
∑

zn−1 6=y,x

qyz1
qy

. . .
qzn−1x

qzn−1

if x 6= y and n > 0,

and zero otheriwse. In the above sums, and throughout all sums in this proof, we are ignoring

states z such that qz = 0. Using the definition of the jump times in Algorithm 2, the above
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implies that

Ey
[
(Tn+1 − Tn)1{Yn=x,ry≥n+1}

]
= Ey

[
ξn+1

qYn
1{Yn=x,ry≥n+1}

]
= Ey

[
ξn+1

qx
1{Yn=x,ry≥n+1}

]
=

Ey [ξn+1]

qx
Py ({Yn = x, ry ≥ n+ 1})

=
1

qx

∑
z1 6=y,z2

· · ·
∑

zn−1 6=y,x

qyz1
qy

qz1z2
qz1

. . .
qzn−1x

qzn−1

,(A.38)

for any n > 0 and x 6= y, where the third equality follows from the fact that (Y0, . . . , Yn) is

a function of (Z,U1, . . . , Un−1) and ξn+1 is independent of (Z,U1, . . . , Un−1). Trivially, we also

have that Ey
[
(Tn+1 − Tn)1{Yn=y,ry≥1}

]
= 1/qy if n = 0, and x = y, and that the expectation is

equal to zero for any other pair (n, x). Combining this fact with (A.37), (A.38), and Tonelli’s

Theorem we have that

νS(x) = Ey
[∫ Ry∧T∞

0
1x(Xt)dt

]
=

∞∑
n=0

Ey
[
(Tn+1 − Tn)1{Yn=x,ry≥n+1}

]
=

1x(y)

qy
+ (1− 1x(y))

∞∑
n=1

1

qx

∑
z1 6=y,z2

· · ·
∑

zn−1 6=y,x

qyz1
qy

. . .
qzn−1x

qzn−1

, .(A.39)

The above tells us that νS(y) = 1/qy = π(y). We are now left with the case x 6= y. Rearranging

πQ(x) = 0 we obtain that

π(x) =
1

qx

∑
z1 6=x

π(z1)qz1x =
1

qx
π(y)qyx +

1

qx

∑
z1 6=x,y

π(z1)qz1x

=
1

qx

qyx
qy

+
1

qx

∑
z1 6=x,y

 1

qz1

∑
z2 6=z1

π(z2)qz2z1

 qz1x

=
1

qx

qyx
qy

+
1

qx

∑
z1 6=x,y

qyz1
qy

qz1x
qz1

+
1

qx

∑
z1 6=x,y

 1

qz1

∑
z2 6=z1,y

π(z2)qz2z1

 qz1z.

Since π(x) <∞, iterating the above further shows that the sum on the right-hand side of (A.39)

is convergent. Comparing with (A.39) and using non-negativity of π we find that

π(x)− νS(x) ≥
∞∑
n=k

1

qx

∑
z1 6=y,z2

· · ·
∑

zn−1 6=y,x

qyz1
qy

. . .
qzn−1x

qzn−1

, ∀k ∈ Z+.

Taking the limit k →∞ then yields the desired result.

Proof of Theorem 2.44. For each x ∈ S, define

p1(x, y) := Px ({X1 = y, 1 < T∞}) , p1(∆, y) := 1∆(y), ∀y ∈ S, p1(x,∆) := Px ({1 ≥ T∞}) .

Clearly, P 1 := {p1(x, y)}x,y∈S∪{∆} is a one-step matrix on the expanded state space S ∪ {∆}.

Let π be any stationary distribution of X and define

π1(x) := π(x), ∀x ∈ S, π1(∆) := 0,
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so that π1P 1 = π1. Because Theorem 2.28 (iv)–(v) tells us that P 1
|S and Q have the same class

structure, the theorem follows immediately by applying its discrete-time analogue (Theorem

2.16) to P 1.

Proof of Lemma 2.47. Fix any t > 0, and let u(x) := etx. Since the moment generating function

of the Poisson distribution Poia(x) (·) is ea(x)(et−1), we have that

Pu(x) = Ex [u(X1)] = Ex
[
et(x−C+Y1)

]
= et(x−C)Ex

[
etW1

]
= et(x−C)ea(x)(et−1), ∀x ≥ C.

Thus

Pu(x)− u(x) = etx(ea(x)(et−1)−tC − 1) = u(x)(ea(x)(et−1)−Ct − 1).

Since a(x) → 0 as x → ∞ we can choose a constant y such that a(x)(et − 1) − Ct < 0 for all

x ≥ y and the result follows from Theorem 2.46.

Proof of Lemma 2.48. If a = 0, then Xn = Wn and so π = γ and the claim is trivial. Suppose

that a ∈ (0, 1). Letting u(x) := etx and using the fact that the moment generating function of

the binomial distribution Binxa is (1− a+ aet)x we have that

Pu(x) = (Binxa ∗γ)(u) = γ(u) Binxa(u) = γ(u)(1− a+ aet)x.

Fix t > 0 such that c := γ(u) < +∞. Since t > 0, we have that α := 1− a+ aet < et =: β.

Pu(x)− u(x) = cαx − βx, ∀x ∈ N.

Because α < β, the result is a straightforward application of Theorem 2.46.

Proofs of Theorems 2.49 and 2.50. These proofs are analogous to those of the continuous-time

counterparts of these results (Theorems 2.57 and 2.58, respectively) and so we skip them.

Proof of Theorem 2.56. Let Q̂ := (q̂(x, y))x,y∈S be the rate matrix obtained by replacing every

row of Q indexed by a state outside of the domain with zeros, see (2.72). Let X̂ be the chain

obtained running the Algorithm 2 using Q̂ instead of Q. Lemma 2.33 tells us that τ ≤ T∞ if and

only if X̂ does not explode (modulo a set of probability zero). Because can rewrite inequality

(2.96) as

Q̂u(x) ≤ cu(x) + d ∀x ∈ S,

Theorem 2.51 tells us that Q̂ is regular and the result follows from the definition of Pλ in

(2.42).
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Proof of Theorem 2.57. Let {Sr}r∈N and {τr}r∈N be as in Lemma 2.18. For each n ∈ N define

ηn to be Tn ∧ τn ∧ τ . Since τn is the exit time of Sn and τ that of D, it follows that τn ∧ τ is

the exit time of Sn ∩ D. Since Sn is finite and Xt lies inside Sn for all t ∈ [0, τn ∧ τ), Lemma

2.27 and Dynkin’s Formula (Lemma 2.24) imply that the random variable
∫ ηn

0 Qu(Xt)dt is well

defined and Pλ-integrable, and that

Eλ [u(Xηn)]− Eλ
[∫ ηn

0
Qu(Xt)dt

]
= Eλ [u(Z)] = λ(u).

Because ηn ≤ τ , we have that Xt(ω) ∈ D if t < etan(ω) and so applying (2.97) to the above

yields

Eλ
[
u(Xηn) +

∫ ηn

0
f(Xt)dt

]
≤ λ(u), ∀n ∈ N.

Fatou’s Lemma then tells us that

(A.40) Eλ
[
lim inf
n→∞

(
u(Xηn) +

∫ ηn

0
f(Xt)dt

)]
≤ λ(u).

Since f is bounded below by the positive constant c, the above implies that

cEλ
[
lim inf
n→∞

ρn

]
= Eλ

[
lim inf
n→∞

∫ ηn

0
cdt

]
≤ Eλ

[
lim inf
n→∞

∫ ρn

0
f(Xt)dt

]
≤ λ(u).

Lemma 2.18 shows that τn converges Pλ-almost surely to T∞ as n tends to infinity. For this

reason, the above implies that Eλ[T∞ ∧ τ ] ≤ λ(u)/c. We are assuming that Pλ ({τ ≤ T∞}) = 1,

and so

Eλ [τ ] = Eλ[T∞ ∧ τ ] ≤ λ(u)/c.

Finiteness of the mean tells us that Pλ ({τ <∞}) = 1 so that

lim
n→∞

(
u(Xηn) +

∫ ηn

0
f(Xt)dt

)
= 1{τ<∞}u(Xτ ) +

∫ τ

0
f(Xt)dt, Pλ-almost surely.

Combining the above with (A.40) shows that µ(u) + ν(f) ≤ λ(u).

Proof of Theorem 2.58. As explained in the main text, we only need to argue that τ has finite

mean. Because both X̃ and X are updated using the same rules while they remain inside the

domain, it is the case that τ is not only the time of exit from D but also that of X̃, see Lemma

2.32. The inequality (2.100) implies that

(A.41) Q̃u(x) ≤ −1 + min{1, η}
2

u(x), ∀x ∈ Ac.

where

A :=

{
x ∈ S : u(x) <

1 + 2 max{c, λ(u)}
min{1, η}

}
.
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Theorems 2.56 and 2.57 (using Q̃ instead of Q, and Ac instead of D), (2.100), and (A.41) then

imply that the hitting time τ̃A := inf{0 ≤ t < T̃∞ : X̃t ∈ A} of A for X̃ has finite mean:

(A.42) Eλ[τ̃A] <∞.

Condition 2.38 implies that C (as defined in Lemma 2.60) contains at least one state y ∈ Dc

that lies outside of the domain. The time that it takes X̃ (or equivalently X) to leave the domain

is no greater than the time it takes X̃ to first hit A and then exit the domain, which in turn is

no greater than the time it takes X̃ to hit A and then hit state y outside of the domain:

τ = inf{0 ≤ t < T̃∞ : X̃t ∈ Dc} ≤ inf{τ̃A ≤ t < T̃∞ : X̃t ∈ Dc} = min
z∈Dc
{inf{τ̃A ≤ t < T̃∞ : X̃t = y}}

≤ τ̃A + (inf{τ̃A ≤ t < T̃∞ : X̃t = y} − τ̃A) Pλ-almost surely,(A.43)

where we have used the fact that τ̃A is Pλ-almost surely finite since its mean is finite.

Integrating (2.102) (with X̃, τ̃A, {y} replacing X, η,A) over t ∈ [0,∞) shows that

Eλ[1{X̃τ̃A=x,τ̃A<∞}(inf{τ̃A ≤ t < T̃∞ : X̃t = y}−τ̃A)] = Pλ({X̃τ̃A = x, τ̃A <∞})Ex[τ̃y], ∀x ∈ S.

Lemma 2.60 shows that X̃τ̃A belongs to C, Pλ-almost surely. For this reason, summing the above

over x ∈ C we find that

Eλ[(inf{τ̃A ≤ t < T̃∞ : X̃t = y} − τ̃A)] =
∑
x∈C

Pλ({X̃τ̃A = x, τ̃A <∞})Ex[τ̃y] ≤ max
x∈C∩A

Ex[τ̃y],

where the last equality follows from the right continuity of the paths of X̃ and the definition of

the hitting time τ̃A. Putting (A.43) and the above together we find that

Eλ [τ ] ≤ Eλ[τ̃A] + max
x∈C∩A

Ex[τ̃y].

Given (A.42) and the fact that A is finite (since u is norm-like), the above implies that τ has

finite mean if we can show that Ex[τ̃y] is finite for each x ∈ C. As explained in the main text,

(2.100) implies that Q̃ has at least one stationary distribution. Lemma 2.60 shows that C is the

only closed communicating class of X̃. For this reason, Theorem 2.44 tells us that X̃ only has

one stationary distribution and that it has support on all of C. The result then follows from

Lemma 2.59 (iii).

Proof of Lemma 2.59. (i) Lemma 2.27 implies that

τA = 1{τA=∞} · ∞+

∞∑
n=0

1{τA=Tn}Tn =∞ · 1{Y0 6∈A,Y1 6∈A,... } +

∞∑
n=0

1{Y0 6∈A,...Yn−1 6∈A,Yn∈A}Tn.

A similar exercise shows that

τηA =∞ · 1{Yς 6∈A,Yς+1 6∈A,... } +
∞∑
n=0

1{Yς 6∈A,...,Yς+n−1 6∈A,Yς+n∈A}Tς+n on {η <∞},
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where ς is the discrete stopping time associated with η, see (2.50). Equation (2.102) then follows

from the above two expressions, the Strong Markov property (Theorem 2.23), and the Monotone

Convergence Theorem.

(ii) Note that from its definition T1 is finite, that Py({XT1 = x}) = q(y, x)/qy, and that

Ry = T1 + (Ry − T1) = T1 +
∑
x 6=y

1{XT1=x}(Ry − T1).

Equation (2.103) follows by taking expectations of the above, setting η := T1, A := {y}, and

λ := δy in (2.102), summing (2.102) over x ∈ S, and integrating it over t ≥ 0.

(iii) Clearly, we only need to consider the case x 6= y. Theorem 2.28 tells us that there exists

x1 . . . xl such that q(y, x1)q(x1, x2) . . . q(xl, x) > 0. Because x 6= y, Rx = τx Py-almost surely.

For the reasons, iterating (2.103) we obtain

Ey
[
Ry] =

1

qy
+
∑
z 6=y

q(y, z)

qy
Ez[τy] ≥

q(y, x1)

qy
Ex1 [ψy] =

q(y, x1)

qy
Ex1 [Ry] ≥ . . .

≥ q(y, x1)

qy

q(x1, x2)

qx2
. . .

q(xl, x)

qxl
Ex [Ry] .

That the chain has a stationary distribution with support on A implies that every state y in A

is positive recurrent (meaning that Eλ [Ry] < ∞), see (2.90), Theorem 2.41, and Lemma 2.43.

The result then follows from the above.

Proof of Lemma 2.60. By its definition, C is a closed set (with respect to Q̃). Pick any two

states x, y in C. Condition 2.38 implies that there exists a w 6∈ D such that x → w. Similarly,

the definition of C implies that z → y for some z ∈ supp (λ). The definition of Q̃ implies that

w → z and so x→ y follows from transitivity of →.

For each n ∈ N, let ηn := η∧ T̃n denote the minimum of the stopping time and the nth jump

time of X̃ Because C is closed, Algorithm 2, (2.10), and Theorem 2.28 (iii) imply that, under

Pλ, the jump chain Ỹ of X̃ lives in C:

Pλ({X̃T̃0
∈ C, X̃T̃1

∈ C, . . . , X̃T̃n
∈ C}) = Pλ({Ỹ0 ∈ C, Ỹ1 ∈ C, . . . , Ỹn ∈ C}) = 1, ∀n ∈ N.

Lemma 2.27 shows that ηn ∈ {T̃0, T̃1, . . . , T̃n}. For this reason, the above implies that

Pλ({X̃ηn 6∈ C}) = 0, ∀n ∈ N.

Since η is finite Pλ-almost surely (and thus Pλ almost surely less than T∞, see (2.50)), taking

the limit n→∞ in the above and using the Bounded Convergence Theorem yields (2.104).
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B Proofs of Chapter 4

Proof of Lemma 4.22. Equations (2.22), the Monotone Convergence Theorem, and Tonelli’s

Theorem imply that

∞∑
n=0

∑
x∈S

ν(n, x) |g(n+ 1)Pf(x)| ≤
∞∑
n=1

∑
x∈S

ν(n− 1, x) |g(n)|P |f | (x)

= µ(|gf |) + ν(|gf |)− g(0)λ(|f |) <∞

In words, (n, x) 7→ g(n+1)Pf(x) is ν-integrable. Since (Â(gf))(n, x) = g(n+1)Pf(x)−g(n)f(x),

we have that Âgf is ν-integrable. The BAE (4.2) then follows from (2.22) and the Dominated

Convergence Theorem.

Proof of Lemma 4.23. Integrability of gQf follows directly from that of

(t, x) 7→ g(t)qxf(x), (t, x) 7→
∑
y 6=x

g(t)q(x, y)f(y).

We prove that the BAE is satisfied in stages: first for (i) the case that both g and f are compactly

supported and then for (ii) the general case.

(i) Theorem 2.30 and integration by parts imply that∫ t

0
ġ(s)ν(ds, x) = 1D(x)

∫ t

0
ġ(s)p̂s(x)ds = 1D(x)

(
g(t)p̂t(x)− g(0)p̂0(x)−

∫ t

0
g(s) ˙̂ps(x)ds

)
= 1D(x)

(
g(t)p̂t(x)− g(0)λ(x)−

∫ t

0
g(s)p̂sQ̂(x)

)
ds.∫ t

0
g(s)µ(ds, x) = 1Dc(x)

(
g(0)λ(x) +

∫ t

0
g(s) ˙̂psds

)
= 1Dc(x)

(
g(0)λ(x) +

∫ t

0
g(s)p̂s(x)Q̂(x)ds

)
.

Since g is compactly supported, taking the limit t→∞ in the above we have that∫ ∞
0

g(s)µ(ds, x)−
∫ ∞

0
ġ(s)ν(ds, x) = g(0)λ(x) +

∫ ∞
0

g(s)p̂sQ̂(x)ds.

Multiplying the above by f(x) and summing over (recall that f is compactly supported) all

states x ∈ S yields

(B.1) µ(gf)− ν(ġf) = g(0)λ(f) +

∫ ∞
0

g(s)

(∑
x∈S

(p̂sQ̂(x))f(x)

)
ds.

The Dominated Convergence Theorem implies that

∑
x∈S

(p̂sQ̂(x))f(x) =
∑
x∈S

∑
y∈S

p̂s(y)q̂(y, x)

 f(x) =
∑
y∈D

p̂s(y)

(∑
x∈S

q(y, x)f(x)

)
.

The second equation in (2.70) then implies that∫ ∞
0

g(s)

(∑
x∈S

(p̂sQ̂(x))f(x)

)
ds = ν(gQf),
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and (4.2) follows from (B.1).

(ii) Let S0 ⊆ S1 ⊆ . . . be an increasing sequence of finite subsets of S such that ∪nSn = S

and φ be the smooth compactly supported function

φ(y) :=

 exp
(
− y2

1−y2

)
if |y| < 1

0 otherwise
.

Let fk(x) := 1Sk(x)f(x) and gk(t) := φ(t/k)g(t) so that |fk(x)| ≤ |f(x)|, |gk(t)| ≤ |g(t)|, and

|ġk(t)| = |φ̇(t/k)/k| |g(t)|+ |φ(t/k)| |ġ(t)| ≤
(

sup
t≥0

φ(t) + |φ̇(t)|
)

(|g(t)|+ |ġ(t)|).

Since φ is smooth and compactly supported, the supremum in the above expression is finite.

Noting that fk → f and gk → g pointwise as k →∞, the BAE (4.44) follows from the Dominated

Convergence Theorem and (i) above.
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C Proofs of Chapter 7

Lemma 7.6. Let X be a solution of (7.1) whose initial condition has law π. Suppose that Dh

(defined in (7.6)) is a martingale and not just a local martingale. Then

E
[
Dh
t

]
= E

[
E
[
Dh
t

∣∣∣F0

]]
= E

[
Dh

0

]
= 0,

for any t > 0. Since π is a stationary measure of (7.1), E [h(Xt)] = E [h(X0)] = π(h) and so the

above implies

E
[∫ t

0
Ah(Xs)ds

]
= 0.

Using Tonelli’s Theorem and stationarity we have

E
[∫ t

0
|Ah(Xs)|ds

]
=

∫ t

0
E [|Ah(Xs)|] ds =

∫ t

0
π(|Ah|)ds = tπ(|Ah|).

Since h is of degree less or equal than d − max{dbi , daij}, our assumptions on π imply that

π(|Ah|) <∞. Thus, we have that Ah(Xs) is integrable with respect to P×λt, where λt denotes

the Lebesgue measure on [0, t]. Choosing any t > 0 and applying Fubini’s Theorem we obtain

tπ(Ah) =

∫ t

0
E [Ah(Xs)] ds = E

[∫ t

0
Ah(Xs)ds

]
= 0

from which it follows that π(Ah) = 0.

We now need to argue that Dh is indeed a martingale. To show that Dh is a martingale it

suffices to show that E
[
Dh
t

∣∣Fs] = Dh
s for all t ≥ s. Equivalently that E

[
1AD

h
t

]
= E

[
1AD

h
s

]
for any A ∈ Fs and t ≥ s. We do this by finding a sequence of martingales {Dhm : m ∈ Z} such

that for every t ≥ 0, {Dhm
t : m ∈ Z} is dominated by a P-integrable random variable and such

that {Dhm
t : m ∈ Z} converges almost surely to Dh

t . With such a sequence at hand, we can use

dominated convergence and the martingale property of Dhm to establish the desired result:

E
[
1AD

h
t

]
= lim

m→∞
E
[
1AD

hm
t

]
= lim

m→∞
E
[
1AD

hm
s

]
= E

[
1AD

h
s

]
.

Thus, all that remains is to construct the sequence {Dhm : m ∈ Z}. We do so by using the

fact that if g ∈ C2(Rn) is compactly supported, then Dg is a martingale, see [194, §V]. For any

natural number m let

hm(x) := φ(x1/m)φ(x2/m) . . . φ(xn/m)h(x)

where φ is the smooth compactly supported function

φ(y) :=

 exp
(
− y2

1−y2

)
if |y| < 1

0 otherwise
.
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By definition of hm, we have that Dhm
t tends almost surely to Dh

t and so we just need to show

that Dhm
t is dominated by a P-integrable random variable.

Since ∂zφ(z/m)|z=y = ∂xφ(x)/m|x=y/m, and ∂zzφ(z/m)|z=y = ∂xxφ(x)/m2|x=y/m, and φ, ∂φ,

and ∂2φ are all bounded (since they are continuous functions non-zero only on the compact set

[−1, 1]) we have that

|Ahm| ≤ β

 n∑
i=1

(|hbi|+ |∂ihbi|+
n∑

i,j=1

|haij |+ |∂ihaij |+ |∂jhaij |+ |∂ijhaij |


where β is a constant that depends on the maximums of φ, ∂φ, and ∂2φ. Since all the polynomials

in the right-hand side are of degree d or less, the right-hand side is π-integrable. Thus, the

sequence of random variables {Dhm
t }m∈Z+ is dominated by

|h(Xt)|+|h(X0)|+β
∫ t

0

n∑
i=1

(|h(Xs)bi(Xs)|+|∂ih(Xs)bi(Xs)|+
n∑

i,j=1

|h(Xs)aij(Xs)|+|∂ih(Xs)aij(Xs)|

+|∂jh(Xs)aij(Xs)|+ |∂ijh(Xs)aij(Xs)|ds.

Using Tonelli’s Theorem, and stationarity of X as we did before, we have that the above is

P-integrable and the lemma follows.

Theorem 7.12. As explained in the main text, all we have to do is carry out Steps 1 and 2.

Step 1: Equation (7.24) tells us that S ⊆ BQ,Sn−1 . Conversely, suppose that π is a stationary

measure of (7.21) with support contained in Sn−1 and choose an initial condition Z with law π.

Since ΛZ(0) = Z/ ||Z|| = Z, sationarity of π and the Markov property of ΛZ implies that ΛZ is

a stationary process with one-dimensional law π. Thus

λ(Z) = lim
t→∞

1

t

∫ t

0
Q(ΛZ(s))ds = π(Q), P-almost surely,

where the first equality follows from (7.22) and (7.23), and the second is a consequence of

Birkhoff’s Ergodic Theorem (for instance, see [15, §3]). So BQ,Sn−1 ⊆ S and we have the desired

S = BQ,Sn−1 .

Step 2: Suppose that π is a Borel probability measure with support contained in Sn−1

that satisfies (7.25). We have to argue that π is a stationary measure of (7.21), that is that

if Z has law π, then P
(
{ΛZt ∈ A}

)
= π(A) for each t ≥ 0 and each Borel measurable set

A ⊆ Sn−1. By approximating indicator functions with smooth functions, it is enough to argue

that E
[
h(ΛZt )

]
= π(h) for each t ≥ 0 and each smooth function h : Rn → R.

We first show that π(Ah) = 0 for all smooth functions h. By linearity, (7.25) implies that

π(Ap) = 0 for all polynomials p. Using Weierstrass’ Approximation Theorem it is straightfor-
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ward to argue that for any smooth h and ε > 0 there exists a polynomial p such that

(C.1) max
x∈Sn−1

|h(x)− p(x)|+
n∑
i=1

|∂ih(x)− ∂ip(x)|+
n∑

i,j=1

|∂ijh(x)− ∂ijp(x)|

 ≤ ε.
see Lemma C.1 below. Using the above we have that

|Ah(x)−Ap(x)| ≤ ε

 max
x∈Sn−1

 n∑
i=1

|bi(x)|+
n∑

i,j=1

|aij(x)|

 , ∀x ∈ Sn−1.

Since π(Ap) = 0, π has finite mass, and ε was arbitrary, it follows that π(Ah) = 0.

Let us return to arguing that E
[
h(ΛZt )

]
= π(h), where Z is any initial condition with law π.

Since the drift vector and diffusion coefficients of (7.20) are linear, we can find a modification of

{Xx
t : t ≥ 0, x ∈ Rn} such that for every t ≥ 0, the map Rn 3 x 7→ Xx

t ∈ Rn is smooth, P-almost

surely, see Proposition 2.2 in [232, §5]. Consequently, for every t ≥ 0, the map x 7→ Λxt is also

smooth, P-almost surely. Now choose any smooth function h : Rn → R. Itô’s formula tells us

that

h(ΛZt ) = h(ΛZ0 ) +

∫ t

0
(Ah)(ΛZs )ds+

∫ t

0

〈
U(ΛZs )∇h(ΛZs ), dWs

〉
, P-almost surely,

where U is the matrix with columns u1, . . . , um. By definition, the paths of ΛZ are contained in

a compact set, thus applying the Dominated Convergence Theorem we have that

(C.2) Mt :=

∫ t

0

〈
U(ΛZs )∇h(ΛZs ), dWs

〉
is not just a local martingale, but a martingale. Thus

E
[
h(ΛZt )

]
= π(h) + E

[∫ t

0
(Ah)(ΛZs )ds

]
.

Because for any x ∈ Sn−1 the paths of Λx are contained in Sn−1, and because both the drift

vector and the diffusion matrix are continuous functions, the map [0,∞) × Sn−1 3 (t, x) 7→

(Ah)(Λxt ) ∈ R is bounded. Thus we can apply Fubini’s Theorem to obtain that

E
[∫ t

0
(Ah)(ΛZs )ds

]
=

∫ t

0
E
[
(Ah)(ΛZs )

]
ds.

So it is enough to argue that E
[
(Ah)(ΛZt )

]
= 0 for each t ≥ 0. Deconvolving the expectation

we have that

E
[
(Ah)(ΛZt )

]
=

∫
E [(Ah)(Λxt )]π(dx).

Let ut(x) := E [h(Λxt )]. Since Sn−1 3 x 7→ h(Λxt ) ∈ R is bounded, we can differentiate under the

expectation sign. Thus, for each t ≥ 0, smoothness of h and of x 7→ Λxt implies that x 7→ ut(x)

is a smooth function too. If we can show that E [(Ah)(Λxt )] = (Aut)(x) for each t ≥ 0, then we

are done since π(Aut) = 0. Arguing this fact is routine, see Lemma C.2 below.
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We find it convenient in the proof of the following lemma to write ∂αf as a shorthand for

∂α1∂α2 . . . ∂αnf

∂xα1
1 ∂xα2

2 . . . ∂xαnn

where α is any tuple in Nn.

Lemma C.1. Suppose thatM is a compact smooth embedded submanifold of Rn, that h : G → R

is smooth and choose ε > 0. Then, there exists a polynomial p : Rn → R such that (C.1) holds

(with Sn−1 replaced by M).

Proof. Let h̃ be any compactly supported smooth extension of h on Rn. Choose l such that the

support of h̃ is contained in the hypercube [−l, l]n. For any real-valued continuous function f

on Rn, define

Gif(x) :=

∫ xi

−l
f(x1, . . . , xi−1, y, xi+1, . . . , xn)dy, i = 1, . . . , n

and

Gαf(x) := G1G1 . . . G1︸ ︷︷ ︸
α1 times

G2G2 . . . G2︸ ︷︷ ︸
α2 times

. . . GnGn . . . Gn︸ ︷︷ ︸
αn times

f(x), α ∈ Nn.

Now choose any ε > 0. By the Weierstrass Approximation Theorem there exists a polynomial

p : Rn → R such that

sup
x∈M

∣∣∣∂2h̃(x)− p(x)
∣∣∣ ≤ ε,

where 2 := (2, 2, . . . , 2) the tuple in Nn whose entries are all 2. Let q(x) := G2p(x) and choose

any α ∈ Nn2 . Since ∂αh̃ has support in [−l, l]n, applying repeatedly the fundamental theorem of

calculus we have that ∂αh̃ = G2−α∂2h̃. Applying repeatedly Leibniz integral rule we then have

that

∂αh̃− ∂αq = G2−α∂2−α∂αh̃− ∂αG2p = G2−α(∂2h̃− p)

Since for any continuous function f and i = 1, . . . , n, it is the case that |Gif | ≤ Gi |f |, we have

that

sup
x∈M

|∂αh(x)− ∂αq(x)| = sup
x∈M

∣∣∣∂αh̃(x)− ∂αq(x)
∣∣∣ ≤ sup

x∈M

(
G2−α

∣∣∣∂2h̃− p∣∣∣ (x)
)

≤ G2−α

(
sup
x∈M

∣∣∣∂2h̃(x)− p(x)
∣∣∣) .

From the definition of p we have that the righthand side of the above is less or equal than

(2l)|2−α|ε. Since the ε was arbitrary, (C.1) follows.

Lemma C.2. Under the conditions of Theorem 7.12 we have that, for every t ≥ 0 and x ∈ Rn

E [(Ah)(Λxt )] = (Aut)(x)
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Proof. Choose any t, s ≥ 0 and x ∈ Rn. For typographical condition we write we use Λxt and

Λ(t, x) interchangeably in this proof. If µxs denotes the law of Λxs , by definition of ut we have

that

E [ut(Λ
x
s )] =

∫
E [h(Λyt )]µ

x
s (dy) = E [h(Λ(t,Λ(s, x))] .

By the Markov property of Λ we have that

E [h(Λ(t,Λ(s, x))] = E [h(Λ(t+ s, x))] .

Applying Itô’s rule we have that

h(Λ(t+ s, x)) = h (Λ(t, x)) +

∫ t+s

t
(Ah)(Λxv)dv +

∫ t+s

t

〈
U(ΛZv )∇h(ΛZv ), dWv

〉
.

Since the paths of Λ take values in a compact set the rightmost term above is a martingale (as

a function of s). Taking expectations and applying Fubini’s Theorem we have that

E [ut(Λ
x
s )] = ut(x) +

∫ t+s

t
E [(Ah)(Λxv)] dv

Thus,

(C.3) lim
s→0

E [ut(Λ
x
s )]− ut(x)

s
= E [(Ah)(Λxt )] .

Next, applying Itô’s rule we have that

ut(Λ
x
s ) = ut(x) +

∫ s

0
(Aut)(Λxv)dv +

∫ s

0

〈
U(ΛZv )∇ut(ΛZv ), dWv

〉
.

Similarly, since the paths of Λ take values in a compact set, the rightmost term is a martingale.

Thus taking expectations of the above, we have that

E [ut(Λ
x
s )]− ut(x) = E

[∫ s

0
(Aut)(Λxv)dv

]
= s(Aut)(x) + E

[∫ s

0
(Aut)(Λxv)− (Aut)(Λx0)dv

]
.

Applying Itô’s rule, taking expectations, exploiting compactness of the paths of Λ, and applying

Fubini’s Theorem we have that∣∣∣∣E [∫ s

0
(Aut)(Λxv)− (Aut)(Λx0)dv

]∣∣∣∣ =

∣∣∣∣E [∫ s

0

∫ v

0
A2ut(Λ

x
w)dw

]∣∣∣∣ ≤ s2

(
max
x∈Sn−1

∣∣(A2ut)(x)
∣∣) .

Consequently,

lim
s→0

E [ut(Λ
x
s )]− ut(x)

s
= Aut(x).

Comparing the above with (C.3) gives the desired result.
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List of symbols

= the numbers on each side coincide

≡ the functions on each side coincide for all values of their arguments , 20

:= the left-hand side is defined to be the right-hand side

=: the right-hand side is defined to be the left-hand side

1A indicator function of A , 21

Nn set of n-tuples of natural numbers

N set of natural numbers

Q set of rational numbers

Rn×m set of n×m real matrices

Rn set of n-dimensional real vectors

(0,∞) set of positive real numbers

[0,∞) set of non-negative real numbers

R set of real numbers

Z+ set of positive integers

Z set of integers

G basic semialgebraic set , 115

Kd
G outer approximation of the set of vectors of moments of order d or less of Borel measures

with support contained in G , 114, 116

|A| cardinality of a set A

|α| absolute value of α ∈ R or the sum of the entries α1 + · · ·+ αn of α ∈ Nn

#d cardinality of {x ∈ Nn : |α| ≤ d}

〈·, ·〉 standard inner product on R#d , 112

Md
p (·) localising matrix , 116

R[x]d space of real-valued polynomials on R of degree at most d
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R[x] space of real-valued polynomials on R

� 0 left-hand side is positive semidefinite , 112

ppp vector of coefficients of a polynomial p , 112

dae the smallest integer no lesser than a

bac the largest integer no greater than a

a ∨ b the maximum of two real numbers a and b

a ∧ b the minimum of two real numbers a and b

D the domain: a subset of the state space S , 39, 57

S a countable state space

2S the power set of S

B(R) the sigma-algebra of Borel subsets of a given Borel set R ⊆ Rn

·|A restriction of · to A , 21, 22, 25

supp (·) support of · , 24, 25

Berp(·) Bernoulli distribution with mean p

Binnp (·) Binomial distribution with n trials p probability of success

δx Dirac measure at x

exp(γ) exponential distribution with mean γ

Poiα (·) Poisson distribution with mean α

uni(R) uniform distribution with support in a Borel set R

Var (π) variance of π

W set of functions that eventually grow strictly slower than w , 140

||·||TV total variation norm , 22

||·|| euclidean norm on Rn , 20
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||·||w w-norm , 139, 146

Â time-space generator of a Markov chain

A generator of a chain or of diffusion process , 101

Eλ expectation with respect to Pλ

Ex expectation with respect to Px

Pλ probability measure on underlying probability space for a chain if Z ∼ λ , 33, 48

Px probability measure on underlying probability space for a chain if Z ∼ δx , 33, 48

P = (p(x, y))x,y∈S matrix of one-step transition probabilities of a discrete-time chain , 32

Q = (q(x, y))x,y∈S rate matrix of a continuous-time chain , 46

X Markov chain or diffusion process , 32, 48, 183

Y jump chain of a continuous-time chain , 46

λ law of the initial condition Z , 33, 48

Z initial condition , 33, 47

π stationary distribution of a chain or of a diffusion , 43, 65, 183

pn time-varying law or transition probabilities of a discrete-time chain , 35

pt time-varying law or transition probabilities of a continuous-time chain , 49, 50

Ry the first entrance of y of a continuous-time chain , 66

T∞ explosion time of a continuous-time chain or of a diffusion process , 48

Tn nth jump time of a continuous-time chain , 47

η stopping time a continuous-time chain , 51

µ exit distribution associated with an exit time of a chain , 39, 57

ν occupation measure associated with an exit time of a chain , 39, 57

ry the first entrance time of state y of a discrete-time chain , 44

σA the hitting time of set A of a discrete-time chain , 38
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σr time of exit from the truncation Sr of a discrete-time chain

σ time of exit from the domain D of a discrete-time chain , 39

τA hitting time of set A of a continuous-time chain , 55

τr time of exit from the truncation Sr of a continuous-time chain , 48

τ time of exit from the domain D of a continuous-time chain , 57

σ stopping time of a discrete-time chain , 35
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Index

accessible, 38, 56

aperiodic, 30

approximation error, 23, 81, 83, 97, 135

backward equations, 49

Basic Adjoint Equation/Basic Adjoint Relation-

ship, 101

basic semialgebraic set, 115

birth death process, 158

birth-death process, 55

characterisation (stationary distributions), 153

Chemical Master Equation, 49

closed set, 39, 56

communicate, 38, 56

communicating class, 39, 56

continuous-time Markov chain, 46

diffusion process, 182

Dirac measure, 22

discrete-time Markov chain, 32

Doeblin Decomposition, 45, 67

domain, 39, 57

drift conditions, see also Foster-Lyapunov cri-

teria

Dynkin’s Formula, 52

ergodic, 30

ergodic distribution, 45, 67

exit distribution, 39, 57

exit distribution (space marginal), 41, 62

exit distribution (time marginal), 41, 62

exit time, 39

exit time finite state projection, 79, 98

explosion, explosion time, 29, 48

filtration, 34

finite state projection, 82, 96

first entrance time, 44, 66

first passage time, see also hitting time

first-order integer valued autoregressive process,

176

first-order integer valued autoregressive process

INAR(1), 37

forward equations, 49

Foster-Lyapunov criteria, 68, 187

gambler’s ruin, 36

generator, 101, 187

Gillespie Algorithm (Stochastic Simulation Al-

gorithm), 47

hitting time, 38, 55

hypoelliptic, 187

inf-compact, 23

initial condition, 32, 47, 183

irreducible, 39, 56

irreducible set, 31, 45, 67

jump chain, 47

jump times, 47

Langevin Diffusion, 194

Lasserre Hierarchy, 115

localising matrix, 116

Lyapunov exponents, 196

Markov property, 34

martingale characterisation of DTMCs, 36

mass-action kinetics/propensities, 53

Metropolis Adjusted Langevin Algorithm, 194

Metzler matrix, 148
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moment problem, 112

norm-like, 23

null recurrent, 29

occupation measure, 39, 57

occupation measure (space marginal), 41, 62

positive recurrent, 29, 45, 66

positive semidefinite, 112

Positivstellensatz, 114

propensity, 53

rate matrix, 46

rational generator, 119

recurrent, 45, 66

regular rate matrix, 49

restriction, 21, 22, 25

Riesz-Markov-Kakutani Representation Theo-

rem, 139

roller coaster ride chain, 37, 175

Schlögl’s model, 55

stationary distribution/measure, 43, 65, 183

stochastic differential equation, 182

stochastic reaction network, 52

stopping time, 35, 51

strong Markov property, 36, 51

sublevel set, 23

support, 22, 24, 25

time-varying law, 35, 50

toggle switch, 54

total variation norm, 22

totally stable and conservative rate matrix, 46

transient, 29

transient set, 31, 45, 67

transition probabilities, 49

vector of coefficients, 112

weak∗ topology, 141

weight function, 131

weighted norm, 139, 146

weighted-norm space, 139, 146

well defined, 23–25
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