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Abstract—Modern microtechnology is enabling the channel
count of neural recording integrated circuits to scale exponen-
tially. However, the raw data bandwidth of these systems is in-
creasing proportionately, presenting major challenges in terms of
power consumption and data transmission (especially for wireless
systems). This paper presents a system that exploits the sparse
nature of neural signals to address these challenges and provides
a reconfigurable low-bandwidth event-driven output. Specifically,
we present a novel 64-channel low-noise (2.1 µVrms), low-power
(23 µW per analogue channel) neural recording system-on-chip
(SoC). This features individually configurable channels, 10-bit
analogue-to-digital conversion, digital filtering, spike detection,
and an event-driven output. Each channel’s gain, bandwidth, and
sampling rate settings can be independently configured to extract
local field potentials at a low data-rate and/or action potentials
(APs) at a higher data rate. The sampled data are streamed through
an SRAM buffer that supports additional on-chip processing such
as digital filtering and spike detection. Real-time spike detection
can achieve ∼2 orders of magnitude data reduction, by using a
dual polarity simple threshold to enable an event driven output for
neural spikes (16-sample window). The SoC additionally features
a latency-encoded asynchronous output that is critical if used as
part of a closed-loop system. This has been specifically developed
to complement a separate on-node spike sorting coprocessor to
provide a real-time (low latency) output. The system has been im-
plemented in a commercially available 0.35-µm CMOS technology
occupying a silicon area of 19.1 mm2 (0.3 mm2 gross per channel),
demonstrating a low-power and efficient architecture that could
be further optimized by aggressive technology and supply voltage
scaling.

Index Terms—Biomedical measurement, neural recording,
spike detection, low power, data reduction.

I. INTRODUCTION

UNDERSTANDING how the trillions of action potentials
(‘spikes’) of the brain’s billions of neurons produce our

thoughts, perceptions, and actions is one of the greatest chal-
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Fig. 1. Extracellular neural recording. Shown are: (a) a penetrating microelec-
trode surrounded by neurons at different proximities; (b) the ‘raw’ neural signal
that is observed showing a relatively high amplitude, low frequency LFP com-
bined with high frequency APs; (c) the high-pass filtered AP recording, sampled
at high frequency and with spike detection by threshold crossing (thresholds in
red); (d) spike snippets (windowing the data around the spikes) to reduce data
rate; and (e) LFPs sampled at low frequency (low bandwidth/data rate).

lenges of 21st century science. In recent years we have thus
witnessed an increased appetite for new innovative neuro-
technologies, in particular leveraging on modern microtech-
nology [1], [2]. Advances in semiconductor technology have
enabled high density multichannel silicon probes and integrated
electronics to extend the number of recording channels from
10 s to 1000 s, and devices capable of recording from a million
individual neurons may soon be a reality [3], [4].

Neural signals are typically sampled at >10 kHz to capture
extracellular Action Potential (AP) signals (≈3 kHz signal band-
width) before being streamed off-node for storage or processing
(e.g. spike detection and sorting) [5]. As the number of recording
channels increases, this method becomes a major limiting factor
in system performance due to the data rate and associated power
requirements. In scaling future systems it is therefore essential
to not only optimise the front end recording electronic perfor-
mance (i.e. power/noise/bandwidth trade-off [6], [7]), but also to
reduce the output data rate. Two possible options (illustrated in
Fig. 1) are using either: spike detection & windowing [8], [9]; or
focusing on low frequency (≈100 Hz signal bandwidth) Local
Field Potentials (LFPs) instead of the APs [9], [10]. These two
approaches to data reduction both offer significant advantages,
however, they present often conflicting requirements (in par-
ticular front-end optimisation and filter settings) that make im-
plementing resource-optimised Application Specific Integrated
Circuits (ASICs) for neural recording particularly challenging.

The key information in an AP signal are the shape and tim-
ing of the spikes that are sparsely distributed within the signal
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Fig. 2. System architecture of the 64-channel integrated circuit. Top-level organisation shows the 64-channels grouped are into 16 × 4-channel AFE blocks

stream. One approach to reducing the amount of generated data
is to only transmit spike snippets, e.g. by detecting the spikes
(typically with a simple threshold or a Non-linear Energy Op-
erator) [11], [12], and transmitting a predefined window that
is aligned to the detection point. By discarding all the non-
spike data, the data rate can be reduced by around two orders
of magnitude (based on a nominal spike rate of 10 spikes per
second [13]). The end user or application can then decipher
the activity by tracking the firing rates of the individual neu-
rons [14], [15]. Here, in order to achieve the maximum possible
savings in data throughput and power, the spike detection and
windowing operation is performed on-chip.

Recording only LFPs potentially provides power savings and
data reduction throughout the signal chain, due to the order of
magnitude lower bandwidth, and may also be a more stable long
term signal for recording [16]. Unfortunately, with this approach
the ability to monitor the activity of individual neurons is lost
and there remain many questions about how best to interpret
these signals and correlate them with the underlying neural
firing patterns [10]. Indeed, a key influence on this system was
the desire of neuroscientists to be able to easily observe the
time-aligned APs and LFPs in real time on a single system such
that relations between them can be studied [17].

This paper presents a novel 64-channel system capable of
recording APs and LFPs simultaneously and also performing
parallel spike detection on each channel to reduce the data
rate. In the system presented, each channel can be individu-
ally configured to one of four different modes: (1) AP stream –
sending out raw spike recordings; (2) AP Snippets —utilising
spike detection to send out only the spike ‘packets’; (3) LFP
stream – decimated to lower the data rate; (4) Wideband (LFP +
AP) stream. In this work, a simple in-channel frequency tuning
is implemented with minimal circuit complexity to accommo-
date both LFP and AP recording; a reference voltage switching
scheme is used in the Analogue to Digital Converter (ADC) to
substantially reduce the size of the capacitive Digital to Ana-

logue Converter (DAC); an event driven handshake scheme is
designed to minimize the latency and preserve timing informa-
tion with large number of channels in different configuration.
This paper extends the work originally reported in [18] to include
further details of the system operation, circuit implementation
and silicon-verified measurements.

The remainder of this paper is organised as follows: Section II
describes the system architecture and top level function;
Section III describes the system design in more detail as well as
the rationale behind key design decisions; Section IV presents
electrical verification and in-vivo results; and finally Section V
summarises the specifications and discusses areas of future
work.

II. SYSTEM ARCHITECTURE

The top level system architecture (Fig. 2) shows: the internal
organisation of the 16 mixed-signal blocks (providing 64 record-
ing channels); a Phase Locked Loop (PLL) providing the system
clock; biasing circuits for setting operating points; SRAM for
data storage; and a chip level Finite State Machine (FSM) for
control. The system communicates with an external controller
via a standard Serial Peripheral Interface (SPI) link. The system
operates as an SPI slave, but has an extra request line for gener-
ating an asynchronous request for an SPI transaction when data
is waiting to be sent.

Each of the 16 mixed-signal blocks contain: 4 Analogue
Front-Ends (AFEs); 1 shared ADC; 1 digital filter; and 1 thresh-
old detector (the digital filter and threshold detectors can be by-
passed). Each AFE contains 4-stages of amplification: (stage-1)
provides low-noise high-gain; (stage-2) and (stage-3) fixed gain
with a programmable bandpass (for selecting between APs and
LFPs); and (stage-4) programmable gain so as to utilise the full
dynamic range of the ADC. These 4-channels are Time Divi-
sion Multiplexed (TDM) via a Sample & Hold circuit (S&H)
and feed into the shared (per 4-channels) 10-bit Successive Ap-
proximation Register (SAR) ADC. The ADC is controlled by
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Fig. 3. Analogue filter settings for the different operating modes: (a) Com-
bined LFP and AP signal; (b) LFP signal only; (c) AP signal only. The high pass
frequency corner can have either 40 dB or 60 dB roll-off and tunable between
30 to 600 Hz. For each roll-off setting, the cut-off frequency can be fine tuned
with a 5-bit resolution.

Fig. 4. Signal flow and active AFE blocks for the four different modes. Cor-
responding filter settings shown in Fig. 3.

the block level FSM – allowing for a tunable sampling rate.
An optional 1st-order IIR High-Pass Filter (HPF) removes the
signal offset in addition to other common-mode interference.
This is also integrated with logic to perform the spike detection.
The in-block FSM configures the AFE and digital IIR filter, and
provides a data and command interface to the SRAM and chip
level FSM respectively. Even though the IIR filter and spike de-
tection logic are a shared resource, TDM ensures they can each
be configured separately for every individual channel.

Each channel can be configured to use different filter settings
shown in Fig. 3. These settings corresponds to the four differ-
ent recording modes, as described in Fig. 4. These modes are
configured as follows:

1) Wideband (LFP + AP) stream – no additional filtering
and/or spike detection is used.

2) LFP Stream – the signal is filtered by an additional 1st
order low pass filter. The IIR filter and spike detection
functions are disabled. The sampled data is then decimated
to reduce the output bandwidth.

3) AP Snippets – the signal is bandpass filtered by a 2nd
order Bessel filter before being sampled at 16 kS/s. The
Infinite Impulse Response (IIR) digital high pass filter and
spike detection module are enabled. The detection results
will determine whether there is a valid spike and identifies
the spike window location in memory.

4) AP Stream – the signal chain is the same as for Mode (1)
except that no spike detection is required.

In all three streaming modes (2-4), the sampled data is directly
passed to the SPI module that sends the data out continuously.

TABLE I
COMPARISON OF COMMONLY-USED OTA TOPOLOGIES

OTA Simplicity NEF Comments

Symmetric Good Moderate Conventional
Folded cascode Good Good Accurate resistors
Complimentary Moderate Excellent Compensation needed
Inverter Excellent Excellent Gain limitation

Individual channels can be disabled to reduce data bandwidth
and power consumption. All filter settings and in-channel logic
can also be user-configurable on the fly.

III. CIRCUIT IMPLEMENTATION

A. Analogue Front-End (AFE)

For neural recording AFEs there already exists a great wealth
of designs in the literature [5], [9], [19]–[35]. In brief, the key
design considerations we have taken here include:

1) Open or closed loop: Closed-loop topologies typically
utilise pseudo resistors (realized by diode-connected
MOSFET pairs): (1) provide DC feedback [19] and/or
(2) define the passive RC corner frequency [20], [21].
The feedback network is used to precisely define the gain
and dynamic range. Subsequent gain stages utilising ca-
pacitive feedback amplifiers provide additional gain and
filtering function. On the other hand, open loop configu-
rations (in either the analogue [22]–[24] or frequency [21]
domain) aim to reduce complexity and improve power ef-
ficiency. Open loop topologies however, require digital
calibration for linearity (due to dynamic range limita-
tions), and advanced CMOS technology node for min-
imising silicon area. Considering this trade-off, the design
presented herein uses a closed loop configuration with AC
coupled input and pseudo-resistive feedback.

2) Transconductance amplifier: Common topologies in-
clude: fully-balanced symmetric OTA [19], resistive
source degenerated folded cascode [25], complimentary
current-reuse 2-stage [26], [27], and inverter-based [28].
These are compared in Table I for noise performance and
complexity. The design utilised herein thus uses a folded-
cascode topology that strikes a good trade-off between
simplicity, noise efficiency and precision.

3) Chopper stabilisation: Another key design consideration
for the front-end is whether or not to utilise a chopper
amplifier. This technique is particularly beneficial for
LFP/EEG recording where flicker noise is dominant in
low frequency region [29]. Although this significantly
suppresses low frequency flicker noise contribution, it
also reduces the equivalent input impedance and requires
additional power for bandwidth enhancement or driving
auxiliary circuits [29]. Although recent work has ad-
dressed these challenges [30], [36], the added complex-
ity has driven our decision here not to utilise chopper
stabilisation.

The implemented recording AFE is shown in Fig. 5. The
1st stage low noise amplifier is based on a source-degenerated
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Fig. 5. Circuit schematic of the in-channel block. Shown are: (a) the Analogue Front-End (AFE); (b)–(e) the four gain stage. Key device dimensions are annotated
as Width/Length in µm.

Fig. 6. Adjustable pseudo resistors for tunable high-pass filter pole. A chip-
level 5-bit current DAC controls the biasing voltage of the NMOS, PMOS pair
that controls the higher corner frequency inside each channel. Switches provide
coarse control of the cut-off frequency in the AP Snippets/Stream modes.

folded-cascode topology [31], with common-mode feedback
provided through triode-biased devices. The gain is set to 75
by the ratio of capacitances (input:feedback = 7.5 pF:100 fF),
with a pseudo-resistor element connected in parallel with the
feedback capacitor. The capacitors have been implemented by
combining overlapping Poly-Insulator-Poly (PIP) and Metal-
Insulator-Metal (MIM) capacitors. The 2nd and 3rd stage am-
plifiers are based on a fully-balanced symmetric operational
transconductance amplifier (OTA) topology for simplicity, with
programmable feedback networks as shown in Fig. 5. The feed-
back networks combine two pseudo-resistor topologies to pro-
vide alternative high-pass poles to approximate a second or-
der high pass bessel filter. This uses a diode-connected PMOS
pseudo-resistor to provide the lower (<1 Hz) corner frequency
and a NMOS/PMOS pair biased in triode to provide a tunable
higher corner frequency from 30 Hz–600 Hz. The bias volt-
age for the NMOS/PMOS pair is in turn provided by a diode-
connected NMOS/PMOS [32] with tunable current, controlled
by a 5-bit current DAC (Fig. 6) shared by all pseudo resistors.
A low-pass filter with a selectable corner frequency (around

280 Hz or 5 kHz) is implemented in the 3rd stage by adjusting
the bias current to the input pair. The 4th stage amplifier pro-
vides tunable gain by changing the capacitor ratio [37] and uses a
2-stage Miller topology to provide large open loop gain and suf-
ficient slew rate even with the large load the S/H circuits present.

For the LFP and wideband modes (using the high value
pseudo-resistors), an overall 80 dB/dec high pass roll-off is
achieved for below 0.1 Hz utilising the four stages with ca-
pacitive feedback. For the AP mode (using the low value tun-
able pseudo-resistors), a 40 dB/dec high pass roll-off around
30–600 Hz is achieved by the 2nd and 3rd stages. The 3rd stage
additionally provides a 20 dB/dec low pass cut-off around
280 Hz or 5 kHz, with further roll-off beyond 7 kHz provided
by the output load of 1st and 2nd stages, and compensation of
4th stage. This configuration provides good tunability of the
bandwidth and gain, but also sufficient DC/LFP filtering when
AP detection is required.

B. Multiplexed Sample and Hold

A 4:1 analogue multiplexer is used to select the analogue
channel output and perform a sample-and-hold operation using
the 2 pF poly-insulator-poly capacitors, as shown in Fig. 5.

Sharing an ADC between multiple channels is a common
practice to reduce area, however there is a power trade-off. This
is because an additional buffer is required for driving the ADC to
achieve the required settling time. Capacitive-based SAR ADCs
are the most popular choice due to their low power advantage,
with a total area that is directly related to the matching properties
and unit capacitance size. Therefore the higher the dynamic
range, the larger the area, and less settling interval between
samples. In this technology, a 10-bit SAR ADC requires an area
comparable to that of the amplifiers, and thus an ADC sharing
scheme is used. Considering the current consumption in the 4th
stage amplifier and S/H load of 2 pF, a ratio of 4:1 is chosen to
balance the area and power consumption.
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Fig. 7. ADC and comparator.

Fig. 8. ADC logic circuits and conversion timing.

Due to the fact that our design requires in-channel gain ad-
justment, the 4th stage is designed to have a high open loop gain
with miller compensation, thus requiring minimal additional
power for the PGA to achieve fast slewing.

C. Analogue-to-Digital Converter (ADC)

The ADC chosen here is a single-ended 10-bit charge-
redistribution SAR ADC (Fig. 7). A split capacitor array with
unit Poly-Insulator-Poly capacitors of 33 fF is used to reduce
the total capacitance with a split ratio of 9:1 [20]. After the
input signal has been sampled by the S/H circuit and top plate
of the capacitive DAC has been reset, the MSB is first evalu-
ated in the conversion phase. This determines the polarity of
the reference voltage. The remaining bits are then evaluated in
descending order (with LSB last) based on comparator output
and MSB. This process is illustrated in Fig. 8. Thus, all the
multiplexers connected to the bottom plate only need to switch
between the common-mode voltage and MSB defined reference
voltage, reducing the number of transitions as well as approx-
imately halving the total required capacitor area. A rail-to-rail
comparator with dynamic biasing is used to accommodate for a
wide analogue input range, whilst also saving power when idle.
In order to save area and power, all ADCs are driven by the

Fig. 9. Spike window with detection threshold for AP spike event mode (spike
snippet output).

same trigger signal generated at chip-level and operate with the
same timing.

D. IIR HPF and Spike Detection

The IIR filter is based on a direct form II realisation with
the adders and dedicated delay elements shared between the
four input channels. Tuning of the high-pass corner frequency
is achieved by shifting a different number of bits, resulting in
a tuning step of 6 dB over a 50 dB range. The corresponding
cut-off frequencies for a signal sampled at 16 kS/s range from
4.98 Hz to 1765 Hz.

In each block, a dedicated spike processing engine is imple-
mented to achieve robust spike detection. The threshold crossing
detection is based on an absolute value threshold, which can de-
tect both positive and negative spikes. A spike is detected when
three consecutive samples are above threshold. Then, a spike
window is determined by allocating a preset number of samples
before and after this validation point. In this design we selected
the sampling window to be 16 samples (corresponding to 1 ms
with 16 kHz sampling rate), with 4 samples (250 µs) before the
detection point and 12 samples (750 µs) after. This is illustrated
in Fig. 9.

E. Memory Organisation

The recorded data is stored in an 8-bit wide, 2,048-word on-
chip SRAM, provided by the foundry [38]. In order to utilise the
standard 8-bit data interface, the 10-bit sample data is split and
stored at two different addresses in the SRAM. The two least
significant bits (i.e. sample bits 1 and 0) from channels within
the same block are buffered (one 8-bit register per block) and
written at a higher memory address starting at 0x7FF with a
decreasing address (with increasing channel number).

This organisation allows for the data to be efficiently packed
in memory whilst also simplifying the calculation for the address
offset (since the LSB address can be derived by inverting the
MSB address). Since this is also independent of the number of
channels, it simplifies porting/scaling to new IC designs. The
most significant 8-bits (sample bits 9 to 2) are stored at lower
memory space starting at 0x000, with an increasing address
(with increasing channel number). The memory organisation is
illustrated in Fig. 10.

F. Activity-Dependent Data Communication

In data readout mode, a request signal is generated (at block-
level) after all samples have been stored. This informs the chip
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Fig. 10. SRAM organisation. The memory space for the first 8-bit of a sample
starts at the beginning of the SRAM. The memory space for the last 2-bit of a
sample starts at 0x7FF and decrements.

Fig. 11. Indicative timing diagram and packet format for data output for
different recording modes. In the example shown, CH0 is configured in AP
snippet mode, CH1 is in either AP or Wideband stream mode, and CH2 is in
LFP stream mode.

level FSM to transmit the spike data off-chip. If the channel is
configured in a streaming mode, the spike detection is bypassed,
and a request signal is generated for every valid sample. For
LFP recordings, data is decimated by a factor of 8 to reduce the
output data rate. The external controller can adjust the transfer
speed depending on the activity and establishes the necessary
communication once valid data is flagged.

After the chip-level FSM receives the communication clock
signal in the readout mode. An internal scheduler is imple-
mented to ensure only channels with a valid request are read
out, in order of index. The header contains a label indicating the
data packet type, details of the channel configuration and latency
information. The latency is generated by a counter tracking the
offset between the time the data is originally marked as ready,
and the time it is actually sent out. This is then followed by a
block of data that is read from the buffer. The block size and
organisation depend on the mode configured, i.e. 16 samples if
a spike packet and 1 sample for the continuous stream. This is
shown in Fig. 11.

The top-level FSM, ADC and memory driver are all designed
to operate on a low frequency clock (compared to the SPI clock)
to reduce power consumption. This however means an inter-
nal synchroniser is required to interface between the internal
FSM and external communication (SPI bus). The operation
of this interface is illustrated in Fig. 11. The memory read is

TABLE II
INSTRUCTION SET FOR TOP-LEVEL FSM

Code Commands Target State Description

0000 NOP any No operation.
0001 Analogue reset ARST Analogue reset all channels

on chip or in a selected block
or channel

0010 Configure CFG Configure a selected bank.
Followed by configuration
stream.

0100 Enter readout RO Start sending out recorded
data.

0110 STOP IDLE Stop current operation.
1100 Change sampling

rate
CSR Change sampling rate of the

entire chip.
1101 Change HPF

corner
CHPF Tune the on-chip 5-bit current

DAC for global high-pass
cut-off frequency.

Fig. 12. State transition diagram for chip-level FSM. Dashed lines indicate
transitions that are triggered by a command, with solid lines indicating automatic
transitions.

time-interleaved within the write operation, which both share a
single data interface port to the SRAM. Once data is retrieved,
it is directly streamed out at the communication speed, until
all pending data has been fetched. The external communication
will then re-enter standby mode to save power.

G. Chip-Level Control

The chip-level FSM is responsible for controlling the overall
system operation, interpreting received instructions, and com-
municating with the in-block FSMs to relay data to the external
controller. A transition from the idle state is triggered by re-
ceiving any of the commands listed in Table II. The basic state
transition diagram for the chip-level FSM is shown in Fig. 12.
After successfully receiving a command, the chip acknowledges
this by replying with an inverted copy of the previous transac-
tion such that the external controller can verify data integrity.
The different commands states operate as follows:

1) ARST – in this state a reset signal is asserted to all or
selected channels until a STOP command is received. This
provides the flexibility when using probes with different
impedances to control the settling times during reset.

2) CFG – takes four 16-bit words to update the registers
within the selected block. This configuration sets the
recording modes, AFE gains, filter settings, and spike
detection settings for each channel. The previous register
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Fig. 13. (a) Annotated microphotograph of the integrated circuit implemented
in AMS 2P4M 0.35 µm CMOS technology. (b) Detail of the AFE block showing
how the 4-channels of acquisition circuits (amplifiers, filters, buffers, and shared
ADC) are organised within a block.

values are shifted back to the external controller during
configuration. It returns to IDLE state once all 64-bits
have been written.

3) CHPF – sets the global HPF corner frequency between
30 Hz to 600 Hz with a further 5-bit frequency tunability
using the on-chip current DAC (see Section III-A).

4) CSR – sets the sampling frequency of all the 16 ADCs
between 13.245 kHz and 85 kHz with a resolution of 8-bit.

5) RO In RO mode, the chip will send out packaged recorded
data corresponding to the configuration. Any data received
from the external controller will be ignored in RO except
for a STOP command which returns the FSM to IDLE
state.

All the digital components including the chip-level FSM,
block-level FSMs, IIR filter and spike detector have been syn-
thesised into a single block to ensure correct timing across all
corners.

IV. MEASURED RESULTS

This section presents the silicon-verified measurements in-
cluding block-level characterisation and system operation. The
64-channel neural recording SoC has been designed and fabri-
cated in the target technology (AMS 0.35 µm 2P4M CMOS)
together with a modular test chip (for purposes of characteri-
sation of the AFE and ADC) containing also high performance
buffers whose effect on bandwidth and noise can be ignored.
The annotated micrograph for the whole chip and a recording
block is shown in Fig. 13, occupying a total silicon area of
19.1 mm2 (0.3 mm2 gross per channel).

A. Analogue Front-End

The frequency response of the entire analogue front-end was
characterised by feeding in a sinusoid (of swept frequency) and
amplifying the buffered output with an SR560 pre-amplifier,

Fig. 14. Measured frequency response of the AFE configured for observing
the different signal types. Shown are: Wideband recording with minimum gain
(circles); LFP recording with reduced low pass corner (squares); AP recording
with reduced overall bandwidth and maximum gain configuration (diamonds).

Fig. 15. Measured frequency response of a channel configured for AP record-
ing (73 dB gain) for 3 different values of global high pass corner adjustment:
settings 31 (circles), 16 (squares), and 0 (diamonds).

the results are shown in Fig. 14. These results show the follow-
ing three configurations set to meet the requirements of LFP
stream, wideband (LFP + AP) Stream and AP stream/snippets
recording:

1) LFP band – 67 dB gain from 0.05 Hz to 300 Hz.
2) Wideband – 46 dB gain from 0.05 Hz to 8.3 kHz.
3) AP band – 73 dB gain from 350 Hz to 10 kHz.
The effect of adjusting the global high pass corner on a chan-

nel configured for AP recording is shown in the measured fre-
quency responses in Fig. 15. Across the 4 chips that have been
tested, it was found that the HPF corner can be tuned linearly
using the 5-bit DAC (settings 0 to 31) over the range 15 Hz to
560 Hz, with a variation of ±15%.

The noise was measured with two inputs shorted to ground,
the output noise was then divided by the mid-band gain to calcu-
late the input-referred noise. The measured noise performance
is shown in Fig. 16 for the wideband configuration with the
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Fig. 16. Measured input referred noise for wideband recording configuration
with maximum gain setting.

Fig. 17. Measured CMRR and PSRR variation across 11 chips.

highest gain setting of 74 dB. The integrated noise is 2.12 µVrms

for AP (300 Hz–3 kHz), 1.16 µVrms for LFP (0.5–100 Hz),
3.86 µVrms for wideband (0.5 Hz–9 kHz). The calculated NEF
is 2.8 (300 Hz–3k Hz), 7.98 (0.5 Hz–100 Hz) and 2.8 (0.5 Hz–
9 k Hz) for the 1st stage low noise amplifier, which consumes
3.2 µA.

The Common-Mode Rejection Ratio (CMRR) was measured
by connecting both inputs to the same sinusoidal input, and
PSRR was measured by AC coupling a sinusoid signal to the
amplifier power supply. Across the 11 chips that have been
measured as shown in Fig. 17, the worst case CMRR has been
measured at 69 dB for the LFP band and 70 dB for the AP
band. The worst case Power Supply Rejection Ratio (PSRR)
was measured to be 72 dB for the LFP band and 72 dB for the
AP band.

Fig. 18. Measured DNL and INL performance of the implemented ADC.

B. Analogue-to-Digital Converter (ADC) Performance

The 10-bit SAR-ADC performance was measured using a
slowly swept DC input and achieved an Effective Number of
Bits (ENOB) of 9.0, with a Differential Non-Linearity (DNL)
error of <0.4 LSB and an Integral Non-Linearity (INL) error
of <0.5 LSB (Fig. 18). At a sampling rate of 64 kS/s (16 kS/s
per channel), its analogue switching power consumption was
measured to be 1.78 µW. Due to the system sharing the ADC
digital power supply pin with the FSM control logic, it was
not possible to directly measure the ADC digital power con-
sumption, however, the simulated power consumption is 4.43
µW. This gives a total ADC power consumption (for a block of
4 channels) of 6.20 µW, corresponding to a FoM of 189 fJ per
conversion step.

C. System Operation

The overall system operation was tested using an external
microcontroller platform to communicate with the FSM via
the SPI bus. Specifically, an ARM Cortex-M4 device (NXP
K64) was used to control the SoC, fetch the recorded data, and
communicate with a desktop PC for data retrieval. To examine
the latency of the spike snippet output, a direct spike echo was
implemented using the microcontroller Direct Memory Access
(DMA) and DAC features. In order to clearly capture and display
the waveform using an oscilloscope with conventional probes,
the sampling frequency per channel and SPI speed were reduced
to 13 kHz and 5 MHz respectively. Synthetic neural data [5]
was used as the input signal. This signal is 20 seconds long
with sampling frequency of 224 kHz and peak-to-peak value of
2.1 mV. Within the period, there are 603 spikes with various
amplitude from 2 mV to 180 µV.

The measured waveform on the oscilloscope and recon-
structed signal (from the recorded data) are shown in Fig. 19.
This figure shows the output from four recording channels con-
figured in LFP stream, wideband stream, AP stream and AP
snippets modes. It can be observed from the channels con-
figured in streaming modes (AP, LFP and wideband) that the
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Fig. 19. Measured real-time operation of the system showing: (a) waveform
reconstructed from recorded data; (b) zoomed oscilloscope screenshot showing
the data interface neural recording input and echo signal using microcontroller
DAC.

Fig. 20. Breakdown of power consumption. Shown are: (a) all 64-channels
are turned on in AP stream mode; (b) all 64-channels are turned on in spike
snippet mode.

signal chain is operating as expected (i.e. amplification and fil-
ter settings yield valid recordings and are not saturating the
ADC). There is however some observed (added) noise due to
the measurement setup. Consequently, the channels configured
in AP snippets mode capture most the events however with a
compromised average true positive detection rate of 93%. The
sensitivity is limited by the signal to noise ratio (SNR) and test
environment, and can be improved by reducing the threshold
value, at the expense of increasing the false positive ratio and
data throughput (i.e. noise being detected as signal).

It can be observed from the oscilloscope output that the three
channels configured in streaming modes occupy the majority
of the communication bandwidth. When a spike is detected,
the internal controller stores the samples to SRAM until the
entire spike window is complete, and then outputs the entire
data packet. During this packet transmission data output from

Fig. 21. Experimental in-vivo recordings from microwire electrodes im-
planted in a rhesus macaque. Measured results shown for: (a) a single electrode
connected to two adjacent (shorted) channels – with one channel configured in
wideband mode and the other in AP snippet mode, and a different electrode con-
nected to a third recording channel configured in LFP mode; and (b) classified
AP snippets (sorted using PCA and k-means).

TABLE III
MEASURED SYSTEM SPECIFICATIONS

Analogue

Analogue Supply 3 V
Input Type1 AP LFP
Noise (BW) 2.12 (300-3 k) 1.16 (100) µVrms (Hz)
High Pass 74–750 0.02 Hz
Low Pass 6.3.4 k–9.4 k 200–330 Hz
Gain 45–74 45–74 dB
CMRR 70 69 dB
PSRR 72 72 dB
THD @O/P −39 −40 dB
Power 22 µW
NEF 2.8 7.98 –

ADC

DNL +0.30/−0.35 –
INL +0.42/−0.49 –
ENOB 9 –
Analogue Power 0.45† µW
Digital Power 1.1†‡ µW
Area w/ AFE 0.17 mm2

Digital

Digital Supply 3.3 V
Power 51 µW
Area 0.13 mm2 mm2

System

# of channels 64 –
Area 19.3 mm2

†per channel. ‡based on simulated results.

channels configured in streaming modes is buffered, and re-
sumes without data loss once the spike snippet packet has
been transmitted. The spike packet is recognised by the micro-
controller and echoed via the DAC. The measured latency be-
tween the input spike and reconstructed output spike is 2.3 ms,
due to the spike length (1.2 ms) and the microcontroller opera-
tions required.
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TABLE IV
COMPARISON WITH EXISTING NEURAL RECORDING SOCS

Units This work TBCAS’16 [33] JSSC’15 [9] TBCAS’12 [34] JSSC’12 [20] JSSC’11 [8] TBCAS’11 [31]

Technology / VDD 0.35 µm 0.18 µm 65 nm 0.13 µm 0.13 µm 0.35 µm 0.18 µm
# Recording channels 64 16 64 1 96 8 32
Supply voltage V 3–3.3 – 0.8–1.0 1.2 1.2 1.5 1–1.8

Analogue Front End (AFE)

Power µW† 22 2.5 1.61 1.92 41 27 8.6
Input referred noise µVrms 2.1 2.8 7.5 3.8 1.98 3.12 5.4–20
NEF 2.8(AP)/7.98(LFP) 1.58 3.6 2.16 2.9 – 4.4

ADC

Power µW † 1.6@16 k 2.2@20 k 0.2@20 k 1.8@90 k 1.1@31.3 k 5.9@35.7 1.93@31.3 k
ENOB 9 9.1 8.2 7.65 >9 9.2 7.65
AFE & ADC area mm2 † 0.17 0.035 0.026 0.12 0.26 0.31 0.28

Digital

Power µW† 51‡ 4.8 1.8 (Snippet) 0.5(Feature) 9 – 10

Data output types

AP � � � � � � �
AP snippets � � �
LFP � � �
Other Compressed sensing Firing rate Spike feature

† = averaged per channel. ‡ = includes signal processing, ADC driver, FSM, and memory interface.

1) Spike Detection: To test the spike detection/snippet out-
put at high load, the system was configured with all 64-channels
in spike event mode and tested at full speed. The threshold volt-
age was set to 93 µV with input neural signals scaled to 2.1 mV
maximum peak-to-peak (p-p). Average performance per chan-
nel was as follows: 532 detected events, 495 of them were valid
spikes, giving sensitivity of 82%, resulting in a 93.6% data re-
duction for each channels (including overheads).

2) Power Consumption: During operation, the complete sys-
tem power consumption (with all 64-channels active) was mea-
sured to be 7.36 mW in AP streaming mode. In the AP snippet
mode (with aforementioned recording settings), the complete
system power consumption was measured to be 6.60 mW, in-
cluding all I/O power (i.e. driving the PCB traces). A breakdown
of the power consumption is shown in Fig. 20. It is noted that
the digital section accounts for the majority of the power con-
sumption, including the SRAM and interface controller, which
are powered from the 3.3 V supply.

D. Experimental Validation

This platform was validated in-vivo in a sedated female rhesus
macaque with twelve microwire electrodes implanted in the pri-
mary motor cortex area (M1). All experiments were approved
by the local ethics committee and performed under appropri-
ate UK Home Office licenses in accordance with the Animals
(Scientific Procedures) Act 1986.

Fig. 21 shows the recorded waveform with two recording
channels shorted to the same electrode with wideband stream
and AP snippet setting accordingly, and a third channel config-
ured as LFP stream mode. 50 Hz power line interference was
present in both wideband and LFP stream channels, likely due
to insufficient shielding between the ASIC test board and the
electrode array introducing differential interference between the
reference and recording connections.

The spike snippet channel was configured with IIR filter en-
abled. Detection threshold was set from estimates of the noise
floor using [27]:

Threshold =
4 × median(abs(Recording))

0.6745
. (1)

A total of 582 spike snippets were captured within 30 seconds.
The recorded snippets were aligned using the timing offset code
in the packet referred to the adjacent stream samples of wide-
band channels, and plotted along with the wideband stream in
Fig. 21. Neither 50 Hz interference nor large amplitude move-
ment artefacts saturated the AP snippet channel and did not
corrupt the detection due to the 60 dB/dec attenuation provided
by the analogue and digital filtering. Due to the relatively small
number of recording channels available, spike snippet packet
latency was minimized (i.e. with zero timing offset).

To validate the recorded AP spikes, the snippets were peak
aligned (and padded with leading or trailing zeros where nec-
essary) and processed (i.e. classified) using PCA and k-means.
The sorted results shows that two clusters are identified: a low
Signal-to-Noise Ratio (SNR) cluster (shown in red); and a large
SNR cluster (shown in blue) with the mean spike waveform
shown in black. For comparison, the spike stream data recorded
is also processed with Wave_Clus [39] to evaluate the spike de-
tection and spike snippet quality. The total amount of spikes de-
tected by Wave_Clus using its default setting (absolute threshold
and same threshold value as in (1)) is 571. This is possibly due
to noise difference between the channels and filtering/rounding
performed by Wave_Clus. In the spike sorted results, 120 spikes
are classified as cluster 1, 365 spikes as cluster2 and 86 unsorted
results, with sorting temperature of 0.02 and minimum cluster
size of 72. Since the ground truth is unknown, Wave_Clus has
been used as a reference. This demonstrates that 98% valid
threshold crossing events have been captured, amongst which
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15% are largely distorted and cannot be clustered by Wave_Clus
(using the default setting).

E. Overview

A complete overview of the measured system specification is
given in Table III.

V. CONCLUSION

In this paper we have presented a 64-channel fully-integrated
low power neural recording ASIC with the ability to record both
LFPs and APs in a variety of different capture modes. The de-
sign features a richly-configurable AFE with 4-stage amplifica-
tion, in-channel analogue and digital filtering, data conversion,
threshold detection and spike processing for a activity dependent
output. The circuit has been implemented in a commercially-
available 0.35 µm CMOS technology, occupying a gross area
of 0.3 mm2 /channel and requiring an average power consump-
tion of 110 µW/channel including all the analogue, digital and
memory sections. The system demonstrates a low noise & ef-
ficient architecture (as shown in comparison to the state of the
art in Table IV) which could be further optimised by aggressive
technology and supply voltage scaling.

ACKNOWLEDGMENT

The authors would like to thank Prof. A. Jackson for providing
the resource and expertise for the experimental validation.

REFERENCES

[1] J. P. Seymour, F. Wu, K. D. Wise, and E. Yoon, “State-of-the-art
MEMS and microsystem tools for brain research,” Microsyst. Nano-
eng., vol. 3, p. 16066, 2017. [Online]. Available: https://www.nature.com/
articles/micronano201666/fig_tab

[2] I. Williams, L. Leene, and T. G. Constandinou, “Next generation neural
interface electronics,” in Circuit Design Considerations for Implantable
Devices. Delft, Netherlands: River Publishers, 2017.

[3] I. H. Stevenson and K. P. Kording, “How advances in neural recording
affect data analysis,” Nature Neurosci., vol. 14, no. 2, pp. 139–142, 2011.

[4] DARPA, “Neural engineering system design,” Defense Advanced Re-
search Projects Agency, Arlington, VA, USA, 2016.

[5] D. Y. Barsakcioglu et al., “An analogue front-end model for developing
neural spike sorting systems,” IEEE Trans. Biomed. Circuits Syst., vol. 8,
no. 2, pp. 216–227, Apr. 2014.

[6] A. Eftekhar, S. E. Paraskevopoulou, and T. G. Constandinou, “Towards a
next generation neural interface: Optimizing power, bandwidth and data
quality,” in Proc. IEEE Biomed. Circuits Syst. Conf., 2010, pp. 122–125.

[7] J. Navajas et al., “Minimum requirements for accurate and efficient real-
time on-chip spike sorting,” J. Neurosci. Methods, vol. 230, pp. 51–64,
2014.

[8] M. Azin et al., “A battery-powered activity-dependent intracortical mi-
crostimulation IC for brain-machine-brain interface,” IEEE J. Solid-State
Circuits, vol. 46, no. 4, pp. 731–745, Apr. 2011.

[9] W. Biederman et al., “A 4.78 mm2 fully-integrated neuromodulation SoC
combining 64 acquisition channels with digital compression and simul-
taneous dual stimulation,” IEEE J. Solid-State Circuits, vol. 50, no. 4,
pp. 1038–1047, Apr. 2015.

[10] T. M. Hall, F. de Carvalho, and A. Jackson, “A common structure under-
lies low-frequency cortical dynamics in movement, sleep, and sedation,”
Neuron, vol. 83, no. 5, pp. 1185–1199, 2014.

[11] E. Koutsos, S. E. Paraskevopoulou, and T. G. Constandinou, “A 1.5 µW
NEO-based spike detector with adaptive-threshold for calibration-free
multichannel neural interfaces,” in Proc. IEEE Int. Symp. Circuits Syst.,
2013, pp. 1922–1925.

[12] I. Obeid and P. D. Wolf, “Evaluation of spike-detection algorithms for a
brain-machine interface application,” IEEE Trans. Biomed. Eng., vol. 51,
no. 6, pp. 905–911, Jun. 2004.

[13] C. Pedreira, J. Martinez, M. J. Ison, and R. Q. Quiroga, “How many
neurons can we see with current spike sorting algorithms?” J. Neurosci.
Methods, vol. 211, no. 1, pp. 58–65, 2012.

[14] I. Williams, S. Luan, A. Jackson, and T. G. Constandinou, “Live demon-
stration: A scalable 32-channel neural recording and real-time FPGA
based spike sorting system,” in Proc. IEEE Biomed. Circuits Syst. Conf.,
2015, pp. 187–191.

[15] M. D. Serruya et al., “Brain-machine interface: Instant neural control of a
movement signal,” Nature, vol. 416, no. 6877, pp. 141–142, 2002.

[16] R. D. Flint et al., “Long-term stability of motor cortical activity: Impli-
cations for brain machine interfaces and optimal feedback control,” J.
Neurosci., vol. 36, no. 12, pp. 3623–3632, 2016.

[17] T. M. Hall, K. Nazarpour, and A. Jackson, “Real-time estimation and
biofeedback of single-neuron firing rates using local field potentials,”
Nature Commun., vol. 5, 2014.

[18] S. Luan, Y. Liu, I. Williams, and T. G. Constandinou, “An event-driven
SoC for neural recording,” in Proc. IEEE Biomed. Circuits Syst. Conf.,
2016, pp. 404–407.

[19] R. R. Harrison and C. Charles, “A low-power low-noise CMOS amplifier
for neural recording applications,” IEEE J. Solid-State Circuits, vol. 38,
no. 6, pp. 958–965, Jun. 2003.

[20] H. Gao et al., “HermesE: A 96-channel full data rate direct neural in-
terface in 0.13 µm CMOS,” IEEE J. Solid-State Circuits, vol. 47, no. 4,
pp. 1043–1055, Apr. 2012.

[21] W. Jiang et al., “A ±50 mV linear-input-range VCO-based neural-
recording front-end with digital nonlinearity correction,” IEEE J. Solid-
State Circuits, vol. 52, no. 1, pp. 173–184, Jan. 2017.

[22] A. Bagheri, M. T. Salam, J. L. P. Velazquez, and R. Genov, “Low-
frequency noise and offset rejection in DC-coupled neural amplifiers:
A review and digitally-assisted design tutorial,” IEEE Trans. Biomed. Cir-
cuits Syst., vol. 11, no. 1, pp. 161–176, Feb. 2017.

[23] F. Zhang, J. Holleman, and B. P. Otis, “Design of ultra-low power biopoten-
tial amplifiers for biosignal acquisition applications,” IEEE Trans. Biomed.
Circuits Syst., vol. 6, no. 4, pp. 344–355, Aug. 2012.

[24] R. Muller, S. Gambini, and J. M. Rabaey, “A 0.013 mm2 DC-coupled neu-
ral signal acquisition IC with 0.5 V supply,” IEEE J. Solid-State Circuits,
vol. 47, no. 1, pp. 232–243, Jan. 2012.

[25] W. Wattanapanitch, M. Fee, and R. Sarpeshkar, “An energy-efficient mi-
cropower neural recording amplifier,” IEEE Trans. Biomed. Circuits Syst.,
vol. 1, no. 2, pp. 136–147, 2007.

[26] S. Rai et al., “A 500 µW neural tag with 2 µVrm s AFE and frequency-
multiplying MICS/ISM FSK transmitter,” in Proc. IEEE Int. Solid-State
Circuits Conf., 2009, pp. 212–213.

[27] A. Rodriguez-Perez, M. Delgado-Restituto, and F. Medeiro, “A 515 nW,
0–18 dB programmable gain analog-to-digital converter for in-channel
neural recording interfaces,” IEEE Trans. Biomed. Circuits Syst., vol. 8,
no. 3, pp. 358–370, Jun. 2014.

[28] T. Yang and J. Holleman, “An ultralow-power low-noise CMOS biopo-
tential amplifier for neural recording,” IEEE Trans. Circuits Syst. II, Exp.
Briefs, vol. 62, no. 10, pp. 927–931, Oct. 2015.

[29] T. Denison et al., “A 2 µW 100 nV/rtHz chopper-stabilized instru-
mentation amplifier for chronic measurement of neural field poten-
tials,” IEEE J. Solid-State Circuits, vol. 42, no. 12, pp. 2934–2945,
Dec. 2007.

[30] H. Chandrakumar and D. Marković, “A high dynamic-range neural
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