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Abstract

The increase in frequency and severity of extreme weather events poses challenges for
the agricultural sector in developing economies and for food security globally. In this
paper, we demonstrate how machine learning can be used to mine satellite data and
identify pixel-level optimal weather indices that can be used to inform the design of
risk transfers and the quantification of the benefits of resilient production technology
adoption. We implement the model to study maize production in Mozambique, and
show how the approach can be used to produce country-wide risk profiles resulting
from the aggregation of local, heterogeneous exposures to rainfall precipitation and
excess temperature. We then develop a framework to quantify the economic gains from
technology adoption by using insurance costs as the relevant metric, where insurance
is broadly understood as the transfer of weather driven crop losses to a dedicated
facility. We consider the case of irrigation in detail, estimating a reduction in insurance
costs of at least 30%, which is robust to different configurations of the model. The
approach offers a robust framework to understand the costs vs. benefits of investment
in irrigation infrastructure, but could clearly be used to explore in detail the benefits of
more advanced input packages, allowing for example for different crop varieties, sowing
dates, or fertilizers.
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1 Introduction

The empirical evidence1 indicates an increase in the frequency and severity of extreme

weather events such as droughts, heat waves, and floods, which may be due to both an-

thropogenic climate change (see IPCC, 2012) and the inherent non-stationarity of climate

systems (e.g., Martinson et al., 1995). This poses challenges for different economic sectors

and has important implications for global food security.2 In this paper, we focus on vulnera-

bility and adaptation of the agricultural sector to weather risk. This is for two main reasons.

First, the agricultural sector ranks first in terms of share of gross domestic product in several

poor and developing countries3. Second, long term food security requires the inclusion of

small farmholders in local-to-global supply chains, which can be achieved by providing access

to more resilient production technologies and reducing the farmers’ vulnerability to climate

risk.4

The contribution of the paper is threefold. First, we demonstrate how machine learning

techniques can be used to overcome some of the well-known estimation challenges of weather

variability at local scales (e.g., Knutti and Sedlacek, 2012; Deser et al., 2012). This is typically

due to the compounding of uncertainty in the dynamics of weather phenomena via feedback

effects. For example, cloud radiative feedback is a prominent source of uncertainty, given the

limited performance of global models at predicting cloud formation and dynamics (Sherwood

and Bony, 2014; Webb et al., 2013). Second, by upscaling local weather variability estimates,

we depart from standard top-down approaches estimating the economic costs of weather

and climate variability at aggregate level and then apportioning such costs to individual
1E.g., Coumou and Rahmstorf (2012); Groisman et al. (2005); Pall et al. (2011).
2According to the World Economic Forum, extreme weather events rank as the second most likely threat

to the global economy, while “failure of climate change mitigation and adaptation” ranks first in terms of
potential impact (WEF, 2016). A recent study by Dietz et al. (2016) estimates the 99% “climate Value at
Risk” of global financial assets in a business-as-usual climate path at $24.2 trillion over the current century;
see also Bouwer (2013).

3For example, the agricultural sector represents 25.2% of the GDP of Mozambique, a country which will
be studied as a case study in section 5.

4Almost a billion people suffer from chronic hunger and malnutrition today, and global food production
will need to be doubled by 2050 to meet global demand (Chavez et al., 2015; Buffett et al., 2016).
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areas or sectors. The vast majority of such estimates are based on Integrated Assessement

Models (IAMs). The well known DICE model (Nordhaus, 1993), for example, relies on the

parametrisation of key equations for climate sensitivity, GDP growth, and damage functions,

each entailing a considerable degree of uncertainty. Moreover, damage functions in IAMs are

typically insensitive to extreme events, thus limiting applicability of the approach to extreme

weather events (Weitzman, 2012). To overcome such limitations, we exploit granular satellite

information, which is mined to produce robust estimates of agricultural risk exposures to

weather hazards under different production technologies. Third, it is well known that poor

and developing countries are more likely to be severely affected by weather variability and

climate change. However, standard approaches to global scale economic and welfare impacts

do not explicitly allow for effects that are statistically relevant for the actual spatial scale

of the phenomena considered. Faithful reflection of local and regional economic impacts in

global damage aggregation is a priority for policy makers, enabling them to optimally tailor

local interventions driven by larger scale or global objectives (Weitzman, 2012). In line with

the Sendai Framework for Action (SFA) (UNISDR, 2015),5 we present an approach that

allows decision makers to better understand and quantify the main drivers of agricultural

production losses resulting from different dimensions of weather risk.

To illustrate the application of the framework discussed in the paper, we analyze in

detail the case of maize production in Mozambique. With almost 6,000 thousand hectares

of cultivated land in that country (Choudhary and Suit, 2015), three million hectares could

potentially be irrigated thus providing higher crop yields (FAO/WFP, 2010). However,

only 2% of total agricultural land and 4% of the area that could potentially be irrigated

have operating irrigation infrastructure (Chilonda et al., 2011). With frequent incidence of

drought events across Mozambique, the lack of irrigation infrastructure translates into severe

exposure of smallholder farmers to drought risk. Moreover, according to the 2008 National
5Adopted in March 2015 under the auspices of the United Nations Office for Disaster Risk Reduction

(UNISDR), the SFA aims at shifting the focus from managing the increasing number of disasters towards
modeling and managing the underlying risks. This is recognized as essential for the development of socially
and environmentally sustainable systems. See UNISDR (2015).
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Agricultural Survey, a mere 10% of maize growers has access to improved or drought tolerant

seeds (Mozambique Ministry of Agriculture, 2008). This is due to the considerably higher

price of higher performance inputs prices (Choudhary and Suit, 2015). Similarly, less than

5% of maize producers apply fertilizers as they are too expensive (Chilonda et al., 2011).

We choose maize as crop of interest, as it is the principal staple crops grown by smallholder

farmers in Mozambique. It is also the most important crop in Mozambique with a 21.2%

share of agricultural GDP (Pauw et al., 2012), and a crucial crop for global food security

(Wu and Guclu, 2013). While total agricultural production has grown over the last 15 years,

this has mainly been the result of increases in cultivated land with only marginal increases

in yield (Choudhary and Suit, 2015). This makes maize a natural candidate for application

of our framework.

The barriers6 to technology adoption discussed above make governement intervention and

synergies between farmer organizations, agro-dealers, and global off-takers a top priority in

bringing small farmholders to market. An important role is played by (re)insurers and more

generally capital market investors willing to act as agricultural risk takers (for diversification

purposes, for example). These market participants offer de-risking solutions that can provide

formidable incentives for technology adoption if properly designed and integrated in a value

chain (e.g., Chavez et al., 2015). We therefore use reduction in insurance costs as a relevant

metric to quantify the economic gains from switching to a more resilient technology. This

is in line with contributions relying on the insurance space as an important benchmark for

price discovery (e.g., Mohtadi and Agiwal, 2012; Michel-Kerjan et al., 2013). Our analysis

differs from these studies in that we consider equilibrium risk transfers in a setting that is

realistic for the case of insurance of large risks such as country-level agricultural production.

In particular, we consider the transfer of risk to a dedicated insurance vehicle, capitalized

with highly rated assets, and used to cover losses as they fall due (see Cowley and Cummins,
6In this study we abstract away from behavioral issues (e.g., Duinen et al., 2015; Cullen and Anderson,

2016) that may affect the demand for more resilient technologies, taking instead the perspective of a rational
aggregator, such as a government or large off-taker.
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2005; Cummins and Trainar, 2009; Biffis and Blake, 2010, 2013, for example).

The paper is structured as follows. In the next section, we provide an overview of the

main risk transfer instruments available in the agricultural space. In section 3, we present

the model setup. In particular, we discuss the problem of maximizing aggregate crop pro-

duction revenue when granular information on weather risk exposures and risk transfer in-

struments are available. In section 4, we outline the machine learning methodology used

to mine satellite-based weather data. In Section 5, we discuss the case of maize production

in Mozambique, illustrating the application of the machine learning methodology and de-

veloping aggregate risk profiles for rainfed and irrigation-based maize production. We then

quantify the economic gains of switching to a more resilient production technology by using

the cost of crop loss insurance as a possible metric. Section 6 finally concludes.

2 Weather risk transfer instruments

Producers in developed markets have access to a wide range of standardized risk transfer

instruments, such as weather and agricultural derivatives, which are traded in exchanges7 or

over-the-counter, as well as insurance contracts offering a considerable degree of customiza-

tion.8 The breadth and depth of risk transfer solutions is instead more limited in developing

countries, but market participants are trying to overcome the main hurdles affecting the

supply and demand side with innovative solutions (see Chavez et al., 2015; Carter et al.,

2016, 2017, for example). These include public-private partnerships, such as those discussed

in Buffett et al. (2016) and section 5 of this paper.

There are three main types of mechanisms allowing producers and off-takers to insure or

hedge agricultural production (see Iturrioz, 2009):

a) Indemnity based contracts. These are proper insurance contracts, in the sense that

the buyer is indemnified against the actual losses incurred in a designated area. Losses
7See http://www.cmegroup.com/trading/agricultural/, for example.
8An example is represented by revenue insurance contracts used in the US (see Iturrioz, 2009).
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covered are those arising from a specific peril (e.g., hail) or from multiple sources of

risk. These contracts are accordingly referred to as named peril or multi-peril insurance,

respectively.

b) Index based contracts. These are hedging instruments offering payouts triggered

by transparent weather indices which should span the losses faced by a hedger in case

of adverse weather events. The mismatch between indexed payouts and actual losses

is referred to as basis risk (see Doherty and Richter, 2002). Indexed contracts should

be cheaper to implement and execute, requiring no post-loss verification, but clearly

basis risk represents a major hurdle to clear (e.g., Elabed et al., 2013; Clarke, 2016).

c) Revenue based contracts. These are contracts indemnifying the buyer against rev-

enue losses resulting from a combination of different risk factors, ranging from adverse

weather conditions to crop prices. They therefore belong to the class of multi-peril

insurance contracts, but importantly they cover a revenue stream instead of crop pro-

duction in a designated area.

In this paper, we will focus on contracts belonging to the first two classes, as type c)

contracts have so far been used mainly in mature markets such as the US. To give an idea

of the main features of these contracts, we provide two simple examples of contract payoffs

for cases a) and b):

a) Consider a multi-peril contract written on crop c. The expected yield is µy > 0 tons per

hectare, and the contract guarantees y tons per hectare, with y ∈ (0, µy], at a forward

market price P > 0 per hectare. The designated area is a > 0 hectare wide. The total

sum insured is therefore y× a× P . Letting Y denote the random yield realized in the

designated area, the indemnity is given by

X = η(Y )× a× P = max (y − Y, 0)× a× P , (1)
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where we have assumed the payoff function η to provide protection against the yield

falling below the guaranteed level y. In insurance space, the threshold y is called

attachment point, indicating the yield level from which insurance coverage starts being

delivered. Cost effective solutions are usually marketed by introducing a detachment

point, y > 0, a yield level at which marginal coverage vanishes. In this case the payoff

function η takes the form

η(Y ) = min
(
max (y − Y, 0) , y − y

)
,

where y − y is also referred to as an insurance layer.

b) Consider a weather index W , which is identified as a good proxy for a collection of

relevant random weather variables Z = (Z1, . . . , Zn)′ capturing weather variability

(e.g., cumulative rainfall, average daily temperature, etc.) over a designated area of

size a. A contract written on index W could then be designed to provide a payoff

XW = γ(W )× a× P

= min (max (W − w, 0) , w − w)× a× P .
(2)

In line with the previous example, this contract pays out if the weather index takes

values between an attachment point w and a detachment point w. For an index-

based contract to be effective, the index W must be close enough (e.g., in a statistical

sense), to the crop yield Y = y(Z). Any mismatch undermines the effectiveness of the

instrument and dampens the demand for it. This is a well known problem limiting

insurance take-up (e.g., Elabed et al., 2013; Clarke, 2016).

In addition to producers and off-takers, several non-governmental and governmental agen-

cies see insurance as an important component of any framework aimed at making agricultural

production more resilient to weather and climatic risks (e.g., Chavez et al., 2015; Buffett

et al., 2016). In the following, we will emphasize the perspective of this last category of
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decision makers, as it seems most appropriate to demonstrate the benefits of upscaling gran-

ular satellite data to deliver optimal risk management solutions at the aggregate level. In

the Mozambique case study of section 5, we will use high resolution satellite weather data

to produce local-to-meso estimates of agricultural production risk, and inform the design of

optimal risk transfer arrangements at the country level. Accordingly, the attachment and de-

tachment points appearing in the contracts considered will refer to country-level agricultural

production thresholds.

3 Model Setup

We assume that an agent sources agricultural products from different areas in a given region,

which may be understood as an area of strategic relevance for a government or a large off-

taker. Different production sites in the region of interest are mapped in terms of pixels with

centroid coordinates given by the pair (i, j), where i denotes longitude and j denotes latitude.

Each pixel can be understood as i) the area managed by a small farmer (organization), ii)

a production site that is homogeneous relative to climatic exposure and soil conditions, or

simply as iii) the maximal resolution delivered by the earth monitoring technology employed.

A fraction F c
i,j of land in pixel (i, j) is planted with crop of type c ∈ C = {c1, . . . , cn},

where C denotes the set of agricultural products. We denote by Aci,j = F c
i,jHi,j the area

planted with agricultural commodity c, where Hi,j is the size of pixel (i, j) expressed in

hectares. Farmers plant seeds at time zero, and collect harvest at time one (end of the

harvesting season).9 The harvest can be sold by the producers in the spot market at price

P c > 0, or at a forward price P c
> 0 agreed at time zero. In general, we can write P c(W ),

and allow spot prices to depend on the realization of weather indices W = {Wi,j}, where the

vector Wi,j = (W 1
i,j, . . . ,W

k
i,j)
′ provides the realizations of k weather indices between time

zero and time one.
9This is for ease of exposition of the model. The numerical examples of section 5 take into account actual

sowing and harvesting dates.
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The producer can employ different production technologies across different pixels. Pos-

sible examples include the following:

• Irrigation-based vs. rainfed production. For each pixel (i, j), a fraction of area

Aci,j relies on irrigation to grow agricultural commodity c ∈ C .

• Crop varieties. Each crop c can be sown with different crop varieties, depending on

how long they take to reach maturity. The idea is that some short cycle varieties can

reduce the producers’ exposure to drought and heat wave stresses, or that some long

cycle varieties may better smooth shocks over time. For example, short cycle varieties

of corn can grow in under 80 days, whereas long cycle varieties can reach maturity in

over 150 days.

• Sowing dates. Sowing dates can be chosen to limit the exposure of critical phases

of crop growth to periods associated with high probability of erratic rainfalls or peak

temperatures. Examples of sowing strategies include the following: i) a baseline case

where sowing is based on historical average sowing dates; ii) a scenario where sowing

is anticipated by ten days relative to the baseline; iii) a scenario where sowing is

postponed by ten days relative to the baseline.

We denote by u = (uci,j)c,i,j the family of production configurations available to the agent.

Assuming no post-harvest losses (i.e., any potential losses affect the harvesting season only),

total gross revenue in pixel (i, j) is given by

Ri,j(u,W ) =
∑
c∈C

Rc
i,j(u,W ) =

∑
c∈C

Y c
i,j(u,W )P c(W ),

where we have emphasized the dependence of yield on both the production technology and

the weather index. Denoting by Kc
i,j the total cost of producing commodity c in pixel (i, j),
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we can write the total net revenue of the agent as

R(u,W )−K(u) =
∑
i,j

(Ri,j(u,W )−Ki,j(u)) ,

with Ki,j =
∑

c∈CK
c
i,j.

To quantify the economic gains from production technology adoption, we will take more

explicitly the perspective of a government, and consider a setting where agricultural insur-

ance/hedging contracts are available. For given production technology u, we assume that

the government incurs the costs of technology adoption, K(u), and supports farmers in case

revenue falls below the historical average µR > 0. The government has therefore crop loss

exposure equal to max (µR −R(u,W ), 0). This is just for illustration, and provides a simple

example of a situation where the government would have to bear the (direct or indirect) costs

of small farmholders suffering from crop losses due to adverse weather conditions. Different

variations of this baseline setup are easily formulated. We assume the agent to be endowed

with utility function U , and derive expected utility from terminal wealth equal to

E [U (H −K(u)−max (µR −R(u,W ), 0))] , (3)

where H is a random variable representing the budget allocated to the agricultural sector,

with H > 0 almost surely. We assume U to be differentiable and satisfy the requirements

U ′ > 0, U ′′ ≤ 0, the case of U ′′ = 0 capturing (local) risk neutrality, and U ′′ < 0 risk aversion.

In the presence of a risk transfer instrument costing π units of money and offering a payoff

X, the government solves the following optimization problem:


max(π,X)∈A E [U (H −K(u)−max (µR −R(u,W ), 0)− π +X)]

subject to π − E [X] ≥ v,

(4)

where A denotes the set of admissible risk transfer instruments, and v is the minimum
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expected return an insurer or hedge supplier would require to participate in the risk transfer

arrangement. The payout X can represent the coverage offered by an insurance contract,

or the payoff of an indexed hedging instrument (see section 2). For a contract (π,X) to be

admissible, we require X to satisfy standard integrability conditions, to take non-negative

values, and to satisfy an upper bound on insurable interest in the case of insurance (i.e.,

X ≤ max (µR −R(u,W ), 0) almost surely).

Problem (4) has been studied extensively at least since Raviv (1979), but is nonstandard

due to the complex dependence of total revenue and contract payouts on weather index

realizations. An additional complication is represented by the fact that problem (4) is not

particularly compelling in the case of country-level solutions, which are more likely to be

delivered by a dedicated insurance vehicle, capitalized with highly rated assets used to cover

losses as they fall due (see Cowley and Cummins, 2005; Cummins and Trainar, 2009, for

example). Since such vehicle would be exposed to default risk, the setup can be formalized

along the lines of Biffis and Millossovich (2013). Focusing on insurance solutions, problem (4)

can then be replaced by


max(π,X)∈A E [U (H −K(u)−max (µR −R(u,W ), 0)− π +X − LGD× 1D)]

subject to E [max(A+ π −X, 0)] ≥ v,

(5)

where 1D represents the default indicator of the risk transfer facility, the default event being

defined as D := {A + π − X < 0}, where A ≥ 0 represents the end-of-period random

market value of the assets backing the facility. The quantity LGD represents the Loss Given

Default of the facility, which is given by X−γ(A+π), with γ ∈ [0, 1] denoting the fractional

recovery of the residual assets (A + π). The upper bound (γ = 1) captures the case of full

recovery, the lower bound (γ = 0) that of zero recovery. Under technical conditions, Biffis

and Millossovich (2013) show that the problem admits a unique generalized solution,10 and
10By existence of a unique generalized solutions we mean that there is a dense subset of parameters for

which the problem has a unique solution, and this solution is stable under small perturbations; see (Zaslavski,
2010).
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that the optimal payout X∗ will provide coverage similar to an insurance layer (see figure 6

for an example).

4 Data mining and weather indices

To define relevant indices for the risk transfer instruments introduced above we follow three

steps: (i) we mine large quantities of satellite data to identify the weather variables that bet-

ter capture the the weather-driven crop yield variability of a pixel; (ii) we design synthetic

crop yields by estimating conditional crop yields, given the the optimal weather indices

computed in point (i); (iii) we aggregate synthetic crop yields to produce risk profiles of

country-level exposure to weather variability. To simplify notation, in the following we as-

sume that the production techology is uniform across pixels and focus on a single commodity,

dropping the index c ∈ C.

4.1 Optimal weather indices

We use a variable selection methodology based on a non-parametric regression approach

known as recursive partitioning. Recursive partitioning is used to construct classification

and regression trees (CART) where groups of response parameters are successively separated

based on their similar response values. Contrary to linear regression models, tree partitioning

allows us to capture non-linear and high order interactions (Breiman, 2001; Friedman et al.,

2001; Vangay et al., 2014). To assess the predictive power of a variable we use permutation

accuracy importance. An alternative approach based on splitting improvement is not pursued

here as it is exposed to potential biases that could be significant in our application (e.g.,

Strobl et al., 2007).

For each pixel (i, j), the data mining procedure provides a weather index Wi,j captur-

ing weather variability within the growing season of the crop of interest under production
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technology u:

Wi,j = h(Zi,j;u)
TZi,j, (6)

where for each pixel (i, j) the vector valued function h(·;u) : Rn
+ → {0, 1}n identifies the

optimal weather index Zk∗
i,j from the Zi,j =

(
Z1
i,j, . . . , Z

n
i,j

)T ensemble of n potential rainfall

or excess temperature variables.11 The variable importance of each Zk
i,j is determined based

on the computation of an ensemble of CART using observed pixel-level yield time series that

each Zk
i,j is regressed against as trees are grown.

4.2 Synthetic crop yields

LetW denote the vector of weather indices designed in the previous section for deficit rainfall

or excess temperature. We will assume that the yield per hectare can be expressed via the

structural equation

Yi,j(W,u) = g(Wi,j, u) + εi,j(u), (7)

where g is a nonnegative deterministic function, and each εi,j is a zero mean, independent

error term. In the context of indexed insurance contracts, the random variables εi,j(u)

channel the basis risk associated with location (i, j). To capture crop yield variation resulting

from variation in the optimal weather index at location, we use a Generalized Additive Model

with cubic regression splines used as smoothing functions. The weather index-driven yield

response model is characterized as follows:

g(Wi,j, u) = Wi,jθ(u) + f1(Wi,j, u) + f2(Wi,j, u) + . . . (8)

In the above, θ is a slope parameter, and each cubic ploynomial function fi applies to the

subinterval [wh, wh+1] of the range of Wi,j(u). The functions are “stitched” together at the
11The potential weather indices are based on daily rainfall or daily maximum temperature pixel-level

datasets. Each potential rainfall or excess temperature index covers a distinct period within the crop growing
period. See figure 4 for an example.
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specific knot locations.

4.2.1 Probability distribution functions

The probability distribution functions of pixel-level weather indices are characterized by

using mixture models involving also a generalized Pareto distribution (GPD). The latter

allows one to accurately estimate the risk of occurrence of events that are both rare and

extreme, within a modified GPD framework across the whole gridded domain studied. We

use the approach with unsupervised threshold selection proposed by Frigessi et al. (2002),

relying on a mixture of Gamma and GDP distributions estimated by maximum likelihood.

4.2.2 Multivariate weather index distribution

In the following, we will also consider vulnerability of crops to both deficit rainfall and excess

temperature stresses that can result in yield losses. To model the dependence of deficit rain-

fall and excess temperature events, we use an Archimedean copula with Gumbel-Hougaard

generator (see McNeil et al., 2015, for an overview of copula-based approaches to risk man-

agement). The marginal distributions are still obtained by applying the methodology of

section 4.2.1 to the optimal deficit rainfall and temperature indices separately.

4.3 Country-level risk exposure

To obtain the country-level aggregate probability distribution of crop production, we com-

pute the weighted sum of pixel-level weather index distributions, fi,j(w), by using the pixel-

level fraction of planted areas. For a given probability α, the country level production loss

is defined as
∑

i,j Ai,j × F
−1
i,j;α(Wi,j, u), where F−1i,j;α(Wi,j, u) is the crop yield attained with a

cumulative probability α with production technology u.
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5 Case study: Maize production in Mozambique

5.1 Data

We optimally design weather indices and carry out crop simulations by using several differ-

ent datasets. We use daily files downloaded from the NASA MERRA open source dataset

(NASA, 2015) to compute 30-year long NetCDF files (1979-2008) for the following vari-

ables: (i) precipitation, (ii) maximum/minimum temperature, (iii) relative humidity, (iv)

sunshine duration, (v) global radiation. Soil data are extracted from the Harmonized World

Soil Database of the International Institute of Applied Systems Science’s online repository

covering Mozambique (see IIASA, 2015). To calibrate crop model simulations under differ-

ent production technologies, we proceed as follows: we retrieve crop management gridded

datasets (i.e., planting, harvesting, and sowing dates) from the Crop Calendar Dataset of

the University of Wisconsin (University of Wisconsin, 2015), and we retrieve crop coef-

ficients from internal databases used to calibrate the DSSAT model at the University of

Florida/AgMIP.12

5.2 Satellite weather data mining

Following section 4, we use machine learning to obtain pixel-level optimal excess heat and

deficit precipitation indices. First, we build pixel-level databases of possible weather indices

based on a 30-year time series of daily weather data (1979-2009). Weather indices computed

on a daily basis are aggregated over different periods of crop growth as follows:

• Heat wave indices. As shown in Lobell et al. (2011), 30°C is identified as a critical

maximum temperature for maize in Southern Africa. The number of days with a max-

imum temperature above 30°C is computed and aggregated over 25 different periods

of the maize growing period in Mozambique.
12See http://www.agmip.org.
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• Deficit precipitation indices. in line with what is done for heat wave indices, we compute

deficit precipitation indices by determining the amount of aggregated precipitation

below the climatological average for the same 25 different sub-periods during the full

maize growing period.

As an illustration, we report in figure 1 some examples of maize yield response to pre-

cipitation indices, and in figure 2 the importance scores of several precipitation indices for

three locations in Mozambique. Figure 3-4 illustrate the results of the pixel-level random

forest-based variable selection. The color of the indices depicted in each pixel of the maps

refers to a duration and time stamp of the weather index within the maize growth cycle.

Colors tending to green-yellow indicate that maize vulnerability is best captured during the

vegetative and germination stages. Pixels of orange-red color indicate that vulnerability is

best captured during the end of the vegetative and flowering stages. Finally, pixels that

have purple-bluecolors indicate that vulnerability is best captured during the final grain fill-

ing and ripening stages of maize crop growth. Figures 3-4 show that the indices that best

capture precipitation-driven stress on the current long growing cycle maize variety planted

in Mozambique are mainly vegetative to flowering stage indices. Only some pixels in the

Southern districts of Mozambique (in blue and purple) indicate that end-of-season indices

are better suited to capture precipitation-driven vulnerability.

< Figure 1 about here. >

< Figure 2 about here. >

< Figure 3 about here. >

< Figure 4 about here. >

5.3 Production technology

Irrigation-based vs. rainfed production. The estimated cost of deploying irrigation

infrastructure accross Mozambique is based on the database on irrigation infrastructure cost
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of the Food and Agriculture Organization’s Aquastat.13 In the numerical application, we

use figures based on the records of the new development of irrigation through a mix of

technologies (gravity diversion, treadle, wind, motorized and electric pumps), resulting in a

cost of $7,611 2016 USD per hectare.

Crop varieties. We consider improved maize seeds retailed by the main seed providers

in East Africa at a cost of $50 per hectare, where we assume a use of 25 kg/ha. The numerical

examples assume three applications of fertilizer (basal, topdressing, and foliar) for a total of

$154 USD per hectare, and crop protection inputs (herbicide an pesticide) for a cost of $38

per hectare. The total cost of inputs per hectar is therefore of $242.

Sowing dates. Sowing dates can be chosen to limit the exposure of critical phases of crop

growth to periods associated with high probability of erratic rainfalls or peak temperatures.

Using historical average sowing dates as the baseline case (zero delay), we consider a scenario

where sowing is anticipated by ten days relative to the baseline, and a scenario where sowing

is postponed by ten days. In both cases, no additional cost is assumed to be incurred. The

change in aggregate country-level risk exposure is found to be marginal, and hence we stick

with the baseline case in the following.

5.4 Aggregate risk profiles

Aggregate risk profiles are computed based on the distributions of production losses expressed

as a function of the pixel-level optimal weather indices. In particular, the distributions are

obtained from the convolution of pixel-level bi-variate index distributions with the response

function of maize yield to indices. After obtaining the distribution of yield loss as a function

of weather indices in each pixel, the distribution of pixel-level production loss profile is

obtained in two steps. First, yield distributions are multiplied by pixel-level sowed area in

order to obtain distributions of production in each pixel. Based on the latter, a country-level

risk profile is then obtained by extracting and summing the production attained in each pixel
13See http://www.fao.org/nr/water/aquastat/investment/index.stm.
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for a given return period.

Soil moisture deficit stress is the first cause of yield loss risk. The deployment of irriga-

tion allows farmers to ensure that sufficient water is available in case of erratic and deficient

precipitations. In particular, irrigation prevents the crop from enduring soil moisture stress

in critical phenological phases such as germination and seedling or flowering, which can

ultimately lead to significant yield losses. However, irrigation does not reduce the expo-

sure to other weather-driven stresses, such as high wind speed, radiation deficits or excess

temperature.

In figure 5, we report the results we obtain by switching rainfed maize production to irri-

gation based production at a national scale, while leaving unaltered the baseline production

parameters in each pixel. In line with the model of section 3, the loss curves in figure 5

quantify losses as dollar shortfall relative to the historical average. The results show a sig-

nificant reduction in the country’s risk exposure. For example, for joint deficit precipitation

and excess temperature events at the 20-year return period, we have a 37% reduction in

country-wide production losses.

< Figure 5 about here. >

5.5 Benchmark risk transfers

To quantify the gains from switching to a different production technology, we compute three

estimates of the cost of developing irrigation infrastructure accross Mozambique using the

FAOSTAT infrastructure cost database.14 With an average cost of $7,600 2015 USD per

hectare for developing an irrigation infrastructure anew, we consider lower and upper bounds

of $3,460 USD and $10,650 USD per hectare corresponding to new irrigation infrastructure

development in neighboring Tanzania and Nigeria, respectively. Bearing in mind that three

million hectares can potentially be irrigated (FAO/WFP, 2010), and that only 2 % of land is
14See http://www.fao.org/nr/water/aquastat/investment/index.stm. The costs expressed in 2000

PPP USD are inflated to 2016 PPP USD levels by applying the relevant cumulative inflation rate.
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currently irrigated, we estimate the lower, average, and upper bounds of developing irrigation

across Mozambique at $10.17 bn, $22.34 bn, and $31.31 bn.

We then apply the model of section 3 to compute optimal country-wide risk transfer

arrangements as follows. In line with Huh and Lall (2013), we assume a negative exponential

parameterization for the utility function, and consider U(z) = − exp(−ψz) for different

values of the parameter ψ > 0. We note that for this utility function optimal decisions are

independent of the level of wealth, and the decision maker exhibits “constant absolute risk

aversion”, which is measured by −U ′′/U ′ = ψ (see Eeckhoudt et al., 2005). In figure 6, we

report the results for the equilibrium payout X∗ resulting from implementation of the model

with input estimates as discussed above, absolute risk aversion parameter ψ = 0.05 and

LGD=0.25 (i.e., 75% recovery of the residual assets in case of default of the risk transfer

facility) for the case of rainfed production. As can be seen from figure 6, the equilibrium

payoff is essentially an insurance layer. In particular, the attachment point is approximately

equal to the 1-in-15 year event depicted in Figure 5 for the rainfed variety, whereas marginal

coverage starts decreasing markedly from the 1-in-25 year event upwards. This motivates the

comparison of different layering schemes to quantify more broadly the economic gains from

switching to a more resilient production technology. In particular, we express the attachment

and detachment levels defining a layer (see section 3) in terms of yield levels corresponding

to different return periods, ranging from one-in-fifteen (1-in-15) year to one-in-two-hundred

(1-in-200) year. We then consider two layering schemes: in the first one (scheme a), we fix

the attachment point at the 1-in-15 year level, and let the detachment point increase from the

1-in-20 to the 1-in-190 year level; in the second scheme (scheme d), we fix the detachment

point at the 1-in-200 year level, and let the attachment point range from the 1-in-190 to

the 1-in-15 year level. We compute the insurance premiums πa and πd for the two layering

schemes by assuming a loading factor of 20%, i.e., we set πj = (1+λ)×E[X] with λ = 20%

and j ∈ {a, d}. We provide results for both the rainfed (ur) and irrigated (ui) crop variety in

figure 7. Although the insurance layers just defined are suboptimal relative to the equilibrium
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outcomes, they allow us to better appreciate how the cost of transferring different layers of

exposure can drop considerably when adopting a more resilient production technology. From

figure 7, we see that the premium reduction is substantial when switching from the rainfed

crop variety to irrigation: the cost reduction is close to 35% for the layering scheme d, which

emphasizes top layers of exposure, and can be above 30% for scheme a. The cost of coverage

for the relatively infrequent layers of exposure considered here is considerably cheaper than

the cost estimates for irrigation development reported above. However, the savings from

switching to irrigation could be more significant if lower layers of exposure were considered,

and if a long run perspective were adopted. For example, we estimate that by looking at the

one-in-three-year production level, the switch could generate annual savings of around 5% of

the average irrigation infrastructure cost estimate. Considering the positive spillover effects

of irrigation on other crops and economic sectors, one could conclude that irrigation might

offer an appealing payback period from the point of view of a government. The approach

developed in this paper provides a robust framework to examine these trade-offs, and can

clearly accomodate different vartiations and extensions of the baseline model considered here.

< Figure 6 about here. >

< Figure 7 about here. >

6 Conclusion

In this paper we have demonstrated how machine learning can be used to mine satellite

data and identify pixel-level optimal precipitation variability indices. The results obtained

for Mozambique demonstrate that the spatial pattern of crop loss exposures is heterogenous

accross the country, but can be properly captured via suitably designed weather indices. The

non-parametric approach used to determine pixel-level yield response to synthetic weather

indices, as well as its probability distribution, allowed us to characterize weather vulnerability

at the local level, while offering a robust approach to bottom-up aggregation. As a secondl
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output of the study, we have obtained aggregate risk profiles that can be used to inform

crop loss risk management strategies at country level, while reflecting the actual footprint of

crop vulnerability at a more granular level. To quantify the economic gains from switching

to irrigation infrastructure accross Mozambique, we computed the reduction in the cost

of insurance (or transfer of risk to a dedicated facility) and found that benefits can be

substantial, in particular when tail events are properly taken into account.
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Figure 1: Generalized Additive Model for maize yield response to grid box-specific precipitation indices in
two locations of Mozambique. The figures illustrate the diversity of responses to precipitation
variability as captured by optimum pixel-level precipitation indices.

27



Figure 2: Random Forest-based variable permutation importance score for 25 precipitation indices explaining
maize yield variability in three locations in Mozambique.
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Figure 3: Maps of pixel-level selected rainfall indices for the current maize variety grown in Mozambique in
rainfed (left) and irrigation (right) scenarios. The indices color code is presented in figure 4.

29



Figure 4: Aggregation period and color code of weather indices. The example of a crop with a growing
cycle length of 135 days is used here to illustrate the 25 aggregation periods used to build the
pixel-level databases of weather indices. Each horizontal bar illustrates the period of aggregation
of an individual Zk

i,j potential rainfall or excess temperature index. The optimal index Wi,j is
selected via a recursive partitioning-based variable importance scoring applied to the ensemble of
potential indices Z1

i,j , . . . , Z
n
i,j .
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Figure 5: Country-level loss curves for rainfed vs. irrigation based production. Losses are defined as USD
shortfall relative to the historical average, and reported for different return periods (one-in-x year
events, with x ranging from 15 to 200). The plot reports baseline loss curves as well as 5%-95%
confidence bands.

Figure 6: Equilibrium payout X∗ in the case where A,H are independent and log-Normally distributed,
and where a Gamma distribution is calibrated to the distribution of the crop loss exposure (on
its positive support) associated with the baseline loss curve for the production loss/shortfall
max (µR −R(W,u), 0). The attachment point is approximately equal to the 1-in-15 year event
depicted in Figure 5 for the rainfed variety, whereas marginal coverage starts decreasing markedly
from the 1-in-25 year event onwards, providing an example of equilibrium payout approximating
an insurance layer.
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Figure 7: Ratio of insurance premiums for different insurance layers according to two different layering
schemes. In both cases a loading factor λ = 20% is assumed. πi

j and πr
j represents the insurance

premiums for the case of irrigated and rainfed production, when the layering scheme is j ∈ {a, d}.
In layering scheme a, we fix the attachment point at the 1-in-15 year level, and let the detachment
point increase from the 1-in-20 to the 1-in-200 year level. In layering scheme d, we fix the detach-
ment point at the 1-in-200 year level, and let the attachment point range from the 1-in-190 to the
1-in-15 year level.
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