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Abstract

This thesis presents new algorithms for the deterministic global opti-

mization of general non-linear programming problems (NLPs).

It is proven that the αBB general underestimator may provide exact

lower bounds on a function only if rigorous conditions are satisfied. These

conditions are derived and the µ-subenergy methodology is proposed to

achieve tighter αBB underestimation when they are violated.

An interval lower bounding test is proposed to improve αBB lower bounds

and avoid expensive algorithmic steps. Piecewise-linear relaxations (PLR)

are proposed for the underestimation of general functions. Calculation of

these relaxations is accelerated using parallel computing.

Quality bounds tightening (QBT) is proposed to reduce the cost of bounds

tightening algorithms by avoiding unnecessary calculations. Violation branch-

ing is proposed to improve the performance of branching strategies by con-

sidering constraint violation when selecting a branching variable. Further-

more, a novel bounds tightening method, PLR bounds tightening (PLR-BT),

is proposed.

Variable-based convexity (VBC) is proposed as a general reformulation

algorithm, to build tighter relaxations by exploiting underlying convexity.

This work also introduces algorithms for parallel branching for the global

solution of NLPs. A parallel node subdivision strategy, Multisection Branch-

ing, is proposed to achieve tighter bounds, and a parallel node selection

strategy, Future Branching, is proposed to accelerate the investigation of the

branch-and-bound tree.

A parallel solver is presented, where MPI is used to distribute node cal-

culations and an asynchronous bounds tightening algorithm is proposed to

reduce bounds tightening wall times. This algorithm is implemented using

multithreading for asynchronous feasibility-based bounds tightening (AF-

BBT).

All algorithms are implemented in a global solver, and its parallel archi-

tecture and features are described. This solver is used to perform numerical

studies on the benefits of using the new algorithms in tandem. The new
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solver is benchmarked against the BARON 15.9.22 global solver for a set of

problems, in which it achieves comparable performance.
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“The Kingdom you see is Carthage, the Tyrians, the town of Agenor;

but the country around is Libya, no folk to meet in war.

Dido, who left the city of Tyre to escape her brother,

rules here – a long and labyrinthine tale of wrong

is hers, but I will touch on its salient points in order ...

Dido, in great disquiet, organised her friends for escape.

They met together, all those who harshly hated the tyrant

or keenly feared him: they seized some ships which chanced to be ready ...

They came to this spot, where today you can behold the mighty

battlements and the rising citadel of New Carthage,

and purchased a site, which was named ‘Bull’s Hide’, after the bargain

by which they should get as much land as they could enclose with a bull’s hide.”

— Virgil in Aeneid
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Chapter 1

Introduction

“Mathematics reveals its secrets

only to those who approach it with

pure love, for its own beauty.”

Archimedes

1.1 Optimization in the grand scheme of things

The concept of optimization is an ancient one. In Elements, Euclid discussed
the problem of calculating the minimum distance between a point and a line, and
proved that a square has the greatest area among the rectangles of equal circum-
ference. Roughly 100 years later, in 200 BC, Zenodorus (according to Pappus and
Theon 1 ), studied Dido’s isoperimetry problem described in Virgil’s Aenēis [137].
According to legend, around 850 BC, Dido purchased land from a local king, by
making a peculiar deal. She would own as much land as she could enclose using
the hide of an ox. She sliced the ox into very thin strips, tied them together, and

1Based on surviving commentaries on Claudius Ptolemy’s Syntaxis Mathematica (Μαθη-
ματικὴ Σύνταξις), or Almagest, written by Theon of Alexandria and Pappus of Alexandria (of
which only fragments survive).
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was able to enclose a sizeable area which would eventually become the city of
Carthage.

The very idea of optimization is intrinsically fascinating to humans. It embod-
ies a process fundamental to our existence: maximising the probability of survival.
If less effort may be invested towards achieving the same result, without spending
additional resources, it feels natural to do so. This forms the basis of technological
advancement, and there is arguably no apparent reason for this, other than natu-
ral selection. Whether consciously or not, this causal effect propagates to every
living organism in existence. Anything that lives, continues to do so because it
subsists in conditions feasible to its existence. If those conditions perish, life is
not sustainable. Thus, optimization may be perceived as a central component to
life itself.

Life is not alone, however, in its quest of achieving feasible optimality. Our
very universe follows the same, if not more constricting principles, which range
wildly – from the cosmic to the micro scale. When a cloud of cosmic dust col-
lapses, the conservation of angular momentum amplifies any initial tiny spin. As
the cloud spins faster and faster, it collapses into a disk, achieving the maximal
balance between gravitational collapse and centrifugal force, which is created by
the rapid spin. The result is observed in the universe as coplanar planets, thin disks
of spiral galaxies, and accretion disks around black holes [139]. When a group
of molecules cools down to form a crystal, the crystal structure is dictated by the
minimisation of the Gibbs free energy [87] [59]. Mirroring its cosmic counterpart,
this is a result of achieving optimal balance between two contradicting effects of
the building blocks of the universe. Tendency to lower energy, and tendency to
maximum disorder.

Abstractly, optimization is the science of achieving optimality 2, or achiev-
ing acceptable balance between contradicting effects. In the natural sense, it is
a central part of how the threads of our universe are interwoven, in a circular
everlasting chain of causality. Our interpretation of natural phenomena is only

2Defined as achieving the most favourable out of all possible outcomes.
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possible because we are a product of those phenomena ourselves, thus limited in
our interpretation by the vary laws we attempt to define3. Mathematically, the
description of this concept is formulated in more modest, albeit – in the author’s
opinion – elegant, ways.

“It seems that if one is working

from the point of view of getting

beauty in one’s equations, and if

one has really a sound insight, one

is on a sure line of progress.”

Paul Dirac

1.2 Deterministic global optimization

Whilst the universe is vast, our ability to study it is limited. Therefore, for the
purposes of this thesis, we consider the special, but rather large, class of problems
consisting of a C2 general non-linear, non-convex objective function f : X → F ⊂
R, X = {xxx : xxx ∈ [xxxL,xxxU ]} ⊂ RN , subject to some general non-linear, non-convex
C2 inequality constraints, ggg : X → G ⊂ RN , and some general non-linear, non-
convex C2 equality constraints, hhh : X → H ⊂ RN . It is desired to find an optimal
value of the objective which satisfies all constraints, i.e., to achieve a feasible bal-
ance between the values the objective may naturally acquire, and the limitations
imposed to that value by the constraints, over domain X . This is illustrated for a
two-dimensional function in Figure 1.1. Ideally, we would like to locate a feasible
point in X where f acquires its the best possible value in the domain, i.e., a vector
xxx† known as a global solution.

3A loose restatement of the anthropic principle [14].
4Source: https://commons.wikimedia.org/wiki/File:LagrangeMultipliers3D.png, released in

the public domain.
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Figure 1.1: A basic optimization problem: find an optimal value of a function
f (x,y) (illustrated as contours on the surface) along the path defined by a con-
straint (red curve) 4.

This description can be encapsulated into a general problem P:

P : min
xxx∈X

f (xxx)

s.t. ggg(xxx)≤ 000

hhh(xxx) = 000

X = [xxxL,xxxU ] (1.1)

Algorithms designed to locate this solution with certainty fall under the field of
deterministic global optimization (DGO).

DGO of non-linear problems is of fundamental importance in many scientific
fields. Solving an optimization problem of a mathematical model may produce
numerous (locally) optimal solutions, and in many types of problems a global
solution may be the only one which corresponds to the phenomenon observed
in nature. Some important examples of this are prediction of crystal structures
[59] 5 , solution of bilevel problems (where the inner problem must be solved to
global optimality) [92], or protein structure prediction [39]. Assuming a well-
defined framework for defining certainty [97] in the context of modern comput-

5Although metastable states (local minima) may be observed in nature, knowledge of the stable
state is important in many applications, e.g., pharmaceuticals.
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ers, DGO methods may locate a global solution within a pre-defined tolerance
(ε−optimality) with theoretical certainty, in finite time [97]. Because of these
properties, DGO methods are ideally suited to this task.

This guarantee of global ε−optimality may also have profound impact in nu-
merous engineering contexts where it is not theoretically required. For instance,
because design optimization problems typically focus on locating a feasible solu-
tion which satisfies a pre-set design goal, considerable development time is spent
in repeated local optimization cycles, in an effort to either locate a solution which
fits that goal, or to ensure that – to a reasonable extent – a particular solution is
the global one. Furthermore, multiple components inherent to local optimization
may be very expensive in this design paradigm. These include difficulties in locat-
ing an initial feasible solution (in tightly constrained problems), numerical issues
due to using non-guaranteed arithmetic, investing significant development time in
ensuring than no better solution may be found, and, of course, being unable to
find the global solution. As DGO methods evolve, it becomes increasingly cost-
efficient to invest the additional computational effort required to solve a problem
deterministically, because it only needs to be solved once.

However, locating xxx† is, in the general case, a very difficult problem (it is,
in fact, NP-hard [135]). Because of this, a number of heuristics 6 are typically
employed in order to ensure that DGO algorithms converge in reasonable time. A
DGO algorithm typically consists of the following steps, which are discussed in
more detail in subsequent chapters:

• Branching [67] [74][17]

– Variable selection

– Node selection

– Domain division strategy

• Tightening of node bounds [17]
6We classify as a heuristic a method which improves performance in unpredictable ways, i.e., a

method were it is not certain a priori whether it will improve the performance for a new problem.
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• Creating efficient 7 convex relaxations [128] of non-convex functions

• Solving those relaxations (e.g. [57])

Most heuristics typically modify parts of those steps in order to achieve better
performance. This is necessary because, due to the infinite variation of mathemat-
ical structure of non-linear problems, there exists no known method proven to be
superior to all others for every type of optimization problem. Each method comes
with its own unique set of strengths and weaknesses.

General non-linear optimization problems are referred to as such because they
are impossible to classify in a finite set of categories using inclusive classifica-
tion. Currently, the prevalent strategy in non-linear classification is one of exclu-
sion: any non-linear problem which may not be classified as a special case, i.e.,
being a strict agglomerate of special structure (e.g., convex, quadratic, polyno-
mial, bilinear, exponential, logarithmic, or symmetric problems), is considered to
be a general non-linear problem. Consequently, numerous algorithms which ex-
ploit special structure have been proposed since the emergence of the field (e.g.,
[83, 118, 78, 128, 129, 130, 85, 147]).

However, DGO algorithms and software are still not able to handle large prob-
lems in reasonable time. At the time of writing of this thesis, there is no software
or known method able to solve an arbitrary non-linear problem with more than
100 highly non-linear variables to global optimality in reasonable time 8. Defin-
ing the problem as arbitrary (which may in principle be anything) might seem too
general, however it is meant to illuminate an important point: after decades of
research, even a rough a priori estimation of the time required to solve a general
non-linear global optimization problem remains elusive. In contrast, for its linear
and local non-linear counterparts a priori solution time based on the number of

7We classify building efficient relaxations as a heuristic, because the criteria to build a tight re-
laxation in a cost-effective way are often based on computational experience rather than theoretical
certainty.

8For the purposes of this thesis reasonable time is considered to be a timespan of a few months
of real time.
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variables is reasonably well-defined, even for millions of variables. In the author’s
opinion, this is due to a number of reasons:

• It is a very difficult problem: non-linear problems may not be finitely clas-
sified in inclusive subsets, for which solution time could be approximated.

• DGO algorithms and implementations have, for the most part, not kept up
with some of the most significant advances in computing technology of the
last two decades, such as parallel and distributed computing, or general-

purpose GPU (GPGPU) programming.

• The focus in DGO research has strongly been in favour of developing tech-
niques to improve algorithmic performance in special cases of non-linear
programming, over developing efficient general-purpose methods (i.e., meth-
ods which may be applied to any functional form and still be efficient).

• Lack of an easy to use, generalised, open-source framework for DGO re-
search, which is maintained in the long-term. Because DGO problems are
very difficult, fast software is a research necessity. However, in order to
achieve good performance, development in a low-level language such as
C++ is often mandatory. This translates into long development cycles and
software which is rarely transferable, where different researchers need to
reinvent the same computational tools.

These observations create incentive to develop new general methods, designed to
better exploit the power of modern computing hardware.

1.3 Goals of this thesis

This thesis aims to provide new theoretical and practical methods to accelerate
the deterministic global solution of general C2 non-linear programming (NLP)
problems. Because of the infinite variation of NLP mathematical structures, DGO
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is, in many ways, a collection of heuristics. Therefore, the methods proposed in
this work cover a wide range of techniques in the DGO spectrum. Specifically,
this work introduces the following:

1. Techniques for formulating tighter convex relaxations of non-linear func-
tions.

2. New branching strategies.

3. New bounds tightening methods.

4. New classes of underestimating functions.

5. Algorithmic refinements to existing methods.

6. Concurrent algorithms for the implementation of parallel branch-and-bound
DGO software.

Some of the methods proposed in this text put together certain elements which are
not typically proposed to work in tandem in DGO. It is the intent of the author to
show that these combinations can be effective and powerful, as well as highlight
certain fundamental insights. In particular:

1. Methods which require vertex calculations may be used effectively in DGO,
and scale well with the number of variables, through the use of parallel
computing.

2. Certain tasks in the classic DGO solution flow are embarrassingly parallel

[93], which may be exploited to great effect.

3. It may be advantageous to reformulate relaxations during the solution flow
of a branch-and-bound algorithm. The cost of reformulating the problem
may be offset by the use of smart reformulating heuristics.

4. Relaxation improvements at function-level do not necessarily translate to
advantages in algorithmic convergence.
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5. Superposition-type underestimators may be, by construction, of limited ef-
fectiveness in many contexts. This is a great opportunity for research, be-
cause, by identifying and classifying these cases, new hybrid methods may
be built to compensate.

6. These limits are theoretically possible to overcome.

7. The tightness-cost ratio of many methods may be strongly dependent on a
solver’s parallel architecture. Depending on the degree of parallelization,
expensive methods may become viable, even for larger problems.

8. Pave the way for solving large-scale global optimization problems deter-
ministically. Although this was not possible in the context of this thesis
due to time constraints, the ideas proposed and the limited implementation
examples describe how such software may be designed and implemented
effectively.

1.4 Outline of the thesis

In light of the above, every chapter of this thesis focuses on different aspects of
DGO. When put together, this information may be used to produce improved, gen-
eral DGO solvers. Chapters 2 through 6 deal with traditional DGO topics, such
as reliable computing, building tighter underestimators, and acceleration heuris-
tics. Chapter 7 describes the first algorithms for parallel computing for the DGO
of NLPs, and Chapters 8-9 demonstrate how all the techniques described in the
previous Chapters may be put together.

Chapter 2 provides an overview of the state of the art in the DGO of non-
convex NLPs, especially general branch-and-bound methods. This thesis makes
extensive use of the αBB algorithm introduced by Maranas et al. [10, 77], which
is described in detail in this chapter. This chapter also provides background infor-
mation on some methods, software, and notation which are used throughout this
thesis.

32



Chapter 3 proposes techniques to improve the performance of the αBB algo-
rithm in cases where it is demonstrated to be theoretically restricted from building
very tight relaxations. It is shown that the αBB underestimator may only yield an
exact lower bound, in a sub-domain where the function is non-convex, if certain
conditions are satisfied. A new class of hyperplane relaxations is subsequently
proposed, built using interval [96, 50] information, which may be used to form
stand-alone, or hybrid αBB relaxations.

Chapter 4 introduces a technique to build arbitrarily tight αBB relaxations in
sub-optimal domains of the solution space, even when the conditions derived in
Chapter 3 are not satisfied. This is done by means of a µ-subenergy [28, 13]
function, which non-uniformly maps the original function into a new hypersur-
face, which we prove to possess special bounding properties. Using this method
the tightest possible αBB relaxations of the new hypersurface which may be pro-
duced will be at least as tight as some pre-defined tolerance. This method is a
proof-of-concept: using the established method to calculated a rigorous modα

vector, i.e., bounds on eigenvalues using interval arithmetic [5], this method will
not produce tighter underestimators than classical αBB. However, it paves the
way for future research by demonstrating an important point: while there exist
theoretical constraints in the tightness of αBB underestimators, they are not im-
possible to overcome.

Chapter 5 focuses more on algorithmic aspects of DGO. It describes improve-
ments on current branching and bounds tightening techniques, and introduces new
ones. These methods are benchmarked using a test set of problems found in the
literature, and the results suggest that some of these methods constitute new, bal-
anced default choices for a general DGO solver.

Chapter 6 describes an algorithmic procedure, variable-based convexity (VBC),
to produce tighter relaxation formulations by exploiting underlying convexity.
This algorithmic procedure is demonstrated to always produce at least as good
underestimators as the classical αBB algorithm, and be efficient in terms of com-
putational overhead.
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Chapter 7 introduces parallel algorithms for Spatial branch-and-bound [97]
methods. In particular, it introduces two general synchronous parallel branching
rules, and discusses their scaling and effectiveness. It also introduces an asyn-
chronous bounds tightening algorithm, and discusses the considerations and trade-
offs of choosing synchronous versus asynchronous implementations.

Chapter 8 describes a general DGO solver, written in C++11 for the purposes
of this thesis, based on the MINOTAUR [76] framework. The αBB algorithm
lies at the core of this solver, and many of its features were written with the ac-
celeration of αBB in mind. The solver makes use of state-of-the-art concurrent
programming tools, such as OpenMP and MPI.

Chapter 9 explores the capabilities of the αBB solver when the new algorithms
presented in this thesis are used in tandem. Computational studies are performed
for a selection of problems from the αBB test set, and it is demonstrated that
appropriate combination of the features of the αBB solver may reduce the wall
time of solving a problem considerably, up to several orders of magnitude. The
performance of the αBB solver is subsequently benchmarked against BARON
[108] 15.9.22, for a subset of the αBB test set which both solvers may handle.

Finally, Chapter 10 summarises the contributions of this thesis, and sets a start-
ing point for future research avenues in the DGO of NLPs. This thesis describes
techniques which may be used to write software for solving large-scale problems
deterministically. However, because solving large-scale general NLPs has never
before been a possibility, most of the dependencies of DGO software are not de-
signed to handle such problems. Thus, further implementation and theoretical
work is required in order to develop software able to solve large-scale problems
efficiently.

Chapter 11 is a list of the publications which resulted, or are in preparation,
from the content presented in this thesis.
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Chapter 2

Background

“If I have seen further than others,

it is by standing upon the shoulders

of giants.”

Isaac Newton

2.1 Origins of modern optimization

The last two centuries were marked by an explosion of effort to find answers to
the optimality problem. Lagrange [66] proposed a method to describe optimal-
ity criteria for constrained problems in his Mécanique Analytique, now known
as Lagrange multipliers. Based on his theory, 136 years later, Kuhn and Tucker
[65] formulated the first-order necessary conditions for optimality in nonlinear
programming, independently discovered by Karush [61] in 1939 and Fritz John in
1948 [43], which are now known as the Karush-Kuhn-Tucker (KKT) optimality
conditions. Martin [80] proved that the class of functions for which these condi-
tions guarantee optimality is that of Type 1 invex functions 1. For the general case,
the second order optimality conditions [98] must also be satisfied.

1An invex function is a differentiable function f :Rn→R for which there exists a vector valued
function g such that f (xxx)− f (uuu)≥ g(xxx,uuu) ·∇ f (uuu), ∀xxx,uuu ∈ Rn.
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Around the same time as Kuhn and Tucker, von Neumann, in a discussion
with Dantzig in 1948, proposed the first interior algorithm for finding a feasi-
ble solution to a linear program with a convexity constraint. Although slower in
practice than Dantzig’s Simplex algorithm [32], Karmarkar [60] showed in 1984
that an interior-point algorithm could solve linear problems in polynomial time.
This sparked renewed interest in interior-point methods which evolved into one of
the most commonly used tools today for the solution of non-linear programming
problems. Interestingly, linear programming had been similarly uninteresting to
mathematicians for more than a century prior to Dantzig’s work (he states that
before 1947 only five papers had been published on special cases of the linear pro-
gramming problem, with no apparent effect on each other [94][42][34][58][52]).

These early efforts remained purely theoretical for a long time. Since the early
work of Charles Babbage and Augusta Ada King-Noel, Countess of Lovelace, on
the Analytical Engine [49], it became conceptually possible to use a machine
to perform calculations, but that technology would not mature for another cen-
tury. It was not until 1936, when Alan Turing published his seminal paper On

Computable Numbers [131], that the concept of a programmable computer which
could perform any conceivable mathematical computation would emerge. Shortly
after, Turing machines began to be invented. In the span of just six years, fully
electronic computers would appear (such as the Atanasoff-Berry Computer). By
the 1960s, computing was already a mature field with numerous publications on
the use of Turing machines to solve optimization problems. In those days, com-
puting capabilities were naturally very limited, and the main focus was on solving
special cases of optimization problems, where problems could be solved in rea-
sonable time by exploiting particular structure; a practice which continues to this
day.
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2.2 General review

Following the development of the first widely used global optimization methods
(Simplex and Interior-point), the field of continuous optimization forked in numer-
ous directions. Some of the largest branches are optimization of linear program-
ming problems (LP), local optimization of NLPs, which may be deterministic or
stochastic, and global optimization of NLPs, which may also be deterministic or
stochastic. Many contemporary DGO methods may trace their origin to certain
seminal pieces of work: the introduction of interval arithmetic [96], the branch-
and-bound methodology [67][74], and the development of the McCormick convex
hull [82, 83].

Methods based on interval analysis are as plentiful as they are diverse [25,
81, 44, 99, 22, 143, 133, 79, 56, 51, 102, 134]. They are typically used to solve
systems of equations, optimization problems, and make up key components of
a thesaurus of algorithms. They are often used in conjunction with branch-and-
bound to produce rigorous bounds, forming the backbone of many contemporary
algorithms. Their greatest strength, apart from rigorousness, is generality: inter-
val methods may be employed to solve problems of very generic structure, even
discontinuous ones.

Branch-and-bound was originally invented to solve integer problems [67];
soon after it was famously proposed as a method to solve the travelling sales-
man problem [74], and has since grown to be a key tool in DGO. Regardless of
the bounding scheme, most DGO methods make use of the branch-and-bound
methodology because it provides a straightforward way to partition the problem
in smaller, easier to solve, sub-problems. It consists of iteratively dividing the
solution space in sub-regions (branching), and using bounds to discard the ones
which are proven not to contain a global solution. Branch-and-bound is also very
popular in mixed-integer problems (both local and global), as it offers a natural
way to explore an integer solution space.

The McCormick convex hull had great impact on subsequent work. Mc-
Cormick used linear constraints to form the convex hulls of a factorable non-
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convex function. This relaxation was used and refined by many subsequent re-
searchers [118, 115, 92, 27, 21, 23, 73, 126, 140, 10, 5, 101], and generalized
McCormick relaxations [92, 115] are used to solve more general problems. It also
greatly inspired the study of convexification [128] of non-convex functions.

Convexification refers to the process of generating a convex approximation of
an original non-convex function. This may be achieved in a number of ways. In
the context of DGO, the new functional form needs to satisfy two conditions: (i)
it must be convex [105], and (ii) it must be smaller than or equal to the origi-
nal function, i.e., be its convex underestimator (or relaxation), everywhere in the
sub-domain of definition. When all functions in an NLP are convexified, a con-
vex lower bounding problem (assuming by convention a minimization problem)
may be formulated, which may be locally solved to acquire a valid lower bound
on the problem in that particular sub-domain. The quality of a relaxation may
be evaluated using its tightness-cost ratio [48], i.e., how closely the convex relax-
ation approximates the values of the original function, against the computational
cost of formulating and solving that relaxation. Convexification is a very active
field of research (e.g., [145, 144, 62, 130, 114, 147, 12, 107, 146, 127]), because
the tightness of relaxations has directly impacts the convergence rate of a DGO
algorithm.

Functions may be convexified in many ways. Special functional forms may be
exploited to create tight convex relaxations. Ideally, we are interested in generat-
ing the convex envelope [128] of a function in a domain, i.e., the tightest possible
convex function which is still an underestimator of f . When this is not possible, a
commonly used measure of tightness of underestimation is the maximum separa-

tion gap: the magnitude of the maximum absolute distance between a valid lower

bound (LB), and a valid upper bound (UB), on the value of f . Convexification
techniques for specific functional forms have multifarious manifestations; for in-
stance, bilinear terms may be convexified by substituting that term by a variable
and additional (McCormick) constraints [83]. Maranas and Floudas [78] derived
tight relaxations for trilinear and fractional functions, while Meyer and Floudas
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[85] derived convex envelopes for edge-concave functions. Zorn and Sahinidis
[147] used a combination of reformulation-linearization [118] and convex enve-
lope construction techniques [129, 130] to produce tight formulations for under-
lying bilinear structures. Kite [136] makes use of interval gradient information to
construct anchored underestimating linear segments. The reader is referred to the
review of Floudas and Gounaris [41] for more examples of relaxations of NLPs.

However, all methods come with advantages and, unfortunately, disadvan-
tages. Typical considerations when evaluating a convexification technique include
tightness, guarantees of better tightness after branching, computational cost/com-
plexity, generality of application in different types of non-linear functions, de-
gree/guarantees of rigorousness, and third-party dependencies (such as requiring
a non-linear solver). While specialised techniques may be very effective when
particular mathematical structure is present, practical problems manifest in in-
finitely many mathematical configurations. Thus, general methods to underesti-
mate these problems are needed. Such methods include: (i) directed acyclic graph
representations where expressions are partitioned into their component parts us-
ing auxiliary variables [17, 128, 72, 122, 130], (ii) propagation of subgradients
to recursively relax expressions [83, 92, 115], and (iii) the αBB [77, 10] general
underestimation methodology.

The main focus of this thesis is to study the solution of general non-linear prob-
lems of type P. To this end, the αBB algorithm is of particular interest. This is
because, unlike many of its counterparts commonly used in general-purpose soft-
ware (e.g., [113, 109, 108, 17, 90]), αBB is able to convexify general functional
forms without requiring presence of special structure (although exploitation of
special structure may accelerate convergence), and without significantly increas-
ing the size of the problem. Although this is a property shared with interval meth-
ods [50], αBB is proven to possess quadratic convergence properties [21] which is
an important component towards avoiding clustering [36, 97, 140] (the other being
the convergence prefactor [140]). It also uses a hybrid underestimation methodol-
ogy for different types of non-linear terms in factorable problems, which makes it
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ideal for experimentation with hybrid forms.
The αBB methodology has seen numerous modifications. Akrotirianakis and

Floudas [6, 7] proposed γBB, an underestimator which uses exponential functions
instead of the standard αBB quadratics, which they proved to be at least as tight
as αBB. Floudas and Kreinovich [40] later proved that the exponential and the
classic αBB underestimators are the only two functional forms with both shift-
invariance and sign-invariance. Meyer and Floudas [86] produced a refinement of
the classical αBB underestimator using a piecewise quadratic perturbation func-
tion. This perturbation function was shown to be able to produce significantly
tighter underestimators than αBB because, unlike standard αBB, it can be non-
convex. Skjal et al. [120] generalised the classical αBB perturbation methodol-
ogy using the non-diagonal βi j elements of the perturbation Hessian matrix. This
method comes at relatively low computational overhead, as the perturbation Hes-
sian can be found by solving a linear problem, with the resulting underestimators
being at least as tight their classical αBB counterparts. Skjal and Westerlund
[119] and Guzman et al. [48] performed computational studies benchmarking the
performance of commonly used components in the αBB framework, concluding
that, for their test sets, the classical αBB algorithm using the Scaled Gerschgorin
theorem [5] is a balanced choice for a default configuration.

Despite such a plethora of methods for valid underestimation of functions,
there is always a need for faster algorithms. To this end, a multitude of acceler-
ation heuristics is typically employed alongside a DGO algorithm. Such heuris-
tics include techniques to tighten the bounds of the box (bounds tightening (BT)
techniques [121, 117, 4, 111, 24, 84, 17, 53, 16, 89, 121, 4, 71]) and branching
strategies [4, 11, 3, 90].

However, despite DGO being a mature enough field such that it has produced
a number of powerful available general purpose software for NLP and MINLP
problems with explicit functional forms (e.g., [113, 109, 108, 17, 90]), modern
algorithms are still not fast enough to solve many practical problems. This is, in
large part, due to two main reasons: (i) the task of deriving high-quality underes-
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timators for general functional forms is very challenging, and (ii) there is a lack
of dedicated parallel algorithms for continuous branch-and-bound problems. In
fact, to the author’s best knowledge, there exists no parallel DGO algorithm in the
literature for general NLP problems at the time of writing of this thesis.

Parallelism in branch-and-bound has been used to solve combinatorial [45, 75,
20] and MINLP [116, 104] problems on multiple occasions. However, paralleli-
sation is typically performed on the integer part of an MINLP. For instance, the
BARON [108] 16.8.2 global solver may employ multithreading to solve difficult
problems with integer variables, by solving MIP subproblems in parallel [110].

As regards the NLP part, if parallelisation exists at all, it is not native, i.e., it
might be used in sub-systems of a DGO solver such as a parallel local NLP or
LP solver. While this might accelerate the bounding part of an algorithm, it does
not provide any scaling with respect to the difficulty of the problem, because it
does not facilitate the exploration of the solution space, i.e., no parallel branching
occurs. This is important because, in DGO, even small problems (in terms of
number of non-linear variables) may require very large solution times, therefore
good parallel scaling with respect to the number of a problem’s variables may not
be at all relevant to the improvement of solution times.

2.3 The αBB algorithm

The αBB algorithm [77, 10] is designed to solve problem P:

P : min
xxx∈X

f (xxx)

s.t. ggg(xxx)≤ 000

hhh(xxx) = 000

X = [xxxL,xxxU ]

where all functions are C2 general non-infinite functions. Assuming some fac-
torable function f , αBB provides an algorithmic procedure such that each term
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of f may be convexified using a different relaxation, depending on its functional
form. The way these relaxations are chosen depends on the implementation of the
algorithm. For instance, in the 1998 implementation of the αBB algorithm, it is
left up to the user to determine what type of relaxation should be used for a par-
ticular functional form. In that implementation, terms are treated independently,
disregarding any possible interactions between them. In the 2016 implementation
of the αBB algorithm (implemented by the author for the purposes of this thesis),
the relaxation of the problem is determined algorithmically, by taking into account
how combinations of terms affect overall convexity, and deriving an optimal re-
laxation.

The αBB approach provides good overall relaxations because it allows to em-
ploy the best known underestimator for each particular functional form. In gen-
eral, it is desirable to create a set of convex functions (or problems), each of which
underestimates one term (or group of terms) of the original function. Superposi-
tion of these functions consequently constitutes a relaxation of that original func-
tion. This is done by categorising the non-linear terms into three groups in the
following fashion:

f = fC + fGNC + fSNC (2.1)

• fC represents the sum of all convex terms, which belong to the set of convex
terms, C. Convex terms do not require underestimation, hence each convex
term is added to the underestimator “as-is”.

• fSNC represents the sum of all special non-convex terms, which belong to
the set of special non-convex terms, SNC. Special non-convex terms are
functions for which optimal (typically the convex hull) underestimating
functional forms (or methods) are known (e.g., bilinear terms [83]).

• fGNC represents the sum of all general non-convex terms, which belong to
the set of general non-convex terms, GNC. General non-convex terms are
defined as such in the sense that there is no known functional form which
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may be used in order to construct a very tight underestimator for these par-
ticular functions.

Underestimating terms of general type is, of course, unavoidable: it is an
impossible task to attempt to derive custom relaxations for every possible func-
tional form, because the possible combinations of elementary functions are infi-
nite. When all functions are convexified, a convex lower bounding problem is
formed, which may be used in a branch-and-bound procedure in order to get a
valid lower bound on the feasible value of f in domain X .

This approach is very general; any C2 non-convex problem may be convexi-
fied using the αBB algorithm without creating significantly larger lower bounding
problems. In contrast, a different family of convexification algorithms is based
on deriving a canonical form (e.g., [121, 130, 91]) for each function. While the
specifics of each approach vary, the general concept is to substitute non-linear
expressions, depending on their convexity or concavity, with additional variables
and constraints, such that the new variables form functional forms for which the
convex hull is known (e.g., a bilinear function). This kind of approach results
in very tight relaxations, however it may introduce too many additional variables
and constraints, rendering the lower bounding problem excessively large. Fur-
thermore, these methods may not be used with function primitives of alternating
convexity (e.g. trigonometric functions), which restricts their generality.

2.3.1 Underestimating general non-convex terms

Maranas and Floudas [77] introduced the αBB underestimator L : X→L for gen-
eral non-convex functional forms:

L(xxx) = fGNC(xxx)+
n

∑
i=1

αi(xL
i − xi)(xU

i − xi)︸ ︷︷ ︸
convexifying quadratic q(xxx)

(2.2)
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where fGNC is the general non-convex part of f over X , n is the number of vari-
ables of fGNC, and ααα is a vector of non-negative real scalars. The reasoning behind
this formulation is to superpose a convexifying quadratic of sufficient magnitude
αi along every basis vector, to fGNC. The components of this ααα vector are depen-
dent on the variable bounds in X .

A matrix of the second derivatives of a twice-differentiable function is known
as a Hessian matrix, defined as follows:

H =


∂ 2

∂x2
1

f (xxx) ∂ 2

∂x1∂x2
f (xxx) . . . ∂ 2

∂x1∂xn
f (xxx)

∂ 2

∂x2∂x1
f (xxx) ∂ 2

∂x2
2

f (xxx) . . . ∂ 2

∂x2∂xn
f (xxx)

. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .
∂ 2

∂xn∂x1
f (xxx) ∂ 2

∂xn∂x2
f (xxx) . . . ∂ 2

∂x2
n

f (xxx)

=


h11(xxx) h12(xxx) . . . h1n(xxx)

h21(xxx) h22(xxx) . . . h2n(xxx)

. . . . . . . . . . . . . . . . . . . . . . . . . .

hn1(xxx) hn2(xxx) . . . hnn(xxx)


The components of the ααα vector may be derived by considering the set of all
possible Hessian matrices of fGNC in X : let the worst-case Hessian matrix of
fGNC, i.e., the Hessian matrix at the point where the matrix produces its most
negative eigenvalue in domain X , be:

H =


h11 h12 . . . h1n

h21 h22 . . . h2n

. . . . . . . . . . . . . . . . .

hn1 hn2 . . . hnn


where the dependency on xxx is omitted for brevity. Then, a positive semi-definite
matrix, H ′, may be produced from H by making the diagonal elements of H more
positive. This may be done by adding an appropriate perturbation matrix to H. A
natural way to achieve this is by adding a quadratic function to fGNC, because the
Hessian matrix of a quadratic hypersurface, Hq, only has diagonal elements:
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H ′ = H +Hq =


h11 h12 . . . h1n

h21 h22 . . . h2n

. . . . . . . . . . . . . . . . .

hn1 hn2 . . . hnn

+


hq11 0 . . . 0
0 hq22 . . . 0

. . . . . . . . . . . . . . . . . . . .

0 0 . . . hqnn


Now, let L in Equation (2.2) be the function to which H ′ belongs to. L will be
convex everywhere in X if all elements αi = hqii are sufficiently positive. Further-
more, because q(xxx) (Equation (2.2)) is strictly non-positive, L is strictly smaller
than fGNC everywhere in X apart from its vertices V = {v1,v2, ...,vN}, where the
two functions coincide by definition. Because L is convex in X , the sum of L and
fC is also a function convex in X [105].

Special non-convex terms are treated in a different way. While, in principle,
they may be underestimated using a general αBB underestimator, other means of
underestimation are typically prefered in order to construct a tighter relaxation
(typically the convex hull) for those terms. The 1998 implementation of αBB [4]
provides formulations for a variety of frequently encountered special cases of non-
convex terms: (i) bilinear, (ii) trilinear, (iii) fractional, (iv) fractional trilinear, and
(v) univariate concave terms.

2.3.2 Underestimating bilinear terms

McCormick [83] suggested that a convex lower bound for a bilinear term x1x2

over the domain (x1,x2) ∈ [xL
1 ,x

U
1 ]× [xL

2 ,x
U
2 ] is given by wB such that:

wB = max{xL
1x2 + xL

2x1− xL
1xL

2 ;xU
1 x2 + xU

2 x1− xU
1 xU

2 } (2.3)

This formulation may be used algorithmically to create a convex relaxation of x1x2

by adding a set of constraints to the problem, and substituting the bilinear term by
a linear variable wB ∈WB, where WB is the set of all variables which substitute
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bilinear terms, everywhere in the problem:

wB ≥ xL
1x2 + xL

2x1− xL
1xL

2

wB ≥ xU
1 x2 + xU

2 x1− xU
1 xU

2 (2.4)

Al-Khayyal and Falk [8] later showed that this relaxation is the convex hull of the
bilinear expression.

2.3.3 Underestimating trilinear terms

In a similar fashion, Maranas and Floudas [78] derived a tight relaxation for a
trilinear term x1x2x3 by decomposing it into two bilinear terms, wB = x1x2 and
wT ∈WT = wBx3:

wT ≥ x1xL
2xL

3 + xL
1x2xL

3 + xL
1xL

2x3−2xL
1xL

2xL
3

wT ≥ x1xU
2 xU

3 + xU
1 x2xL

3 + xU
1 xL

2x3− xU
1 xL

2xL
3− xU

1 xU
2 xU

3

wT ≥ x1xL
2xL

3 + xL
1x2xU

3 + xL
1xU

2 x3− xL
1xU

2 xU
3 − xL

1xL
2xL

3

wT ≥ x1xU
2 xL

3 + xU
1 x2xU

3 + xL
1xU

2 x3− xL
1xU

2 xL
3− xU

1 xU
2 xU

3

wT ≥ x1xL
2xU

3 + xL
1x2xL

3 + xU
1 xL

2x3− xU
1 xL

2xU
3 − xL

1xL
2xL

3

wT ≥ x1xL
2xU

3 + xL
1x2xU

3 + xU
1 xU

2 x3− xL
1xL

2xU
3 − xU

1 xU
2 xU

3

wT ≥ x1xU
2 xL

3 + xU
1 x2xL

3 + xL
1xL

2x3− xU
1 xU

2 xL
3− xL

1xL
2xL

3

wT ≥ x1xU
2 xU

3 + xU
1 x2xU

3 + xU
1 xU

2 x3−2xU
1 xU

2 xU
3 (2.5)

where wT ∈WT , and WT is the set of all variables which substitute trilinear terms.
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2.3.4 Underestimating fractional terms

Fractional terms x1
x2

may be underestimated by introducing a new variable wF and
two new constraints [78] to the relaxed problem, which depend on the sign of the
bounds on x1. For xL

2 > 0, these equations are:

wF ≥



xL
1

x2
+ x1

xU
2
− xL

1
xU

2
, xL

1 ≥ 0

x1
xU

2
− xL

1x2
xL

2xU
2
+

xL
1

xL
2
, xL

1 < 0
xU

1
x2
+ x1

xL
2
− xU

1
xL

2
, xU

1 ≥ 0

x1
xL

2
− xU

1 x2

xL
2xU

2
+

xU
1

xU
2
, xU

1 < 0

(2.6)

where wF ∈WF , and WF is the set of all variables which substitute fractional terms.

2.3.5 Underestimating fractional trilinear terms

For the underestimation of fractional trilinear terms, eight constraints must be
added to the relaxation [78]. A fractional term x1x2

x3
is replaced by a new variable

wFT , and the new constraints for xL
1 ,x

L
2 ≥ 0 and xL

3 > 0 are:

wFT ≥
x1xL

2
xU

3
+

xL
1x2

xU
3

+
xL

1xL
2

x3
−2

xL
1xL

2
xU

3

wFT ≥
x1xL

2
xU

3
+

xL
1x2

xL
3

+
xL

1xU
2

x3
−

xL
1xU

2
xL

3
−

xL
1xL

2
xU

3

wFT ≥
x1xU

2
xL

3
+

xU
1 x2

xU
3

+
xU

1 xL
2

x3
−

xU
1 xL

2

xU
3
−

xU
1 xU

2
xL

3
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wFT ≥
x1xU

2
xU

3
+

xU
1 x2

xL
3

+
xL

1xU
2

x3
−

xL
1xU

2
xU

3
−

xU
1 xU

2
xL

3

wFT ≥
x1xL

2
xU

3
+

xL
1x2

xL
3

+
xU

1 xL
2

x3
−

xU
1 xL

2
xL

3
−

xL
1xL

2
xU

3

wFT ≥
x1xU

2
xU

3
+

xU
1 x2

xL
3

+
xL

1xU
2

x3
−

xL
1xU

2
xU

3
−

xU
1 xU

2
xL

3

wFT ≥
x1xL

2
xU

3
+

xL
1x2

xL
3

+
xU

1 xL
2

x3
−

xU
1 xL

2
xL

3
−

xL
1xL

2
xU

3

wFT ≥
x1xU

2
xL

3
+

xU
1 x2

xL
3

+
xU

1 xU
2

x3
−2

xU
1 xU

2
xL

3
(2.7)

where wFT ∈WFT , and WFT is the set of all variables which substitute fractional
trilinear terms. The full set of constraints for the remaining cases may be found in
[4].

2.3.6 Underestimating univariate concave terms

Univariate concave terms may be trivially underestimated by a linear function at
the lower bound of the variable range. The convex envelope of the concave term
fUT (x), x ∈ [xL,xU ] is :

f̆UT (x) = fUT (xL)+
fUT (xU)− fUT (xL)

xU − xL (x− xL) (2.8)

where wFT ∈WFT , and WFT is the set of all variables which substitute fractional
trilinear terms.

48



2.3.7 The αBB overall underestimator

In light of the above, assuming the problem of minimizing a general function f

with all three types of term groups (convex, general non-convex, and special non-
convex), its general αBB underestimating function f̆ takes the following form
[5]:

f̆ (xxx,www)= fC(xxx)︸ ︷︷ ︸
convex and
linear part

+ fGNC(xxx)︸ ︷︷ ︸
general non-
convex part

+
n

∑
i=1

αi(xL
i − xi)(xU

i − xi)︸ ︷︷ ︸
convexifying quadratic q(xxx)

+
NW

∑
i=1

ciwi︸ ︷︷ ︸
substituted

special non-
convex terms

+
NUT

∑
i=1

f̆UTi︸ ︷︷ ︸
convexified

univariate con-
cave terms

(2.9)
where www ∈W = {WB∪WT ∪WF ∪WFT}, ci is the coefficient of the corresponding
substituted term wi, NW is the number of terms substituted by an auxiliary variable,
NUT is the number of convexified univariate concave terms, and f̆UTi is the convex
envelope of the ith univariate concave term.

2.3.8 Convexification of the feasible region

Convexified constraints ğgg(xxx,www) ≤ 0 are defined over a convex feasible region.
This is not the case however for non-linear equality constraints which are al-
ways defined over a non-convex (non-simply connected) region. Any equality
constraint h which, after any substitutions, still has non-linear terms, must be re-
written as two inequalities of opposite signs:h+N (xxx) = h(xxx)≤ 0

h−N (xxx) =−h(xxx)≤ 0
(2.10)

and these inequalities must be underestimated independently.
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2.3.9 The αBB lower bounding problem

Combining the techniques described in the previous sections, a full lower bound-
ing problem may be formulated for general problem P:

P̆ : min
xxx∈X
www∈W

f̆ (xxx,www)

s.t. ğgg(xxx,www)≤ 000

h̆hhL(xxx,www) = 000

h̆hh+N (xxx,www)≤ 000

h̆hh−N (xxx,www)≤ 000

C(xxx,www)

(2.11)

where˘denotes a convexified function, hhhL refers to equality constraints which, af-
ter any substitutions, only have linear terms, and C(xxx,www) represents all additional
constraints which are added to the lower bounding problem in order to build re-
laxations of special non-convex terms.

2.3.10 Rigorous calculation of α

Maranas and Floudas [77] derived that a single value of α = max(0,−1
2λ min),

where λ min is the minimum eigenvalue of the set of Hessian matrices of fGNC(X),
is sufficient to construct a convex underestimator of f . This was later refined to a
vector of values instead of a single scalar using the Gerschgorin theorem [4], with
each component αi = max(0,−1

2λ min
i ) corresponding to a row of the worst-case

scenario Hessian matrix of fGNC(X).
The αBB algorithm [10] does not dictate a particular method for the calcula-

tion of the components of the ααα vector. The sole requirement is that these com-
ponents are sufficiently positive, such that an underestimator with a positive semi-
definite Hessian matrix everywhere in X may be produced. One way to derive
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this value is analytically. However, the Abel-Ruffini theorem [29] states that, for
matrices of dimension greater than 4, eigenvalues cannot be expressed in terms of
elementary functions. Thus, for problems of high dimensionality, calculation of
eigenvalues must be performed numerically.

Adjiman et al. [5] proposed interval arithmetic as a means of deriving the
components of ααα rigorously for the general case. Given the symbolic expressions
of the second derivatives of fGNC (or their equivalents through automatic differ-
entiation), the interval Hessian matrix [H f ] of fGNC may be constructed, where
[] denotes an interval matrix. Rigorous bounds on the eigenvalues of the origi-
nal Hessian matrix of fGNC over X may then be extracted from [H f ] by using an
eigenvalue bounding theorem for interval symmetric matrices, such that:

αi = max(0,−1
2

λ
min
i ) (2.12)

where i corresponds to the ith row of [H f ]. Adjiman [4] studied multiple alterna-
tives, where the Scaled Gerschgorin theorem was shown to be a balanced choice
with respect to computational cost and quality of bounds, especially for larger
numbers of variables. Guzman et al. [48] and Skjal and Westerlund [119] also
found this to be the case in comparisons with more recent methods, such as the
Brauer theorem [119]. It should be noted that interval arithmetic is not the only
possibility. For instance, Monnigmann [95, 33] proposed an eigenvalue arithmetic
for fast calculation of spectral bounds of Hessian matrices. For the purposes of
this thesis, however, eigenvalue bounds are derived using the Scaled Gerschgorin
theorem because of its overall balanced performance.

Theorem 2.3.1 (Scaled Gerschgorin). For any positive vector ddd and a symmetric

interval matrix [A], define the vector ααα as:

αi = max

(
0,−1

2

(
α ii−∑

j 6=i
|α|i j

d j

di

))
(2.13)

where |α|i j = max{|α i j|, |α i j|}. Then, for all A ∈ [A], the matrix AL = A+ 2∆
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with ∆ = diag(αi) is positive semi-definite.

2.4 Final notes on the αBB algorithm

The αBB algorithm is of central significance to this thesis, as many of the methods
presented in this text are designed to work in conjunction with this algorithm, or
accelerate its convergence. The αBB algorithm was selected as a basis for these
methods because it encapsulates certain powerful properties:

1. It is proven to improve the maximum separation distance between functions
and their relaxations quadratically [21].

2. It may be used to relax very generic problems, provided that all functions
are C2, as opposed to other methods which are powerful, but require special
structure (e.g., the polyhedral branch-and-cut algorithm [130]).

3. It does not significantly increase the size of a problem in order to produce
its relaxation, as opposed to reformulation-type algorithms (e.g. [121]).

4. It is designed to be a hybrid underestimation technique (i.e., it seamlessly
combines different underestimating expressions), which renders it an ideal
tool to perform experiments in formulating hybrid relaxations.

As mentioned in the general review, a number of extensions [6, 7, 86, 120,
68, 119] have been proposed in order to improve the performance of αBB in NLP
problems, with Guzman et al. [48] performing rigorous benchmarks of these ex-
tensions for a plurality of problems.

These extensions were proposed because there are cases where the αBB algo-
rithm does not converge quickly. In particular, as we demonstrate in the following
chapter, the convergence of αBB may be negatively impacted in domains where
a function is non-convex, and/or interval arithmetic consistently produces poor
containment sets. The special underestimators described in the previous sections
were introduced in the αBB methodology as a means to safeguard against terms
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for which the general underestimator performs sub-optimally. However, it is in-
tractable to include special underestimators for all possible cases, and such an
effort would invalidate the point of using a general underestimator. Some of these
extensions have tackled this directly, by making the αBB underestimator piece-
wise, or by superposing f to a non-convex convexifying function.

The author’s computational experience suggests that, while there are numer-
ous paths towards tightening an αBB underestimator, it is very difficult to do so
in a cost-efficient manner, because the classical (original) form exhibits a remark-
able cost-tightness ratio. Therefore, it was decided to use the classical form of
αBB [77] in this thesis. Specifically, this choice provides two distinct advantages
in terms of flexibility: (i) any method proposed to improve the performance of the
classical form may be used with its extensions as well, and (ii) it is easier to trace
causal links between algorithmic performance and problem formulation, and any
such identified links may be inherited to all extensions.

This thesis aims to make a dual contribution to the αBB framework. The
first is theoretical: it proposes formulations and heuristics which may be used
alongside αBB and any of its extensions to improve performance. The second is
practical: this thesis proposes a number of design and implementation paradigms
designed to exploit multicore and multiprocessor hardware, and demonstrates that
such techniques may be used to change the current balance between relaxation
tightness and cost.

2.5 Background of computational experiments

2.5.1 Software

A general DGO solver based on αBB is written in C++11 for the purposes of this
thesis, and is described in detail in Chapter 8. All algorithms described in this text
are implemented in this solver, and all benchmarks presented in future chapters
are performed using the αBB solver. These benchmarks consist of comparisons
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of runs on a test set of problems (Section 2.5.3) using the new methods introduced
in this thesis, against runs using an αBB baseline.

The αBB baseline consists of the results of solving all problems in the test
set with the αBB solver for a maximum of 500 CPU seconds, using the most
non-convex variable branching strategy [4], the Scaled Gerschgorin theorem [4]
for eigenvalue bounding calculations, and a convergence tolerance of 1.e−3. All
configuration options for the αBB baseline are given in Appendix A. The base-
line CPU times and iterations at solver exit for every problem in the αBB test set
(Section 2.5.3, Appendix B) are given in Appendix F. All other benchmarks are
created by solving all problems in the test set after changing one (or more) of the
options in this configuration2, as required by each algorithm. None of the con-
vergence or bounding options vary between benchmarks, unless explicitly stated
otherwise. The raw data for all benchmarks are provided in Appendix F.

The αBB solver creates all relaxations automatically without any intervention
from the user. In its default mode, it may automatically recognise bilinear terms,
for which it employs the McCormick relaxation as described in the sections above.
The convex part of a function is also determined automatically: the solver may
identify convexity in the form of simple quadratic terms, or in the form of general
terms with positive semi-definite interval Hessian matrices.

Finally, in all benchmarks of parallel code, wall time is used instead of CPU
time. In the current implementation of the αBB solver, when an OpenMP thread
or MPI process is idle it consumes CPU time, therefore when parallel computing
is used the corresponding CPU time is approximately the wall time times the
number of threads/processes. Care was taken to perform these measurements on
an unloaded system running only the αBB solver.

2.5.2 Hardware

All tests are performed on a desktop computer using a 4-core Intel R© i7-2600 CPU
at 3.4 GHz, with 16 GB of RAM, running Ubuntu 16.04 LTS. Each of the 4 cores

2This change is evident in the text, e.g., if using the PLR method, then usePLR = true.
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has two logical processors which share the L1 and L2 cache memory modules of
their core. The L3 cache is shared by all cores.

2.5.3 Test set

A set of test problems was compiled using problems found in the literature for
the purposes of this thesis. This set, referred to as the αBB test set, consists of
93 randomly3 chosen NLP test problems between 1-100 variables found in the
literature, specifically in PrincetonLib [2] and MINLPLib2 [1]. A complete list of
these problems is given in Appendix B.

2.5.4 Performance profiles

Dolan and Moré [35] provided a seminal tool for the evaluation of solver per-
formance, namely performance profiles. Performance profiles are designed to
provide a more holistic overview of the strengths and weaknesses of solvers when
solving problems in a given problem set. One of the greatest advantages of this
method is that it provides an overall picture which is insensitive to influence by a
small minority of problems.

A performance profile in constructed as follows: assume there are ns solvers
and np problems. For each problem p and solver s, we define:

tp,s = computing time to solver problem p by solver s.

Then, a baseline for comparisons is needed. The performance on problem p by
solver s is compared with the best performance by any solver on this problem, i.e.,
a performance ratio

rp,s =
tp,s

min{tp,s : s ∈ S}
(2.14)

3Random selection in this context means that no problem was selected because of any special
mathematical structure it might possess, other than being a C2 NLP problem.
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is used, where S is the set of solvers. A parameter rM ≥ rp,s is chosen arbitrarily,
such that rp,s = rM if and only if solver s does not solve problem p.

Thus, an overall assessment on the performance of a solver may be obtained
through the cumulative distribution function (ρs) of the performance ratio:

ρs(τ) =
1
np

size{p ∈ P : rp,s ≤ τ} (2.15)

Equation (2.15) describes the probability ρs(τ) for solver s∈ S that a performance
ratio rp,s is within a factor τ ∈ R+ of the best possible ratio.

A performance profile is then constructed by plotting this distribution function
of a performance metric (usually the CPU time). This profile for a solver s (ρs :
R→ [0,1]) is a non-decreasing, piecewise constant function, continuous from the
right at each breakpoint.

Interpretation

Detailed analysis on the interpretation of performance profiles may be found in[35].
In this section, I highlight the most important points:

1. ρs(1) represents the pure number of wins. If the reader is only interested
in the number of times that this solver had the best performance out of all
other solvers, this is represented by the probability at τ = 1.

2. For greater time factors, τ , the probability ρs(τ) represents the probability
that solver s will solve a problem within a time factor τ of the best solver.
For instance, if τ = 2, ρs(2) represents the probability that solver s will
solve a problem within twice the time reported by the best solver.

3. For any time factor τ , (1− ρs(τ)) represents the probability that a solver
will not successfully solve a problem within this time factor.

4. For large time factors, the probability distribution function is expected to
plateau. The difference in the probabilities between solvers at those time

56



factors provides an overview of which is the best solver in terms of how
many problems were solved successfully in the given time-frame.

5. One of the greatest strengths of performance profiles, i.e., that they are in-
sensitive to significant differences in a minority of problems, may also be
one of the shortcomings of the method. Because of this insensitivity, if an
algorithm achieves remarkable improvement for a few of the most difficult
problems in the set, this improvement may be nearly invisible in the per-
formance profiles. In order to investigate improvements of this kind, other
methods, such as CPU time ratios, may be used instead.

Use in this thesis

Performance profiles may be used to compare different metrics, such as CPU time,
number of iterations, or others. In this thesis, I use CPU time as the comparison
metric, or wall time when calculations are performed in parallel.

While performance profiles were originally suggested as a means of compar-
ing the performance of different solvers, in this thesis they are used to compare the
performance of different algorithms or implementations used by the same solver,
unless explicitly stated otherwise.

Finally, while log2 profiles provide better overview of the data [35], this was
determined not to be necessary for the purposes of this thesis. The regular scale is
used instead, in order to build better intuition in the interpretation of the data.

2.6 Notation

Before proceeding to the following chapters, I introduce key notation. Given the
optimization problem P described in Equation 1.2, function f : X0→F0⊂R, X0 =

{xxx : xxx ∈ [xxxL,xxxU ]} ⊂ Rn, is a general C2 function. The domain X0 is defined to be
the root node, while a sub-domain X ⊆ X0 refers to an arbitrary node X during the
process of a branch-and-bound tree (which may also be the root). All inequality
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constraints ggg : X0→ G0 ⊂ Rn and all equality constraints hhh : X0→ H0 ⊂ Rn are
also general C2 functions.

A value f ∗ ∈ F0 refers to an arbitrary value of f , but in practice it is preferred
to be the best upper bound (BUB) across the entire branch-and-bound tree, and
xxx∗ ∈ X0 is a point such that f (xxx∗) = f ∗. A value f † ∈ F0 is the function value at
a global minimum xxx†. The value at the global minimum xxxm of f in X is denoted
as f m ≥ f †, f m ∈ F ⊆ F0. The set I ⊂ Rk refers to the image of multiple (k)
functions drawing values from the same domain X ⊆ X0. A sub-domain of X0 will
be referred to as sub-optimal, if f acquires values greater than f ∗ everywhere in
that sub-domain. The capital superscript I represents an interval variable, while []

denotes an interval matrix.
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Chapter 3

Interval-based hyperplane
relaxations

“In mathematics the art of

proposing a question must be held

of higher value than solving it.”

Georg Cantor

3.1 The convergence prefactor – a symptom of un-
derlying theoretical limits

Even though αBB is proven to possess quadratic convergence [92], which is im-
portant in preventing clustering [36, 97], there are still cases where clustering
occurs [140]. Neumaier [97], in his analysis of the cluster problem, suggested
that, even with second-order convergence, the number of boxes still has exponen-
tial dependence on the problem dimension. More recently, Wechsung et al. [140]
concluded that, under certain assumptions, there is an upper bound for the value
of the prefactor in order to prevent clustering using the αBB algorithm. However,
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small convergence prefactors are a symptom of slow convergence, not the cause1.
In order to illustrate the importance of the correlation between the prefactor and
convergence rate, consider the following example:

Example 3.1. Let the maximum separation distance be described as [140]:

d =UB−LB≤ Kw(X)β (3.1)

where w(X) is the maximum width w(X) := max
i
(xU

i −xL
i ), β ≥ 0, UB is an upper

bound on function values in that node, and LB is a lower bound on function val-
ues in that node. Without loss of generality, assume that this distance decreases
quadratically in every iteration, i.e., w(X)β = −K(y)2 + c, where y is the current
iteration and c is some positive constant, such that the width at the first iteration is
w(X0) = 10000. We want to investigate the theoretical shrinkage of the separation
distance d for the next 100 iterations, for different prefactors. An illustration of
such possible progressions is provided in Figure 3.1. Given infinite iterations or
an infinite initial separation distance, a quadratic convergence rate will eventually

surpass a linear one, however, in practice, problems converge in finite iterations
and yield a finite initial separation distance. Therefore, depending on the con-
vergence prefactor, a linearly convergent algorithm may be considerably faster at
solving a problem than a quadratically convergent one.

Depending on the structure of a problem, superposition-type algorithms such
as αBB may become susceptible to small prefactors. In an attempt to discover
one of the underlying reasons, I perform an analysis of the conditions necessary
to get an exact lower bound on a non-convex function using a general αBB un-
derestimator.

1By definition, convergence is characterised strictly by the order of convergence, independently
of the convergence pre-factor value. However, algorithms of the same order of convergence may
exhibit drastically different behaviour. Furthermore, the same algorithm may exhibit great vari-
ation in the time required to solve different problems, even if they possess similarities in their
mathematical structure.
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Figure 3.1: Illustration of possible theoretical convergence rates with different
convergence prefactors.

3.2 Limit of αBB separation gap in non-convex do-
mains

Consider an αBB underestimator L of a general function f , over some domain
X ⊆ X0 ⊂ Rn where f is non-convex. The tightest possible form of this under-
estimator may be calculated if exact eigenvalue bounds (λ min

i ) are known. L is a
superposition of a convex function over the original function f . Because of this
functional superposition, the maximum separation gap between the minimum val-
ues of f and L in X will always be non-zero unless the minima of f over X lie
on the vertices of the box. If the minimum in node X does lie at a vertex, it is
interesting to derive the conditions for which getting an exact lower bound using
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αBB is theoretically possible. In order to motivate this approach, consider the
following optimization problem:

min
x∈X0

f (x) = sin(5x)+ x2 +2, X0 = [−2,2] (3.2)

The solution x† of this problem yields an objective value of f † = f (−0.29085) =
1.09137. Now consider that, during the course of a branch-and-bound tree, we
wish to formulate the lower bounding problem for node X = [−2,−1]. The exact
lower bound of the second derivative of f in X may be derived analytically, i.e.,
f ′′(X) = λ min = −21.9731⇒ α = 10.9866, forming the αBB relaxation of the
original function:

min
x∈[−2,−1]

L(x) = sin(5x)+ x2 +2︸ ︷︷ ︸
f (x)

+ 10.9866(x+2)(x+1)︸ ︷︷ ︸
convex quadratic perturbation q(x)

(3.3)

where, without loss of generality, x2 is treated as a general non-convex term. This
problem is illustrated in Figure 3.2. Note that even if the value at the global mini-
mum f † = 1.09137 is known, domain X may not be fathomed without branching
anew.

The αBB underestimator convexifies f by adding enough convexity to com-
pensate for the worst-case scenario of non-convexity. A quadratic curve has a
constant second derivative throughout X , which makes it ideal since, in the gen-
eral case, it is not known where the worst-case scenario occurs. The quadratic
compensates for this by adding constant curvature at every point in the interval.
In node X , this scenario is the minimum value of the second derivative of f in X ,
at x =−1.

This convexification, however, comes at a price: the superposition will only
match the original function at the vertices of the box X , forcing a gap between the
two functions everywhere else. For instance, at the minimum of f in X , q adds
q(−1.448) = −2.7169 making the result such that the node cannot be fathomed.
It may be proven that this cannot be avoided: if a smaller α is used, there will
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Figure 3.2: Illustration of the tightest possible αBB underestimator L(x) of f (x)=
sin(5x)+ x2 + 2,x ∈ [−2,−1]. It is theoretically impossible to fathom this node
without branching.

be at least one point in X where L is non-convex. Furthermore, because f is
non-convex in X , α must be non-zero. Thus, min

x∈X
( f (x)) > min

x∈X
(L(x)), unless the

optimal solution lies on one of the vertices, v∈V = {v1,v2, ...,vn} ⊂ X of the box,
where it is possible for these two minima to coincide.

Theorem 3.2.1. If f is non-convex over a non-zero domain X ⊆ X0, an αBB

underestimator may only yield the minimum value f m = min
xxx∈X

f (xxx) if the solution

xxxm = argmin
xxx∈X

f (xxx) which corresponds to that value lies on a vertex, v ∈V , of X.
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Proof. Assume that xxxm is not a vertex of the box X . Then, at xxx = xxxm:

L(xxxm) = f (xxxm)+
N

∑
i=1

αi(xL
i − xm

i )(x
U
i − xm

i ) (3.4)

The quadratic perturbation in this equation is strictly negative if xxxm does not be-
long to the set of vertices V . This means that if xxxm /∈V , L(xxxm)< f (xxxm).

Theorem 3.2.2. If f is non-convex over X ⊆ X0, and its minimum xxxm lies on a

vertex v ∈V ⊂ X, min
xxx∈X

L(xxx) = f m⇔ αi ≤
∇xi f m

xU
i +xL

i −2xm
i

, i = 1, ...,N.

Proof. Because L is convex, if it has a stationary point in X then its minimum
value must be at that point. We discern two cases when the optimum of f belongs
in V : (i) L has a stationary point in X , and (ii) it does not.

(i) There is a stationary point. Then:

∇L(xxxm) = 0⇔∇xi f (xxxm)+αi(2xm
i − xU

i − xL
i ) = 0

⇔αi =
∇xi f (xxxm)

xU
i + xL

i −2xm
i
, ∀i = 1, ...,N (3.5)

which is always true because, if X is a non-zero interval, 2xm
i − xU

i − xL
i = 0

only at the midpoint M of X , and M /∈V by definition.

(ii) There is no stationary point in X . In this case, L must vary monotonically in
each xi, therefore L(xxxm) lies on a vertex as per the rules of monotonicity over
an interval. If the partial derivative of some variable xi is non-zero, there are
two cases for the sign of the gradient components at that vertex:

1. ∇xiL(xxx
m) > 0. If the function is increasing, then xm

i must be at the left
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side of the interval, because it is a minimum: xm
i = xL

i . Then:

xU
i ≥ xL

i ⇔xU
i − xL

i > 0

⇔xU
i + xL

i −2xL
i > 0

⇔2xm
i − xU

i − xL
i < 0 (3.6)

Now that the sign of this expression is known, the value of αi may be
bounded from above:

∇xiL(xxx
m)> 0⇔∇xi f (xxxm)+αi(2xm

i − xU
i − xL

i )> 0

⇔αi <
−∇xi f (xxxm)

2xm
i − xU

i − xL
i

⇔αi <
∇xi f (xxxm)

xU
i + xL

i −2xm
i

(3.7)

2. ∇xiL(xxx
m) < 0. Similar to before, if the function is decreasing then xm

i

must be at the right side of the interval: xm
i = xU

i ⇔ 2xm
i − xU

i − xL
i > 0.

Then:

∇xiL(xxx
m)< 0⇔∇xi f (xxxm)+αi(2xm

i − xU
i − xL

i )< 0

⇔αi >
−∇xi f (xxxm)

2xm
i − xU

i − xL
i

⇔αi <
∇xi f (xxxm)

xU
i + xL

i −2xm
i

(3.8)

which is the final condition to prove the original statement.

It follows that, even if all interval calculations on the curvature of f in X are
exact, it is impossible to get an exact lower bound on the minimum value of the
objective function using a classical αBB underestimator, unless the solution of
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problem P̆ satisfies Theorems 3.2.1 and 3.2.2 in that box. This means that if any
of the αi components is greater than

∇xi f m

xU
i +xL

i −2xm
i

in a box, it is impossible to get
that exact lower bound regardless of whether the minimum lies at a vertex or not.
In fact, if the function has highly negative eigenvalues in some parts of the region,
the separation distance can be very large, even with exact eigenvalue calculations,
as inferred by the maximum separation distance [10] (dmax) formula:

dmax =
1
4

N

∑
i=1

αi(xxxL,xxxU)(xU
i − xL

i )
2 (3.9)

Making the αBB underestimator tighter than this theoretical limit is a difficult
task (but not impossible, as I demonstrate in Chapter 4). As a first step, hybrid
underestimation techniques are investigated in order to narrow this theoretical sep-
aration gap.

3.3 Zero-order interval relaxations

3.3.1 Interval lower bounding test

In Section 3.2 it was shown that a superposition underestimator like αBB (Equa-
tion (2.2)) may reach theoretical underestimation limits in certain sub-domains.
Figure 3.3 illustrates the underestimation problem used in the previous section,
only now the infimum of the interval evaluation 2 ( f I) of f has been added to
the plot. It is observed that, if the global minimum is known, it is now possible
to fathom sub-domain X = [−2,−1] by taking both αBB and f I into account.
A simple way to exploit and integrate this information in the αBB flowchart is
shown in Figure 3.4. A lower bound check before (or after) the bounds tightening
step between the interval lower bound of the objective and the BUB may have
tremendous impact on performance, as indicated by the performance profiles [35]
illustrated in Figure 3.5. The reasons for this improvement are multifarious:

2Using natural interval extensions [50].
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Figure 3.3: Combination of zero-order interval underestimator and αBB.

1. Nodes are fathomed earlier than normally possible using αBB alone, mak-
ing the tree smaller and accelerating convergence.

2. Depending on the functional form of the objective, interval analysis may
sometimes give close-to-exact, or even exact, bounds.

3. Fathoming a node right after the branching step bypasses expensive op-
erations such as performing bound updates and solving upper and lower
bounding problems, as shown in the flowchart in Figure 3.4.

4. Setting the node lower bound to max( f αBB, f I) changes the tree exploration
path, as well as allows fathoming more nodes if a better BUB is discovered.
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Figure 3.4: Flowchart of αBB augmented by an interval LB test.
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Figure 3.5: Performance profiles for αBB against αBB+ interval lower bounding
test for 93 general NLP problems

5. There is no calculation overhead because the objective interval evaluation
is “free”: f I is calculated during automatic differentiation graph walks for
interval derivatives.

This interval test is not used for any other functions apart from the objective, be-
cause, as far as constraints are concerned, it overlaps with feasibility-based bounds
tightening.

The results suggest that this technique should always be used in conjunction
with the classical αBB algorithm, because there is great potential for improved
performance, with no computational overhead.
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3.3.2 Interval lower bounding formulation

While the interval lower bounding test provides strong acceleration, it may be
sub-optimal: it is a binary check, which does not actually tighten the relaxation. It
checks for a fathoming opportunity, and if the node cannot be fathomed it replaces
the lower bound with a better one. As an alternative, problem P̆ may be reformu-
lated such that the non-smooth relaxation illustrated in Figure 3.3 is formed, by
using an auxiliary variable t which draws its value from the interval values of
f (X):

PIre f : min
xxx∈X
t∈F I

t

s.t. f̆ (xxx)≤ t

ğ(xxx)≤ 000

h̆L(xxx) = 000

h̆+N (xxx)≤ 000

h̆−N (xxx)≤ 000

X = [xxxL,xxxU ], F I = [ f I, f I
] (3.10)

If at least one upper bound has been found, then F I = [ f I, f ∗] may be used in-
stead. From a theoretical perspective, forming this non-smooth relaxation does
not present any advantages over the algorithm in Figure 3.4. If f I is such that the
node may be fathomed, both alternatives will fathom that node. If, on the other
hand, f I is such that it improves the feasible value of the relaxation, the algorithm
in Figure 3.4 provides the same value and feasibility information.

However, there are two practical reasons for which it may be desirable to use
this reformulation:

1. In DGO it is not uncommon to come across LB problems of very large mag-
nitude, with lower bounds often being in the scale of −1020−50 in the early
levels of the branch-and-bound tree. Using an equivalent reformulation of
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the interval lower bounding algorithm may accelerate the solution of local
problems in cases of very large αBB bounds, since the relaxation may now
converge earlier at the tighter value f I.

2. Interval lower bounding is a technique which is trivial to implement in any
existing software, for great performance benefits. Nevertheless, interval
arithmetic is not available in all software. Problem PIre f allows a user to
evaluate f (X0) in some other package, and use that value in any software
by properly setting the bounds of t. Depending on the functional form of
the objective, interval bounds at the root node may be much tighter than the
methods implemented in an existing software. If used in such a way, the
user would need to reformulate the input problem as follows:

PIre f Input : min
xxx∈X
t∈F I

t

s.t. f (xxx)≤ t

ggg(xxx)≤ 000

hhh(xxx) = 000

X = [xxxL,xxxU ], F I = [ f I, f I
] (3.11)

This reformulation was tested in the αBB test library, and the performance pro-
files against the baseline αBB algorithm and the interval LB test are presented in
Figure 3.6 using two different local solvers to solve the lower bounding problems,
IPOPT [138] and Filter-SQP [38].

While consistently dominant against standard αBB, the interval LB reformu-
lation does not seem to be more efficient than the interval LB test. In fact, it
performs worse for smaller time factors. This is not surprising because the re-
formulation was theorised to increase performance for more difficult problems.
Therefore, some of the easier problems are removed from the results (i.e, prob-
lems with solution time ≤ 60 CPUs), and the profiles are re-calculated. In these
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Figure 3.6: Performance profiles for αBB and both zero-order techniques.

new profiles, illustrated in Figure 3.7, the reformulation provides a marginal ad-
vantage for a few of the more difficult problems.

The results suggest that this reformulation will rarely be more efficient than
the interval LB test, but would constitute and ideal alternative in cases where
implementation of the interval LB test is not possible.
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3.4 First-order relaxations

3.4.1 Piecewise linear underestimators

Unlike zero-order methods, superposition-free underestimators constructed using
interval inclusions with higher-order information are intuitively expected to im-
prove with branching3. For instance, αBB, being a higher-order relaxation, is
expected to improve the maximum separation distance after branching even with-
out recalculating the ααα vector [21] 4. There is a growing body of literature around
building such interval inclusions, in large part using optimal centered forms [50]
(also called Baumann forms [15]) (e.g. [124, 143, 112, 136]).

A centered form is a combination of interval gradient inclusions [15] of func-
tions. Let f : D⊆Rn→R be a C1 function. Denote by I(D) the set of all compact
interval n−vectors in D. We define Z : I(D)×D→ I(Rn) as a Lipschitz function
for f over X ∈ I(D) if the inclusion Lipschitz condition

f (xxx)− f (ccc000) ∈ Z(X ,ccc000)(xxx− ccc000) (3.12)

holds ∀xxx, ccc000 ∈ X . Then, we define the expression F : I(D)×D by:

F(X ,ccc000) := f (ccc000)+Z(X ,ccc000)(X− ccc000) (3.13)

Equation (3.13) is called a centered form of f on X with center ccc000. An example
of a centered form is illustrated in Figure 3.8. The four linear segments in the
figure form an inclusion of the lower bound on the original function. A Baumann
centered form is a centered form where the center ccc000 is optimal, such that the
containment set is as tight as possible. In one dimension, it is possible to con-
struct a containment set for any function with continuous gradient by defining the
following piecewise segments:

3Claimed here without proof, with the intent to build intuition.
4Also a direct consequence of the maximum separation distance formula derived by An-

droulakis et al. [10]

74



-2 -1 0 1 2

x

-30

-25

-20

-15

-10

-5

0

5

10

I
(x
)

f(x)
l(x)
r(x)
c(x)
c0

Figure 3.8: Centered form of f (x) = sin(5x)+ x2 +2

l(x) = ∇ f Ix+ f (xL)−∇ f IxL

r(x) = ∇ f
I
x+ f (xU)−∇ f

I
xU (3.14)

The segments c(x) for any other containment region may be constructed by mov-
ing xL or xU to a new point c0.

These types of inclusions are typically used in pruning algorithms [103, 26,
136, 123, 124, 112], where the intersection of an UB with the inclusion func-
tions is used to tighten the bounds of the box. However, current algorithms in the
literature only consider one-dimensional, unconstrained cases. In this section, I
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develop new multidimensional interval inclusions of the lower bound of any C1

function.

3.4.2 Piecewise interval gradient-based hyperplanes

The idea of using piecewise linear approximations of multidimensional functions
is not new. For instance, Misener and Floudas [88] developed piecewise linear
approximations, defined on an orthogonal grid of vertex points, for functions of
dimension up to 3, using lookup tables and simplex interpolation. Bergamini et al.
[18, 19] used piecewise linear underestimators to construct bounding problems to
replace bilinear and concave terms.

However in this section a different approach is used. To the author’s knowl-
edge, this is the first method to build piecewise linear relaxations using interval
derivative information and produce rigorous underestimators of general functions
for any number of dimensions.

The proposed methodology flows naturally from centered form theory: I ex-
pand interval gradient containment functions to many dimensions. This type of
relaxation will be called a Piecewise-Linear Relaxation (PLR). Consider a general
C1 n−dimensional function f : X → F ⊂ R, X = {xxx : xxx ∈ [xxxL,xxxU ]} ⊂ Rn. This
function is defined in a Cartesian vector space of orthogonal basis vectors. Along
each of those basis vectors, one may define univariate underestimating functions
of type:

li(x) = ∇xi f Ixi + f (xL
i )−∇xi f IxL

i

ri(x) = ∇xi f
I
xi + f (xU

i )−∇xi f
I
xU

i (3.15)

where i is an arbitrary variable. In n−dimensional space, a superposition of those
functions generates an underestimating hyperplane fv, passing through at least
one vertex v of the box:
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fv(xxx) =
n

∑
i=1

(av
i xi)+bv (3.16)

av
i =

∇xi f I , if xv
i = xL

i

∇xi f
I
, if xv

i = xU
i

(3.17)

bv = f (xxxv)−
n

∑
i=1

av
i xv

i (3.18)

where xxxv is the xxx−vector at a vertex v, n is the number of function variables, and bv

is the constant part of the equation which describes a hyperplane passing through
vertex v.

Theorem 3.4.1. Given a C1 general non-linear function f , the function fv de-

scribed in Equations (3.16) to (3.18) is an underestimator of f over X.

Proof. Let t(xxx) be the expression of an outer approximating hyperplane of f in X .
Furthermore, let an arbitrary vertex v=(xxxv, t(xxxv)) be a point on that plane. Finally,
let t(xxx) also be tangent to f at least at one point xxx0 ∈ X , such that t(xxx0) = f (xxx0),
as illustrated in Figure 3.9. Hyperplane t is a tangent hyperplane, it is therefore
defined as:

t(xxx) =
n

∑
i=1

tixi +bv
t (3.19)

where ti =∇xi f (xxx0) and bv
t is the constant part of the hyperplane equation in vertex

v. Because vertex v belongs to that hyperplane, t(xxxv) = ∑
n
i=1 tixv

i + bv
t ⇔ bv

t =

f (xxxv)−∑
n
i=1 tixv

i .
In order for fv(xxx) to be an underestimator of f , it suffices for it to be an under-

estimator of its underestimating hyperplane t:
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Figure 3.9: Underestimators for f (x) = sin(5x)+ x2 +2.

fv(xxx)≤ t(xxx)⇔
n

∑
i=1

av
i xi +�

��f (xxxv)−
n

∑
i=1

av
i xv

i ≤
n

∑
i=1

tixi +�
��f (xxxv)−

n

∑
i=1

tixv
i

⇔
n

∑
i=1

av
i (xi− xv

i )≤
n

∑
i=1

ti(xi− xv
i ) (3.20)

in which case it suffices that av
i (xi−xv

i )≤ ti(xi−xv
i ), ∀i∈ {1,2...,n}, xxx∈X . There

are three possible cases:

1. xi = xv
i . In this case, t(xxx) = fv(xxx) = f (xxx).
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2. xi > xv
i , i.e. xv

i = xL
i . In this case, xi− xv

i > 0⇒ av
i
(xi−xv

i )
(xi−xv

i )
≤ ti

(xi−xv
i )

(xi−xv
i )
⇔ av

i ≤
ti = ∇xi f (xxx0). According to Equation (3.17), xi > xv

i ⇔ av
i = ∇xi f I, which

is the lower bound of the derivative, thus always smaller than or equal to
∇xi f (xxx0).

3. xi < xv
i , i.e., xv

i = xU
i . In a similar fashion, xi−xv

i < 0⇒ av
i
(xi−xv

i )
(xi−xv

i )
≥ ti

(xi−xv
i )

(xi−xv
i )
⇔

av
i ≥ ti = ∇xi f (xxx0), and av

i = ∇xi f
I
, which is always greater than or equal to

∇xi f (xxx0).

Because Equation (3.20) is true in all 3 cases, fv is a valid underestimator of f

over X .

It should be noted that, while in this thesis I use interval arithmetic to derive
bounds for the gradient, Theorem 3.4.1 suggests that any valid bounds on the gra-
dient of f may be used to construct a valid underestimating hyperplane. Higher
order arithmetic such as interval slopes [50] or affine arithmetic [125] would po-
tentially constitute particularly effective choices.

Intuitively, Theorem 3.4.1 states that if one were to start at a vertex v and try
to decrease the value of f as quickly as allowed by the bounds on its gradient, the
worst-case scenario is a hyperplane which starts at v and decreases at the maxi-
mum possible rate, where it reaches the other side of the box. A 2-dimensional
example of fv(xxx) is illustrated in Figure 3.10.

Using Theorem 3.4.1 and Equations (3.16) to (3.18) a family of underestimat-
ing hyperplanes may be constructed, each passing through a different vertex of f .
In fact, because all fv functions are linear (convex) underestimators of f ∀ v ∈V ,
the piecewise function PLR(xxx) = max

v∈V
( fv(xxx)) defines a convex set of piecewise

linear underestimators of f in X . An example of a PLR underestimator is illus-
trated in Figure 3.11.

The global minimum of a PLR relaxation may be found by solving the equiv-
alent linear problem:
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Figure 3.10: Illustration of fv(xxx) underestimator for the function f (xxx) =
sin(3x1)+ cos(2x2)+ x2

1 + x2
2 +2 over X = [−2,2]2.

PPLR : min
t∈R

t

s.t. Axxx+bbb≤ t (3.21)

where t is an auxiliary variable. This method may be easily combined with interval
lower bounding if the range of t is imposed to be t : t ∈ F I. Constraints Axxx+ bbb

denote the PLR equations written in matrix form. For any non-linear function f ,
those equations take the following form:
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Axxx+bbb =


a1

1 a1
2 · · · a1

N

a2
1 a2

2 · · · a2
N

...
... . . . ...

aNv
1 aNv

2 · · · aNv
N




x1

x2
...

xN

+


b1

b2

...
bNv

≤


t

t
...
t


where Nv is the number of vertices.

For general constrained problems, the PLR relaxation of the general problem
P is expressed as:

Figure 3.11: Illustration of PLR underestimator for the function f (xxx) = sin(3x1)+
cos(2x2)+ x2

1 + x2
2 +2 over X = [−2,2]2.
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PPLR : min
xxx∈X
t∈R

t

s.t. Axxx+bbb≤ t

Agxxx+bbbg ≤ 0

Ahxxx+bbbh = 0 (3.22)

where Agxxx+bbbg and Ahxxx+bbbh are the corresponding matrix PLR equations for all
inequality (ggg(xxx)) and equality (hhh(xxx)) constraints respectively.

Note that no additional auxiliary variables are necessary in order to relax the
constraints, because they are not minimised; they simply provide feasibility infor-
mation. An illustration of an example of this may be seen in Figure 3.12, where
constraint g(x) =−3x2 +3≤ 0 is relaxed using its PLR constraints:

l(x) =−6.2726x−5.4786 (3.23)

r(x) = 2.5028x+1.6991 (3.24)

which create a convex overestimation of the original feasible region.

3.4.3 Implementation considerations

Now that the PLR theory has been described, performance studies are possible.
The first consideration would be to determine whether it is possible to achieve
better theoretical limits than αBB using this first-order, superposition-free un-
derestimator. Figure 3.13 illustrates the tightest possible αBB underestimators
against the tightest possible PLR undrestimators of the example in Figure 3.12.
PLR yields a tighter relaxation for the objective, while αBB yields a tighter relax-
ation for the constraint. This example indicates that the tightness of PLR against
αBB depends on the geometry of the problem, as well as the quality of interval
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Figure 3.12: Illustration of the PLR constrained problem for f (x) = sin(5x) +
x2+2, s.t. −3x2+3≤ 0, x ∈ [−1.4,−0.2]. PLR of g(x) fully relaxes the feasible
region without introducing any additional variables.

calculations. More importantly, however, it is a demonstration that it is indeed
possible to achieve tighter relaxations using PLR.

Nevertheless, despite PLR being able to provide tighter relaxations in cases
where αBB reaches its theoretical limit, it requires vertex calculations, which in-
crease exponentially with respect to the number of variables (Nvertices = 2n). Thus,
in order to build the full PLR problem 2n linear constraints per non-linear func-

tion must be generated, which may constitute the method prohibitively expensive
for large problems. However, DGO problems are generally small, and do not
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Figure 3.13: Illustration of the PLR and αBB constrained problem for f (x) =
sin(5x)+ x2 +2, s.t. −3x2 +3≤ 0, x ∈ [−1.4,−0.2].

typically possess many variables per function. Furthermore, performing vertex
calculations is a task with great potential for parallelisation, therefore it is of in-
terest to investigate acceleration possibilities using heuristics as well as parallel
computing.

As an example of parallel acceleration capability, Figure 3.14 illustrates the
wall times of two different C++ implementations for the ordinary task of popu-
lating a matrix of vertices using the xxxL and xxxU vectors: (i) a single threaded re-
cursive implementation (ii) a multithreaded non-recursive implementation. Three
observations are of particular interest: (i) multithreading may provide significant
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Figure 3.14: Wall times to build a vertex matrix for a varying number of threads,
and number of variables, in regular and logarithmic scale.

performance improvement, (ii) there is a threshold of number of variables af-
ter which parallel acceleration begins to offset the cost of creating new threads,
for these particular implementations, and (iii) performance may be very imple-
mentation dependent, especially when using languages such as C++. The author
would like to point out that this last observation is, unfortunately, nearly always
neglected in the literature: numerous algorithms are published with performance
benchmarks, but as one may see from this example, the perceived cost of a method
may be extremely dependent on the quality of its particular implementation, es-
pecially as the number of instruction cycles increases. This creates ambiguity in
how methods are evaluated, meaning that methods reported to be expensive may
become viable when implemented in a different way.

With these observations in mind, the full PLR problem is benchmarked us-
ing an implementation in MINOTAUR, where all vertex computations are done
in parallel, using 4 threads5. The results of using strictly PLR are shown in Fig-
ure 3.15. PLR has a higher probability of being faster for easier problems, but
loses to αBB in some of the more difficult ones, especially those where there are

5Benchmarks suggest that, for the 4-core CPU where these tests are run, using 1 thread per
core results in optimal performance.
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Figure 3.15: Performance profiles using PLR, against the αBB baseline, for the
αBB test set.

many variables in one particular function, which is expected because the linear
problems grow in size exponentially with the number of variables. Interestingly,
PLR does not lose by a large margin, despite being a first-order method. This is
quite promising, and encourages some fine tuning in how the relaxation is con-
structed.

Next, a number of hybrid approaches is tested, producing the results illustrated
in Figure 3.16, where selective application of PLR appears to be much more ef-
fective. Specifically, the following tests were performed:

1. All PLR relaxations and all αBB relaxations. Using all PLR constraints and
all αBB relaxations improves performance up to mid-range time factors, but
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Figure 3.16: Performance profiles using hybrid PLR methods against αBB, for
the αBB test set.

is still not effective for some of the more difficult problems.

2. PLR only for constraints and all αBB relaxations. The αBB test set has
many problems were the objective function has many non-linear variables
(≥ 10), therefore the same tests are performed, but this time PLR is disabled
for the objective, which improves performance significantly.

3. All PLR relaxations, but only calculated once at the root node, and all
αBB relaxations. This strategy appears to be equally effective; we perform
all expensive calculations, but only once. αBB relaxations are updated nor-
mally. The benefit from these inherited constraints appears to propagate far
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into the branch-and-bound tree.

Based on the presented PLR theory and computational studies, the perfor-
mance of PLR is impacted by various factors: (i) the quality of containment of
interval gradients, (ii) the number of variables, (iii) the efficiency of implementa-
tion, and (iv) and the efficiency of the linear solver.

Considering the status of these 4 factors in the C++ implementation the author
used to produce these results, a general guideline for triggering construction of
the relaxation, according to these measurements, would be for functions with less
than 10-12 variables. PLR relaxations are expected to perform much better if a
developer makes use of any of the following: better interval containment methods,
a better scaling parallel implementation, or a parallel linear solver.

3.5 Conclusions

In this chapter it was demonstrated that αBB relaxations need to satisfy strict con-
ditions in order to yield an exact lower bound in a domain where a function is non-
convex. Because of this observation, zero and first-order methods were proposed
to augment the underestimating capability of αBB by building new stand-alone
and hybrid underestimators. The zero-order methods were shown to provide a
significant performance enhancement to the classical algorithm with virtually no
computational overhead. The first-order method was shown to perform well in
problems of up to mid-range difficulty, when used as a stand-alone underestima-
tor, but was demonstrated to significantly improve the performance of αBB when
used in a hybrid context. The presented computational studies illuminate the fact
that building hybrid underestimators is almost always preferable to using a single
method, and that the reported performance of any method may be highly depen-
dent on the quality of its implementation.
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Chapter 4

Arbitrarily tight αBB relaxations

“Surely it is not knowledge, but

learning; not owning but earning;

not being there, but getting there;

that gives us the greatest pleasure.”

Carl Friedrich Gauss

Despite many important contributions over the past few decades, there are
still many general C2 problems which cannot be solved deterministically to global
optimality using current methods. This is, to a large extent, due to the fact that a
method to derive the convex hull of a general non-convex expression has not yet
been invented. In Chapter 3 it was shown that the conditions in Theorems 3.2.1
and 3.2.2 must be satisfied in order for an αBB relaxation of a function to yield
an exact lower bound on its values over a non-convex domain. In this chapter, I
investigate a method to overcome this limit, and what the implications of such an
endeavour are.

Once again, consider the example optimization problem in Section 3.2, de-
picted anew in Figure 4.1 for the convenience of the reader. A simple, yet naive,
way to reduce the maximum separation distance would be to scale the entire prob-
lem by some factor K ∈ [0,1), because scaling the underestimator L would also
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Figure 4.1: Illustration of the tightest possible αBB underestimator L(x) of f (x)=
sin(5x)+ x2 + 2,x ∈ [−2,−1]. It is theoretically impossible to fathom this node
without branching.

scale its eigenvalues:

LK(xxx) = K f (xxx)+K
N

∑
i=1

αi(xL
i − xi)(xU

i − xi) (4.1)

It follows from Equation (4.1) that, as K → 0 the separation distance K f (xxx)−
LK(xxx) between the new αBB underestimator and the scaled function also goes
to 0. This naive approach may not of course yield any benefit. The functions
are scaled uniformly, therefore the relative distances between all points of the
hypersurface remain the same, i.e., the geometrical shape of the hypersurface and
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its underestimator is exactly the same, only scaled down. This means that even
if the function in Figure 3.2 is scaled down by a factor of K = 10−3, the lower
bound f ∗ = K · 0.55 obtained through exact αBB underestimation of domain X

is still not large enough to fathom node X , when compared to the scaled global
minimum f † = K ·1.09.

Although this simple approach does not allow any improvement, Equation (4.1)
illustrates a mechanic which may be exploited: the maximum separation distance
using the αBB functional form may become arbitrarily small by scaling down the
problem.

Hypothesis 1. If a function may be scaled down in a non-uniform way, such that
LK(xxx)→ 0 in node X , but in the neighbourhood of the global solution |K f †| ≥
ε, ε ∈ R+, the new αBB underestimator over X may then be tight enough to
enable fathoming X , even in nodes where f does not satisfy Theorems 3.2.1
and 3.2.2.

A non-uniform transformation of this type, called the subenergy function, was
proposed by Cetin et al. [13, 28] as part of a tunnelling1 [70, 142] technique.

4.1 The µ-subenergy function

The subenergy function of a C2 function f is defined as follows [13]:

E(xxx; f ∗,a) = ln
(

1
1+ e−( f (xxx)− f ∗)−a

)
(4.2)

where f ∗,a 2 are parameters. For the purposes of this work, this function was
modified such that it is bounded from above by the logarithmic barrier at 0. We
will refer to the modified version of this function as the µ-subenergy function,

1A stochastic technique to escape local minima using transformations on the objective function.
2This a (only used in Equation (4.2)) should not be confused with the α symbol used for αBB.
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defined as follows:

S(xxx; f ∗,µ) =− ln(1+ e−µ( f (xxx)− f ∗)) (4.3)

where f ∗ and µ ∈ R+ are parameters. Parameter µ will be referred to as the
subenergy magnitude; I will show that by appropriate choice of this magnitude
it is possible to impose a number of desirable bounding properties on the µ-
subenergy function. Before describing these properties, the following definitions
are introduced:

Definition 1. A function f : X0→ F0 ⊂ R, X0 ⊂ Rn, is said to be flattened across
X1⊂X0, if there exists a bijective mapping of this function onto a µ-subenergy func-
tion S with the following properties: (i) the eigenvalues of the Hessian matrix of
S(xxx; f ∗,µ) are of smaller magnitude than those of the Hessian matrix of f (xxx) ∀xxx∈
X1, and (ii) S has the same monotonicity and stationary points as f . A function
which has been flattened will be referred to as flat over X1, and the property of
having been flattened will be referred to as flatness.

Definition 2. A µ-subenergy function is said to become more flat in X1 as the
magnitude of each of the eigenvalues of its Hessian matrix in that domain gets
closer to zero.

Intuitively, if f may be transformed such that the transformation is more flat in
some domains, but not flat in others, αBB underestimators in the flat domains
will produce proportionally smaller maximum separation distances than in the
less flat ones, which would satisfy Hypothesis 1.

An example of a µ-subenergy transformation is illustrated in Figure 4.2, for
f ∗ = f †. The new function appears to be non-uniformly smoother, i.e, the magni-
tude of its curvature is smaller at its maxima, and the monotonicity and stationary
points are invariant with respect to the transformation.
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Figure 4.2: Illustration of the µ-subenergy transformation of f (x) = sin(5x) +
x2 +2.

This is a fundamental property of the µ-subenergy function, i.e., it is a con-
tinuous bijective transformation of the original objective function that does not
preserve curvature but preserves monotonicity and stationary points. These prop-
erties are established in Theorem 4.1.1:

Theorem 4.1.1. Let f : X → F ⊆ F0 ⊂ R, X ⊆ X0 ⊂ Rn be a C2 function, µ ∈
R+ be a constant, and S(xxx; f ∗,µ) = − ln

(
1+ e−µ( f (xxx)− f ∗)

)
, xxx ∈ X be its µ-

subenergy function, where f ∗ ∈ F0 is an arbitrary value in X0. Then, S and f have

the same monotonicity and stationary points.
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Proof. Consider a partial derivative of S(xxx; f ∗,µ), with respect to an arbitrary xi:

∂

∂xi
S(xxx; f ∗,µ) =

µ

1+ eµ( f (xxx)− f ∗)

∂

∂xi
f (xxx) (4.4)

Let A = µ

1+eµ( f (xxx)− f∗) . Function f is bounded, which means that f (xxx)− f ∗ 6= ±∞.
This means that the expression 1

1+eµ( f (xxx)− f∗) ∈ (0,1), since the denominator is al-
ways strictly greater than 1. Multiplying this expression by µ yields:

0 <
µ

1+ eµ( f (xxx)− f ∗)
< µ (4.5)

Hence, A ∈ (0,µ). Since A is always positive, all first derivatives of S and f have
the same sign ∀xxx ∈ X . Furthermore, by Equation (4.4) and A > 0:

∂

∂xi
f (xxx) = 0⇔ ∂

∂xi
S(xxx; f ∗,µ) = 0 (4.6)

Therefore, the two functions have the same monotonicity as well as stationary
points.

Corollary 4.1.2. The µ-subenergy function preserves the relative positions of the

image of every point of the original function, including the global minimum. In

other words, f (xxx1) ≥ f (xxx2)⇔ S(xxx1; f ∗,µ) ≥ S(xxx2; f ∗,µ),∀xxx1,xxx2 ∈ X, including

xxx† : f (xxx)≥ f †⇔ S(xxx; f ∗,µ)≥ S(xxx†; f ∗,µ).

Lemma 4.1.3. The µ-subenergy function acquires a value of S(xxx; f ∗,µ) =− ln(2)
if and only if xxx = xxx∗

Proof. xxx = xxx∗⇔ S(xxx; f ∗,µ) =− ln(1+ e0) =− ln(2).

Note that, as a consequence of Corollary 4.1.2, the global minimizer xxx† is pre-
served, i.e., it is also the global minimizer of S. Hence, by Lemma 4.1.3 if
f ∗ = f †, the value of the µ-subenergy function at the global minimum will be
S(xxx†; f †,µ) = − ln(2). This observation is very important because it indicates
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that, if f ∗ = f †, the global minimum will attain some constant value, regardless
of the flatness of the µ-subenergy function in other sub-domains.

It has been established that the µ-subenergy mapping preserves all local ex-
trema, and it is known that each point will be non-uniformly mapped to the new
hypersurface, therefore the next step is to derive bounds on the new values after
the mapping. In order to do so, it is necessary to first give the following definition:

Definition 3. For some f1 > f ∗, sub-domain X1 = {xxx ∈ X0 : f (xxx)≥ f1} is defined
as f1-sub-optimal with respect to problem P.

The concept of f1-suboptimality is central to this analysis. In Figure 4.2 it may
be seen that the value of the µ-subenergy function is − ln(2) at x = x∗, and that it
approaches the logarithmic barrier of 0 as the function acquires values greater than
f ∗. This is a sign of desired behaviour: the function becomes flat at value ranges
sufficiently far from f ∗. In the general case however, the function may not be
visualised, therefore this raises the question of what happens to the points which
correspond to the values in-between, i.e., whether it is possible to bound the value
range of the original function in certain sub-domains of X , in their respective
µ-subenergy-domains. Specifically, it is desired to bound these values within a
predictable value range, between some predefined tolerance ε and 0. In order to
answer this question, the concept of f1-suboptimality is introduced.

Assume a constant tolerance c ∈ R+, such that c = f1− f ∗. By pre-defining
a tolerance ε in the S-domain, such that ε ∈ (0, ln(2)), it is possible to derive a
minimum value of µ such that all points with values greater than f1 in the f -
domain are mapped between two barriers in the S-domain: −ε and 0. In other
words, c in the f -domain may be mapped to −ε in the S-domain, and all values
greater than c may be mapped to values greater than −ε .

Theorem 4.1.4. Any f1-sub-optimal point xxx (such that f (xxx) ≥ f1) is mapped

within [−ε,0), by the transformation S with parameters µ and f ∗, iff µ ≥− ln(eε−1)
c ,

where ε ∈ (0, ln(2)),c = f1− f ∗.
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Proof. Let xxx1 ∈ X1 : S(xxx1; f ∗,µ)≥−ε:

− ln(1+ e−µ( f1− f ∗))≥−ε ⇔ 1+ e−µ( f1− f ∗) ≤ eε

⇔ e−µ( f1− f ∗) ≤ eε −1

⇔−µ( f1− f ∗)≤ ln(eε −1)

⇔ µ ≥− ln(eε −1)
f1− f ∗

=− ln(eε −1)
c

(4.7)

Because of these bounding properties, and because the µ-subenergy trasfor-
mation appears to make the function more flat in certain sub-domains, it is of in-
terest to investigate possible advantages of calculating the αBB relaxation of the
µ-subenergy function and subsequently mapping the resulting lower bound from
the S-domain to the f -domain. The success or failure of such an endeavour is
linked to the following items: (i) the effect of varying the two parameters, f ∗ and
µ (before and during the branch-and-bound tree), and (ii) how these parameters
affect the derivatives and the eigenvalues of the µ-subenergy function. In partic-
ular, it is desired to derive a link between these parameters and the bounds on the
eigenvalues of the µ-subenergy function in flat sub-domains, because eigenvalues
directly affect αBB lower bounds. However, before proceeding to investigate this
link, the treatment of the µ-subenergy parameters in a branch-and-bound process
must be discussed.

4.1.1 The effect of varying the subenergy parameters f ∗ and µ

The physical significance of µ , f1, c, and ε is now properly defined. In this section,
I investigate how varying the µ and f ∗ parameters affects the transformation, in
particular its lower bounds and flattening properties.

Furthermore, in order to be able to use the µ-subenergy function with αBB in
a branch-and-bound context, it is determined whether µ and f ∗ should be allowed
to acquire different values between different nodes in a branch-and-bound tree,
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i.e., whether a lower bound derived using a particular combination of µ and f ∗ is
still valid if a different combination is used elsewhere in the tree.

Effect of f ∗

The effect of varying f ∗ is displayed in Figure 4.3, for a fixed value of µ = 1.
It may be observed that, as better (smaller) f ∗ are discovered, sequentially in-
creasing subsets of X0 become more flat and are mapped between two natural
barriers: − ln(2)< S(xxx; f ∗,µ)< 0. Ideally, it is desired to always use f ∗ = f † be-
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Figure 4.3: Illustration of the µ-subenergy transformation of f (x) = sin(5x) +
x2 +2 for three different values of f ∗.

cause it translates into flattening f over the largest possible subset of the solution
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space, for a given µ . However, upper bounds are typically improved incremen-
tally. Therefore, assume a current upper bound f ∗1 in a branch-and-bound tree, and
a new upper bound f ∗2 , such that f ∗1 > f ∗2 . Further assume some lower bounds SL

1

and SL
2 derived for each of these µ-subenergy instances respectively, using αBB.

It needs to be determined whether the lower bound derived from the old instance,
SL

1 , is still a valid lower bound on the new instance, or whether the lower bounding
problems need to be solved anew for every active node in the branch-and-bound
tree after updating f ∗. Ideally, this should be avoided, because re-evaluating all
lower bounding problems in a branch-and-bound tree may be prohibitively expen-
sive. If the bound is still valid, however, previously calculated lower bounds may
be maintained between updates of f ∗. As illustrated in Figure 4.3, every time f ∗

is updated for a smaller one, the old instance of S is an underestimator of the new
one. In fact, any underestimator of an old instance will be a valid underestimator
of any new one, as proven in Theorem 4.1.5, provided µ remains unchanged.

Theorem 4.1.5. Let f ∗1 , f ∗2 be arbitrary values of f in X0, such that f ∗1 > f ∗2 . Then,

∀xxx ∈ X0, S(xxx; f ∗1 ,µ)< S(xxx; f ∗2 ,µ)⇔ f ∗1 > f ∗2 .

Proof. f ∗1 > f ∗2 ⇔−µ( f (xxx)− f ∗1 ) > −µ( f (xxx)− f ∗2 ), ∀xxx ∈ X0. The exponential
function is monotonically increasing, so, ∀xxx ∈ X0, −µ( f (xxx)− f ∗1 ) > −µ( f (xxx)−
f ∗2 )⇔ e−µ( f (xxx)− f ∗1 ) > e−µ( f (xxx)− f ∗2 ). The subenergy magnitude is always positive,
therefore ∀xxx ∈ X0:

e−µ( f (xxx)− f ∗1 ) > e−µ( f (xxx)− f ∗2 ) ⇔ 1+ e−µ( f (xxx)− f ∗1 ) > 1+ e−µ( f (xxx)− f ∗2 )

⇔ ln(1+ e−µ( f (xxx)− f ∗1 ))> ln(1+ e−µ( f (xxx)− f ∗2 ))

⇔ − ln(1+ e−µ( f (xxx)− f ∗1 ))<− ln(1+ e−µ( f (xxx)− f ∗2 ))

⇔ S(xxx; f ∗1 ,µ)< S(xxx; f ∗2 ,µ) (4.8)

Corollary 4.1.6. If f † is the value at a global minimum of f over X0, then S(xxx; f ∗,µ)<

S(xxx; f †,µ) ∀xxx ∈
{

X0\xxx : f (xxx) = f †}.
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In light of the above, it is safe to update the value of f ∗ during the branch-
and-bound process, and all previously calculated lower bounds using some value
of f ∗ will still be valid if a better (smaller) value is used in future iterations of a
branch-and-bound tree.

Effect of the subenergy magnitude

The effect of varying the subenergy magnitude is illustrated in Figure 4.4a. Greater
subenergy magnitudes make the µ-subenergy function more flat across f1-sub-
optimal domains, and result in curvature of greater magnitude in optimal domains,
i.e., where f (xxx)≤ f ∗. In Section 4.2 it is shown that this flattening effect is guaran-
teed across f1-sub-optimal domains, while in all others the µ-subenergy function
may exhibit mixed behaviour, as seen in the close-up in Figure 4.4b. The intensity
and range of this effect may effectively be controlled across all sub-optimal do-
mains because the choice of c and ε is arbitrary: it can be imposed that X1∩X ≈ /0.
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Figure 4.4: Illustration of the µ-subenergy transformation of f (x) = sin(5x) +
x2 +2 for three different values of µ .

Furthermore, Figure 4.4 illustrates the result of Theorem 4.1.4, where increasing µ

maps f closer to zero in the f1-sub-optimal domains. This effect is also observed
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by examining the monotonicity of Equation (4.7) as, for a fixed value of c, an
increase in µ brings the −ε barrier closer to 0. Note that, as seen in Figure 4.4b,
for values of f smaller than f ∗, µ-subenergy lower bounds are not preserved if µ

is changed. Thus, µ should always be constant in order to avoid recalculation of
lower bounds.

4.2 Convex relaxation of the µ-subenergy function
using αBB

4.2.1 Properties of using exact eigenvalue bounds

Let an αBB general underestimator be formulated over a domain X . This un-
derestimator will be exact, if the ααα vector is calculated using exact eigenvalue
calculations, i.e., the bounds on the eigenvalues of the set of the Hessian matrices
of f over X are exact. In such a case, the general form of αBB is the tightest
possible. In this section I compare the lower bounds on function values which are
derived using the exact αBB underestimators of f and S.

Because x∗ will not belong in any f1-sub-optimal node, all such nodes may in
principle be fathomed, therefore it is of interest to derive bounds on their deriva-
tives in the µ-subenergy-domain. I begin the analysis of the derivatives of the
µ-subenergy function by deriving bounds on the gradient of S(xxx; f ∗,µ), ∀xxx ∈ X1:

Theorem 4.2.1. Given that µ satisfies Theorem 4.1.4, the magnitude of the gra-

dient of S(xxx; f ∗,µ) approaches 0 as µ → ∞, ∀xxx ∈ X1.

Proof. Consider an arbitrary first derivative of S:

∂

∂xi
S(xxx; f ∗,µ) =

µ

1+ eµ( f (xxx)− f ∗)

∂

∂xi
f (xxx) = A

∂

∂xi
f (xxx) (4.9)
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We wish to get a bound on A = µ

1+eµ( f (xxx)− f∗) . Because xxx ∈ X1:

f (xxx)≥ f1 ⇔ f (xxx)− f ∗ ≥ f1− f ∗

⇔ 1+ eµ( f (xxx)− f ∗) ≥ 1+ eµ( f1− f ∗)

⇔ µ

1+ eµ( f (xxx)− f ∗)
≤ µ

1+ eµ( f1− f ∗)

⇔ µ

1+ eµ( f (xxx)− f ∗)
≤ µ

1+ eµc (4.10)

A is always positive, therefore it is bounded from below by 0. By Equation 4.10,
as µ → ∞, A is also bounded from above by:

0≤ A≤ lim
µ→∞

µ

1+ eµc = lim
µ→∞

1
µceµc = 0 (4.11)

where de l’Hospital’s theorem was used. At the limit, because A is equal to 0,
the subenergy gradient will always go to 0 regardless of the sign or magnitude of
∂

∂xi
f (xxx) as µ → ∞.

Corollary 4.2.2. The minimum value of µ which imposes some arbitrary bound K

on the magnitude of the gradient of S may be calculated by solving the following

optimization problem:

PK : min
µ∈R+

µ

s.t.
µ

1+ eµc ≤
K

max(|∇ f |, |∇ f |)
(4.12)

Because Theorem 4.2.1 holds, there must exist a µ ∈R+ which solves PK . There-
fore, large values of µ map not only the µ-subenergy function values, but also its
gradient, arbitrarily close to 0. It is thus possible to impose arbitrary bounds on
the gradient of S over X1, if any bounds on the gradient of f are known. Because
f and, by extent, S, is assumed to be C2 differentiable and non-infinite, it follows
that the eigenvalues of S also approach zero when the conditions of Theorem 4.1.4
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are met:

Theorem 4.2.3. Given that µ satisfies Theorem 4.1.4, the magnitude of all eigen-

values of S(xxx; f ∗,µ) approaches 0 as µ → ∞, ∀xxx ∈ X1.

Proof. Consider an arbitrary second derivative of S:

∂ 2

∂xi∂x j
S(xxx; f ∗,µ) =

µ

1+ eµ( f (xxx)− f ∗)︸ ︷︷ ︸
A

∂ 2

∂xi∂x j
f (xxx)−

− µ2eµ( f (xxx)− f ∗)

(1+ eµ( f (xxx)− f ∗))2︸ ︷︷ ︸
B

∂

∂xi
f (xxx)

∂

∂x j
f (xxx)

= A
∂ 2

∂xi∂x j
f (xxx)−B

∂

∂xi
f (xxx)

∂

∂x j
f (xxx) (4.13)

A has already been shown to go to 0 as µ → ∞, ∀xxx ∈ X1. B is rearranged by
factoring out µ2 and adding and subtracting 1 from the numerator:

B = µ
2
(

1
1+ eµ( f (xxx)− f ∗)

− 1
(1+ eµ( f (xxx)− f ∗))2

)
(4.14)

Now consider the limit of B as µ → ∞:

lim
µ→∞

B = lim
µ→∞

(
µ2

1+ eµ( f (xxx)− f ∗)
− µ2

(1+ eµ( f (xxx)− f ∗))2

)
= lim

µ→∞

(
2��µ

��µ( f (xxx)− f ∗)eµ( f (xxx)− f ∗)
−

− 2��µ
2(1+ eµ( f (xxx)− f ∗))��µ( f (xxx)− f ∗)eµ( f (xxx)− f ∗)

)
= 0 (4.15)

where de l’Hospital’s theorem was used. Since all second derivatives go to 0, so
do all eigenvalues of S(xxx; f ∗,µ), ∀xxx ∈ X1.
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Corollary 4.2.4. All components of ααα for a µ-subenergy function approach 0 for

large values of µ regardless of the curvature of the original function, in f1-sub-

optimal domains.

Corollary 4.2.5. The maximum separation distance between an exact αBB un-

derestimator of an f1-sub-optimal domain of S(xxx; f ∗,µ) and S(xxx; f ∗,µ) goes to 0

as µ → ∞.

Corollaries 4.2.4 and 4.2.5 follow naturally from Theorem 4.2.3 and the func-
tional form of the αBB underestimator. As the ααα vector for S, αααS → 000, the
quadratic perturbation vanishes, and LS(xxx)→ S(xxx; f ∗,µ), where LS(xxx) the αBB
underestimator of S(xxx; f ∗,µ). A direct result of this is that, regardless of the orig-
inal values of the original ααα vector (in the f -domain), these values will go to 0
in the S-domain, hence an exact µ-subenergy-αBB underestimator will always
produce better lower bounds than the exact αBB underestimator of the original
function, in an f1-sub-optimal domain.

4.2.2 α calculations: interval arithmetic

The ααα vector of an αBB relaxation may be calculated in a number of ways. A
standard method to produce a rigorous ααα is interval arithmetic, i.e., to produce
an interval Hessian matrix derived from the symbolic expressions of the second
derivatives of f , and subsequently use an eigenvalue bounding theorem [5, 119]
to derive eigenvalue bounds of that matrix. I will demonstrate that this method,
unfortunately, will not produce better bounds than classical αBB if interval-based
bounds on eigenvalues are used.

Due to the underlying mathematical structure, and in particular due to the pres-
ence of the expression f (xxx)− f ∗ in the derivatives of the µ-subenergy function, the
µ-subenergy method does not seem to benefit from eigenvalue bounds estimated
through current interval arithmetic techniques. This is because the flattening effect
is dependent on the sign of the expression f (xxx)− f ∗, as illustrated in Figure 4.5.
In particular, when f (xxx)> f ∗, both A(xxx) and B(xxx) vanish. Deriving this informa-
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Figure 4.5: Behaviour of second derivative coefficients A(x) = µ

1+eµ( f (xxx)− f∗) ,

B(x) = µ2eµ( f (xxx)− f∗)

(1+eµ( f (xxx)− f∗))2 depending on the sign of f (xxx)− f ∗, for different values
of µ .

tion using interval calculations so that a node X may be subenergy-fathomed is
only possible using an interval result where f I > f ∗ ∀xxx ∈ X . However, this consti-
tutes a circular requirement, i.e., this node may only be fathomed by making use
of information that can be used to fathom it anyway. The proposed method would
benefit greatly from bounds derived through geometrical means; nevertheless, to
the author’s best knowledge, such a technique does not yet exist.

4.2.3 α calculations: sampling

Rigorous ααα calculations are not always possible or practical [141, 37, 63]. For
instance, rigorous ααα calculations are generally not possible in black-box prob-
lems. Despite being primarily employed as a deterministic method, αBB has been
used successfully in non-deterministic contexts multiple times. Westerberg and
Floudas [141] calculated ααα heuristically, using uniform sampling, in order to cal-
culate all transition states of potential energy surfaces. Esposito and Floudas [37]
used numerically calculated, as well as constant, values of ααα to solve the Respi-
ratory Mechanical Model described in [31], while Klepeis et al. [63] showed that
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αBB can be used to guide a conformational space annealing (CSA) algorithm,
producing a powerful hybrid algorithm.

Calculation of ααα using a uniform sampling grid of points {xxxk} is particularly
attractive for this method. Sampling eliminates the dependency between flattening
and an a priori sign for f (xxx)− f ∗, therefore allowing the user to exploit the spe-
cial structure. More importantly however, sampling serves the primary goal of this
chapter: it allows a computational comparison of the tightest possible underesti-
mators (subject to sampling accuracy) produced using µ-subenergy and classical
αBB. This is fundamental to this work because it aims to demonstrate that it is
theoretically possible to achieve arbitrarily tight bounds using αBB, even in nodes
where Theorem 3.2.2 is not satisfied. Unless closed-form eigenvalue limits can be
derived, this comparison is otherwise impossible to make. In the numerical exper-
iments that follow, a uniform sampling grid is used, which always contains all the
vertices of the sampling box.

4.3 Illustrative example

Let us return to the original example in order to demonstrate the proposed under-
estimation strategy. Consider once again the problem of underestimating f (x) =

sin(5x)+ x2 +2, x ∈ X = [−2,−1]. Assume that the global minimum f † = 1.09
has already been found, and set f ∗ = f †. Furthermore, let us choose a desired f1-
sub-optimal precision ε = 10−3 and a tolerance c= 0.69 such that f1 = 1.78 is just
below the next best local minimum. The resulting value of µ is µ =− ln(eε−1)

c =

10.0.
Using this value of µ guarantees that all points with values greater than 1.78

in the f -domain will have values between 0 and −ε in the µ-subenergy domain,
as illustrated in Figure 4.6.

Initially, αBB underestimators for both functions are built using an extremely
fine resolution of 100000 points, which yields a very precise value of α for the
original problem, i.e., α = 10.9866, while the corresponding value of α for the
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µ-subenergy problem is αS = 1.7994 · 10−8. The resulting underestimators are
displayed in Figure 4.6. Even though the tightest possible αBB underestimator of
f does not allow fathoming this particular sub-domain, the µ-subenergy underes-
timator does. Subenergy values are straightforward to map back to the f -domain,
as shown in Lemma 4.3.1.
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Figure 4.6: Illustration of the tightest αBB underestimators of f (x) = sin(5x)+
x2 +2 and its µ-subenergy function, x ∈ [−2,−1].

Lemma 4.3.1. For all xxx ∈ X0, any value in the S-domain may be mapped back to

the f -domain using the reverse µ-subenergy transformation:

f (xxx) =− 1
µ

ln(eS(xxx; f ∗,µ)−1) (4.16)
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Proof. For all xxx ∈ X0:

S(xxx; f ∗,µ) =− ln(1+ e−µ( f (xxx)− f ∗))⇔ e−S(xxx; f ∗,µ)−1 = e−µ( f (xxx)− f ∗)

⇔− ln(e−S(xxx; f ∗,µ)−1) = µ( f (xxx)− f ∗)

⇔ f (xxx) =− 1
µ

ln(eS(xxx; f ∗,µ)−1) (4.17)

Lemma 4.3.1 is used to map the µ-subenergy underestimator back to the f -domain
for a better overview of the underestimator, and also to map the µ-subenergy lower
bounds back to the f -domain, for a better comparison. It is observed in Figure 4.6
that the exact µ-subenergy underestimator is much tighter than the exact classical
αBB underestimator; enough so that the node may be fathomed.

Similar results may be achieved using much lower sampling resolutions. The
lower bounds on f that are achieved using different sampling resolutions for node
X are displayed in Table 4.1. All f -lower bounds using µ-subenergy are consis-
tently tighter than the αBB f -lower bounds on the original function, with their
accuracy improving, as expected, with more sampling points. For this simple ex-
ample, one sampling point (excluding the vertices of the node) appears to be suf-
ficient to fathom this f1-sub-optimal node. In fact, because the value of f ∗ = 1.09
which is considerably smaller than f m = 3.28, any sample will be adequate to
produce a fathoming underestimator.

For lower sampling resolutions the lower bound (i.e. a density of 3 points
per unit length) is less accurate 3, meaning that a false positive is possible, i.e.,
fathoming the node which holds the global solution due to poor sampling. This is
further investigated by performing tests in a node which contains the global solu-
tion (x ∈ [−1,0]). The sampling results are shown in Table 4.2, where robustness
with respect to the sampling size is observed, and even for very small sample sizes
the node is not incorrectly fathomed.

3In the first row of Table 4.1, f
S
> f m.
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# sampling points sampling f -lower bound f -lower bound
(excluding vertices) density using αBB using subenergy-αBB

1 3 0.5483 3.3073
3 5 0.5483 3.1419
5 7 0.5483 3.0431
7 9 0.5483 3.1177

10 12 0.5483 3.0171
50 52 0.5483 3.0113

100 102 0.5483 3.0093
1000 1002 0.5483 3.0085

10000 10002 0.5483 3.0085
100000 100002 0.5483 3.0085

Table 4.1: Lower bounds on f (x) = sin(5x) + x2 + 2, x ∈ [−2,−1] using µ =
10, f ∗ = 1.09 (sampling density given as the number of samples per unit length)

# sampling points sampling f -lower bound f -lower bound
(excluding vertices) density using αBB using subenergy-αBB

1 3 -1.3910 0.9556
3 5 -1.3910 0.9556
5 7 -1.3910 0.1680
7 9 -1.3910 0.5893

10 12 -1.4716 0.2313
50 52 -1.5128 0.0975

100 102 -1.5127 0.1061
1000 1002 -1.5128 0.0974

10000 10002 -1.5128 0.0974
100000 100002 -1.5128 0.0974

Table 4.2: Lower bounds on f (x) = sin(5x) + x2 + 2, x ∈ [−1,0]using µ =
10, f ∗ = 1.09

It is possible however to incorrectly fathom the node if all sampling points
happen to be in flattened parts of the domain. In order to demonstrate this, let
us widen the bounds to x ∈ [−1,2]. The resulting lower bounds are presented in
Table 4.3, where for sampling sizes smaller than 10, the method is not consis-
tently reliable. Overall, it is observed that, in this example, lower bounds on f
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# sampling points sampling f -lower bound f -lower bound
(excluding vertices) density using αBB using subenergy-αBB

1 1 -22.1608 2.1426
3 1.6667 -22.1608 2.1426
5 2.3334 -22.1608 0.1284
7 3 -22.2880 1.5353

10 4 -22.4563 -6.6464
50 17.334 -23.3022 -7.8507

100 34 -23.3016 -7.7352
1000 334 -23.3027 -7.8450

10000 3334 -23.3028 -7.8516
100000 33334 -23.3028 -7.8517

Node fathomed

Table 4.3: Lower bounds on f (x) = sin(5x) + x2 + 2, x ∈ [−1,2] using µ =
10, f ∗ = 1.09. The node is incorrectly fathomed for the first 4 sampling sizes.

are consistently tighter than standard αBB when µ-subenergy underestimation is
used.

4.4 Computational experiments

In this section I present results using the µ-subenergy underestimator with the
sampling approach on a selection of widely-used optimization test functions. The
tests are performed on a set of five well-known 2-variable functions in two con-
figurations: (i) in a sub-optimal box and (ii) in an optimal box. Details about the
configuration of the boxes are presented in Table 4.4, and the functional forms
of the test set are given in Appendix C. In all calculations in this section, µ is

Function x range (sub-optimal) x range (optimal),
Rastrigin ([-2 -1],[-2 -1]) ([-1 2],[-2 1])

Rosenbrock ([0.15 0.25],[0.15 0.25]) ([0.5 1.5],[0.5 1.5])
Ackley ([-2 -1],[-2 -1]) ([-1 1],[-1 1])

Beale ([1 2],[1 2]) ([2 4],[0 1])
Goldstein-Price ([0.01 0.3],[-0.9 -0.8]) ([-1 1],[-1.5 -0.5])

Table 4.4: Sampling boxes for the numerical experiments

set to µ = 10, and f ∗ for each case study is set to the global minimum of the
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corresponding function. Tables 4.7 and 4.8 illustrate the f -lower bounds using
µ-subenergy and classical αBB respectively, in boxes which do not contain the
global solution, for different grid densities. The corresponding densities are given
in Tables 4.5 and 4.6 for easier overview.

# samples: 1 9 25 49 100 2500
Function Sampling density
Rastrigin 5 13 29 53 104 2504

Rosenbrock 31.25 81.25 181.25 331.25 650 15650
Ackley 5 13 29 53 104 2504

Beale 5 13 29 53 104 2504
Goldstein-Price 222.23 577.78 1288.9 2355.6 4622.3 1.1129e+05

Table 4.5: Corresponding sample density (samples per square unit length) for all
tests in sub-optimal nodes.

# samples: 1 9 25 49 100 2500
Function Sampling density
Rastrigin 0.55556 1.4445 3.2223 5.8889 11.556 278.23

Rosenbrock 5 13 29 53 104 2504
Ackley 1.25 3.25 7.25 13.25 26 626

Beale 2.5 6.5 14.5 26.5 52 1252
Goldstein-Price 2.5 6.5 14.5 26.5 52 1252

Table 4.6: Corresponding sample density (samples per square unit length) for all
tests in optimal nodes.

The lower bounds derived using the µ-subenergy method (Table 4.7) are much
tighter than the corresponding ones using standard αBB (Table 4.8). Although it
is impossible to fathom these sub-optimal nodes using the αBB relaxation of the
original function, these nodes are fathomed using µ-subenergy underestimation.

The next step is to investigate the sampling size necessary in order to avoid
false positives. Thus, the µ-subenergy method is used to build relaxations in
boxes which contain the global minimum. The results for µ-subenergy and αBB
respectively are presented in Tables 4.9 and 4.10, where it may be observed (Ta-
ble 4.9) that a sampling size of 100 samples correctly allows to avoid fathoming
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that node in nearly all examples, with the exception of the Rastrigin function,
where a higher number of samples is necessary. In the case of the Goldstein-
Price function, the data for large sample sizes lead to Hessian matrices containing
minus infinity. This occurs because, in the process of flattening sub-optimal do-
mains, the µ-subenergy function inevitably increases the magnitude of curvature
in optimal domains. The sharp bend of the µ-subenergy function as it transitions
from a flat region to an optimal one may produce eigenvalues of very high mag-
nitude in X1∩X0. However, this does not pose a problem in a branch-and-bound
context because such behaviour flags a region as optimal: these infinitely negative
eigenvalues yield a LB of minus infinity, which correctly preserves the node for
further branching. The corresponding results for αBB (Table 4.10) suggest that
classical αBB is more robust in all tests in optimal nodes, as no node is incorrectly
fathomed.

Sampling points
Function Glob. min. Exact LB 1 9 25 49 100 2500
Rastrigin 0 2 3.6044 3.6044 3.5351 3.5351 2.7404 1.3843

Rosenbrock 0 1.3282 0.8709 0.8709 0.8709 0.8709 0.8709 0.8709
Ackley 0 3.6254 3.5351 3.5351 3.5351 3.4658 3.3000 3.1637

Beale 0 14.204 3.6044 3.6044 3.6044 3.6044 3.6044 3.6044
Goldstein-Price 3 53.576 6.6044 6.6044 6.6044 6.6044 6.6044 6.6044

Table 4.7: Lower bounds on each function using µ-subenergy with sampling and
µ = 10 (boxes do not contain the global minimum). All nodes are fathomed.

Sampling points
Function Glob. min. Exact LB 1 9 25 49 100 2500
Rastrigin 0 2 -54.1704 -54.1704 -54.1704 -54.1704 -50.3874 -53.9917

Rosenbrock 0 1.3282 -5.4452 -5.4452 -5.4452 -5.4452 -5.4452 -5.4452
Ackley 0 3.6254 2.4380 2.3329 1.8482 1.9252 1.8793 1.8482

Beale 0 14.204 -15.2408 -15.2408 -15.2408 -15.2408 -15.2408 -15.2408
Goldstein-Price 3 53.576 -766.3969 -766.3969 -766.3969 -766.3969 -766.3969 -766.3969

Table 4.8: Lower bounds on each function using αBB with sampling (boxes
do not contain the global minimum). Only the node from Ackley’s function is
fathomed.
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Sampling points
Function Glob. min. 1 9 25 49 100 2500
Rastrigin 0 3.6044 3.6044 3.6044 2.6443 1.3506 -12.2421

Rosenbrock 0 -0.0000 -26.8224 -15.5183 -26.8224 −∞ −∞

Ackley 0 -0.0000 -0.0000 -0.0000 -0.0000 -0.4058 -22.4468
Beale 0 -0.0400 -4.9131 -10.2821 -13.7487 -16.0033 -18.5554

Goldstein-Price 3 6.6044 −∞ −∞ −∞ −∞ -∞

Table 4.9: Lower bounds on each function in boxes containing the global mini-
mum using µ-subenergy with sampling and µ = 10.

Sampling points
Function Glob. min. 1 9 25 49 100 2500
Rastrigin 0 -843.37 -843.37 -843.37 -843.37 -807.51 -828.29

Rosenbrock 0 -0.84888 -0.84888 -0.84888 -0.84888 -0.84888 -0.84888
Ackley 0 8.8818e-16 -20.111 -22.559 -20.119 -21.017 -22.506

Beale 0 -5.024 -8.2575 -8.3013 -8.2575 -8.3964 -8.4468
Goldstein-Price 3 -62961 -62961 -62961 -62961 -62961 -62961

Table 4.10: Lower bounds on each function in boxes containing the global mini-
mum using αBB with sampling. No nodes are incorrectly fathomed.

4.5 Conclusions

In this chapter I presented a new methodology to produce αBB underestimators
which allow fathoming nodes even in cases where the rigorous conditions de-
scribed in Theorems 3.2.1 and 3.2.2 are not satisfied.

This was achieved by introducing a new transformation, the µ-subenergy func-
tion, and deriving a number of useful properties. Given two arbitrary pre-defined
tolerances in the f -domain and the S-domain, a parameter µ may be calculated
such that all values greater than the f -tolerance are mapped between the S-tolerance
and 0. Thus, it is possible to bound values in certain sub-domains of X0 between
two barriers in the S-domain, by controlling the mapping. It was shown that these
bounding properties extend to the derivatives of the µ-subenergy function, where
we provided the conditions to calculate µ in order to impose arbitrary bounds. Us-
ing this methodology, domains otherwise impossible to fathom using a standard
αBB relaxation, may theoretically be fathomed.

This method is shown not to benefit from the established method of deriving
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a rigorous ααα vector [5], thus there is no method currently known to the author
which may be employed to both calculate the ααα vector rigorously, and produce
tighter bounds than classical αBB, which is considered to be a promising subject
of future research.

The method is not beyond practical use however; a series of numerical tests
were performed in order to compare the tightest possible µ-subenergy underes-
timator against the tightest possible αBB underestimator using sampling-based
eigenvalues. The µ-subenergy method was shown in all tests to be able to fathom
domains which theoretically cannot be fathomed using classical αBB, as pre-
dicted by the theory. Thus, the µ-subenergy theory, beyond its purpose as a
proof-of-concept that the αBB theoretical underestimation limit might be over-
come, may be applied in cases where αBB is used as a heuristic method.

This method serves as a proof-of-concept that, through appropriate manipu-
lation, the αBB underestimator may be used to produce tighter bounds than the
theoretical conditions derived in Chapter 3 would allow, and it is the author’s
hope that it might constitute a starting point for overcoming the theoretical limits
of superposition-type underestimators.
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Chapter 5

Heuristic methods for deterministic
global optimization

“The ultimate truths of

mathematics, then, cannot be

established by any experimental

proof that the deductions from them

are true; since the supposed

experimental proof takes them for

granted.”

Herbert Spencer

The task of locating the global solution of optimization problems with cer-
tainty is very difficult, thus, a large part of the science behind DGO is to develop
heuristics which accelerate algorithms with guarantees of global convergence in
finite time. Two such fundamental types of heuristics are branching strategies,
and bounds tightening (BT) methods. In this chapter I provide a short overview of
current techniques, and I introduce a new branching strategy, and two new bounds
tightening methods.

The new branching strategy, violation branching, may be used to augment ex-
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isting branching strategies by also considering constraint activity when selecting
branching variables. Quality bounds tightening is an algorithmic improvement on
existing bounds tightening techniques, which provides better efficiency by avoid-
ing redundant calculations. PLR-bounds tightening involves formulating a PLR
problem and using the new constraints to tighten variable bounds.

5.1 Branching strategies

A branching strategy may be an agglomerate of multiple factors:

1. Selection of branching variable, vB.

2. A node splitting strategy, i.e., the topology of splitting a node in sub-domains.

3. Selection of which active node to branch on.

Proper selection of those parameters may result in significantly faster convergence
[4, 11, 3, 90] because the branch-and-bound tree is explored more efficiently.
In this section, I propose new methods for the selection of branching variable,
while node splitting topology will be explored in the context of parallel computa-
tions in Chapter 7.

5.1.1 Violation branching

Belotti et al. [17] discussed the use of earlier work (strong branching [11] and
reliability branching [3]) in the context of MINLP, and tested geometry-based
strategies for splitting the domain with great success. Regarding αBB, Adjiman
[4] thoroughly explored the impact of various branching strategies on its conver-
gence rate. Specifically, four strategies were tested: (i) the least reduced axis strat-
egy, where the variable which has been reduced the least since the beginning of
the problem is branched on, (ii) the maximum separation distance strategy, where
a branching variable is selected from the term with the most intense non-convex
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contribution, (iii) the most non-convex variable strategy, where the branching vari-
able is selected as the one with the most intense overall non-convex contribution
to a problem, and (iv) the optimum solution branching strategy, where the non-
convex contribution of a variable is estimated by the separation distance at the
optimum solution of the lower bounding problem, and the variable with the great-
est contribution is branched on.

However, one important factor in the evaluation of the non-convex contribu-
tion of a variable to the overall problem has not yet been considered in the liter-
ature, i.e., constraint activity. Any branching strategy which attempts to estimate
the contribution of a variable to the non-convexity or non-linearity of a problem,
typically gathers information from the objective function and all constraints. What
is not considered is that, if the convex relaxation of a constraint is inactive at the
solution of the lower bounding problem, it is unlikely that the overall contribution
of non-convexity information from this constraint will be as significant as those
of active constraints.

In order to test this idea, I modify two well-known branching strategies (most
non-convex variable and maximum separation distance [4]) for the αBB algorithm
using this concept, noting that this technique may in principle be applied to any
method which evaluates contributions to the maximum separation distance in a
similar fashion.

NC-violation branching

NC-violation branching is an application of violation branching to the most non-
convex variable branching strategy. According to the most non-convex variable
strategy, a measure (weight) of the overall contribution of a variable i to the non-
convexity of a relaxation may be estimated as:

µ
i =

NT

∑
t=1

Nt

∑
j=1

µ
i j
t (5.1)
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where t is a term type, NT is the number of different term types in the problem, j is
the jth term of type t, and Nt is the number of terms of type t. µ

i j
t is the measure

of the contribution of term j which contains variable i and belongs to the term
group t. The sum of those contributions, for all terms in each term type which
contain variable i, yields an overall estimate of the contribution of that variable.

However, this method is formulated in such fashion that the contributions of all
terms are treated as being equally significant, regardless of whether they appear
in an active constraint or not. This may be amended in a straightforward way
by defining a set, TA, which only contains the terms which appear in constraints
which are active at the solution of the lower bounding problem. A new weight for
each variable may subsequently calculated, as follows:

µ
i =

NT

∑
t=1

Nta

∑
j=1

µ
i j
t (5.2)

where Nta is the number of terms of term type t which appear in active constraints.
The contribution of terms which belong in inactive constraints is ignored. This
strategy is benchmarked in αBB against the standard, violation-insensitive ap-
proach, using the αBB test set, and the corresponding performance profiles are
illustrated in Figure 5.1. An overview of the results indicates that the new NC-
violation branching strategy strongly impacts performance for this test set. The
pure number of hits (number of times where the amended method required smaller
CPU time) is roughly 75% better than the classical strategy. For lower time fac-
tors, NC-violation retains a strong advantage over the classical strategy, which is
eventually evened out because the two methods are able to solve the same number
of problems in the given time. In other words, given this particular time limit of
500 CPUs, the two methods have the same probability of solving a problem to
global optimality, but NC-violation branching will produce better CPU times for
most of the problems which will be solved.
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Figure 5.1: Performance profile of αBB with NC violation branching, against
αBB with classical most non-convex variable branching.

MSD-violation branching

Similar to the most non-convex variable strategy, MSD-violation branching is an
application of violation branching to the maximum separation distance strategy. In
the standard form of this strategy, a measure µterm of contribution to non-convexity
for each non-linear term is estimated depending on that term’s type (bilinear, tri-
linear, general non-linear, etc.) [4], and a branching variable is selected from the
highest ranking term using the least reduced axis criterion:

tmaxMSD = max
j
(µ

j
t ) (5.3)
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where tmaxMSD is the term with the maximum separation distance, j is the jth term
in the problem, and µ

j
t is the maximum separation distance of term j, calculated

depending on its type t. MSD-violation branching excludes all terms which be-
long to constraints which, at the solution of the relaxed problem, have inactive
relaxations, from being considered in this ranking process:

tmaxMSD = max
j
(µ

j
ta) (5.4)

where µ
j

ta is the maximum separation distance of term j, calculated depending on
its type and activity, ta. Regardless of the type of a term its, µ

j
ta is set to 0 if the

constraint it belongs to is inactive, otherwise µ
j

ta is calculated as described in [4].
The results of using this strategy for the αBB test set are illustrated in Figure 5.2,
where this benchmark paints a different picture than its NC-violation branching
counterpart.

The classical method performs, in fact, marginally better with about 5% better
number of hits, and otherwise identical behaviour. This disparity is due to the
fact that the most non-convex variable branching strategy uses a more holistic ap-
proach: the non-convex contribution of each variable is estimated using all terms
in the problem in which it appears. Thus, the most non-convex variable strategy
is much more sensitive to the effect of non-convexities included from inactive
constraints (but do not actually affect the separation distance) than the maximum
separation distance strategy.

The maximum separation distance strategy singles out one term without taking
into account the contribution of that term’s variables elsewhere in the problem.
Thus, in this case, violation branching may only make a difference if that term
happens to be in an inactive constraint, and no other similar term exists in another
constraint, which is not as likely.

Interestingly, NC-violation branching consistently exhibits the highest proba-
bility of being the fastest out of all methods, which is an interesting conclusion, as
previous computational experience has suggested that the most non-convex vari-
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Figure 5.2: Performance profile of αBB with MSD-violation branching, against
αBB with classical maximum separation distance branching.

able strategy may often be too expensive compared to maximum separation dis-
tance. While a larger test set is required in order to derive a general conclusion,
these benchmarks indicate that NC-violation branching constitutes the preferred
default strategy for an αBB-powered solver 1.

1In this thesis this strategy is not used as the default choice in order to make results consistent
throughout the text. Its use is always explicitly stated.
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5.2 Bounds tightening

Bounds tightening (BT) is the process of reducing the interval [xL
i ,x

U
i ] of a variable

xi, while maintaining interval containment. BT techniques reduce the feasible
space, which in turn accelerates DGO algorithms because the smaller boxes result
in tighter bounds.

BT methods vary in complexity; the most prominent BT techniques may be
categorised as feasibility-based bounds tightening (FBBT) [121, 117, 4, 111, 24,
84, 17, 53, 16, 89] and optimality-based bounds tightening (OBBT) [121, 4, 71].
Feasibility-based bounds tightening, also known as constraint propagation [16],
is typically inexpensive, and may be used in every node of a spatial branch-and-
bound tree. FBBT methods typically make use of interval arithmetic to propagate
bounds between the constraints, while OBBT requires construction of a convex
or linear relaxation and solving for the edges of the convex feasible region. Be-
cause OBBT requires the global solution of non-linear problems, it is typically
employed in the first few nodes of the branch-and-bound tree.

Belotti et al. [17] described aggressive bounds tightening (ABT), where, if a
local minimum is known in a box, FBBT is applied in regions of the box which ex-
clude that minimum, in order to evaluate whether it is worth restricting the search
around that minimum. This method is applied for every variable until infeasibility
is verified, or some tolerance criteria are satisfied. ABT is time consuming as it
may require a call to an NLP solver for computing a new local optimum if one is
not available. Belotti et al. [17] also introduced reduced-cost bounds tightening,
where, given an optimal solution x∗k of a linearization LP of the original problem
P, its objective value f L, a finite upper bound fU of P, and the vector of reduced
costs mod r, the following tightening is valid:
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x∗ki = xL
i ,ri > 0⇒ xi ≤ xL

i +
fU − f L

ri

x∗ki = xU
i ,ri > 0⇒ xi ≥ xU

i −
fU − f L

ri
(5.5)

In this section, I present an algorithm which may improve the effectiveness of
any BT technique which functions on a per-variable basis, and I introduce a novel
BT technique which may be used to tighten the bounds not only of constrained,
but unconstrained problems as well.

5.2.1 Quality bounds tightening

While there are many variants of BT techniques, they may be encapsulated into
the generic algorithm illustrated in Figure 5.3. This procedure is designed such
that, for every new variable xi, the new bounds of all previous variables are used to
perform all subsequent calculations (although there can be variants of this method
depending on computational costs). This means that the resulting bounds are de-
pendent on the order of variable selection, and are not the tightest possible. For
this reason, BT is often performed iteratively, e.g., in ANTIGONE [90], until a
tightening tolerance is satisfied for all variables, or a maximum number of itera-
tions is reached.

However, when working with BT, it is often the case that the bounds of some
variables are improved in every iteration, while the bounds of other variables never
improve. This is a misuse of computational resources, because the algorithm re-
peatedly attempts to improve a quantity which does not appear to be improving.
Nonetheless, it should be noted that, in principle, there is always a possibility of
improvement because tightening some variable beyond some threshold may trig-
ger the tightening of other variables as well, after a few iterations.
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Figure 5.3: Generic BT flowchart.
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In an attempt to balance these two facts, I propose a heuristic algorithm which
provides a similar degree of tightening as traditional methods, but at a fraction
of their cost. The flowchart for this new class of BT algorithms, Quality Bounds

Tightening (QBT), is illustrated in Figure 5.4.

AtLeastOneSignificantImprovement=true
ImprovedVariables[i = 0 : i < n]=true

i = 0

i < n?

ImprovedVariables[i]==true?

Tighten bounds for xi

Is node
feasible?

Did xi improve
significantly?

AtLeastOneSignificantImprovement=true
ImprovedVariables[i]=true

ImprovedVariables[i]=false

Is node feasible
AND

AtLeastOneSignificant
Improvement==true?

AtLeastOneSignificantImprovement==false

Return feasibility
status and new

bounds

Update xi
tightened value

set i = i+1

yes

yes

yes

yes

no

no

no

yes

no

no

Figure 5.4: Quality bounds tightening flowchart.
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The algorithm begins with a full iteration of BT, for all variables. If no vari-
able is improved more than a pre-defined tolerance ε , the algorithm returns the
feasibility status of the node and the new bounds, if any. If the bounds of at least
one variable are improved beyond the tolerance ε , the algorithm repeats the BT
process only for the variables the bounds of which improved significantly in the
previous iteration, until the tolerance of significant reduction is no longer reached.

5 10 15 20 25 30

τ

0

0.2

0.4

0.6

0.8

1

P
(ρ

p
,s
≤

τ
:
1
≤

s
≤

n
s
)

αBB + no QBT 1 cycle
αBB + no QBT max 10 cycles
αBB + no QBT max 50 cycles
αBB + QBT max 10 cycles, ǫ=0.01
αBB + QBT max 50 cycles, ǫ=0.01
αBB + QBT max 50 cycles, ǫ=0.2
αBB + QBT max 50 cycles, ǫ=0.001

Figure 5.5: Performance profiles for different configurations of QBT for the
αBB test set. QBT is implemented for FBBT.

Optionally, a maximum number of QBT iterations may also be defined. It
should be noted that the cost-effect ratio of, e.g., 100 iterations of QBT for a
problem with 100 variables is unpredictable. The cost of 100 iterations of tighten-
ing the bounds of only 1 variable, and 1 iteration of tightening the bounds of 100
variables may be roughly the same, but with different impact on the convergence
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of a DGO algorithm. The impact of the significant reduction tolerance (ε) and
iteration limit (max cycles) on QBT is explored using the αBB test set and FBBT,
and the results are illustrated in Figure 5.5.

Although the curves are close to each other, since FBBT is a fraction of the
overall CPU time, it may be seen that QBT is generally more effective, with QBT
with ε = 0.01 exhibiting the best overall performance.

5.2.2 PLR bounds tightening

In Chapter 3, the theory of formulating a PLR problem was described, and it was
pointed out that interval centered forms and Baumann forms have been used in
the past as BT techniques in 1 dimension. In this section, I describe how this
reasoning may be generalised to many dimensions, by exploiting the properties of
PLR relaxations.

Consider an 1-dimensional PLR relaxation, as illustrated in Figure 5.6. Fur-
ther assume that the PLR lines intersect with the line defined by the BUB ( f ∗) at
some points. Then, due to the rules of interval containment, new valid bounds for
x may be derived by solving two OBBT linear problems:

xL
new = argmin

x∈X
x, s.t. l(x)≤ t, r(x)≤ t, t ≤ f ∗

xU
new = argmax

x∈X
x, s.t. l(x)≤ t, r(x)≤ t, t ≤ f ∗

(5.6)

If there is no feasible solution to either of these problems, the node may be fath-
omed. Because the PLR method forms a linear relaxation in many dimensions, it
defines a convex solution set. Hence, it may be used to set up an OBBT problem
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in any number of dimensions, as follows:

PLR−BT :=



xL
i, new = argmin

xxx∈X
t∈R

xi

s.t. Axxx+bbb≤ t

Agxxx+bbbg ≤ 0

Ahxxx+bbbh = 0

t ≤ f ∗

xU
i, new = argmax

xxx∈X
t∈R

xi

s.t. Axxx+bbb≤ t

Agxxx+bbbg ≤ 0

Ahxxx+bbbh = 0

t ≤ f ∗

An example of the feasible region of this set of linear problems is illustrated in
Figure 5.7. If the loci of PLR intersections with the f ∗ hyperplane intersect inside
domain X , new variable bounds may be achieved. If not, the bounds of variable
xi remain unchanged. It should be noted that, because this method creates new
linear constraints for the objective function, it may be used to tighten bounds in
unconstrained problems 2.

At the time of writing of this thesis, the implementation of PLR-BT only
makes use of the PLR relaxation of the objective function. The performance pro-
files using this implementation are illustrated in Figure 5.8. PLR-BT appears to
improve performance overall, mostly for problems with smaller CPU times. Two
of the more difficult problems, ex6 2 9 and ex6 2 14, are solved significantly faster.
The first problem was solved in 20.72 seconds, whereas it reached the CPU time

2This method has different algorithmic applications than the branch-and-reduce strategy of
Ryoo and Sahinidis [108] because it may be used to tighten the bounds of a problem before solving
the lower bounding problem.
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Figure 5.7: Illustration of the feasible region of the PLR-BT problem for f (x,y) =
sin(3x1)+ cos(2x2)+ x2

1 + x2
2 +2, f ∗ = 1.8033.

limit of 500 CPUs using standard αBB (Appendix A), and the second problem
was solved in 10.71 CPUs, down from 127.92 CPUs originally. Similar consid-
erations as raised in the PLR section of this thesis apply for this method, i.e., the
number of variables per function is important to the performance of the method, as
well as the efficiency of the implementation, and the quality of the interval gradi-
ents. This last factor is particularly important because, depending on the tightness
of the interval gradient, the boundaries of the PLR feasible region may or may not
intersect inside the box.

In the current implementation of αBB in MINOTAUR, interval gradients are
not very tight, therefore a heuristic was used to evaluate the quality of the interval
bounds against the size of the box. In other words this heuristic attempts to pre-
dict when the combination of interval gradients and box size will be such that it is
worth investing the computational time to tighten the bounds using PLR-BT. This
trigger heuristic was:
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Figure 5.8: Performance profiles of αBB + PLR-BT against the αBB baseline.

1 i f ( varRange ∗ r a n g e O f I n t e r v a l G r a d i e n t O f V a r <= M){
2 proceedToTigh tenBounds = t rue ;
3 }

where a value of M=100 was used to produce these results. It should be noted
that the PLR-BT algorithm may be further accelerated by warm-starting the linear
problems, and such a warm-starting strategy is the subject of future research.

5.3 Conclusions

In this chapter I presented a new branching strategy for second-order methods,
violation branching, a new heuristic branching technique, QBT, and a new BT
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technique based on PLR relaxations, PLR-BT.
Violation branching may be applied to a second-order branching strategy in

order to also take constraint activity into account when a branching variable is
selected. This technique was tested by modifying the most non-convex vari-
able and maximum separation distance techniques. The benchmarks suggest that
NC-violation branching greatly offsets the cost of the most non-convex variable
branching strategy, as this method consistently yielded the best results in the
benchmark. This is a strong indication the NC-violation branching should be
used as the default branching strategy in an αBB solver.

QBT may improve the performance of existing BT techniques by repeatedly
branching only on the variables the bounds of which appear to be improving sig-
nificantly in the context of an iterative BT process. A plurality of benchmarks was
performed, indicating that QBT consistently improves the performance of existing
methods.

Finally, PLR-BT was proposed as an extension of previous work in the lit-
erature in 1-dimensional pruning. PLR-BT is the first method, to the author’s
knowledge, which may perform BT based on feasibility criteria for unconstrained
problems in many dimensions, because it may generate constraints for any C1

problem. An implementation of this method was benchmarked in conjunction
with αBB, where tightening constraints are only generated for the objective func-
tion, and was observed to consistently improve performance over the test set.
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Chapter 6

Variable-based convexity

“Simple laws can very well

describe complex structures. The

miracle is not the complexity of our

world, but the simplicity of the

equations describing that

complexity.”

Sander Bais

Many methods focus on identifying and exploiting special structure in a prob-
lem in order to accelerate a DGO algorithm. One of the most typical approaches
for building tight relaxations for any C2 factorable function is to exploit its fac-
torability.

This is done in numerous fashions; for instance, branch-and-bound algorithms
may construct recursive decompositions of factorable functions [130, 83, 129]
to exploit convexity. Specifically, the second-order properties of primitive uni-
variate functions can be automatically identified and utilised to build subgradient
inequalities. However, this approach is not general because it requires second-
order convexity/concavity information at a functional level, which is not possible
to derive for all types of primitive functions.
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An alternative approach to exploiting factorability is by convexifying a func-
tion at term-level. In this case, as described in earlier chapters, it is desirable to
create a set of convex functions, each of which underestimates one term of the
original function. The αBB algorithm constitutes a representative example of this
methodology.

However, the term-based paradigm for second-order underestimators may be
sub-optimal. For instance, if a function consists of a combination of convex and
non-convex terms but is overall convex, partitioning the function in groups of
terms before creating its relaxation might produce sub-optimal or unnecessary
relaxations, because the underlying convexity is not fully exploited.

In this chapter, I present examples of such sub-optimal relaxations and I pro-
pose a general methodology to improve the tightness of αBB relaxations in such
cases. I introduce a variable-based convexity (VBC) approach to the relaxation
of non-linear functions, as opposed to the traditional term-based approach. It is
shown how this approach may result in tighter second-order underestimators, and
the automatic identification of overall convex functions, if underlying convexity
is identified.

While αBB is used as a means of comparison for this method, it should be
noted that it may in principle be applied to improve the relaxations of any second-
order method which is designed to exploit factorable structure in a similar fashion.

6.1 Motivation

In order to motivate this approach, I will use a series of examples to illustrate cases
where factorability may be exploited in a sub-optimal way. This is accomplished
by formulating relaxations using the αBB algorithm.
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6.1.1 Convexification of a convex function with a trigonometric
term

Consider the problem of convexifying the following general function:

f (xxx) = x2
1 + x2

2 + x2
3 + sin(x1 + x2), xxx ∈ X = [−π,π]3 (6.1)

This factorable function contains two types of terms: three convex terms
(
x2

1,x
2
2,x

2
3
)

and one general non-convex term (sin(x1 + x2)). Application of the αBB method-
ology [10, 5] results in the following relaxation:

f̆ (xxx) = x2
1 + x2

2 + x2
3 + sin(x1 + x2)+α1(x1−π)(x1 +π)+α2(x2−π)(x2 +π)

(6.2)
This formulation effectively convexifies the function as it superposes a se-

ries of quadratics of sufficient magnitude (αi) to overcome the worst-case non-
convexity of the original non-convex function at every point in X .

However, upon examining f (xxx) more closely, it may be observed that it is
actually convex everywhere in X , since the convexity introduced by the convex
terms is enough to overcome the non-convexity of the general non-convex term.
Thus, the resulting relaxation is of unnecessarily large magnitude (in this case it
is, in fact, not necessary at all).

6.1.2 Convexification of a convex function with a bilinear term

Next, let us consider the same function where the general term is replaced by a
bilinear one:

f (xxx) = x2
1 + x2

2 + x2
3 + x1x2, xxx ∈ X = [−π,π]3 (6.3)

Once more, this function is convex over X . The ααα vector may be derived ana-
lytically as ααα = [0 0 0]T . However, according to the term-based approach, the
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resulting convex relaxation would be:

min
xxx∈X

f̆ (xxx) = x2
1 + x2

2 + x2
3 +wB (6.4)

s.t. wB ≥ xL
1x2 + xL

2x1− xL
1xL

2 (6.5)

wB ≥ xU
1 x2 + xU

2 x1− xU
1 xU

2 (6.6)

where an extra variable and two additional constraints (McCormick convex hull)
had to be added to the problem. For complex mathematical expressions, this un-
necessary relaxation may be of significant negative impact to the convergence rate
of αBB. For instance, if the convexified function is a constraint, the McCormick
constraints, greatly overestimate the feasible region despite providing the convex
hull. This may affect convergence greatly, especially if f (xxx) is a constraint. Just
like the previous example, combining the Hessian matrices of the convex terms
and the non-convex bilinear term yields an always convex result.

6.1.3 Convexification of nonconvex function with a trigonomet-
ric term

Let us now consider a case where the function is not convex:

f (xxx) = x2
1 + x2

2 + x2
3 +2sin(x1 + x2), xxx ∈ [−π,π]3 (6.7)

The resulting ααα vector using αBB and the Scaled Gerschgorin theorem [5]
is ααα = [4 4]T . However, if the interval Hessian matrices of the convex terms
are also added to the overall Hessian while calculating αi, this results in ααα =

[2 2]T , which is considerably smaller. Sub-optimal formulations of this type may
be very common in term-based approaches and are not easily avoided for two
main reasons: (i) it is generally considered good practice to identify as many
convex terms as possible in the preprocessing stage so that their relaxations will
not have to be calculated, and (ii) it is not always as trivial to infer term convexity
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as in these simple examples.
DGO problems are always solved in a box, therefore even complex mathe-

matical expressions may be convex in that box. However, this convexity is often
impossible to derive symbolically; other means need to be employed in order to
identify it. In any case, as demonstrated in these examples, relaxations may be
considerably worse if they are built by partioning terms based solely on their con-
vexity.

It is trivial to show the superposition of convex and non-convex terms will
always yield eigenvalue bounds at least as tight as using the standard αBB algo-
rithm, as demonstrated in Theorem 6.1.1.

Theorem 6.1.1. When using the Scaled Gerschgorin theorem to derive the eigen-

value bounds of the sum of a non-convex expression and an expression which is

known to be convex, these bounds will always be at least as tight as the ones

derived using the non-convex expression alone.

Proof. Let the eigenvalue bound of row i for a non-convex expression be λ NC
i ,

and the eigenvalue bound of the same row for a convex expression be λC
i . Adding

the two expressions results in the addition of their Hessian matrices (HNC and HC

correspondingly):

λ
Total
i = λ

NC
i +λ

C
i = HNC

ii +HC
ii −

N

∑
i 6= j

(sup |HNC
i j |)−

N

∑
i 6= j

(sup |HC
i j |) (6.8)

Because λ NC
i denotes the eigenvalue of a non-convex expression, in the worst-

case scenario it will be negative. However, since λC
i denotes the eigenvalue of

a convex expression it must be greater than or equal to 0. In order to achieve a
tighter bound, it is desired that λ Total

i ≥ λ NC
i :

λ
Total
i ≥ λ

NC
i ⇔�

��λ
NC
i +λ

C
i ≥�

��λ
NC
i ⇔ λ

C
i ≥ 0 (6.9)
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which is true by definition, because it is assumed that the convex expression is
known to be convex prior to the matrix addition.

6.2 Variable-based convexity

In the previous section two key points were highlighted. First, convexity of gen-
eral terms is not always straighforward to infer, and therefore exploit, and second,
Hessian combinations of terms may yield tighter relaxations if these terms have
some variables in common.

I address the first point by supplementing symbolic convexity detection with
interval analysis. If the convexity of a term may not be derived through func-
tional analysis, bounds on its eigenvalues are derived. These bounds, may, in turn,
bound the convexity of that term in a particular box. Addressing the second point
appears to be straightforward: identification of convex combinations of terms may
be automated by splitting terms into groups. Their Hessian matrices may then be
combined sequentially in order to identify positive semi-definite combined Hes-
sian matrices.

However, this kind of procedure is of inherently exponential complexity with
respect to the number of terms, due to the ensuing combinatorial explosion as that
number increases. Although DGO problems are typically small, this complexity
is prohibitively expensive in terms of the tightness-cost ratio.

This issue may be overcome by spliting terms into groups, and searching for
combinations between those groups. I propose to group terms in the following
fashion, based on their type, convexity, and variables (hence variable-based con-
vexity):

1. Active convex terms (C):
All convex terms with at least one variable present in a non-convex term.

2. Inactive convex terms (C0):
All convex terms with no variables present in any non-convex term.
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3. Special terms (NCS):
Terms which are relaxed in a special way, e.g., bilinear terms.

4. General terms (GNC):
All terms of general functional form and at least one negative eigenvalue
bound.

Convex terms which cannot be exploited (in C0) are not processed, hence the
number of possible combinations may be reduced considerably. This number may
be further reduced using a novel computational technique: convex combinations
of terms are merged into new super-terms instead of removing the terms which
are to be combined from their respective groups.

6.3 Term merging

Consider the following problem of identifying convex combinations:

f (xxx) = x2
1 + x2

2 + x2
3︸ ︷︷ ︸

C

+ x2
4︸︷︷︸

C0

+x1x2 + x1x3︸ ︷︷ ︸
NCS

+sin(x5)︸ ︷︷ ︸
GNC

(6.10)

The grouping procedure for this expression is as follows: there is no possible
combination for sin(x5) because there is no convex variable containing x5. There
is also no possible combination for x2

4 because there is no non-convex term con-
taining x4. The remaining terms, x2

1,x
2
2, and x2

3 may convexify either x1x2 or x1x3,
but not both.

Assume that x2
1 and x2

2 is combined with x1x2. From an algorithmic perspec-
tive, all three of these terms would typically be removed from their respective
list (term group) once the combination was identified, so that only the remain-
ing terms would be considered in a next iteration of combination identifications
(since the same term may not be combined twice). The only remaining candidates
for combination in that case would be x2

3 and x1x3, which is a non-convex com-
bination. However, the expression x2

1 + x2
2 + x2

3 + x1x2 + x1x3 is convex ∀xxx ∈ R3,
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therefore it is desired to somehow exploit the residual convexity of x2
1 even after

it is combined with x1x2. A solution to this problem is to merge the combination
into a new super-term:

f (xxx) =

new super-term︷ ︸︸ ︷
x2

1 + x2
2 + x1x2+x2

3︸ ︷︷ ︸
C

+ x2
4︸︷︷︸

C0

+ x1x3︸︷︷︸
NCS

+sin(x5)︸ ︷︷ ︸
GNC

(6.11)

Thus, instead of simply removing all terms from their respective lists, only the
special term is removed. Because the new combination is convex by definition,
the two original convex terms are replaced in the active convex term set by the
new convex combination, and is treated as a single term, from an algorithmic
perspective. This way, in the next iteration of searching for combinations, two
terms exist in the active convex set: x2

1+x2
2+x1x2, and x1x3. The interval Hessian

matrix of this combination is positive semi-definite, therefore the convexity of the
convex terms is exploited in its entirety.

This approach presents another significant advantage: it is not necessary to
compute the combined Hessians of all possible combinations before deciding
which combination to create. If there are numerous candidates, they are instead
merged sequentially as demonstrated above.

6.4 The VBC algorithm

This reasoning described in the sections above is formalised in the form of an al-
gorithm described in Algorithm 1, where it is assumed that the Scaled Gerschgorin
theorem is used to calculate eigenvalue bounds. This choice was made due to the
very good bounds with respect to the CPU time spent to calculate them, compared
to other methods [119, 48]. In the current implementation, convex-special term
combinations have been prioritized over convex-general ones in order to avoid the
creation of redundant constraints. This priority criterion can easily be changed
by substituting the set of special non-convex terms in Algorithm 1 by any other
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desired set.
The algorithm begins by parsing the function, splitting the terms into groups:

(i) inactive convex terms (i.e., terms which are not considered for combinations),
(ii) active convex terms, (iii) general non-convex terms, and (iv) special non-
convex terms.

The fundamental mechanic is that a convex term may only convexify a non-
convex term if its diagonal Hessian entries are large enough to overcome the non-
convexity of that term. This is very important because the algorithm is designed
to work with the Scaled Gerschgorin theorem for interval matrices: the addition
of non-diagonal elements to the Hessian matrix of a convex term will make the
eigenvalue bounds of the combined Hessian more negative. This is because, ac-
cording to the Scaled Gerschgorin theorem, the absolute values of these combined
non-diagonal entries are subtracted from the infimum of the diagonal element in
the corresponding row.

First, the VBC algorithm iterates over the special non-convex terms, attempt-
ing to identify whether any combination of convex terms and special terms may
result in a convex superposition. This process is accelerated by checking whether
the variables which participate on each non-convex term appear in any of the con-
vex ones, and only considering those combinations. If a valid combination is
found, i.e., substitution of that special term and introduction of new constraints
may be avoided, this combination is performed.

By aggregating terms into groups, it may be proven that the worst-case com-
plexity of the algorithm, with regard to the number of terms is, in fact, quadratic,
as described in Theorem 6.4.1. In most practical applications, however, roughly
linear scaling is expected, because the worst-case scenario is that a function:
(i) contains multiple special terms, and also (ii) contains multiple convex terms
with which these special terms may be combined, but (iii) no convex combina-
tions are possible (which would otherwise terminate the algorithm prematurely);
a scenario which is, of course, possible, but not very common.

140



Theorem 6.4.1. Let the number of non-linear terms of a non-linear C2 function

f : X→ F ⊂R, X = {xxx : xxx∈ [xxxL,xxxU ]} be N =NS+NC+NC0 +NG, where NS is the

number of special terms, NC the number of active convex terms, NC0 the number of

inactive convex terms, and NG the number of non-convex general terms. Then, the

worst-case complexity of the VBC algorithm with respect to the number of terms

of the function is O(N2).

Proof. Assume that calculating eigenvalue bounds per term is the dominantly ex-
pensive operation in this algorithm and all other operations, e.g., moving terms
between lists are relatively inconsequential in terms of computational cost. The
two possible scenarios of term composition in f are as follows:

1. Consider the part of the algorithm where special combinations are tested.
The worst case scenario for the algorithm is if there are no general terms,
and there are multiple convex and special terms, ergo the number of com-
binations to consider is the maximum possible. Thus, in the worst-case
scenario, the number of terms is N = NS +NC, and there are no combina-
tions which result in convexity, hence all possible combinations will have
to be considered before the algorithm is terminated.

In this scenario, the maximum possible combinations are S1
NC

∑
i=1

Ci+S2
NC

∑
i=1

Ci+

...+SNS

NC

∑
i=1

Ci, where S represents a special term and C represents a convex

term, which add up to a total of NSNC. Both NS and NC are linearly depen-
dent on N, thus Nmax→ O(N2).

2. If there exist general terms, the complexity of the part of the algorithm
where special combinations are considered shifts closer to linear, because
as both NS and NC are smaller subsets of N, and no longer add up to N.

I now examine the remaining part of the algorithm, where the Hessians of the
general terms are combined. All general non-convex terms and all active convex
terms are merged into a super term, and then an overall Hessian is calculated.
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The cost of this operation does not depend on the number of terms, assuming that
the cost of merging the terms is negligible compared to the cost of extracting the
eigenvalue bounds. Thus, the complexity of the VBC algorithm with respect to
the number of terms is constant for this part, and smaller than O(N2).

After all special combinations are complete, all terms in the convex set are
tested with respect to their variables. If neither of the variables present in a convex
term appears in the general non-convex set, that term is moved to the inactive
convex set. The terms remaining in the convex set, as well as all the terms in the
general non-convex set, are merged into one super-term which is used to derive the
eigenvalue bounds for the function. Combining these terms in one term instead
of testing for combinations is preferred because it is computationally inexpensive
and is always advantageous, since the convexity of the new terms is automatically
combined with the non-convex ones.
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Algorithm 1 VBC algorithm
Parse function
if function has non-linear part then

Initialise set of inactive convex terms C0 = { /0}
Initialise set of active convex terms C= { /0}
Initialise set of general non-convex terms GNC= { /0}
Initialise set of special non-convex terms which can be substituted NCS= { /0}
Parse non-linear terms for special structure:
for i=1:Number of terms do

Add term i to the appropriate term set
end for
Calculate eigenvalue bounds for every row of the whole-function Hessian matrix
Calculate eigenvalue bounds for every row of each term’s Hessian matrix
Move terms from non-convex lists to C if convexity was identified
Move terms from C to C0 if none of their variables appears in the non-convex sets
for i=1:size(NCS) do

for j=1:size(C) do
if at least one variable in term i present in term j then

if combined Hessian not yet positive semi-definite then
Combine Hessians
Flag term j for this combination

else
break

end if
end if

end for
if term i no longer needs to be substituted then

Merge term combination into a single super-term
Move flagged convex terms from C to C0
Move the new convex super-term to C

else
Term i will not be combined, flag for special treatment

end if
end for
Move all convex term from C whose variables do not appear in GNC, to C0
Merge all convex terms in C and all terms in GNC in one super-term
Calculate Hessian for the new super-term

else
Do not create relaxation

end if
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6.5 Numerical experiments

Test set

The performance of the VBC algorithm is evaluated at the root node by perform-
ing tests in the αBB test set1. As described in Section 2.5.3, the tests in the
αBB test set are selected randomly from the literature, the only criterion being
that the size of each problem be between 1-100 variables. This random selection
is particularly important for the VBC tests; it is avoided to specifically select prob-
lems which are known to possess the special structure that the VBC algorithm is
designed to exploit, so that the following may be studied:

1. The extent to which convex structure is detectable using a combination of
basic symbolic detection and interval calculations.

2. The tightness-cost ratio of the VBC algorithm.

Procedure

The experimental procedure is as follows: using αBB and VBC, upper and lower
bounds are calculated for each problem at the root node, and used to derive the
separation gaps. These separation gaps are compared to the total CPU times for
different combinations of bounds tightening methods. All upper bounds are cal-
culated using both IPOPT [138] and Filter-SQP [38]. Between these two results,
the best feasible upper bound is chosen and the corresponding solver is used to
solve the resulting lower bounding problem.

The experiments are performed for three different configurations of bounds
tightening:

1. No bounds tightening (Figures 6.1a and 6.2a).

1In order to constitute this procedure more efficient in a branch-and-bound procedure, a novel
heuristic algorithm was invented, therefore the full branch-and-bound tests are presented in Chap-
ter 8, where the algorithmic novelties in the αBB solver are described.
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2. 10 iterations of FBBT (Figures 6.1b and 6.2b).

3. 10 iterations of FBBT and 10 iterations of OBBT with 1 additional iteration
of FBBT per OBBT variable (Figures 6.1c and 6.2c).

Bounds tightening is incorporated into the testing procedure because the tests are
run at the root node, therefore the box should, ideally, be as small as possible. As
the box becomes smaller, it becomes increasingly likely that convexity might be
identified using interval analysis.

All results are collectively illustrated in Figures 6.1 and 6.2, illustrating ab-
solute and relative separation gaps respectively. Out of the 93 test problems, one
(bt12) is ommitted because a feasible upper bound could not be found at the root
node. The results are presented in logarithmic scale where 0 has been inserted at
the origin of the y-axis in order to constitute the problems with a separation gap
difference of 0 visible in the log-scale.

6.6 Discussion

All separation gaps derived using the VBC algorithm are at least as good as the
ones using αBB, which is consistent with the theoretical prediction. The separa-
tion gap improved for a total of 9 problems across all three plots, which is roughly
10% of the test set. CPU times improved in approximately 35% of the test set.

The degree of separation gap improvement spans several orders of magnitude,
up to an improvement of 100% (zero separation distance). Three problems are
consistently recognised as overall convex by the algorithm and solved at the root
node. As the bounds tightening procedure changes, VBC is able to identify dif-
ferrent convexity combinations. This constitutes a strong indication that it may be
advantageous to apply the VBC algorithm not only at the root node, but also in the
branch-and-bound tree, where parts of the problem may be identified as convex in
different sub-domains. This observation fuelled the VBC reformulation heuristic
algorithm described in Chapter 8.

145



10 20 30 40 50 60 70 80 90

Problem

0

10
-1

10
0
 

10
1
 

10
2
 

10
3
 

10
4
 

10
5
 

R
at
io
/D

iff
er
en
ce

(a) CPU time ratios and absolute separation gap differences without bounds tightening.
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(b) CPU time ratios and absolute separation gap differences with 10 iterations of
feasibility-based bounds tightening.
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(c) CPU time ratios and absolute separation gap differences with 10 iterations of
feasibility-based and 1 iteration of optimality-based bounds tightening.

Figure 6.1: CPU time ratios CPUs αBB
CPUs VBC shown with circles, and absolute separation

gap differences (dαBB−dVBC) shown with triangles, for various configurations of
bounds tightening. The logarithmic plot is processed such that the triangles seen
at 0 are equal to 0.
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(a) CPU time ratios and relative separation gap differences without bounds tightening.
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(b) CPU time ratios and relative separation gap differences with 10 iterations of feasibility-
based bounds tightening.
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(c) CPU time ratios and relative separation gap differences with 10 iterations of feasibility-
based and 1 iteration of optimality-based bounds tightening.

Figure 6.2: CPU time ratios CPUs αBB
CPUs VBC shown with circles, and relative separation

gap differences (100dαBB−dVBC
dαBB

) shown with triangles, for various configurations
of bounds tightening. The logarithmic plot is processed such that the triangles
seen at 0 are equal to 0.
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Interestingly, in the majority of problems where improvement is observed,
there is no significant CPU time overhead, and only in one case the overhead of
our algorithm approaches one order of magnitude. In constrast, improved CPU
times are constistently more frequent.

It should be noted that, while the standard αBB methodology suggests the
special treatment of bilinear, trilinear, fractional etc. terms, the current version
of the αBB solver used to derive these results only supports symbolic detection
of bilinear and simple quadratic terms. However, despite the currently limited
special structure detection capabilities in this software, it is very encouraging that
the VBC algorithm produces good results in a significant number of problems.
It is expected that this advantage over the standard αBB methodology will in-
crease with more advanced convexity detection, i.e., as more combination options
become available.

Furthermore, CPU time is improved in problems where the separation gap dif-
ference is 0, highlighting an interesting event: a difference in separation gaps only
corresponds to cases where the VBC algorithm made a difference in the optimal

value of the lower bounding problem. This is an important distinction: tighter
relaxations per function, even guaranteed ones, do not necessarily guarantee a
better overall lower bound for a problem. Examples of this include tighter relax-
ations of inactive constraints, or better objective function relaxations where active
constraints make the improvement irrelevant. Utterly, these improved CPU times
may only be attributed to tighter VBC relaxations, which result in lower bounding
problems which are easier to solve, even if the optimal value remains unchanged.

6.7 Conclusions

In this chapter I introduced variable-based convexity, a second-order relaxation
methodolody for C2 general factorable functions. The VBC algorithm is proposed
as an implementation of this theory. This algorithm takes advantage of convexity
and variable-based term segregation, as well as a novel computational technique
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for the merging of terms, to improve performance and avoid exponential complex-
ity.

This new methodology was demonstrated theoretically and computationally
to always provide bounds at least as tight as classical αBB. Furthermore, the
complexity of this new algorithm grows quadratically with respect to the number
of non-linear terms in a function.

The VBC algorithm provided significant improvement (up to many orders of
magintude) of the separation gaps in a sizeable subset of the test set. The CPU
time tradeoffs were mostly insignificant, and sometimes better than αBB.

Finally, in approximately 25% of the test set, improved CPU times accom-
panied by no improvement of separation gaps are observed. This benefit is at-
tributed to the simpler/tighter formulations which may arise when using VBC,
because the algorithm creates tighter relaxations with a smaller number of new
constraints. These lower bounding problems are subsequently easier to solve us-
ing local solvers.
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Chapter 7

Parallel algorithms in deterministic
global optimization

“We can only see a short distance

ahead, but we can see plenty there

that needs to be done.”

Alan Turing

7.1 Introduction

Despite a great subset of modern software being written for serial computation, the
idea of parallel computing is almost as old as computing itself. In 1958, 22 years
after Turing’s seminal paper On computable numbers [131], IBM researchers John
Cocke and Daniel Slotnick discussed the use of parallelism in numerical calcula-
tions for the first time. In 1962, Burroughs Corporation built the D825 symmet-
rical MIMD (Multiple Instruction, Multiple Data) multiprocessor [9]; a computer
with 4 processors which could access 1 to 16 memory modules using a cross-
bar switch. The more modern class of parallel computers, using SIMD (Single
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Instruction, Multiple Data) 1 was originally used in the 1970s in vector supercom-
puters, such as the CDC Star-100 and the Texas Instruments ASC, and also used
extensively by Cray in the 1970s and 1980s.

In 1967, Amdahl and Slotnick published a debate regarding the feasibility
of parallel processing. During this debate, Amdahl’s law [106] was formulated,
defining the limit of speed-up due to parallelism. Amdahl’s law is based on a
basic principle: if a program performs computations both serial and in parallel,
then the potential speed-up depends on the percentage of the program which is
parallelised, i.e., programs will always be limited by their serial parts. For in-
stance, if a program performs two major operations, each of which expends 50%
of its CPU time, and only one of them is parallelised, the maximum theoretical
speed-up which may be achieved is 50%2. This principle is formalised as follows:

Slatency(p) =
1

(1− r)+ r
p

(7.1)

where Slatency is the theoretical speed-up in latency for the entire task, p is the
number of processors, and r is the fraction of the algorithm that may be made
parallel. Note that as p→∞, Slatency→ 1

1−r . This is the critical execution latency;
the program will never perform faster than this limit.

Amdahl’s law is quite pessimistic because it governs the implementation of a
program, i.e., the theoretical speed-up when parallelising a piece of software to
solve a problem of fixed size. In practice, additional computational resources are
invested in solving larger problems in the same amount of time. Gustafson [47]
determined that, for large problems, the expected scaling is linear, and formulated
a practical law for this case:

Slatency(p) = (1− r)+ pr (7.2)

which predicts the expected theoretical speed-up for large problems. It may be

1Commonly known for its application in modern desktop computers.
2Assuming perfectly scaling parallelisation and infinite processors.
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inferred from this law that the true parallel power of a large multiprocessor system
is only achievable when solving a large parallel problem.

Parallelisation has been used extensively in numerical optimization of large-
scale systems for a long time. For instance, CPLEX [55] provides a distributed
computing mode for the solution of large-scale MIPs. IPOPT [138] supports run-
ning the linear solvers HSL MA86, and HSL MA97 in parallel mode. Custom large-
scale optimization software has also been used by the aircraft and automotive
industries for decades [54], especially for boundary value problems.

Parallel computing is particularly attractive for branch-and-bound procedures.
Distribution of calculations provides a natural way to explore integer solution
spaces [45, 116, 104, 75, 20]. In NLP branch-and-bound however, parallelisa-
tion has not seen much application. This is mostly due to the fact that, until now
there has been no algorithm to enable some kind of meaningful distribution of
calculations for a branch-and-bound procedure in a continuous space.

This is not, however, due to lack of effort. Attempts have been made to ex-
ploit multiprocessor hardware to solve NLP problems in the past. For instance,
multistart algorithms (e.g., [30, 132]) have been proposed as a heuristic procedure
to quickly explore a large solution space and locate a good feasible solution. A
variety of starting points is generated, e.g., using Sobol’ sequences [64] and each
local optimization problem may be solved in parallel. Nevertheless, there is no
deterministic guarantee among these types of methods for convergence in finite
time3. To the author’s knowledge, there is no method in the literature describing
the parallelisation of deterministic branch-and-bound algorithms for NLP prob-
lems, which may converge in finite time.

In this Chapter, I introduce the first algorithms for parallel branching for the
DGO of NLP problems, as well as asynchronous BT techniques, as a first step
towards bridging the gap between the algorithmic state of the art, and modern
hardware.

3A Sobol’ algorithm has a deterministic guarantee of convergence in infinite time.
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7.2 Parallel architecture for branch and bound al-
gorithms

There are a number of options when it comes to parallel computing. One of the
oldest parallel computing models, still in use in many codes, is POSIX Threads.
Other models include OpenMP, Cilk/Cilk Plus, Threading Building Blocks (TBB),
C++11 threading, MPI, and Cray’s Chapel. Other platforms, such as MATLAB,
offer parallel options inside the platform’s environment. Each system provides
different functionalities and, perhaps more importantly, different levels of ease of
use. The work presented in this thesis uses the OpenMP and C++11 threading
models for multithreading, and the MPI multiprocessing protocol. Because the
implementation details may vary greatly for different protocols, I limit this discus-
sion mostly to the algorithmic aspect, which is transferable to any implementation
protocol.

7.2.1 Synchronous vs asynchronous programming

The most straightforward way to conceptualise parallelisation is through the mul-
tiprocessing protocol. In this concept, a number of different processes run in
parallel, each with its own memory space, and exchange information as required
by the user. Because memory is private, the processes need to transmit some
information, mandated by the application, to each other, in order to cooperate
successfully in solving a problem. This communication may be synchronous, i.e.,
a task is split in parts and the algorithm continues when all sub-tasks are complete,
or asynchronous, in which case a sub-task is processed in the background while
the rest of the program performs other calculations. This data is subsequently
transmitted to the main part of the program when calculations are complete, and
used appropriately.

When these sub-tasks are of equal CPU load, a task is called embarrassingly
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parallel [93]4 (e.g., calculation of the inner product of two vectors). In this case,
the tasks may be assigned by the master process, and sent to the worker processes
for parallel processing. This is an ideal problem for synchronous parallelisation
because the CPU load per task is roughly the same: all processes will complete at
roughly the same time, thus little to no CPU time is wasted because some process
is waiting idly for others to complete their calculations.

However, not all algorithms may be efficiently split in tasks of equal load. For
instance, in branch-and-bound, the CPU time required to process a node may, or
may not, vary greatly, depending on the geometry of the problem in a particular
node. In such a case, asynchronous communication between processes might be
preferable: a node may be processed in the background, while other processes pro-
cess different nodes. Information may be subsequently exchanged as it becomes
available.

Asynchronous communication comes with certain drawbacks, however. Be-
cause it is unknown when a process will return its data, the program needs to
continuously communicate with that process in order to check whether the task is
complete, which introduces computational overhead. Furthermore, asynchronous
programming is often more difficult than its synchronous counterpart at a con-
ceptual level: it is not always straightforward to design an algorithm where it is
unknown when some particular data will be available. Thus, it is typically more
straightforward to parallelise existing algorithms using synchronous communica-
tion, as it provides a readily applicable way to parallelise a serial algorithm or
existing code; efficient asynchronous programs typically need to have been de-
signed as such from the beginning.

With this in mind, the parallel NLP branch-and-bound techniques which are
described in this text are synchronous. This choice was made for two reasons: (i)
because such an implementation has never been attempted before, it is a necessary
step in order to understand the computational behaviour of information flow in the

4A complementary requirement for this definition is that the task is straightforward to imple-
ment in parallel.
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NLP branch-and-bound context, such that efficient asynchronous techniques may
be designed in the future, and (ii) it does not require a fundamental re-write of
the existing code base. Nevertheless, the αBB solver developed for the purposes
of this thesis does make use of asynchronous programming in some of its subsys-
tems, namely vertex calculations and FBBT.

7.2.2 A parallel abstraction of the Node object

The Node object is a fundamental concept in all branch-and-bound software. In
this chapter I propose a parallel DGO solver design which is centred on a parallel
abstraction of this object. The Node object may be viewed as a self-sufficient com-
putational unit: it holds all information necessary in order to perform calculations
unique to a particular sub-domain of the solution space. If a branch-and-bound
software is implemented in such a way that all unique information necessary for
processing a node is attached to the Node object, an abstraction which is easily
parallelised is created.

Although the exact information is dependent on the details of the particular
algorithms which a solver employs, the author has identified a minimal generic
subset of information which must be included in this abstraction in any branch-
and-bound context:

1. Upper and lower bounds of the variables for this particular node.
This is the information which defines a node, and as such needs to be in-
cluded in order to perform any calculations which are unique for that node.

2. Upper and lower bounds on the function values in that node.
This information is inherent to the branch-and-bound process. It constitutes
a property unique to that node, and must be transmitted when calculated.
The upper bound must be transmitted, if calculated in this iteration, so that
all processes share the same f ∗.

3. Computationally expensive information which is calculated during node
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processing, using any of the previous two items as input (mainly informa-
tion derived from the bounds of the box).
Although not strictly necessary, this information is important for code effi-
ciency. Examples of such information in the αBB framework may include
the primal values of the solutions of the upper and lower bounding prob-
lems (which may be used by advanced branching rules), or any information
which is inherited between nodes. A typical example of this would be the
values of the components of the ααα vectors, so that they will not need to be
recalculated when they are needed.

Because this information is sufficient to uniquely define a node, any branch-and-
bound tree may be parallelised by processing nodes in parallel and transmitting
this information when processing is complete.

In this paradigm, transmission of this information is mandatory. On each it-
eration of the branch-and-bound algorithm, multiple nodes may be processed by
parallel processes. When this processing is complete, all processes need to ex-
change this unique information so that, in the beginning of every new iteration,
they all contain the same copy of the branch-and-bound tree, i.e., all node objects
in all processes are exactly the same.

7.3 Parallel branching strategies

The parallel implementation of the αBB solver makes use of MPI standard [46].
Some technical details on this implementation are discussed in Chapter 8. In its
serial mode, the αBB solver uses the least lower bound (LLB) node selection
strategy: given a stack of processed nodes in the branch-and-bound tree, the node
with the smallest lower bound is selected for branching. The strategies that follow
are synchronous extensions of this strategy.
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7.3.1 Multisection branching

Multisection branching is a domain sub-division strategy. A node is selected us-
ing the LLB criterion and a branching variable is subsequently selected using any
variable selection strategy, and its domain is split into p (in the current imple-
mentation equal) parts, where p is the number of parallel processes. If p = 1,
the solver runs in serial mode instead. The reasoning behind this strategy is to
exploit the additional computational resources in order to achieve tighter bounds
on each node at the same computational cycle 5. This strategy is implemented in
the αBB solver, and the performance profiles for varying numbers of processes
are illustrated in Figure 7.1.

Discussion of performance scaling

The most prevalent observation is that using MPI with two processes overwhelm-
ingly improves wall times across all test cases. For 2 processes, this is the ex-
pected behaviour because it is a direct parallelisation of the serial algorithmic
procedure: the node is bisected, similar to the serial mode, but now each node is
processed by a different process. This distributes the node processing cost very ef-
fectively, because the process communication cost for only two processes is min-
imal. Therefore, despite the MPI process communication overhead, it provides a
reliable speed-up across the board. As more processes are added, performance,
although still much better than the serial mode, appears to drop.

Hardware considerations

This benchmark was run on a 4-core computer with 8 logical processors (Sec-
tion 2.5.2), therefore it is not surprising that the 6 process version does not perform
optimally. MPI implementations are optimized to execute one process per core,
thus a processing unit of this type is generally expected to perform optimally at a

5The term is not used in the strict sense; in this context the node processing step is referred to
as a cycle.

157



5 10 15 20 25 30

τ

0

0.2

0.4

0.6

0.8

1

P
(ρ

p
,s
≤

τ
:
1
≤

s
≤

n
s
)

No MPI
2 MPI processes
4 MPI processes
6 MPI processes

Figure 7.1: Illustration of the performance profiles for the multisection parallel
branching strategy using the αBB solver in MPI mode. These profiles are calcu-
lated by running the αBB baseline in parallel mode.

CPU load of up to 4 top-priority processes. As more load is added to the system,
bandwidth also becomes more limited and cache contention may become more
prominent 6. Although this is a problem primarily affecting software using shared
memory protocols, research has suggested that contention for the CPU cache may
affect MPI software as well [100]. Finally, the communication overhead increases
as more processes are used, which may take up a significant portion of the wall

6For this particular processor, each core has its own L1 and L2 memory cache, which is shared
by two logical processors, and the L3 cache is shared by all cores. When multiple processes
compete for use of the same memory cache, especially as large amounts of data are piped, cache
contention may occur, which causes a decline in the performance of the program.
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time.

Algorithmic considerations

Nevertheless, these facts do not fully explain why the 4-process version is per-
forming more poorly than the 2-process one. The first consideration when inter-
preting the algorithmic significance of these results is that multisection branching
for more than 2 processes creates a much different branch-and-bound tree than
the classic serial algorithm. As domains become smaller, bounds are quite tight
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Figure 7.2: Illustration of the performance profiles for the multisection parallel
branching strategy using the αBB solver in MPI mode, for problems with baseline
wall time ≥ 1s.

anyway, so the bounding benefits of multisecting a domain may reach a plateau.
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Thus, this algorithm is generally expected to scale optimally in a desktop machine
where the number of cores is relatively small. The additional tightness from mul-
tisecting just one variable will at some point begin to be offset by the process
communication overhead.

The second consideration is that the scaling of this method may highly depend
on the problem. In order to illustrate this, I ignore all problems which are solved
very quickly (wall time ≤ 1s) from the results, and calculate the profiles anew.

These new profiles, illustrated in Figure 7.2, draw a different picture. Using
4 cores appears to provide a marginal increase in performance for some of the
harder problems. This indicates that, if a problem is solved very quickly, the
process communication overhead may greatly offset the potential advantages of
using more than 2 processes in this hardware, for this particular test set. This
becomes more apparent by plotting the speed-up ratios from the baseline 7 for 2,
4, and 6 processes, as illustrated in Figure 7.3.

This plot indicates that it is possible to get significant speedups with this
method if relaxation bounds are highly dependent on only one or a few variables.
However, the results do not indicate that we can achieve consistently good scaling
for spatial branch-and-bound algorithms with this scheme, as the growth of the
branch-and-bound tree seems to offset any improvement achieved by the tighter
multisection bounds.

There is a limit in the possible speed-up for problems of fixed difficulty;
Gustafson’s law suggests that the true power of parallelism emerges as the dif-
ficulty of a problem is increased. However, this phenomenon is beyond the scope
of this chapter, and is further studied in Chapter 9.

7The speed-up ratio from the baseline is defined as Wall time baseline
Wall time MPI .
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Figure 7.3: Illustration of speed-up ratios using αBB in MPI mode for problems
with baseline wall time ≥ 1s.

7.3.2 Future branching

In contrast to multisection branching, future branching is a parallel node selection
strategy for massive parallelisation. It refers to branching into the future: given
a pool of n nodes and p cores, the k nodes with the worst lower bounds will be
branched on using bisection, and each new node will be sent to a different core
for processing, such that:

k =
p
2

(7.3)

An example for p = 6 processes is illustrated in Figure 7.4.

161



...

Node with fifth smallest LB

Node with fourth smallest LB

Node with third smallest LB

Node with second smallest LB

Node with smallest LB

Each of the
k = p/2 nodes
with the worst

lower bounds, is
branched on one

variable

Figure 7.4: Depiction of the future branching strategy in the node stack, for p = 6
processes.

This parallel branching strategy constitutes an extension of the regular depth-
first branching process. It exploits parallelism such that in a given iteration i, the
nodes which will be processed are:

1. The node which has the current LLB, and

2. All nodes which would have been processed in the next p/2− 1 iterations
of the equivalent serial algorithm 8 (hence future branching).

This strategy is invented to solve very difficult problems. Problems in which
node processing is expensive, and in which thousands of nodes are active in the
majority of the solution flow, are expected to greatly benefit from massive par-
allelism using this strategy because the branch-and-bound tree may be explored

8Assuming that none of the new nodes provides a new LLB, in which case the resulting branch-
and-bound tree is different.
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much faster during the same algorithmic cycle; if p = 1000, 500 expensive nodes
may be processed at the same time. Depending on core availability, it may also be
combined with multisection branching.

Future branching is implemented in the αBB solver, and is benchmarked using
the αBB test set on the same desktop machine used for all other tests. The results
are illustrated in Figure 7.5. Unfortunately, employment of this software in a
massively parallel environment has not been possible at the time of writing of this
thesis for technical reasons beyond the author’s control.
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Figure 7.5: Performance profiles using future branching with αBB in MPI mode.

Similar to before, using MPI results in an overwhelming increase in overall
performance. Using 4 or 6 processes in this mode performs slightly worse than
using 2 processes. Increasing the number of processes to 8 lowers performance
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even more. This gap however is closed once the easier problems are omitted. The
performance profiles for problems which require wall time ≥ 1s are illustrated in
Figure 7.6. We see that using 4 processes is clearly optimal for this hardware, and
even 8 process runs perform better than the serial version. Because the branching
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Figure 7.6: Performance profiles using future branching with αBB in MPI mode
for problems requiring wall time ≥ 1s in serial mode.

scheme closely resembles that generated by a serial branch-and-bound algorithm,
Future Branching successfully accelerates the exploration of the tree without suf-
fering from tree growth problems, unlike Multisection Branching.

Future Branching does have the inherent potential to create a different branch-
and-bound tree than the corresponding serial mode. Because many nodes are
processed at the same time, the next node to be branched after a Future Branching
iteration is not necessarily the one which would have been branched p/2 iterations
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in the future. This difference may be either beneficial or harmful for shorter runs,
but is negligible for very difficult problems, since the exploration of the tree will
overall be quite similar to serial branch-and-bound. In order to elucidate this
effect, in Figure 7.7 I illustrate the wall time ratios for all problems which require
more than 1s to be solved.
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Figure 7.7: Speed-up ratios in wall time (compared to the baseline) using Future
Branching with 2, 4, and 6 processes, for problems with wall time ≥ 1s.

Numerous problems exhibit a speed-up for 2 and 4 processes, with some prob-
lems returning worse times for the sub-optimal number of 6 processes. However,
some of them benefit from the increased parallelisation. Whereas the speed-up
from Multisection Branching seems quite unreliable, Future Branching scales rel-
atively closely with the number of processes, which is of great benefit for difficult
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problems. Because the solution space is explored more uniformly, the increased
rate of node exploration is more than enough to offset the rate of growth of the
branch-and-bound tree.

7.4 A note on the design of massively parallel DGO
solvers

The parallelisation techniques presented in this chapter were inspired by profiling
the αBB solver in serial mode. In all profiling measurements, the overwhelming
amount of CPU time was spent in two calculation blocks: (i) node processing,
and (ii) bounds tightening. Parallel branching is invented in order to distribute
the CPU load of the (typically) most time consuming block: node processing. I
propose a design of a massively parallel DGO solver such that blocks of nodes are
sent for processing in different machines, communicating using MPI. I show in
Chapter 9 that, if the node processing step is expensive enough, good scaling with
the number of cores may be expected.

For the BT block, however, I propose a shared-memory approach. In this
design paradigm, all nodes that are sent to a machine for processing generate local
threads which perform BT calculations in parallel. Shared memory parallelisation
is chosen as ideal for this task for the following reasons:

1. Bounds tightening is an operation where a lot of data is common between
different iterations. This is an ideal task for a shared memory design because
all threads may access the same data with minimal need for inter-thread
communication or synchronization.

2. Because BT is linked to the node processing step, this approach provides
very clean code design, as each process (node) is responsible for spawning
its own threads. Thus, the developer does not need to assign separate types
of tasks to MPI processes.
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3. Because BT calculations must be completed before the lower and upper
bounding problems are solved, this design reduces the node communication
overhead, as the tightened bounds are immediately available to that process
(node) from the shared memory.

4. For technical reasons, it is not currently feasible to implement multithreaded
OBBT in MINOTAUR, therefore FBBT is the only available choice for test-
ing the multithreaded approach. FBBT is a subset of the node processing
step and, although algorithmic choices may vary, FBBT is generally less
time-consuming than the sum of all other node processing tasks. From a
design perspective, if MPI is used to parallelise FBBT it would introduce
additional expensive process synchronization and communication steps, and
potentially cause bad scaling. If OBBT (or a similarly expensive procedure)
is used instead, the MPI approach would become much more attractive9.

However, to the author’s knowledge, there are no parallel BT algorithms in
the literature at the time of writing of this thesis. Thus, a general algorithmic
procedure is invented in order to perform asynchronous multithreaded BT.

7.5 Asynchronous bounds tightening

Bounds tightening, as described in Chapter 5, is a serial process in which bounds
are tightened for a variable i and the new bounds are subsequently used in order
to achieve an improved tightening of the bounds of the next variable i+ 1 in the
process, as opposed to using the original bounds of variable i when tightening
the bounds of i + 1. While this results in an optimized balance between cost
and tightness, it also introduces a serial dependence in the BT process, which in
simplified pseudocode may look as follows:

1 B o u n d s T i g h t e n i n g F u n c t i o n ( node , &x , &n o d e F e a s i b i l i t y )
2 {

9I discuss this scenario briefly in ??.

167



3 f o r ( v a r i = v a r 1 . . . v a r n ){
4 n e w x i b o u n d s = t i g h t e n B o u n d s ( v a r i , x )
5 x . a t ( i ) = n e w x i b o u n d s
6 i f ( c h e c k N o d e F e a s i b i l i t y ( x )== f a l s e ){
7 n o d e F e a s i b i l i t y = f a l s e ;
8 break ;
9 } e l s e {

10 n o d e F e a s i b i l i t y = t rue ;
11 c o n t i nu e
12 }
13 }
14 }

Notice how updating the bounds in line 5 of this example imposes a certain order
of calculations. Parallelisation of this procedure requires decoupling this serial
dependence.

A naive approach would be to assign the tightening of each variable to a dif-
ferent thread, as follows:

1 B o u n d s T i g h t e n i n g F u n c t i o n ( node , &x , &n o d e F e a s i b i l i t y )
2 {
3 v e c t o r n e w x i b o u n d s
4 v e c t o r n o d e F e a s i b i l i t i e s
5 f o r ( v a r i = v a r 1 . . . v a r n ){
6 [ new x i bounds , n o d e F e a s i b i l i t i e s ] =
7 a v a i l a b l e t h r e a d ( t i g h t e n B o u n d s ( v a r i , x ) )
8 }
9 i f ( any ( n o d e F e a s i b i l i t i e s == f a l s e ) ){

10 n o d e F e a s i b i l i t y = f a l s e
11 } e l s e {
12 n o d e F e a s i b i l i t y = t rue
13 f o r ( v a r i = v a r 1 . . . v a r n ){
14 x . a t ( i )= n e w x i b o u n d s . a t ( i )
15 }
16 }
17 }
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where variables in lines 3 and 4 are vectorised to avoid race conditions 10. There
are two problems with this approach:

1. There is no break condition: even if node infeasibility is detected early in
the process, the algorithm will proceed to perform all calculations, wasting
CPU time.

2. All bounds tightening calculations are performed using the original bounds
of the box. Even if a thread returns new bounds for variable i before another
thread starts tightening the bounds of variable j, there is no way for that
new thread to use the new bounds of i instead, resulting in sub-optimal
tightening.

The next reasonable step is to attempt to update this information as it becomes
available, in order to achieve optimized performance vs tightness. It might already
be apparent that there is no optimal way to do this: the cost of each tightenBounds

step may vary greatly, depending on whether infeasibility was detected, or how
easily the tightening tolerance was reached. Thus, in the general case, some
threads will always be forced to wait idly for others to finish. One way to op-
timize this, although not currently implemented, would be dynamic: if a time pat-
tern is detected during the solution of a particular problem, it may be employed to
cleverly schedule the order of calculations.

I propose a generic BT multithreaded design as a compromise between mini-
mizing this idle time and the exchange of important information (i.e., new bounds
and feasibility status), and addressing race conditions, at the expense of increased
memory use. This design is presented in pseudocode in the listing of Algorithm 2.

For optimal performance it is suggested to use this algorithm in problems
where the number of variables is greater than the number of available local threads,
which is usually the case for difficult problems. Thus, assuming that there are
more variables than there are threads, at the beginning of the loop each thread is

10Examples of race conditions are when multiple threads compete for write access to the same
data, or when a thread attempts to read data which is being modified by another thread.

169



Algorithm 2 Asynchronous BT algorithm

1 B o u n d s T i g h t e n i n g F u n c t i o n ( node , &x , &n o d e F e a s i b i l i t y )
2 {
3 v e c t o r n e w x i b o u n d s
4 v e c t o r n o d e F e a s i b i l i t i e s
5 n o d e F e a s i b i l i t y = t rue
6 f o r ( v a r i = v a r 1 . . . v a r n ){
7 i f ( n o d e F e a s i b i l i t y == t rue ){
8 [ new x i bounds , n o d e F e a s i b i l i t i e s . a t ( i ) ] =
9 a v a i l a b l e t h r e a d ( t i g h t e n B o u n d s ( v a r i , c o n s t x ) )

10 / / By u s i n g a v e c t o r f o r n o d e F e a s i b i l i t y i n f o r m a t i o n ,
11 / / a race c o n d i t i o n i s a v o i d e d . During t h i s loop , o n l y
12 / / one t h r e a d a t any g i v e n t i m e w i l l need t o a c c e s s
13 / / n o d e F e a s i b i l i t i e s . a t ( i )
14 i f ( n o d e F e a s i b i l i t i e s . a t ( i )== f a l s e ){
15 mutex . l o c k ( ) / / R e s t r i c t a c c e s s t o o n l y one t h r e a d
16 n o d e F e a s i b i l i t y = f a l s e
17 mutex . u n lo ck ( ) / / Remove r e s t r i c t i o n
18 } e l s e {
19 / / These l o c k s may be a v o i d e d i f t h e language
20 / / a l l o w s x or n o d e F e a s i b i l i t y t o be a tom ic v a r i a b l e s
21 mutex . l o c k ( ) / / R e s t r i c t a c c e s s t o o n l y one t h r e a d
22 x . a t ( i )= n e w x i b o u n d s . a t ( i )
23 mutex . u n lo ck ( ) / / Remove r e s t r i c t i o n
24 }
25 } e l s e {
26 / / I n a p a r a l l e l l oop ” break ” may n o t be used .
27 / / I n s t e a d , a s s i g n no new c a l c u l a t i o n s t o t h r e a d s
28 / / and e x i t t h e loop as soon as p o s s i b l e
29 }
30 }
31 }
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assigned the asynchronous task of tightening the bounds of a different variable.
These tightening tasks will typically demand different amounts of time. When
a thread completes its calculations, it updates the overall feasibility status and
inserts the new bounds in the bounds structure x. Both of these operations are
locked by a mutex11 so that only one thread may execute those lines at any given
time. This is a very fast operation, therefore, in practice, because of the variation
in tightening times, two threads will rarely compete for access to this data. If
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Figure 7.8: Performance profiles using future branching with αBB in MPI mode
for problems requiring wall time ≥ 1s in serial mode.

the node is feasible after this thread returns, and if no other thread updated the
11A mutex (mutual exclusion) is a program object which allows multiple threads to share the

same resource, but not simultaneously.
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feasibility status to infeasible, this thread, and any other thread which becomes
available, will begin tightening the bounds of a new variable using the most re-
cent copy of the x vector (all other threads are still performing calculations in the
background). This vector must be passed by value to the tightenBounds routine,
or as const , in order to avoid modification of the bounds during an individual
tightening step.

The αBB solver is an extension of MINOTAUR, which is not designed to be
a thread-safe code base, and neither are the local solvers to which it is linked. For
this reason, although the αBB solver supports OBBT, this asynchronous algo-
rithm is implemented only for FBBT (AFBBT). Its performance is benchmarked
using the αBB test set, and the results are illustrated in Figure 7.8 for different
configurations of QBT (which the solver uses by default).

AFBBT slightly improves the wall time for most problems, with 4 threads
being the optimal configuration. While the improvement might not seem very
significant, the reader is reminded that FBBT does not take up a very big portion
of the total wall time. In order to better illustrate the efficiency of this algorithm, I
compare in Figure 7.9 the wall time spent in FBBT and its AFBBT counterparts,
for 2 configurations of QBT (average of 5 runs).

The measurements suggest that, although not always advantageous, this asyn-
chronous FBBT (AFBBT) algorithm provides good speed-up in the overwhelm-
ing majority of test cases. Furthermore, it exhibits consistently good scaling as
more threads are added to the thread pool. Although the impact on the final solu-
tion times is not overwhelming, the asynchronous BT algorithm may in principle
be employed for kind of bounds tightening method. These results are a proof-
of-concept for the scaling behaviour of the algorithm. As the cost of the BT in-
creases, the performance profiles are expected to improve because of the increased
percentage of time spent in BT compared to the multithreading overhead. Thus, if
asynchronous BT is used with, e.g., OBBT, similar speed-ups are expected, which
will be of great impact in performance due to the increased cost of OBBT.
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(a) Illustration of the speed-up of FBBT us-
ing a maximum of 10 QBT iterations.
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(b) Illustration of the speed-up of FBBT us-
ing a maximum of 50 QBT iterations.

Figure 7.9: Illustration of the speed-up in wall time spent in the FBBT block when
using the AFBBT algorithm, compared to the baseline.

7.6 Conclusions

In this chapter I introduced two new parallel branching strategies, and one asyn-
chronous BT technique. The first parallel branching strategy, Multisection Branch-
ing, is a node splitting strategy. It is designed to exploit additional computational
resources in order to achieve tighter bounds by sub-dividing a node in many sub-
domains and processing each new node in a different core. This strategy is bench-
marked to considerably improve wall time when using up to 4 processes, but then
reaches a plateau, partly because of hardware and algorithmic limitations. This
strategy exhibits the greatest speed-up ratio in the benchmark at a sub-optimal
number of processes (6 process), suggesting that, if used properly, it may be well
suited for very difficult problems. However, because it only takes 1 variable into
account, and produces very tight bounds for that variable, the possible benefits
from massive parallelism are limited; after a certain box size bounds will be very
close to each other anyway. It is however ideal for accelerating software which
runs in a single machine, where only a few cores are available, or very difficult
problems with a few highly non-linear variables.
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The second parallel branching strategy, Future Branching, is a node selection
strategy for massive parallelism. In Future Branching, multiple nodes with the
worst lower bounds are selecting from the bottom of the node stack, and each
node is subsequently branched according to one of the standard node branching
criteria. Each new node is then processed in a different core, effectively executing
some of the future iterations of the corresponding serial algorithm in the same
algorithmic cycle. This strategy provides much more reliable speed-up than mul-
tisection branching, and better parallel scaling. It is shown that adding more pro-
cesses may considerably improve wall times because different branch-and-bound
trees are generated. Unfortunately, it has not been possible to test this algorithm in
a massively parallel environment at the time of writing of this thesis, and full in-
vestigation of its behaviour in such an environment is a subject of future research.

Finally, a generic asynchronous BT algorithm is introduced as a template for
multithreaded parallelisation of any BT algorithm. An implementation of this
algorithm (AFBBT) is presented for the FBBT block of the αBB solver, where
it is demonstrated to scale well, and considerably reduce the wall time spent in
FBBT, in the overwhelming majority of the test set.
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Chapter 8

The αBB C++11 solver

“I believe that at the end of the

century the use of words and

general educated opinion will have

altered so much that one will be

able to speak of machines thinking

without expecting to be

contradicted.”

Alan Turing

As part of this PhD project, a general DGO solver, originally based on the
αBB algorithm, is written in C++11. This αBB solver may solve any problem
of type P, including linear problems. The αBB solver is written on top of the
MINOTAUR [76] framework in C++ for the solution of MINLP problems.

MINOTAUR is an immense code base, counting several millions of lines of
code; numerous new features are added to the MINOTAUR platform by the author
in order to integrate deterministic spatial branch-and-bound functionality. The
αBB solver also constitutes a large code base, at roughly 50,000 lines of dedicated
code, providing many features for the development of DGO software. In this
chapter I provide a short overview of its main features, which is by no means
exhaustive.
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These additions to the MINOTAUR code base include:

1. A linked library for rigorous interval arithmetic (FILIB++ [69]), to enable
interval arithmetic calculations.

2. Overloading large parts of the code base to seamlessly integrate interval
arithmetic functionality where appropriate.

3. Methods to split computational graphs in parts, and merge separate graphs
into one.

4. A computational graph parser for disaggregation and symbolic recognition
of non-linear terms.

5. Upgrade of the code base to C++11, and application of the new C++11
move semantics for increased performance.

6. A framework for parallel calculations using MPI, OpenMP, as well as C++11
multithreaded code.

7. A wrapper for the easy manipulation of sparse Hessian matrices.

8. A multitude of new classes and customized algorithms.

8.1 Solver architecture

MINOTAUR is written in many languages, but mostly in C++. It makes heavy
use of polymorphism: there is a convoluted system of abstract base classes and
a number of derived classes per base class. This architecture is ideal for repre-
senting mathematical concepts, at the drawback of less-than-optimal performance
due to the increased virtual table lookup required to resolve overloaded methods
at runtime.

MINOTAUR is linked to a number of third-party software packages. Its main
dependencies are:
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1. AMPL - for the generation of input files.

2. The ASL library to interface with AMPL.

3. The BOOST C++ library.

4. CLP: an open-source linear programming solver written in C++.

5. The CPPUnit framework for unit testing.

6. IPOPT: an NLP local solver for large-scale problems.

7. Filter-SQP: a local SQP solver for NLPs.

8. Lapack - A numerical linear algebra library.

9. MUMPS: a software for the solution of large sparse systems of linear alge-
braic equations (IPOPT dependency).

10. FILIB++ (αBB solver dependency).

11. The BOOST MPI library (αBB solver dependency).

12. OpenMP (αBB solver dependency).

Management of object lifetime

MINOTAUR uses a system of shared pointers to manage the lifetime of objects
(BOOST::shared ptr), which is an efficient way to manage dynamic memory allo-
cation in C++. A typical way to initialise shared pointer objects in MINOTAUR
is:

1 Objec tType newObject = ( O b j e c t T y p e P t r ) new Objec tType ( ) ;

The ( shared ptr ) is then passed around (or a reference to the pointer) instead of
the object itself. Shared pointers have a reference count. Whenever a new object
acquires ownership of the shared pointer, its reference counter is increased by 1.
When that object is destroyed, the reference counter is decremented by 1. The
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destructor of the original object where the pointer points to is called when the
reference counter reaches 0. Programming using this strategy may cause cyclic
dependencies, where objects with shared pointers point to each other, such that
even when their destructors are called the memory cannot be deallocated. Thus,
it is important when designing the program flow to break those cycles using other
types of smart pointers.

8.2 Class design

As part of the implementation of the αBB solver, the following classes are added
to the core MINOTAUR code:

1. ABBTermsParser
The ABBTermsParser walks through the computational graph of a problem
and identifies special cases of non-linear terms. In its current version, the
parser can identify any terms of the following types:

(a) cx1x2

(b) cx2

where c is the coefficient of the term. All other types of non-linear terms
are classified as general non-linear terms.

2. ABBTerm
Each identified non-linear term is wrapped in the ABBTerm class. This
class contains the computational graph and the coefficient of that term, as
well as all other information unique to that term, and methods to perform
calculations on that term.

3. ABBFunction (derived from NonlinearFunction)
An ABBFunction is a container for sets of ABBTerm objects, and replaces
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the functionality of the original CGraph class. It is an object for the rep-
resentation of non-linear functions which supports term-wise manipulation
and calculations.

4. GeneralNonlinearProblem (derived from Problem)
MINOTAUR does not support the direct calculation of Hessian matrices of
individual non-linear functions. Thus, each non-linear function (or term) is
assigned to a GeneralNonlinearProblem at startup, which only contains that
function as its objective. Its Hessian matrix may then be calculated directly
using built-in MINOTAUR methods.

5. TermGroup
The VBC algorithm requires extensive manipulation of groups of terms.
A TermGroup object may be assigned a particular property and individ-
ual non-linear terms are subsequently assigned to that group. This class
contains methods which are useful for term manipulation, such as adding,
removing, and re-assigning terms to different groups, and keeping track
of their properties. It also contains methods for merging individual terms
into super-terms (Chapter 6). A term may not be assigned to multiple term
groups.

6. ABBTimer
The ABBTimer class holds methods for reliable time-keeping in serial and
parallel environments. It uses the OpenMP opm get wtime() function to reli-
ably record wall time.

7. ABBIntervals
This class contains utility methods for interval calculations, such as the
Scaled Gerschgorin method for interval Hessian matrices.

8. ABBSolution
This is the return object of the αBB solver, when invoked in code form. It
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contains all relevant information, such the solver exit status, the objects of
the LLB and BUB solutions, and the wall time spent in the solver object.

9. ABBRelaxation (derived from Problem)
The ABBRelaxation class is responsible for building and manipulating an
αBB relaxation. It contains methods for building and updating general re-
laxations, McCormick relaxations, and stand-alone and hybrid PLR relax-
ations.

10. OptionsFile & ConfigFile
These two classes are responsible for parsing an options file and storing the
options such that they may passed to the AlphaBB object. The OptionsFile
class also holds the default values of all options for the αBB solver.

11. ABBUtilities
This class provides an interface to the NLP and LP solvers linked to MINO-
TAUR. These interfaces are customised to properly handle all possible re-
turn flags in the context of rigorous computing.

12. ConvexityMod
The solver supports the inheritance of convexity information between nodes,
for non-linear terms, non-linear functions, and overall problems. In order
to keep memory usage to a minimum, convexity is not stored in memory;
modifications in convexity are stored instead, if and when they occur.

13. IntervalSparseHessian & DoubleSparseHessian
MINOTAUR stores sparse Hessian matrices using a system of three C-
arrays, one for the Hessian data and two for the sparsity pattern. These
two classes wrap this structure in BOOST::sparse matrix for easy manipula-
tion. Using these classes, it is possible to perform operations (±) on sparse
matrices using operator overloading, as well as to easily retrieve convexity
information and bounds on eigenvalues.
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14. PiecewiseLinearProblem
This is the class responsible for building PLR hyperplanes, and performing
vertex calculations.

15. BoundsUpdate (derived from Problem)
BoundsUpdate contains methods to formulate and solve an OBBT problem.

16. AlphaBB
This is the main object of the αBB solver. It contains numerous methods
used by the solver, including the main solving loop, FBBT algorithms, and
MPI communication code.

All terminal output from the solver is currently layered in five levels, with 0 being
no output at all, and may be controlled using the αBB options file.

8.3 User’s guide

The solver may be invoked from a Linux terminal, as follows:

1 $ . / abb i n p u t f i l e

where input file is the AMPL output of a .mod model file (without its . nl exten-
sion). When running the solver in MPI mode, it may be invoked as:

1 $ mpiexec −n n u P r o c e s s e s . / abb i n p u t f i l e

An implementation of MPI (OpenMPI or MPICH) must be installed in the system
for this functionality. For the user’s convenience, an automated script, abb.sh,
is located under minotaur−src/ scripts −ic/abb.sh, which automatically compiles and
runs the code. This script may be invoked from anywhere in the system, and
accepts the following inputs:

1 $ p a t h t o s c r i p t / abb . sh i n p u t f i l e b u i l d t y p e n u P r o c e s s e s

where build type is the compiler used to compile the code (Intel, llvm, gcc). In the
special case where build type is mpi, the program will search for an MPI installation
and execute nu Processes in parallel. These two inputs are optional.
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When used as an executable, the program will write an input file . res file at the
directory from which the solver was invoked. If used in code form, the solver also
returns an ABBSolutionPtr shared pointer, which points to the object which contains
all relevant information.

The solver is fully automated; once invoked, it will automatically detect spe-
cial structure and reformulate the input problem to form P̆ without the user’s in-
tervention. Detailed configuration of the solving parameters is possible using an
αBB options file.

8.4 Solver options

The αBB solver may be easily configured by creating an options file. Core MINO-
TAUR uses a dynamic command-line options system, however for the design of
the αBB solver a file-based options system is implemented due to its inherent
flexibility and usability.

The solver looks for a file called “abb.opt” located in the same directory as the
calling script. This allows the user to place the options file in a directory and call
the executable from its installed location, using the options specified in that file.
The options file is not necessary. If it is not detected, the code will use default
parameters for the solving process. Comments may be inserted in the file using
the hash (#) or semicolon (;) characters. The file is partitioned in sections, denoted
by [], e.g.:

1 [ a b b o p t i o n s ]
2 m a x i t e r s = 10000
3 maxCpu = 500
4
5 [ o t h e r o p t i o n s 1 ]
6 .
7 .
8 .
9 [ o t h e r o p t i o n s 2 ]

10 .
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11 .
12 .

These sections allow flexibility, as other developers may add options for their
solver in the same file under a different section, and use the OptionsFile class to
easily retrieve those options in their code. When creating a new options file for
αBB, the user must add the [abb options] line before any options, otherwise the
parser will not parse the file properly.

The available options for the αBB solver at the time of writing this thesis are
as follows:

String options

bound type : (default ScaledGerschgorin, type String)
Various methods to get the lower bound of the eigenvalue of an interval hessian.
Case sensitive.
Available options are: UniformShift, ScaledGerschgorin, Brauer

branching strategy : (default MaxSeparationDistance, type String)
Various strategies for branching. Case sensitive.
Available options are: LeastReducedAxis, MaxSeparationDistance, MostNon-
convexVariable

parallelBranching : (default FutureBranching, type String)
Various strategies for parallel branching. Case sensitive.
Available options are: FutureBranching, MultisectionBranching, VolumetricBranch-
ing

local solver: (default IPOPT, type String)
The solver used to solve the local minimization problems. Case insensitive.
Available solvers are IPOPT and Filter-SQP.

Integer options

ub iters : (default 1, type UInt)
An integer variable which tells the solver every how many iterations it should

183



calculate an upper bound on the problem. May dramatically impact performance.
outputLevel : (default 1, type UInt)

Increase for more detailed output, or set to 0 for no output at all (e.g., when calling
from another solver).

max cpu : (default about 3000 years, type UInt)
Defines the maximum number of CPU seconds that the solver can run. When
using parallel computing, this corresponds to wall time.

maxThreads : (default 1, type UInt)
Defines the maximum number of threads that the solver will be allowed to use. If
using MPI, this is the maximum number of threads per process, currently hard-
coded to a maximum of 2 threads per MPI process.

fbbtCycles : (default 1, type UInt)
The maximum number of FBBT iterations the solver is allowed to perform per
node processing block.

bTighteningIters : (default 0, type UInt)
Solve the OBBT problem every this many iterations (must be positive for any of
the OBBT bTightening options to work).

bTighteningPoolSize : (default 0, type UInt)
Solve the bounds tightening problem when the node branching pool is smaller
than this number.

bTighteningStartingNodes : (default 0, type UInt)
Solve the bounds tightening problem until nuIterations reaches this number. This
may help reduce the domain in the beginning of the solving process.

bTighteningCycles : (default 1, type UInt)
Iteratively solve the bounds tightening problem this number of times per iteration.
Relaxation bounds and alphas are updated on every pass.

Double options

conv tol : (default 1.e-6, type Double)
The relative convergence tolerance.
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feasibility tol : (default 1.e-6, type Double)
Regions will not discarded during FBBT if the feasibility checks are within this
tolerance.

qbtReductionTolerance : (default 1.e-2, type Double)
The significant reduction tolerance for the QBT algorithm.

boxCutOff : (default 1.e-50, type Double)
If all sides of the box are smaller than this, set LBbox = f (a vertex). If the vertex
is infeasible, fathom that node. Otherwise, set UB = LB = f (vertex).

infinityForUnbounded : (default 10300, type Double)
The number that is considered infinity when a variable’s bound is not specified on
input. The solver will use this number if it cannot tighten the bounds. This value
cannot currently be set to more than 2.1 billion in the options file due to library
limitations.

relativeTolerance : (default -1 (turned off), type Double)
If nodeLB >= BUB && |nodeLB/BUB|<= relativeTolerance then it is fathomed,
otherwise it is branched on again. The motivation for this functionality is that for
problems where the scale is very high (e.g. in the order of trillions), numerical
error may become significant enough such that a node is incorrectly fathomed be-
cause its LB is slightly higher than the BUB. This tolerance, if set, eliminates this
and the node will instead be branched again and, hopefully, better accuracy will
be achieved on its children.

Boolean Options

logging : (default false, type Bool)
Setting to true produces a logFile with the history of the problem.

profiling : (default false, type Bool)
Activates timers which log the performance of various parts of the code. Produces
a file called timeProfile.

use f interval lb : (default false, type Bool)
When set to true, the solver will use the interval LB test algorithm.
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useIntervalLBFormulation : (default true, type Bool)
When set to true, the solver will use the interval lower bounding formulation for
αBB underestimators.

useSmartConvexity : (default true, type Bool)
When set to true, the solver will use the VBC algorithm and the VBC heuristic
reformulation algorithm.

usePLR : (default false, type Bool)
When set to true, the solver will use Piecewise Linear Relaxations in addition to
αBB (hybrid PLR).

disablePLROnObj : (default true, type Bool)
When set to true, the solver will disable Piecewise Linear Relaxations for the
objective function (requires usePLR=true).

strictPLR : (default false, type Bool)
When set to true, the solver will use stand-alone Piecewise Linear Relaxations
(requires usePLR=true).

usePLRBT : (default false, type Bool)
When set to true, the solver will use the PLR-BT method.

usePQRBT : (default false, type Bool)
When set to true, the solver will use the experimental PQR-BT method.

useQBT : (default true, type Bool)
When set to true, the solver will use the QBT algorithm.

useViolationBranching : (default false, type Bool)
When set to true, the solver will use the violation branching strategy, if any of
MaxSeparationDistance or MostNonconvexVariable strategies are selected.

strictLBFeasibility : (default true, type Bool)
When set to false, the solver will not fathom nodes on the grounds of relaxed
problem infeasibility. Useful in situations where the local solvers incorrectly re-
port infeasibility.

strictBTFeasibility : (default true, type Bool)
When set to false, the solver will not fathom nodes because the OBBT problem
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was infeasible. Useful in situations where the local solvers incorrectly report in-
feasibility.

8.5 Parallelization

The αBB solver performs parallel calculations in four different contexts:

1. Parallel asynchronous FBBT (using OpenMP).

2. Concurrent evaluation of linear parts of functions (threaded using C++11).

3. Custom algorithm for parallel calculation of box vertices (threaded using
C++11).

4. Node processing in parallel (using MPI).

When the solver is compiled with the −fopenmp flag, parallel algorithms from the
STL (such as gnu parallel::sort) are used as well.

8.5.1 AFBBT

The AFBBT algorithm is implemented using OpenMP. OpenMP is an attrac-
tive choice for many multithreading tasks because it provides an easy interface,
and uses a thread-pooling1 system which the latest C++ standard (C++14) cur-
rently lacks. Because MINOTAUR is not a thread-safe code base, numerous
workarounds and fixes are implemented to enable thread-safe calculations in the
FBBT part of the code. These include:

1Thread creation comes at an overhead because memory addresses and pointers need to be
assigned. In the current C++ standard, threads are created to run a particular task and are destroyed
when that task is finished. Thread-pooling is a method where threads are only created once and
then kept as workers, ready to be assigned tasks at the program’s demand, effectively eliminating
the creation overhead.
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1. Vectorisation of code structures (e.g., the Problem class), such that each
thread always accesses a different deep clone of an object, ensuring that all
modified variables are unique to that thread.

2. Declaration of variables as std :: atomic where appropriate.

3. Declaration of variables as thread local where appropriate.

4. Re-writing parallel for loops to remove break conditions.

5. Variable padding2 to reduce cache contention between threads.

6. Dynamic task scheduling in OpenMP AFBBT loops with chunk size equal
to 1. This scheduling template is chosen as the most balanced choice, after
profiling the various scheduling alternatives that OpenMP offers.

8.5.2 C++11 threads

The C++11 standard introduced a number of new features to the C++ language.
Among its numerous changes, it introduced a number of methods for multithread-
ing, and a new STL library with a plurality of guaranteed thread-safe operations.
Where possible, MINOTAUR is modified to spawn new threads in parts of the
code that the author has identified to be safe for concurrent programming, and
also evaluated to be substantially costly to justify the thread creation overhead.

For instance, the standard version of MINOTAUR uses the following model
for representing functions:

2Variable padding is a technique where the declaration order of variables is changed, or dummy
variables are introduced, in order to ensure that certain variables will always be loaded into the
same cache line of the CPU cache.
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Function

LinearFunction QuadraticFunction NonlinearFunction

Figure 8.1: In MINOTAUR, the Function class is a container for more specialised
function classes.

Each of these objects uses a different structure and methods to store its data
and perform calculations on it. The Function class retrieves results from each of
these objects and combines them in order to return the final result for the overall
function.

Because the data for each such object is handled by different methods, there
are no shared private variables between the methods which operate on it. Thus,
calculations on these functions are thread-safe and straightforward to parallelise.
In serial mode, MINOTAUR evaluates functions by adding the evaluation value
of each object serially, as follows:

LinearFunction

QuadraticFunction

NonlinearFunction

Function

Figure 8.2: Standard (serial) function evaluation model in MINOTAUR.

In parallel mode, MINOTAUR now spawns a new thread to evaluate Linear-
Function and QuadraticFunction if they have more than 5 terms (to compensate
for the threading overhead). These are particularly attractive choices for spawning
new threads because the functional forms of their terms are always the same, and
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LinearFunction NonlinearFunction QuadradicFunction

Function

Figure 8.3: Parallel evaluation scheme for the Function class in the αBB solver.

their evaluation cost may be predicted by the number of terms in each function.
The NonlinearFunction object is evaluated in the main thread, and all results are
added when each thread’s calculations are complete (Figure 8.3).

8.5.3 MPI

The parallel branching strategies described in Chapter 7 have been implemented
in the αBB solver using the MPI standard. Although MPI is an immensely useful
tool for the implementation of such algorithms, it does not natively support C++,
i.e., its API is written in C. This creates numerous difficulties because all infor-
mation contained in C++ classes must be transformed to a form which may be
transmitted by MPI, and subsequently transformed back to C++ objects so that it
may be used by the αBB solver. BOOST offers a C++ API, boost :: serialization ,
but it was rejected for performance reasons, and because it does not support the
newer versions of the MPI standard.

Instead, the solver uses a sophisticated hand-made system of process commu-
nication and efficient transformation of information. For this reason, however, it
has not been possible, at the time of writing of this thesis, to adapt the implemen-
tation of all algorithms described in this text for use in MPI mode. Specifically,
the VBC algorithm is not currently supported in MPI mode because of the intri-
cate system of information inheritance it employs, and neither is inheritance of
convexity information.

When using MPI, the most prevalent cost is the latency in process communica-
tion. An MPI program is efficient when MPI calls are made as rarely as possible.
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The current version of the αBB solver comes with an efficient design where pro-
cesses only need to communicate twice in every iteration: (i) after the node pro-
cessing step, to exchange node information, and (ii) during the convergence step,
to communicate whether the problem has converged or not. This information is
exchanged using the broadcast (MPI BCAST) method.

This design is experimental; a number of improvements are planned for the
next versions of the solver, such as using the shared memory window feature
introduced in the MPI-3 standard, eliminating the requirement for communication
during the convergence check, a dedicated master-worker communication system,
and more.

8.6 Depth-first smart sorting algorithm

The αBB solver has been extensively tested in order to eliminate memory leaks
and avoid the degradation of performance over long runs. One of the factors
that profiling revealed to become significant, as the number of nodes increases to
many thousands, is the cost of sorting the node stack. Even though a dynamic
parallel sorting algorithm is employed ( gnu parallel :: sort ), this cost may still be
significant because of the sheer volume of data which must be moved in memory.

When new nodes are created, the regular procedure is to place them in the
node stack, and then sort the stack according to the LB of each node, such that
the stack is sorted when it is time to select the node with the LLB in the next
iteration. By this reasoning, the node stack must be sorted in every iteration of the
algorithm, introducing considerable overhead for large stacks.

However, depth-first branching exhibits a particular pattern that generic sort-
ing algorithms are not designed to exploit.

The αBB solver implements the pool of active nodes as a deque 3 . When the
node with the LLB is branched, the new nodes are placed at the top of the deque,

3A deque is a computational structure where objects may be inserted or removed from either
end of the structure, i.e., from both the top and bottom.
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Figure 8.4: Insertion of new nodes to the node stack.

as illustrated in Figure 8.4. This figure reveals a significant detail: depending on
the numbers, it is possible that neither of the lower bounds of the new nodes is
the new LLB. However, the purpose behind sorting the node stack is to identify
the node with the LLB. Thus, after a node is selected for branching (and removed
from the bottom of the stack), it is not necessary to sort the structure, until a node
with a LB smaller than the LB of the node currently at the bottom of the stack is
created. This concept is implemented in the smart sorting algorithm described in
pseudocode in Algorithm 3.

This algorithm results in considerably fewer sorting operations. Its perfor-
mance is benchmarked using the αBB test set, where all problems are solved
with, and without, the smart sorting algorithm, using 1 CPU thread. The speed-up
in the CPU time spent in sorting the node stack illustrated in Figure 8.5 for all
problems which did not converge at the root node. The smart sorting algorithm
consistently reduces the CPU time in these problems, often by several orders of
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Algorithm 3 Smart sorting depth-first algorithm for branch-and-bound algorithms

1 / / T h i s i s t h e r o o t node
2 Node c u r r e n t N o d e = nodeStack−>getNodeWithLLB ( )
3 nodeStack−>pop ( c u r r e n t N o d e ) / / Remove t h i s node from t h e s t a c k
4 NodeVector newNodes= processNode ( c u r r e n t N o d e )
5 nodeStack−>s o r t ( ) / / Only two nodes , s o r t
6 newNodesLLB=INFINITY / / S t a c k was j u s t s o r t e d , t h e r e i s no
7 / / newNodesLLB
8
9 whi le ( ! p rob lemSolved ){

10
11 c u r r e n t N o d e = nodeStack−>getNodeWithLLB ( )
12 nodeStack−>pop ( c u r r e n t N o d e ) / / Remove t h i s node from t h e s t a c k
13 newNodes= processNode ( c u r r e n t N o d e )
14 i f ( min ( newNodes−>getLLB ( ) )<newNodesLLB )
15 newNodesLLB=min ( newNodes−>getLLB ( ) )
16 }
17
18 i f ( newNodesLLB<nodeStack−>getLLB ( ) ){
19 nodeStack−>s o r t ( )
20 newNodesLLB=INFINITY
21 } e l s e {
22 / / Do n o t h i n g , t h e node w i t h t h e LLB i s
23 / / a t t h e bo t tom o f t h e s t a c k
24 }
25
26 prob lemSolved = checkConvergence ( )
27
28 }
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Figure 8.5: Speed-up in the time spent sorting the node stack when using the smart
sorting algorithm.

magnitude, up to roughly 2400 times. The same results are plotted in Figure 8.6
against the number of iterations at convergence (or max. CPU time), where the
algorithm is observed to considerably reduce sorting time in problems with more
iterations.

These results indicate that the smart sorting algorithm is an attractive default
choice for any branch-and-bound solver using a depth-first node selection strategy,
especially for difficult problems where many nodes are created.
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Figure 8.6: log− log plot of the speed-up in the time spent sorting the node stack
when using the smart sorting algorithm, against the maximum number of itera-
tions for each problem.

8.7 Implementation details

8.7.1 Information inheritance

In order to optimize performance, certain information is inherited when creating
new nodes in the branch-and-bound tree. This information is always available,
and is used in a plurality of different ways by the methods described in this thesis.

1. Modification of variable bounds.
This information defines a node object and is inherited. In order to keep
memory usage to a minimum, only modifications on variables are inherited
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by a new node, instead of all variable bounds (most of which will still be
the same).

2. Pointers to the primal values of the UB and LB solutions.
These points may be used for error handling, or branching rules. Each child
is also aware of whether its parent and itself contain the solution of the
BUB.

3. Modification of convexity of each function, term, and the overall problem.
Similar to variable modifications, changes in convexity status are inherited.
They are commonly used to avoid eigenvalue calculations of already convex
terms, or to avoid creating relaxations of already convex functions. This
system is not currently available in MPI mode.

4. The values of non-zero ααα vector components for the objective and the con-
straints.
The values are typically expensive to calculate are often needed for subse-
quent calculations.

5. Flags for reformulating the relaxation of the problem.
Mainly used by the VBC algorithm, each node that branches tells its chil-
dren whether they should create new relaxations, or simply update the para-
maters of the existing ones. The VBC heuristic reformulation algorithm
(Algorithm 4) also employs inheritance of full problem relaxations between
nodes (this system is described in detail in the following section).

8.7.2 VBC reformulation algorithm

The VBC algorithm offers potentially considerable advantages in the tightness of
relaxation formulations, if two conditions are met:

1. Convex terms are present in the functions of the problem.
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2. These convex terms may be identified as such by the DGO solver using
VBC.

However, it is often the case that a function or term is not convex at the root
node, but becomes convex over some sub-domains of that node, further down
the branch-and-bound tree. This observation lays a new avenue for generating
relaxations, not typically considered in DGO: reformulating the relaxation during
the solving process, as new convexity information becomes available. However,
it is not straightforward to estimate how often such a reformulation should be
attempted in order to achieve performance benefits.

Because this notion of online reformulation is not typically considered, code
bases like MINOTAUR are not designed for efficiency when it comes to formu-
lating the computational representation of a problem, as this is a process which
is only expected to be performed once. Even if problem formulation is imple-
mented efficiently, there will always be some overhead due to updating internal
structures, such as the sparsity pattern of the Hessian matrix of the Lagrangian of
the problem.

Furthermore, the probability of such new information being detected, even if
present, must be taken into account when considering the optimal frequency of
attempting reformulation. The αBB solver is powered by a rigorous, yet zero-
order interval arithmetic engine. Because the solver does not possess advanced
symbolic recognition of convex terms, nor high-order convexity detection through
interval arithmetic, any terms with positive semi-definite Hessian matrices, even if
present, are not expected to be easily detected in the current version of the solver.
Although the VBC algorithm is shown to scale well with the number of terms,
the cost of combining Hessian matrices while searching for positive semi-definite
combinations may offset the reformulation advantages.

In light of the above, a heuristic reformulation system is designed in order to
predict when the CPU time investment of executing the VBC algorithm is most
likely to result in tighter relaxations, listed in Algorithm 4 as pseudocode. This
algorithm employs two trigger events during the evaluation of an interval Hessian
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Algorithm 4 VBC reformulation heuristic

1
2 eva lua teHess ianVBC ( f u n c t i o n , &node )
3 {
4 bool convexi tyOfAtLeas tOneTermChanged = f a l s e
5 f o r ( t e rm = term1 . . nuFunc t ionTerms ){
6 term−>e v a l I n t e r v a l H e s s i a n ( )
7 i f ( termChangedToConvex== t rue ){
8 convexi tyOfAtLeas tOneTermChanged = t rue
9 t e r mM o di f i c a t i o n Ma p [ te rm ]= t rue

10 }
11 }
12
13 i f ( convexi tyOfAtLeas tOneTermChanged == t rue ){
14 newCombinationWasFound= f i n d S p e c i a l C o m b i n a t i o n s ( f u n c t i o n T e r m s )
15 }
16
17 / / T h i s s t e p i s i n e x p e n s i v e , so a lways e x e c u t e
18 f i n d G e n e r a l C o m b i n a t i o n s ( f u n c t i o n T e r m s )
19
20 i f ( newCombinationWasFound ){
21 node−>f l a g F o r R e f o r m u l a t i o n ( )
22 node−>s a v e T e r m M o d i f i c a t i o n s ( t e rm Mo d i f i c a t i on M ap )
23 }
24 }
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matrix of a non-convex function: (i) the convexity of this term changed (relative to
its parent node), and (ii) a new convex combination of terms was found as well. If
both of these events are triggered, the algorithm will set a flag on the node object
to reformulate the relaxation. This reformulation will be executed by either the
node, or its children, depending on whether this node has already been processed
at the time of this Hessian evaluation or not.

Note that this algorithm requires a sophisticated system of information inher-
itance between nodes. Each node must have access to the following information:

1. The convexity of each term and function of its parent node.

2. The term combinations which were identified by its parent (or, by extension,
in the current leaf of the branch-and-bound tree).

3. The relaxation of the entire problem that is being used in the current leaf of
the tree.

Items 1 and 2 are straightforward: each node needs to be aware of what was
being used until now so that it may perform comparisons for the event triggers.
Item 3 is more subtle: if no changes are detected, that node should keep using the
current problem relaxation. However, because the relaxation may be reformulated
at any point, resulting in a different formulation every time, numerous different
relaxations might exist at any given point in time in the branch-and-bound tree.
Therefore, whenever a new relaxation is calculated, the relevant computational
structure must be saved in the node object, so that all its offspring may use this
particular structure.

This is a convoluted computational task because these structures are usually
large and, thus, costly to move or copy. For this reason, when a new relaxation is
created, a shared pointer to that relaxation is inherited between the nodes instead
of the object itself. However, management of the lifetime of this relaxation ob-
ject becomes much more difficult to implement correctly, and may easily lead to
memory leaks unless the developer is very careful.
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The implementation of this heuristic in the αBB solver resolves this prob-
lem by linking the lifetime of the Relaxation object to the lifetime of the Node
objects of the branch-and-bound tree. The destructor of each Node object calls
ABBRelaxationPtr−>reset(), which decrements the reference count to the Relaxation
object by one. If new relaxations start being employed further down the tree, the
number of nodes pointing to that Relaxation object may eventually go to 0 (the
node where the relaxation was created has already called reset at that point be-
cause it branched), at which point memory is automatically deallocated by the
STL.

The performance of this algorithm is benchmarked using the αBB test library,
and the results are illustrated in Figures 8.7 to 8.9.
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Figure 8.7: Performance profiles using VBC only at the root node, against the
αBB baseline.
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Figure 8.8: Performance profiles using VBC only at the root node, against using
VBC in every iteration.

The benchmark in Figure 8.7 suggests that relaxations calculated using the
VBC algorithm increase overall performance. In this benchmark, the relaxation
is only calculated at the root node, hence the cost of the VBC algorithm is neg-
ligible unless a problem converges very quickly. In the next plot (Figure 8.8), it
is evident that the cost of executing the VBC algorithm in every iteration offsets
the benefits in the majority of cases. However, the best of both worlds may be
achieved by employing the VBC heuristic reformulation algorithm, as suggested
by the benchmarks displayed in Figure 8.9, where good balance between cost and
reformulation benefits is achieved.
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Figure 8.9: Performance profiles using VBC only at the root node, VBC in every
iteration, the VBC heuristic algorithm, and the αBB baseline.

The benchmarks suggest that the VBC heuristic reformulation algorithm achieves
a good compromise between the overhead of executing the algorithm in every iter-
ation, and only at the root: it greatly offsets the reformulation overhead and offers
similar results.

It should be noted that, in this test setup, the advantages of using the VBC
heuristic are not overwhelming. This is because the convexity recognition cur-
rently built-in the αBB solver is not very advanced. However, the VBC heuristic
algorithm guarantees that, regardless of the convexity detection capabilities of a
particular software, VBC relaxations will only be recalculated if tighter relax-
ations may be achieved, and that CPU time will never be wasted to build the same
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relaxation multiple times.
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Figure 8.10: Speed-up from the baseline using the VBC heuristic reformulation
algorithm.

The utility of the VBC family of algorithms depend on the particular structure
of a problem and the detection capabilities of the software. Although the VBC
algorithm does not guarantee an improvement in performance, the VBC heuristic
ensures that it will not slow down the solver either. This constitutes the VBC algo-
rithm a great default choice, because it will not slow down the solver noticeably,
and it will occasionally boost performance significantly when combinations are
identified, as illustrated in the plot of speed-ups from the baseline in Figure 8.10.

In this plot, most speedup points are around the equality locus at 1, with perfor-
mance never dropping significantly, but occasionally increasing by up to a thou-
sand times.
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8.7.3 Error handling

Solver swapping

The αBB solver is equipped with advanced error handling. If a local solver re-
turns an error, or if it returns a result which fathoms the node which contains the
solution at the current BUB, the αBB solver will cycle through its available lo-
cal solvers and solve that local optimization problem anew, searching for a valid
solution.

If the local optimization problem is a lower bounding problem, and none of
the local solvers returns a valid solution, the αBB solver will use the lower bound
of the interval evaluation of the objective for that node instead4. If one of the
local solvers returns a valid solution, that solver will be used to solve all subse-
quent lower bounding problems. If an error occurs in a future iteration of the
αBB solver, this process is repeated anew.

If the local optimization problem is an upper bounding problem, and none of
the local solvers returns a valid solution, the αBB solver will discard the invalid
solution and attempt to locate a new one at a later stage of the branch-and-bound
tree.

Finally, in order to optimize performance, all available solvers are used to
solve the problem at the root node, and the solver with the best CPU time is chosen
to solve all local optimization problems for the remaining part of the algorithm.

Tolerances

The αBB solver guarantees global optimality within certain tolerances. Although
interval arithmetic is used to derive bounds on eigenvalues and perform interval
function evaluations, other calculations are still subject to floating point numerics.
MINOTAUR uses third-party local solvers which are treated as black-box, hence

4In this case the LB of the parent node may also be taken into account to avoid getting a less
tight bound. However, because an invalid local solution is a symptom of bad numerical behaviour,
I chose to re-solve this lower bounding problem after branching, rather than risk keeping the lower
bound of the parent (which may also be incorrect).
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any upper or lower bounds returned are subject to a local convergence tolerance
(set independently for each local solver), and numerical errors within the local
solvers themselves. DGO presents some unique numerical difficulties, because a
global solver will often be required to handle numbers spanning many degrees of
magnitude during the solving process.

All methods implemented by the author are rigorous where applicable, or pos-
sess tolerances which are always evaluated outwards, to guarantee calculations
within those tolerances. Where third-party code is used, the solver attempts to
verify whether the solution satisfies the feasibility tolerances. If a tolerance is
violated, and the solver may not guarantee the rigorousness of the solution, a
warning message is printed at the end of the solving process. In particular, the
αBB solver has three main tolerances apart from the convergence tolerance:

1. An interval infeasibility tolerance.
This is the tolerance after which a constraint is considered to be infeasible,
after an interval evaluation. It may be changed using the options file.

2. A feasibility verification tolerance.
Whenever a local solution is calculated, the αBB solver evaluates all con-
straints at the primal of the solution in order to validate its feasibility. The
tolerance for this evaluation is dynamic, and depends on the order of mag-
nitude of the function value at that local solution.

3. A convergence tolerance for OBBT.
Because every OBBT problem is solved using local solvers, any new vari-
able bounds are subject to numerical errors and the convergence tolerance
of the local solver. According to the author’s experience, these results tend
to not be very reliable at very small box sizes, hence the αBB solver is only
allowed to change the bounds of a variable only if they differ (inwards) from
the original bounds by more than this tolerance.

Finally, the αBB solver allows some leeway when fathoming nodes. If the LB
of a node is larger from the BUB, but only slightly, the αBB solver will either
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solve that lower bounding problem anew using a different local solver, or branch
on that node once more in order to get better accuracy in the next iteration. If
the value of a LB is larger than 10−6% (per-cent) of the BUB, it is set equal to
the BUB instead to prevent fathoming the node which contains the BUB due to
round-off errors.

8.8 αBB solver interface with external applications

At code level, the αBB solver may be used by creating a new AlphaBB object, and
invoking its solve method:

1 AlphaBB ∗ abb = new AlphaBB ( env , problem ) ;
2 ABBSolu t ionP t r s o l u t i o n = abb−>s o l v e ( ) ;

or, using smart pointer syntax:

3 AlphaBBPtr abb =( AlphaBBPtr ) new AlphaBB ( env , problem ) ;
4 ABBSolu t ionP t r s o l u t i o n = abb−>s o l v e ( ) ;

If the calling code is using MPI, the AlphaBB object will automatically use MPI
as well, executing the specified number of processes. At the moment, OpenMP
threads are hardcoded to a maximum of 2 threads per MPI process for optimal
performance on desktop machines.

The ABBSolution object contains the following information, accessible as
public variables of the ABBSolution object:

1. SolutionPtr lbSolution

The solution object of the BUB at convergence.

2. SolutionPtr ubSolution

The solution object of the LLB at convergence.

3. double cpuTime

The CPU (or wall) time spent in the solver.
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4. std :: string solverFlag

The solver exit status.

The solver exit status may have one of the following values:

• ”Problem converged to global optimality”

• ”Problem was linear and solved to global optimality”

• ”max CPU time reached”

• ”Problem is infeasible (No valid UB was found)”

• ”Problem is infeasible”

• ”Problem was linear and proven infeasible”

• ”Solver error : incorrect detection of infeasible problem”

For the user’s convenience, 3 intuitive methods are embedded in the ABBSo-
lution class in order to quickly query an ABBSolution object as to the solution
status, in the context of rigorous computing:

1 bool g l o b a l S o l u t i o n W a s F o u n d ( ) ;
2
3 bool reachedMaxCPUTime ( ) ;
4
5 bool p r o b l e m W a s I n f e a s i b l e ( ) ;
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Chapter 9

Computational studies

“Computing is kind of a mess. Your

computer doesn’t know where you

are. It doesn’t know what you’re

doing. It doesn’t know what you

know.”

Larry Page

In this chapter I present case studies where I combine many of the techniques
described in this thesis. The case studies consist of a selection of problems from
the αBB test set (Appendix B). This chapter is intended to function as a demon-
stration of the potential for improvement in solution times for non-trivial prob-
lems, when the methods presented in this thesis are used in tandem.

I subsequently compile a subset of the αBB test set that the αBB solver and
the BARON [108] 15.9.22 global solver may both solve, and perform comparisons
using various configurations of the αBB solver.

Because the focus of this thesis is the development of techniques for the DGO
of general mathematical problems, the physical phenomena that correspond to the
problems which are presented here are not considered relevant to the purpose of
this chapter; all problems are treated as mathematical abstractions.
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9.1 Problem allinitu

Problem allinitu belongs to PrincetonLib, and is part of the CUTE test set. It is an
unconstrained problem, and its expression is as follows 1:

min
xxx∈X

f (xxx) =x3−1+ x2
1 + x2

2 +(x3 + x4)
2 + sin(x3)

2 + x2
1x2

2 + x4−3+

sin(x3)
2 +(x4−1)2 +(x2

2)
2 +(x2

3 +(x4 + x1)
2)2+

(x1−4+ sin(x4)
2 + x2

2x2
3)

2 + sin(x4)
4

X = [−100,100]4

This problem is interesting because it contains a variety of terms, including trigono-
metric terms, and is non-trivial to solve.

This problem is solved in 8.962s and 1280 iterations using the αBB baseline
configuration (Appendix A). Using QBT with a maximum of 50 QBT iteration
improves the solution time to 8.063s at 1195 iterations. Enabling the interval LB
test does not improve that time further, at 8.115s and 1195 iterations, indicating
that in this case study it was not possible to fathom any nodes based on interval
criteria. Enabling the VBC algorithm with the VBC heuristic further improves
this time to 7.246s, at 1059 iterations. Enabling PLR-BT reduces the number of
iterations to 883, but at the expense of more CPU time, at 7.488s. This significant

use interval lb true
usePLRBT true
useQBT true
fbbtCycles 50
parallelBranching MultisectionBranching

Table 9.1: MPI configuration for problem allinitu (deviation from baseline).

reduction in iterations using PLR-BT makes this case study attractive for investi-
1Because of the excessive length of the description of many problems, problem definitions for

subsequent case studies are given in Appendix E in their native AMPL format.
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gation of parallel scaling according to Gustafson’s law (Chapter 7), i.e., how wall
times scale as the difficulty of processing a node increases. This case study does
not have constraints, therefore AFBBT is not expected to improve the wall time,
unlike MPI. Because the VBC algorithm is not supported in MPI mode, it is dis-
abled for these tests. A summary of the full configuration without VBC is given
in Table 9.1. This configuration is run for 1, 2, 4, 6, and 8 processes, with results
as presented in Table 9.2.

# MPI processes wall time iterations
1 7.794 943
2 6.134 943
4 3.378 487
6 3.634 495
8 4.082 418

Table 9.2: Wall times and # iterations at convergence using the configuration of
Table 9.1 in MPI mode for problem allinitu. In the 4-core machine used for these
tests, increasing the number of processes from 2 to 4 halves the solution time.

These tests are performed using a 4-core machine, therefore it is not surprising
that using more than 4 processes provides diminishing returns. However, increas-
ing the number of processes from 2 to 4 nearly halves the solution time and the
number of iterations, indicating that Multisection Branching may scale well for
nodes which are sufficiently computationally expensive to process.

By combining the different methods described in the previous chapters, the
solution time for this problem is reduced by more than 2.5 times.

9.2 Problem bearing

Problem bearing is part of MINLPLib2, and models hydrostatic thrust bearing
design. It is a mid-sized problem for DGO, with 13 variables and 20 constraints.
It contains a greater variety of terms than allinitu, including bilinear, logarithmic,
quadratic, and terms with higher powers. It is an interesting case study because it
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requires considerable time to solve using the classical αBB algorithm (baseline),
at 549 CPUs, and 25800 iterations, and contains a variety of term types. No
possible term combinations exist in its functions, therefore the VBC algorithm
is not used. Instead, the problem is solved using the interval LB test, and QBT
with 50 iterations, reducing the solution time to 441 CPUs at 16974 iterations. I
subsequently enable hybird PLR and PLR-BT as well, which increase the solution
time to 661 seconds at 10783 iterations. Although the solution time increased,
the PLR methods considerably reduce the number of iterations, therefore I next
perform parallel scaling tests in order to distribute this load to more cores.

I increase the node processing load by using PLR and PLR-BT, and I solve the
problem using 1, 2, 4, 6, and 8 processes. The test configuration is summarised
in Table 9.3, and the results are presented in Table 9.4 The results suggest that

use interval lb true
usePLR true
usePLRBT true
useQBT true
fbbtCycles 50
parallelBranching FutureBranching

Table 9.3: MPI configuration for problem bearing (deviation from baseline).

# MPI processes wall time iterations
1 661 10783
2 338 10783
4 212 5393
6 194 3577
8 189 2700

Table 9.4: Wall times and # iterations at convergence using the configuration of
Table 9.3 in MPI mode for problem bearing.

the increased node processing load renders the use of MPI worthwhile, because
using 8 processes solves the problem 3.5 times faster than using 1 process, and
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2.9 times faster than the serial version without PLR. In order to highlight the im-
portance of increased load for good parallel scaling, I run MPI tests without using
PLR, with the configuration summarised in Table 9.5. Comparison of the results

use interval lb true
useQBT true
fbbtCycles 50
parallelBranching FutureBranching

Table 9.5: MPI configuration for problem bearing, without using PLR (deviation
from baseline).

# MPI processes wall time iterations
1 441 16974
2 300 16974
4 211 8526
6 223 5678
8 217 4280

Table 9.6: Wall times and # iterations at convergence using the configuration of
Table 9.5 in MPI mode for problem bearing.

of these runs, presented in Table 9.6, and the PLR scaling results in Table 9.4,
indicates that the increased load introduced by PLR causes better parallel scaling.
Using more processes with PLR provides a speed-up even at 6 and 8 processes,
even though these are not optimal configurations for the 4-core processor. On the
other hand, the runs without PLR stop scaling well after 4 processes, with wall
times reaching a plateau (and getting slightly worse), even though the number of
iterations continues to improve.

Despite the limited capabilities provided by the hardware where these tests are
performed, these results indicate that it is possible to achieve good parallel scaling
using parallel branching, provided the difficulty of solving a problem is increased,
as dictated by Gustafson’s law.
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9.3 Problem ex6 2 14

Problem ex6 2 14 is also a part of the CUTE set. It contains two simple linear
constraints and a long objective function with numerous complicated logarithmic
terms. This is a particularly good case study for testing PLR-BT, because this
problem has few constraints. It is also good for testing regular PLR on an objective
function which is long and complicated, but does not have many variables.

The baseline performance for this problem is 126 CPUs, at 17041 iterations.
Before attempting to improve this time with parallelization, I use serial tech-
niques. QBT reduces both metrics to 124 CPUs and 16551 iterations. Enabling
the interval LB test decreases this time dramatically, down to 24.5 CPUs at 3197
iterations. Subsequently, enabling stand-alone PLR relaxations further reduces
this CPU time more than 5 times, to 4.56 CPUs, at 1126 iterations. This time may
be further reduced by using PLR-BT, which gives a result of 3.67 CPUs at 642
iterations.

Because of the great decrease in the number of iterations at convergence, the
node processing load must now be sufficient to allow good parallel scaling. All
options used so far are compatible with MPI, therefore I use the same configura-
tion in parallel mode, as summarised in Table 9.7. The MPI results using Future
Branching are given in Table 9.8.

use interval lb true
useQBT true
fbbtCycles 50
usePLR true
disablePLROnObj false
strictPLR true
usePLRBT true
parallelBranching Future Branching

Table 9.7: MPI configuration for problem ex6 2 14 (deviation from baseline).
This configuration in serial mode has already improved CPU time 28 times, com-
pared to the baseline.
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# MPI processes wall time iterations
1 3.67 642
2 2.34 642
4 1.79 322
6 1.71 216
8 2.54 164

Table 9.8: Wall times and # iterations at convergence using the configuration of
Table 9.7 in MPI mode for problem ex6 2 14. The baseline time for this problem
is 126 CPUs, i.e., approximately 74 times slower than the best MPI wall time.

Using MPI nearly triples the reduction in wall time, from 28 times faster from
the baseline in serial mode, to roughly 74 times faster, and scales well for up to
4 processes. This case study is a great example of how proper combination of
numerous different techniques, spanning many of the methods proposed in this
thesis, may tremendously improve the solution time of a problem. Note that this
improvement is achieved through use of general methods: no special structure is
identified or exploited in this problem.

9.4 Problem hs109

Problem hs109 from PrincetonLib has 9 variables and 8 constraints. It contains
power terms and complicated trigonometric expressions. The previous case stud-
ies established the advantages of using QBT and the interval LB test, therefore
in this case study I use them by default. I use this problem to investigate parallel
scaling with and without employment of PLR techniques.

I perform the MPI tests using the same configuration (Table 9.7) as in the
previous case study. The code scales well (Table 9.9) up to the optimal number
of 4 processes, and then reaches a plateau. Next, I perform the same tests without
using PLR and PLR-BT, producing the results presented in 9.10. Comparison of
Tables 9.9 and 9.10 suggests that PLR methods give better solution times, and
better parallel scaling.
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# MPI processes wall time iterations
1 62.9 1207
2 35.3 1207
4 24.7 605
6 24.2 406
8 24.4 307

Table 9.9: Wall times and # iterations at convergence using the configuration of
Table 9.7 in MPI mode for problem hs109 (the configuration includes PLR and
PLR-BT).

# MPI processes wall time iterations
1 82.3 2060
2 51.7 2060
4 35.5 1031
6 38.5 689
8 37.1 520

Table 9.10: Wall times and # iterations at convergence using the configuration of
Table 9.7 in MPI mode for problem hs109, without PLR and PLR-BT.

I now perform the same two tests using Multisection Branching (Chapter 7)
instead of Future Branching. The results are presented in Tables 9.11 and 9.12.
As expected, Multisection branching produces exactly the same results as Future
Branching for 2 processes (for 2 processes Multisection Branching and Future
Branching behave in exactly the same way). However, this strategy does not scale
well at all for more processes. Interestingly, the number of iterations increases
for 6 and 8 processes, indicating that the reason for this bad scaling is strongly
linked to the generation of a different branch-and-bound tree. In order to further
investigate the scaling behaviour, I perform the same Multisection Branching tests
with PLR and PLR-BT (Table 9.12).

Increasing the node processing load slightly improves the scaling for 4 pro-
cesses, but the results are increasingly worse as more processes are added. Again,
Future Branching generates larger trees for more than 2 processes, indicating that
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# MPI processes wall time iterations
1 82.3 2060
2 51.7 2060
4 56.3 1474
6 125 1657
8 122 1652

Table 9.11: Wall times and # iterations at convergence in MPI mode for problem
hs109, with Multisection Branching and without PLR and PLR-BT.

# MPI processes wall time iterations
1 62.9 1207
2 35.6 1207
4 52.6 1324
6 125 1657
8 173 2169

Table 9.12: Wall times and # iterations at convergence in MPI mode for problem
hs109, with Multisection Branching and with PLR and PLR-BT.

the speed-up expected from this method is currently unpredictable. Indeed, Mul-
tisection Branching generates many more nodes at a given depth of a tree which
may lead to a tree growing too quickly. Hence, this strategy is better suited to
problems where bounds are strongly affected by one or few variables.

Overall, use of PLR methods greatly reduces wall times across all tests and
provides good scaling, providing up to roughly 4 times faster solution time (com-
pared to the baseline) in MPI mode.

9.5 Problem haifas

Problem haifas is part of PrincetonLib, and is ideal to investigate the effective-
ness of the VBC algorithm, because it contains term combinations of bilinear and
quadratic terms. It has 7 variables and 9 non-linear constraints. Its definition is as
follows:
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min
xxx∈X

x1

s.t.−5x2x2 + x1 + x5 ≥ 0

− (3.2x3x3 +3.2x3x6 +0.8x6x6)+ x1 + x5 ≥ 0

− (20x5x5−40x5x6 +20x6x6− x5)+ x1 ≥ 0

− (3.2x2x2−3.2x2x5 +0.8x5x5− x5)+ x1 ≥ 0

−5x3x3 + x1 + x5 ≥ 0

− (3.2x4x4 +3.2x4x7 +0.8x7x7)+ x1 + x5 ≥ 0

− (20x6x6−40x6x7 +20x7x7)+ x1 + x5 ≥ 0

− (3.2x3x3−3.2x3x6 +0.8x6x6)+ x1 + x5 ≥ 0

−5x4x4 + x1 + x5 ≥ 0

X = [−105,105]7

Solving this problem using standard αBB and QBT with 50 iterations requires
20.1 CPUs and 1729 iterations. Enabling the interval LB test slightly reduces this
time to 19.9 CPUs, at 1729 iterations. The same number of iterations between the
two runs suggests that no nodes were fathomed due to the interval LB test.

However, enabling the VBC algorithm achieves convergence at the root node,
in 0.044 CPUs (a speed-up of roughly 450 times). Interestingly, this is not because
the original problem was convex at the root node, as the relaxation generated by
the αBB solver at the root node contains 3 sets of bilinear relaxations, as presented
in problem P̆hai f as (Equation (9.1)).

In two of the constraints (Equations (9.2) and (9.2)), the VBC algorithm iden-
tified convex combinations, therefore the bilinear terms are not substituted by ad-
ditional variables. The relaxations of these two constraints greatly affect conver-
gence, as the solver is now able to locate the global solution at the root node.
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P̆hai f as : min
xxx∈X

x1 (9.1)

− x5− x1 +5x2x2 ≤ 0

− x5− x1 +3.2w3,6 +3.2x3x3 +0.8x6x6 ≤ 0

− x5− x1 +20x5x5−40x5x6 +20x6x6 ≤ 0 (9.2)

− x5− x1−3.2w2,5 +3.2x2x2 +0.8x5x5 ≤ 0

− x5− x1 +5x3x3 ≤ 0

− x5− x1 +3.2w4,7 +3.2x4x4 +0.8x7x7 ≤ 0

− x5− x1 +20x6x6−40x6x7 +20x7x7 ≤ 0 (9.3)

− x5− x1−3.2w3,6 +3.2x3x3 +0.8x6x6 ≤ 0

− x5− x1 +−5x4x4 ≤ 0

−4.186116x2−1.098768x5−w2,5 ≤ 4.599570

6.321710x2 +1.098768x5−w2,5 ≤ 6.946092

4.186116x2−1.098768x5 +w2,5 ≤ 4.599569

−6.321710x2 +1.098768x5 +w2,5 ≤ 6.946093

−6.320665x4−1.098768x7−w4,7 ≤ 6.944944

6.321651x4 +1.098768x7−w4,7 ≤ 6.946028

6.320665x4−1.098768x7 +w4,7 ≤ 6.944944

−6.321651x4 +1.098768x7 +w4,7 ≤ 6.946028

−6.320665x3−1.098768x6−w3,6 ≤ 6.944944

6.321651x3 +1.098768x6−w3,6 ≤ 6.946028

6.320665x3−1.098768x6 +w3,6 ≤ 6.944944

−6.321651x3 +1.098768x6 +w3,6 ≤ 6.946028

This problem is a good example of the potential benefit in using the VBC
algorithm: even non-convex problems may converge at the root node because of
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the increased tightness of VBC relaxations (for instance, some of the non-convex
constraints may be inactive at xxx†).

9.6 Optimal performance tests

It might already be apparent from the previous case studies that the number of
available options in the αBB solver is too large in order to perform exhaustive
tests of the best possible combinations of methods which achieve optimal perfor-
mance for each problem in the test set. In the future, the αBB solver will be able
to choose a configuration for each problem automatically. In its current imple-
mentation, however, the solver configuration must be selected by the user.

In this section, I select a few sets of overall balanced options and compare
the performance of the αBB solver to the BARON [108] 15.9.22 global solver.
Because BARON cannot currently handle certain types of functions, i.e., trigono-
metric functions, these are removed from the test set in order to avoid skewing the
results in favour of the αBB solver, resulting in a grand total of 84 test problems.
This new problem set is given in Appendix D. BARON is run with convergence
options similar to αBB, i.e., a convergence tolerance ε = 1.e− 3 and maximum
CPU time of 500 CPUs. All other BARON options are left to their default values.

It should be noted that the αBB solver is not written with the intention to be a
high performance solver, unlike a mature solver such as BARON, which has been
in continuous development for about 20 years. The αBB solver is written as a
tool to investigate the behaviour of particular algorithms. There are many known
techniques which can improve performance for many problems (e.g., reformula-
tion techniques, more advanced BT methods, or implementation of special un-
derestimators for fractional, trilinear, etc., terms), but the implementation of such
methods is beyond the scope of a PhD thesis focused on generic DGO methods.
A minimum set of useful methods which are relevant for this research project
was chosen for implementation instead. In contrast, BARON employs advanced
presolving, reformulation, and other algorithmic procedures in order to optimize
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performance, which the αBB solver currently lacks. Even so, it is interesting to
investigate how the limited toolset of general algorithms in the αBB solver com-
pares to a mature commercial solver.

9.6.1 Serial mode tests

In serial mode, all methods which consistently increased performance in previous
benchmarks are used at the same time. Table 9.13 summarises the optimal con-
figuration for the first benchmarks against BARON, where PLR and PLR-BT are
not used because their performance is less consistent. The resulting performance

use interval lb true
useQBT true
fbbtCycles 50
useViolationBranching true
useSmartConvexity (VBC) true

Table 9.13: Serial configuration for benchmarks against the BARON global solver
(deviation from baseline).

profiles are illustrated in Figure 9.1. Although BARON outperforms αBB in the
majority of cases, the αBB solver performs well, providing faster solution times
in more than 30% of the test set. The αBB profile is close to that of BARON
for all time factors, with BARON having 5-15% probability of being better than
αBB until τ ≈ 100. For greater time factors, the two solvers are able to solve
nearly the same amount of problems, with BARON solving slightly more prob-
lems within the CPU time of 500s.
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Figure 9.1: Performance profiles of αBB using the configuration in Table 9.13,
against BARON 15.9.22.

In order to elucidate the benefits in using the new methods presented in this
thesis, I insert the corresponding αBB baseline profile in this benchmark, as illus-
trated in Figure 9.2.
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Figure 9.2: Performance profiles of αBB using configuration 1 (Table 9.13),
against BARON 15.9.22, and the αBB baseline.

The new algorithms in Table 9.13 provide a remarkable boost in performance
to the αBB solver (compared to the baseline), with increased performance across
the board, and about 10% greater probability of successfully solving a problem
within the time limit.

9.6.2 MPI mode tests

Similar benchmarks are run in MPI mode for a variety of configurations, for all
problems. QBT and the interval LB test are always active, and tests are run for
various combinations of PLR and PLR-BT. The VBC algorithm and violation
branching are not used because they are not currently supported in MPI. Sum-
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maries of the configurations are given in Tables 9.14 to 9.16.

use interval lb true
useQBT true
fbbtCycles 50
parallelBranching FutureBranching

Table 9.14: MPI configuration 1 for benchmarks against the BARON global solver
(deviation from baseline). 2 MPI processes are used.

use interval lb true
useQBT true
fbbtCycles 50
usePLRBT true
parallelBranching FutureBranching

Table 9.15: MPI configuration 2 for benchmarks against the BARON global solver
(deviation from baseline). 4 MPI processes are used.

use interval lb true
useQBT true
fbbtCycles 50
usePLR true
strictPLR true
disablePLROnObj false
usePLRBT true
parallelBranching FutureBranching

Table 9.16: MPI configuration 3 for benchmarks against the BARON global solver
(deviation from baseline). 4 MPI processes are used.
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Figure 9.3: Performance profiles of αBB using configuration 1 (Table 9.14),
against BARON 15.9.22.

The resulting performance profiles from these runs are presented in Figures 9.3
to 9.5. Overall performance is worse than that of the serial mode of the αBB solver
across all 3 plots. Using PLR methods appears to reduce overall performance, in-
dicating that more computational power is required in order for PLR methods to
be consistently faster. The solver performs reasonably well for the first two con-
figurations (Figures 9.3 and 9.4), but fares considerably worse for configuration 3
(Figure 9.5) where stand-alone PLR is used.
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Figure 9.4: Performance profiles of αBB using configuration 2 (Table 9.15),
against BARON 15.9.22.
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Figure 9.5: Performance profiles of αBB using stand-alone PLR with PLR-BT
(configuration 3, Table 9.16), against BARON 15.9.22.

This apparent deterioration in performance is due to three reasons:

1. The VBC algorithm and violation branching are important performance-
boosting components, and are not enabled in these runs.

2. Methods of the PLR family perform considerably better in certain problems
than others. Because these profiles are all-inclusive, average performance
drops.

3. Stand-alone PLR is a first order method. Two of its main advantages are
that (i) it may be used to solve C1 problems, and (ii) it may be used to com-
plement the αBB algorithm. In the stand-alone mode, PLR is not expected
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to be able to increase performance consistently.

9.6.3 Optimal configuration profiles

As stated above, the possible combinations of option configurations in the αBB
solver, including MPI options, are prohibitively many to test or report exhaus-
tively. In the future, the αBB solver is planned be able to adopt optimal config-
urations automatically. In order to demonstrate the capabilities of its algorithms
when selected optimally, I compare BARON results, using default options, with
the best CPU time per problem across all previous benchmarks in the thesis. This
set of optimal CPU times is given in Appendix G. It should be noted that this
test is clearly biased in favour of the αBB solver; educated selection of BARON
options is likely to affect the results in favour of BARON in a similar fashion.
Even so, it is interesting to investigate the potential benefit of achieving optimal
combinations of the new methods.

The resulting profiles are illustrated in Figures 9.6 and 9.7. The profiles in
Figure 9.6 suggest that, if configured more optimally, the αBB solver may pro-
duce considerably better results. At τ = 1, BARON wins against the optimal time
set of αBB in less than 10% of cases. For τ = 3 and beyond, the difference in
the probability distributions for the two solvers never grows beyond 5%, with
the αBB solver matching and occasionally surpassing the probability of BARON
in being the best solver, for the majority of time factors (for all τ ≥ 19). The
αBB solver is also able to solve slightly more problems than BARON does within
the time limit.

In Figure 9.7 I also include the results of running αBB using optimal options
in serial mode, and the results of the αBB baseline. Two observations are of
particular interest in this plot:

1. Optimal selection of configuration options significantly increases perfor-
mance. The improvement against the optimal serial configuration (Table 9.13)
is roughly as intense as the improvement of the optimal serial configuration
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Figure 9.6: Performance profiles of the best times of the αBB solver for every
problem (set of best times compiled over all benchmarks in the thesis), against
BARON 15.9.22.

against the baseline. This highlights the importance of performing further
research to identify conditions for optimal configurations.

2. The general algorithms presented in this thesis, if combined properly, may
be very powerful. This serves as strong proof-of-concept that it is possible
to achieve performance comparable to that of a state-of-the-art commercial
solver without presolving capabilities, or advanced exploitation of special
structure.
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Figure 9.7: Performance profiles of αBB using stand-alone PLR with PLR-BT
(configuration 3, Table 9.16), against BARON 15.9.22.

9.7 Conclusions

In this chapter, a series of tests were performed in order to investigate the synergy
between the new methods proposed in this thesis. It was demonstrated that proper
combination of these general methods may produce speed-ups of orders of mag-
nitude, and that it is possible to achieve good parallel scaling using MPI for up
to 4 processes. Limited evidence that there exists a correlation between the node
processing load and the quality of parallel scaling was also identified.

A set of optimal options was compiled and used to compare the performance of
the αBB solver with BARON 15.9.22, a state-of-the-art commercial global solver.
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The αBB solver performed well in serial mode, with its performance profile curve
staying within 5-15% below that of BARON.

Similar tests using MPI were subsequently run, where the αBB solver per-
formed slightly worse than its serial mode, as not all of the advanced serial func-
tionalities are available in MPI mode. This highlights the importance of perform-
ing algorithmic advancement over naive, brute-force exploitation of computing
power: an increase in computing power must be accompanied by algorithmic ad-
vancement in order to achieve the best possible results.

Finally, a set of best CPU times for all test problems was built, using all
αBB benchmarks currently in this thesis, and compared against BARON, the op-
timal serial configuration, and the αBB baseline. The results suggest that proper
combination of the new methods may be very powerful, as the performance of
αBB increased considerably, staying within 5% of the performance of BARON,
even slightly surpassing it for a sizeable range of time factors.
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Chapter 10

Conclusions

“It’s a dangerous business, Frodo,

going out your door. You step onto

the road, and if you don’t keep your

feet, there’s no knowing where you

might be swept off to.”

J.R.R. Tolkien

10.1 Summary

Nearly 20 years ago, Adjiman [4] stated that: “global optimization has not fully
yet realised its true potential to increase our predictive power for the behaviour
of physical systems”. It is the belief of the author that this continues to be the
case. Despite numerous important contributions, many practical problems are
still beyond the solving capabilities of modern software.

This thesis is not overly focused on one particular theoretical area of DGO.
This is because of the realisation that true advancement in DGO cannot be achieved
by thorough investigation of one isolated method. DGO problems are inherently
very difficult and varied: combination of many different methods is typically re-
quired in order to achieve consistently good performance. Therefore, instead of
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focusing on the in-depth advancement of one particular methodology, the subject
of this thesis is to advance some of the components necessary to develop the next
generation of general DGO numerical solvers. To this end, this work offers a wide
range of contributions, covering a large part of the DGO spectrum.

In this thesis I proved that there exists a theoretical underestimation limit for
the maximum separation distance of an αBB general relaxation over domains
where the relaxed function is non-convex. I derived the conditions which must
be satisfied in order for αBB to return an exact lower bound on the function value
in that domain, and provided a proof-of-concept method which may be used to
overcome this theoretical limit. I presented three new relaxations based on hyper-
planes which are constructed using interval information. These relaxations may
be used as either stand-alone, or as hybrid methods, in conjunction with αBB.
I introduced one new branching strategy, two new bounds tightening methods,
and a general reformulation algorithm to improve the tightness of second-order
relaxations by exploiting underlying convexity.

In this thesis I also investigated the implications of using concurrent program-
ming in order to achieve algorithmic acceleration by exploiting the strength of
modern multiprocessor hardware. I presented the first algorithms for parallel
branching in the DGO of NLPs, and investigated possible benefits of using asyn-
chronous FBBT through a multithreaded implementation.

All algorithms presented in this thesis are implemented in a state-of-the-art
general DGO solver, powered by the αBB algorithm and interval arithmetic, which
is fully automated and possesses numerous parallel computation capabilities. The
tests performed using this solver showed that the new algorithms currently im-
plemented in the αBB solver may improve performance by up to several orders
of magnitude (compared to the original αBB algorithm). Furthermore, limited
but encouraging evidence of good parallel scaling was demonstrated for up to 4
MPI processes, which is the optimal operating point of the hardware where all
benchmarks were performed.

Finally, even though the αBB solver is not designed to exploit any special
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structure, apart from using the McCormick relaxation for bilinear terms, the gen-
eral methods introduced in this thesis bring its performance on par with BARON
15.9.22, a mature state-of-the-art commercial solver, for a set of 84 test problems.
This serves as strong proof-of-concept that general methods can be very effective
and complement each others’ weaknesses when used in conjunction.

10.2 Tractability of general methods for DGO

Hybrid underestimation is the current state-of-the-art of DGO (e.g., ANTIGONE
[90]). In this thesis, I demonstrated the benefits of identifying the theoretical lim-
itations of a relaxation and inventing methods which complement that relaxation.
I believe that in the near future, DGO software will be able to recognise when a
relaxation will perform well or poorly, and automatically select the most efficient
choice.

However, in this work I chose against inventing relaxations for special struc-
ture. Even the VBC algorithm, which requires convexity on particular variables to
be present, is shown not to hinder performance significantly in the absence of spe-
cial structure, and provides a generalised framework for detecting and exploiting
that structure without the need for specialised symbolic detection.

I predict that the practice of increasing performance by implementing numer-
ous alternative methods for special cases, and solving a problem with the best
choice, will reach a plateau in the future. This is because there is an infinite num-
ber of special cases, but finite time for implementation. As DGO expands to more
scientific fields, it is going to become increasingly difficult to maintain a steady
stream of implementation of special cases which are unique to some scientific
fields. I strongly believe that in order to truly advance DGO, more general meth-
ods are needed; ones that may in principle be applied to any problem, and improve
performance in a way as generic as possible.

This was the motivation behind the development of the PLR family of meth-
ods, interval underestimation, DGO heuristics, the VBC algorithm, and parallel
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methods for DGO. All of these methods may in principle be applied to any C2

problem1.
For PLR methods in particular, while there is still much work to be done in

order to fine-tune performance and to be able to predict when these methods will
be most effective, the components of such fine-tuning are very general: (i) the
number of variables in every function, (ii) the number of constraints, (iii) the
values of the αi components and, (iv) smart implementations to reuse information
between iterations and exploit parallel capabilities. Because no special structure
needs to be considered at implementation-level, methods such as PLR, interval
underestimation, the VBC algorithm, violation branching, or QBT, complement
αBB very well, and render the perpetual quest for improving efficiency much
more tractable.

10.3 Parallel computing in DGO

The PLR theory is a good example of a general method which seems expensive,
until placed in the context of parallel computing. Although it has not been possi-
ble to employ the αBB solver in a massively parallel environment at the time of
writing this thesis due to technical reasons beyond the control of the author, strong
evidence was provided that good scaling is possible for a limited number of cores,
and that achieving nearly linear scaling in some problems is possible, for up to 4
MPI processes.

The implications of employing parallel algorithms in DGO are convoluted,
and have only begun to be explored. In many ways, the comparisons made in this
thesis between parallel implementations and serial ones do not decouple certain
elements, and only scratch the surface of the enormous potential for scientific
discoveries.

Although in this thesis parallel branching was investigated, a different branch-

1PLR may also be used for C1 problems, and interval underestimation, although not a novelty
if used by itself, may be used for any type of problem, including discontinuous ones.
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and-bound tree is in principle generated in all benchmarks where more than 2
processes were used. This means that the extent to which any benefit or short-
coming measured for more than 2 processes is due to (i) parallel scaling, or (ii)
the different branch-and-bound trees, is currently unknown and unravelling the
interplay between the two requires further investigation.

In light of the above, this work makes the following contributions in investi-
gating the use of parallel computing in DGO of NLPs:

1. It demonstrates that, in classical node bisection, it is always beneficial to
process two nodes in parallel, and provides a speed-up of nearly a factor of
2 for non-trivial problems.

2. It provides evidence that increasing the node processing load is correllated
to achieving better parallel scaling.

3. It elucidates the fact that, because of item 2, many methods currently con-
sidered to have a bad cost-tightness ratio can be much more attractive when
used in parallel mode.

4. It demonstrates that bounds tightening costs may be reduced considerably
by using an asynchronous BT algorithm.

5. It illustrates that it is possible to use vertex-based methods in many dimen-
sions effectively, by exploiting the parallel capabilities of modern hardware.

6. It provides the first two parallel branching strategies for NLPs, Multisec-
tion Branching for node subdivision and Future Branching for concurrent
node selection: these strategies may be used in isolation, or combined, de-
pending on core availability. Both strategies are demonstrated to improve
performance considerably in most non-trivial cases.

7. It proposes a generic design for a massively parallel DGO general solver for
difficult problems, based on the new parallel strategies and asynchronous
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BT. This design is implemented in the αBB solver and will be more thor-
oughly explored in a massively parallel context as part of future research.

10.4 Future research directions

Because this thesis covers a wide range of methods, numerous avenues for future
research may be identified:

10.4.1 Arbitrarily tight αBB underestimators

The µ-subenergy methodology serves as proof-of-concept that arbitrarily tight
general convex underestimation is possible. This research might be expanded
in two ways.

First, new transformations may be developed which scale the curvature of the
original function in a non-uniform way, but do not make use of the expression
f (xxx)− f ∗. Such a transformation would effectively remove the current limitation
of the µ-subenergy methodology, i.e., that an ααα vector calculated using interval
methods will not result in tighter bounds that classical αBB underestimation.

Second, new methods of deriving eigenvalue bounds may be invented, which
are not sensitive to the expression f (xxx)− f ∗ when estimating the true curvature
of a µ-subenergy function. This interplay between the value of this expression
and bounds on curvature is only principally relevant when using intervals; other
types of methods would not necessarily be as sensitive to its value (an interesting
alternative to be considered may be the eigenvalue arithmetic described in [95,
33]).

Construction of efficient, arbitrarily tight general underestimators is one of the
golden grails of DGO. The reason is that, if such a method existed, DGO would
become much more tractable, and there would be no need to consider a multi-
tude of special cases, or to excessively increase the size of the lower bounding
problem to unmanageable extents. The µ-subenergy theory explored some of the
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aspects and implications of formulating such a theory, and demonstrated that it is
in principle possible. It is the hope of the author that this work will inspire fu-
ture research in the field of arbitrarily tight general convex underestimation, and
contribute towards achieving this goal in practice.

10.4.2 Interval convexity-based relaxations and online refor-
mulation

The VBC algorithm demonstrated that it may be greatly beneficial to formulate re-
laxations based on interval-based convexity information, as well as to reformulate
these relaxations as new information becomes available. There are two interesting
paths to expand this work.

First, higher-order interval methods (e.g. interval slopes [50] or affine arith-
metic [125]) may be used to extract more accurate convexity information. This
could be particularly attractive for large-scale problems where many possible
combinations may exist.

Second, online reformulation could be tested with other types of algorithms as
well. Although this method was tested with αBB, it may in principle used with
any algorithm where new information (which is relevant to how the relaxation is
formed) becomes available (or updated) during the branch-and-bound process.

One of the greatest strengths of the VBC algorithm is that it does not depend
on specialised symbolic recognition in order to be effective (although it can ben-
efit from it). This is important, because apart from simple cases (e.g., bilinear
terms), even classifying terms of special structure is controversial. For instance,
the term (x1x2)x2

3 might be considered special structure because it is the product
of a bilinear expression and a quadratic expression, or because it is the product of
a multilinear expression and a linear expression. Depending on how this structure
is classified, it might create great controversy in how it should be handled or what
is considered to be special structure, especially for more convoluted expressions.
This work elucidates the utility of bypassing the symbolics of an expression, and
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instead focusing on what is inherently of interest in DGO: the convexity (or, in
the future, monotonicity) of an expression. This information may often be esti-
mated very accurately using interval calculations, and is uniformly exploitable.
Furthermore, unlike symbolic-based underestimation, it provides the opportunity
to refine a relaxation further down the branch-and-bound tree.

10.4.3 Interval-based hyperplane relaxations

PLR methods were shown to be considerably effective both as stand-alone and as
hybrid forms. In the future, these relaxations may be triggered in online refor-
mulations of the relaxation, e.g., when the solver calculates an ααα vector which
violates the αBB exact lower bounding theorems. Hyperplanes could be gener-
ated selectively, only along the basis vectors where these conditions are violated,
which would greatly improve the complementarity between αBB and PLR, and
reduce the hyperplane generation overhead due to a large number of vertices.

PLR could also make use of symbolic monotonicity information, and build
hyperplanes only for the non-linear (or non-convex) variables of a function. Some
of these hyperplanes could then be inherited between nodes, similar to the VBC
heuristic reformulation algorithm, and drastically reduce the overhead in building
those relaxations. Furthermore, the linear solver which solves PLR problems,
both in PLR and PLR-BT, could be warm-started, which may reduce the solution
time of the corresponding optimization problems massively.

Using those ideas, along with a more efficient implementation of PLR, could
provide a useful complementary or stand-alone general computational tool which
would be a great addition in the toolset of any DGO solver.

Moreover, it would be worth investigating the benefits of using different meth-
ods to relax different terms in a function, akin to the overall αBB underestimator.
The difference is that, in this approach, terms are relaxed differently based on in-
terval information on their convexity, monotonicity, and values, instead of their
functional forms.

Finally, formulation of higher-order interval-based underestimators is another
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attractive possibility. Relaxations of this kind have not been generally attempted
because they do not scale well with the number of variables, however, as demon-
strated in this thesis, parallel computing may render these types of methods much
more efficient.

10.4.4 Heuristics

The heuristic algorithms presented in this text were shown to consistently improve
solver performance. In the future, violation branching could be applied to other
types of branching strategies, which do not depend on convexity, and QBT could
be applied to more expensive procedures, such as OBBT. PLR-BT would greatly
benefit from the ideas described in the previous section, and would also greatly
benefit from deriving the exact conditions for the intersection of the hyperplanes
at the interior of the box. This would enable the solver to accurately predict the
benefit of using the strategy, and minimise its cost-tightness ratio.

10.4.5 Parallel computing

The potential for future research on the use of parallel computing in DGO is too
extensive to exhaustively enumerate. I limit this discussion to mentioning some
(but by no means all) of the most promising research avenues:

1. Application of asynchronous BT to expensive BT procedures, such as OBBT.
Because the QBT algorithm already reduces the cost of FBBT significantly,
AFBBT did not significantly improve solution times, even though it was
demonstrated to significantly reduce the time spent performing FBBT. This
is strong evidence that it would be of great benefit to apply asynchronous
BT to more expensive procedures, which consume a greater portion of the
total solution time.

2. Development of asynchronous parallel branching strategies. Because the
time spent processing each node is different, these differences may sig-
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nificantly affect the scaling of a parallel branching algorithm. It is very
likely that, in the problems observed to scale well, node processing time was
roughly the same, while it was very uneven in others. Asynchronous Mul-
tisection Branching or Asynchronous Future Branching are the next natural
steps to improving parallel scaling.

3. Processing different parts of the branch-and-bound tree in different comput-
ing nodes. The branch-and-bound tree could be split in parts and processed
completely independently in different machines. Development of such tree
splitting strategies and protocols for intra-node communication is a promis-
ing field of research.

4. Formulation of multiple lower bounding problems on each node, which are
solved in parallel. This is an interesting alternative to achieving tighter
lower bounds in the same algorithmic cycle.

5. Selection of different branching variables. The resulting nodes are solved
in parallel, and the tightest result is adopted. This is essentially a parallel
adaptation of the strong branching strategy [11]. Given enough comput-
ing power, the best possible variable could be selected in every branching
iteration.

6. Re-evaluation of the applicability of expensive methods in the context of
parallel computing. Computationally expensive methods, such as the Hertz
method [4] for calculating exact bounds on the eigenvalues of interval ma-
trices, or OBBT, may become feasible to use in every iteration of a DGO
algorithm, even for larger problems, depending on the parallelisation strat-
egy.
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10.5 The next generation of DGO general solvers

One of the goals of this thesis is to identify and research some of the central com-
ponents for the design of the next generation of DGO general numerical solvers.
These components may be summarised as follows:

1. Extensive use of general methods. If the design focus would shift, from
the exploitation of special structure, to deriving relaxations using universal
characteristics such as rigorous information on convexity, monotonicity, and
function values, use of DGO would more easily expand in more scientific
fields. More importantly, however, I believe that this design strategy would
render the performance of future DGO solvers on new problems much more
predictable and robust, and make the daunting task of improving overall
efficiency much more tractable than it currently is.

2. Proper application of parallelisation. Parallel hardware may be exploited in
many ways, as described in the previous section, and its potential has only
begun to be explored.

3. Automated selection of solving configuration, and online reformulation.
Ideally, the DGO numerical solvers of the future will not require any con-
figuration. They will be aware of their own performance, and automatically
take measures to maximise it during the solution process: they will refor-
mulate and adapt their methodology depending on problem metrics without
any user intervention or pre-selection of algorithms or parameters.
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Appendix A

Configuration options of
αBB baseline

bound type : ScaledGerschgorin
Branching strategy : MostNonconvexVariable
ub iters : 10
local solver : Filter-SQP
logging : false
profiling : false
outputLevel : 1
max cpu : 500
maxThreads : 1
maxIters : 2000000000
use f interval lb : false
useSmartConvexity : false
useQBT : false
usePLR : false
usePLRBT : false
usePQRBT : false
useIntervalLBFormulation : false
useViolationBranching : false
convergenceTolerance : 0.001
relativeTolerance : -1
infinityForUnbounded : 10000
feasibilityTolerance : 1e-06
bTighteningIterations: 0
bTighteningPoolSize : 0
bTighteningStartingNodes: 0
bTighteningTol : 1e-06
bTighteningCycles : 1
fbbtCycles : 1
strictLBFeasibility : true
strictBTFeasibility : true

Table A.1: αBB solver options for the αBB baseline.
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Appendix B

αBB test set

The αBB test set consists of the following 93 NLP test problems found in the
literature (the AMPL format is used for each problem):

aircrftb.mod2 bt10.mod2 ex14 1 3.mod1 ex6 2 5.mod1 mistake.mod2

aljazzaf.mod2 bt11.mod2 ex14 1 6.mod1 ex6 2 7.mod1 nonmsqrt.mod2

allinitc.mod2 bt12.mod2 ex14 1 7.mod1 ex6 2 9.mod1 pgon.mod2

allinit.mod2 bt13.mod 2 ex14 1 9.mod1 ex7 2 1.mod1 polak2.mod2

allinitu.mod2 bt1.mod2 ex14 2 1.mod1 ex7 2 2.mod1 polak3.mod2

alsotame.mod2 bt2.mod2 ex14 2 2.mod1 ex7 2 3.mod1 portfl1.mod2

avgasa.mod2 bt3.mod2 ex14 2 3.mod1 ex7 2 4.mod1 qudlin.mod2

avgasb.mod2 bt4.mod2 ex14 2 4.mod1 ex7 3 1.mod1 st cqpjk1.mod1

beale.mod2 bt5.mod2 ex14 2 5.mod1 ex8 1 3.mod1 st e16.mod1

bearing.mod1 bt6.mod2 ex14 2 6.mod1 ex9 1 2.mod1 st e24.mod1

biggs3.mod2 bt8.mod2 ex14 2 7.mod1 ex9 2 2.mod1 st e28.mod1

biggs5.mod2 bt9.mod2 ex14 2 8.mod1 extrosnb.mod2 st e37.mod1

biggs6.mod2 dipigri.mod2 ex14 2 9.mod1 genhs28.mod2 st e41.mod1

biggsc4.mod2 dixchlnv.mod2 ex6 1 1.mod1 haifas.mod2 st pan1.mod1

box3.mod2 dixon3dq.mod2 ex6 1 3.mod1 haldmads.mod2 st ph1.mod1

bqp1var.mod2 dualc1.mod2 ex6 1 4.mod1 hs100.mod2 st qpc-m1.mod1

brownal.mod2 dualc2.mod2 ex6 2 10.mod1 hs108.mod2 st qpc-m3a.mod1

brownbs.mod2 ex14 1 1.mod1 ex6 2 12.mod1 hs109.mod2

brownden.mod2 ex14 1 2.mod1 ex6 2 14.mod1 lotschd.mod2

Table B.1: αBB test set. Problems are marked with respect to their origin:
MINLPLib2 (marked with superscript 1) [1] or PrincetonLib (marked with su-
perscript 2) [2].
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Appendix C

Functions used in
µ-subenergy numerical experiments

• Rastrigin’s function:
f (xxx) = 10n+∑

n
i=1[x

2
i −10cos(2πxi)], n = 2.

• Rosenbrock’s function:
f (x,y) = (1− x)2 +100(y− x2)2

• Ackley’s function:
f (x,y)=−20exp

(
−0.2

√
0.5(x2 + y2)

)
−exp(0.5(cos(2πx)+ cos(2πy))+

e+20

• Beale’s function:
f (x,y) = (1.5− x+ xy)2 +(2.25− x+ xy2)2 +(2.625− x+ xy3)2

• Goldstein-Price’s function:
f (x,y) =

(
1+(x+ y+1)2(19−14x+3x2−14y+6xy+3y2)

)(
30+(2x−3y)2(18−32x+12x2 +48y−36xy+27y2)

)
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Appendix D

αBB-Baron test set

This is a listing of the problems in the αBB test set which both BARON 15.9.22
and the αBB solver may solve.

aircrftb.mod bt13.mod ex14 2 1.mod ex7 2 2.mod portfl1.mod
aljazzaf.mod bt1.mod ex14 2 2.mod ex7 2 3.mod qudlin.mod
avgasa.mod bt2.mod ex14 2 3.mod ex7 2 4.mod st cqpjk1.mod
avgasb.mod bt3.mod ex14 2 4.mod ex7 3 1.mod st e16.mod
beale.mod bt4.mod ex14 2 5.mod ex8 1 3.mod st e24.mod

bearing.mod bt5.mod ex14 2 6.mod ex9 1 2.mod st e28.mod
biggs3.mod bt8.mod ex14 2 7.mod ex9 2 2.mod st e37.mod
biggs5.mod bt9.mod ex14 2 8.mod extrosnb.mod st e41.mod
biggs6.mod dipigri.mod ex14 2 9.mod genhs28.mod st pan1.mod
biggsc4.mod dixon3dq.mod ex6 1 1.mod haifas.mod st ph1.mod

box3.mod dualc1.mod ex6 1 3.mod haldmads.mod st qpc-m1.mod
bqp1var.mod dualc2.mod ex6 1 4.mod hs100.mod st qpc-m3a.mod
brownal.mod ex14 1 1.mod ex6 2 10.mod hs108.mod
brownbs.mod ex14 1 2.mod ex6 2 12.mod lotschd.mod

brownden.mod ex14 1 3.mod ex6 2 14.mod mistake.mod
bt10.mod ex14 1 6.mod ex6 2 5.mod nonmsqrt.mod
bt11.mod ex14 1 7.mod ex6 2 7.mod polak2.mod
bt12.mod ex14 1 9.mod ex6 2 9.mod polak3.mod

Table D.1: The αBB-Baron test set.
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Appendix E

AMPL files for case studies

In this appendix I attach the AMPL files for problems bearing [1], ex6 2 14 [2],
and hs109 [2].

Problem bearing

var x1 := 6, ≥ 1,≤ 16;
var x2 := 5, ≥ 1, ≤ 16;
var x3 := 6, ≥ 1, ≤ 16;
var x4 := 3, ≥ 1, ≤ 16;
var x6 := 1000, ≥ 1, ≤ 1000;
var x7 := 1.6, ≥ 0.0001;
var x8 := 0.3,≥0.0001;
var x9 := 1, ≥ 1;
var x10 := 50, ≤ 50;
var x11 := 600, ≥ 100;
var x12 := 1,≥ 1;
var x13 := 0.0001, ≥ 0.0001;
var x14 := 0.01, ≥ 0.01;

minimize obj: x7 + x8;
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subject to
e2: -1.42857142857143*x4*x6 + 10000*x8 = 0;
e3: 10*x7*x9 - 0.00968946189201592*(x1**4 - x2**4)*x3 = 0;
e4: 143.3076*x10*x4 - 10000*x7 = 0;
e5: 3.1415927*(0.001*x9)**3*x6 - 6e-6*x3*x4*x13 = 0;
e6: 101000*x12*x13 - 1.57079635*x6*x14 = 0;
e7: log10(0.8 + 8.112*x3) - 10964781961.4318*x11**(-3.55) = 0;
e8: - 0.5*x10 + x11 = 560;
e9: x1 - x2 ≥ 0;
e10: 0.0307*x4ˆ2 - 0.3864*(0.0062831854*x1*x9)ˆ2*x6 ¡= 0;
e11: 101000*x12 - 15707.9635*x14 ¡= 0;
e12: -(log(x1) - log(x2)) + x13 = 0;
e13: -(x1ˆ2 - x2ˆ2) + x14 = 0;
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Problem ex6 2 14

var x2 := 0.0583, ≥ 1E-7, ≤ 0.5;
var x3 := 0.4417, ≥ 1E-7, ≤ 0.5;
var x4 := 0.408, ≥ 1E-7, ≤ 0.5;
var x5 := 0.092, ≥ 1E-7, ≤0.5;

minimize obj: (log(x2/(x2 + x4)) + log(x2/(x2 + 0.095173*x4)))*x2 + (log(x4/(x2
+ x4)) + log(x4/(0.30384*x2 + x4)))*x4 + log(x2 + 2.6738*x4)*(x2 + 2.6738*x4)
+ log(0.374*x2 + x4)*(0.374*x2 + x4) + 2.6738*log(x4/(x2 + 2.6738*x4))*x4 +
0.374*log(x2/(0.374*x2 + x4))*x2 + (log(x3/(x3 + x5)) + log(x3/(x3 + 0.095173*x5)))*x3
+ (log(x5/(x3 + x5)) + log(x5/(0.30384*x3 + x5)))*x5 + log(x3 + 2.6738*x5)*(x3
+ 2.6738*x5) + log(0.374*x3 + x5)*(0.374*x3 + x5)+ 2.6738*log(x5/(x3 + 2.6738*x5))*x5
+ 0.374*log(x3/(0.374*x3 + x5))*x3 - 3.6838*log(x2)*x2 - 1.59549*log(x4)*x4
- 3.6838*log(x3)*x3 - 1.59549*log(x5 )*x5;

subject to
e2: x2 + x3 = 0.5;
e3: x4 + x5 = 0.5;
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Problem hs109

var x1 ≥ 0;
var x2 ≥ 0;
var x3 ≥ -0.55, ≤ 0.55;
var x4 ≥ -0.55, ≤ 0.55;
var x5 := 196, ≥ 196, ≤ 252;
var x6 := 196, ≥ 196, ≤ 252;
var x7 := 196, ≥ 196, ≤ 252;
var x8 ≥ -400, ≤ 800;
var x9 ≥ -400, ≤ 800;

minimize obj: 1e-6*x1ˆ3 + 3*x1 + 5.22074e-7*x2ˆ3 + 2*x2;

subject to
e1: - x3 + x4 ≥ -0.55;
e2: x3 - x4 ≥ -0.55;
e3: (-x1ˆ2) - x8ˆ2≥ -2250000;
e4: (-x2ˆ2) - x9ˆ2≥ -2250000;
e5: x5*x6*sin((-0.25) - x3) + x5*x7*sin((-0.25) - x4) +0.494807918509046*x5ˆ2
- 50.176*x1 = -20070.4;
e6: x5*x6*sin((-0.25) + x3) + x6*x7*sin((-0.25) + x3 - x4) + 0.494807918509046*x6ˆ2
- 50.176*x2 = -20070.4;
e7: x5*x7*sin((-0.25) + x4) + x6*x7*sin((-0.25) - x3 + x4) + 0.494807918509046*
x7ˆ2 = -44244.143104;
e8: x5*x6*cos((-0.25) - x3) + x5*x7*cos((-0.25) - x4) - 1.93782484342129*x5ˆ2
+ 0.0377975808*x5ˆ2 + 50.176*x8 = 10035.2;
e9: x5*x6*cos((-0.25) + x3) + x6*x7*cos((-0.25) + x3 - x4) - 1.93782484342129*x6ˆ2
+ 0.0377975808*x6ˆ2 + 50.176*x9 = 10035.2;
e10: x5*x7*cos((-0.25) + x4) + x6*x7*cos((-0.25) - x3 + x4) - 1.93782484342129*x7ˆ2
+ 0.0377975808*x7ˆ2 = -1150.937088;
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Appendix F

Data for all performance profiles

In this appendix I provide a series of tables which contain the CPU times and
number of iterations at solver exit for all benchmarks which are presented in this
thesis. Each set of CPU times and # iterations corresponds to one curve in the per-
formance profile figures. At the header of each table, a short name is assigned to
each benchmark, which, where applicable, matches the legend in the correspond-
ing figure, and the number of the figure which contains this data is given next to
the name of that benchmark. The data is categorised in ascending order, starting
from the first figure in the text. Data used more than once is not repeated in the
figures, with the exception of the data of the αBB baseline which is presented
multiple times.
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αBB (Figure 3.5) Interval (Figure 3.5) Int. Ref. (Figure 3.6) Int. LB (Figure 3.6) Int. Ref. (Figure 3.6)
baseline LB (FSQP) (IPOPT) (IPOPT)

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

aircrftb 0.4396 0 0.0408 0 0.0878 0 0.0442 0 0.1443 0
aljazzaf 0.2159 0 0.0193 0 0.0209 0 0.0577 0 0.0511 0
allinitc 0.5074 3 0.0532 3 0.052 3 0.0717 3 0.0812 3
allinit 0.5863 76 0.568 76 0.6074 76 0.4806 76 0.822 76
allinitu 8.8912 1222 8.3514 1222 9.1246 1221 6.8749 1222 10.9476 1221

alsotame 0.2865 1 0.0317 1 0.025 1 0.0226 1 0.024 1
avgasa 0.4683 118 0.4739 118 1.2404 118 0.4409 118 2.541 118
avgasb 0.5197 22 0.0502 22 0.2057 22 0.0521 22 0.3299 22
beale 0.4523 7 0.0155 0 0.0158 0 0.0174 0 0.042 0

bearing 500 22395 500 22033 500 22270 500 2164 500 2295
biggs3 0.9231 8 0.0339 0 0.0342 0 0.0251 0 0.0603 0
biggs5 500 29448 0.6745 30 0.6674 30 0.5718 30 0.9863 30
biggs6 500 17589 0.6481 30 0.6656 30 1.798 30 10.1972 150
biggsc4 0.2332 12 0.0166 12 0.0187 12 0.0227 12 0.0174 12

box3 500 43632 0.017 0 0.0177 0 0.0146 0 0.0368 0
bqp1var 0.4214 0 0.0024 0 0.0064 0 0.0025 0 0.0053 0
brownal 500 33283 0.0229 0 0.0235 0 0.019 0 0.0191 0
brownbs 0.2068 0 0.0149 0 0.0153 0 0.031 0 0.0238 0

brownden 6.1746 616 6.135 616 7.2554 616 6.6819 616 8.1137 616
bt10 0.2806 2 0.0373 2 0.0281 2 0.0375 2 0.0328 2
bt11 0.2817 32 0.2952 32 0.2847 32 0.3062 32 0.328 32
bt12 0.3186 30 0.3077 30 0.3092 30 1.3681 1 0.4228 1
bt13 0.2196 0 0.0171 0 0.0165 0 0.0154 0 0.0158 0
bt1 0.6403 89 0.6536 89 0.6486 89 0.7941 89 0.7626 89
bt2 0.4345 3 0.0553 3 0.0572 3 0.0468 3 0.0542 3
bt3 0.3602 0 0.0077 0 0.0083 0 0.0041 0 0.0097 0
bt4 0.1048 10 0.1156 10 0.0998 10 0.0419 4 0.0441 4
bt5 0.1085 10 0.1149 10 0.104 10 0.1425 9 0.1336 9
bt6 0.205 20 0.2011 20 0.1987 20 0.288 20 0.2731 20
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αBB (Figure 3.5) Interval (Figure 3.5) Int. Ref. (Figure 3.6) Int. LB (Figure 3.6) Int. Ref. (Figure 3.6)
baseline LB (FSQP) (IPOPT) (IPOPT)

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

bt8 4.6763 559 3.9871 559 4.0841 559 5.5234 559 5.5358 559
bt9 0.498 3 0.0433 3 0.0443 3 0.0619 3 0.0801 3

dipigri 0.1635 12 0.1563 12 0.1728 12 0.2586 12 0.2944 12
dixchlnv 1.4659 56 1.3932 56 1.5438 56 1.3932 56 1.3932 56
dixon3dq 0.5449 0 0.0051 0 0.0095 0 0.0047 0 0.0175 0

dualc1 0.2368 21 0.0239 21 0.1679 21 0.0264 21 0.3259 21
dualc2 0.5032 70 0.4981 70 0.7885 48 0.5524 70 3.1833 70

ex14 1 1 0.1318 18 0.1301 18 0.1245 18 0.2026 18 0.2342 18
ex14 1 2 0.6262 48 0.623 48 0.615 48 1.2899 48 1.2184 48
ex14 1 3 0.3176 1 0.0323 1 0.0293 1 0.067 0 0.0648 0
ex14 1 6 0.8755 70 0.8742 70 0.8595 70 0.3994 20 0.3872 20
ex14 1 7 500 22962 500 24200 500 23692 500 11280 500 11684
ex14 1 9 0.1717 21 0.178 21 0.1782 21 0.2113 21 0.2471 21
ex14 2 1 0.2416 0 0.0273 0 0.0288 0 0.127 0 0.1254 0
ex14 2 2 0.1889 0 0.0202 0 0.0212 0 0.0484 0 0.0418 0
ex14 2 3 0.341 0 0.031 0 0.0318 0 0.0635 0 0.0586 0
ex14 2 4 0.2835 0 0.0277 0 0.0277 0 0.0966 0 0.093 0
ex14 2 5 0.2005 0 0.0183 0 0.0187 0 0.0578 0 0.0591 0
ex14 2 6 0.274 0 0.0283 0 0.0274 0 0.057 0 0.0625 0
ex14 2 7 0.4397 0 0.0393 0 0.0385 0 0.1065 0 0.1118 0
ex14 2 8 0.2266 0 0.0203 0 0.0232 0 0.0601 0 0.0683 0
ex14 2 9 0.2273 0 0.0217 0 0.0225 0 0.0421 0 0.0535 0
ex6 1 1 100.8482 10420 94.2425 9539 99.7265 10103 208.6128 9535 218.5334 9307
ex6 1 3 500 28588 500 28540 500 27688 500 19019 500 16094
ex6 1 4 2.5262 287 2.5685 300 2.5036 287 3.4429 300 4.2961 266
ex6 2 10 500 33728 500 33360 500 31624 500 33303 500 20191
ex6 2 12 78.6856 13420 77.2823 12466 80.8743 13420 66.0324 12466 30.8342 4265
ex6 2 14 127.9255 17041 24.0125 3275 35.5176 4752 20.6361 3274 23.372 1295
ex6 2 5 500 17283 500 17248 500 17085 500 4242 500 91
ex6 2 7 500 15549 500 15787 500 15987 500 14255 500 10075
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αBB (Figure 3.5) Interval (Figure 3.5) Int. Ref. (Figure 3.6) Int. LB (Figure 3.6) Int. Ref. (Figure 3.6)
baseline LB (FSQP) (IPOPT) (IPOPT)

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

ex6 2 9 500 55778 500 54715 500 48833 500 55505 500 38901
ex7 2 1 500 32897 500 32925 500 32559 500 1920 500 1060
ex7 2 2 0.3138 28 0.3119 28 0.2953 28 40.5732 52 38.904 52
ex7 2 3 500 55068 500 55633 500 54371 500 32305 500 34483
ex7 2 4 44.9974 4082 43.6369 4082 45.417 4082 65.9167 4082 65.2088 4082
ex7 3 1 0.3505 1 0.0383 1 0.0277 1 0.0767 2 0.0736 2
ex8 1 3 500 56253 500 57233 169.7749 16085 500 1529 500 472
ex9 1 2 0.4564 3 0.0554 3 0.0338 3 0.0836 1 0.1096 1
ex9 2 2 0.2542 107 0.2738 107 0.6599 107 0.0955 8 0.1987 8
extrosnb 2.4618 248 0.0748 0 0.0771 0 0.3141 0 0.2966 0
genhs28 0.1142 0 0.006 0 0.0104 0 0.0068 0 0.0131 0
haifas 21.8831 2129 21.3465 2129 22.1241 2129 51.7067 2133 49.2283 2133

haldmads 0.1248 1 0.103 1 0.099 1 500 73 500 78
hs100 0.1655 12 0.1704 12 0.1792 12 0.2646 12 0.3249 12
hs108 281.8244 20360 273.9671 20360 280.4694 20360 478.5237 20023 451.8223 20030
hs109 61.1073 2246 59.3872 2246 60.8376 2250 500 1868 470.7954 2376

lotschd 0.1295 0 0.0138 0 0.0116 0 0.0084 0 0.0374 0
mistake 314.2198 21606 306.5699 21606 316.6616 21606 500 17153 500 17001

nonmsqrt 500 30949 500 32650 500 38186 500 1750 500 1100
pgon 500 30435 500 32644 500 30563 500 21902 500 23206

polak2 0.3091 0 0.0318 0 0.0194 0 0.0274 0 0.0288 0
polak3 6.2997 100 6.1973 100 6.3426 100 10.1354 100 9.617 100
portfl1 500 7306 500 8126 500 5771 500 7716 500 5560
qudlin 0.1301 0 0.0127 0 0.0066 0 0.0065 0 0.0125 0

st cqpjk1 0.5058 0 0.006 0 0.0076 0 0.0034 0 0.0278 0
st e16 0.4419 24 0.4531 24 0.451 24 1.059 24 1.0268 24
st e24 0.8947 10 0.0088 10 0.0724 10 0.0086 10 0.0934 10
st e28 0.6319 2 0.0567 2 0.0603 2 0.1262 2 0.1226 2
st e37 0.4718 5 0.0243 1 0.0256 1 0.0224 0 0.0209 0
st e41 0.7393 6 0.0712 6 0.0792 6 0.0932 6 0.0892 6
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αBB (Figure 3.5) Interval (Figure 3.5) Int. Ref. (Figure 3.6) Int. LB (Figure 3.6) Int. Ref. (Figure 3.6)
baseline LB (FSQP) (IPOPT) (IPOPT)

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

st pan1 0.1302 10 0.0114 10 0.0797 10 0.0125 10 0.0902 10
st ph1 0.2625 10 0.0239 10 0.0932 10 0.0247 10 0.1209 10

st qpc-m1 0.2789 69 0.284 69 0.8038 69 0.2937 69 31.3103 73
st qpc-m3a 0.6642 10 0.6556 10 0.8063 10 0.6908 10 1.2588 10
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strict PLR (Figure 3.15) PLR every (Figure 3.16) PLR every (Figure 3.16) PLR root (Figure 3.16) NC-violation (Figure 5.1)
iteration iter. no obj. only branching

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

aircrftb 0.103 0 0.0509 0 0.0481 0 0.0425 0 0.0407 0
aljazzaf 0.0168 0 0.0286 0 0.0205 0 0.0196 0 0.0192 0
allinitc 0.0323 8 0.0637 3 0.0573 3 0.0527 3 0.0492 3
allinit 0.7964 416 0.6816 76 0.6116 76 0.4763 58 0.571 76
allinitu 5.5551 2443 10.5824 1220 9.5754 1222 9.6604 1222 8.509 1222

alsotame 0.0175 1 0.026 1 0.0247 1 0.0232 1 0.0303 1
avgasa 8.9561 949 2.3922 118 0.5531 118 1.5568 118 0.4437 118
avgasb 500 52526 0.266 22 0.0714 22 0.2444 22 0.055 22
beale 0.0156 0 0.0492 7 0.046 7 0.0549 7 0.0442 7

bearing 500 22987 500 9222 500 9206 500 16843 500 23621
biggs3 0.0203 0 0.1642 8 0.0741 8 0.0678 3 0.0828 8
biggs5 0.4635 30 500 13035 500 19228 500 12335 500 30715
biggs6 0.5709 30 500 3725 500 13640 500 3783 500 18636
biggsc4 0.0274 12 0.0288 12 0.0228 12 0.025 12 0.0271 12

box3 0.0181 0 500 26864 500 29456 27.4211 2834 500 44281
bqp1var 0.0039 0 0.0036 0 0.0042 0 0.0052 0 0.0052 0
brownal 0.2435 0 500 3549 500 22651 0.1252 0 500 35008
brownbs 0.0155 0 0.0218 0 0.0174 0 500 54323 0.0204 0

brownden 50.5328 9863 9.2596 615 7.9308 616 8.5962 616 6.0487 616
bt10 0.0217 8 0.0293 2 0.0348 2 0.0287 2 0.0288 2
bt11 9.1319 2829 0.3798 32 0.3372 32 0.3093 32 0.268 31
bt12 0.793 250 0.3721 30 0.3853 30 0.3317 30 0.393 40
bt13 0.0155 0 0.021 0 0.0211 0 0.0191 0 0.0173 0
bt1 0.2557 157 0.7139 89 0.742 89 0.6563 89 0.6374 89
bt2 0.0496 13 0.051 3 0.0505 3 0.0507 3 0.0416 3
bt3 0.077 38 0.004 0 0.0041 0 0.0043 0 0.0038 0
bt4 0.1772 102 0.1145 10 0.1226 10 0.1102 10 0.0943 10
bt5 0.1003 34 0.1264 10 0.1229 10 0.1205 10 0.1117 10
bt6 0.5566 143 0.2461 20 0.2647 20 0.2357 20 0.1817 19
bt8 161.3188 39030 5.3726 559 5.3866 559 4.1852 559 1.7448 239
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strict PLR (Figure 3.15) PLR every (Figure 3.16) PLR every (Figure 3.16) PLR root (Figure 3.16) NC-violation (Figure 5.1)
iteration iter. no obj. only branching

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

bt9 0.073 35 0.0557 3 0.0551 3 0.0531 3 0.0281 2
dipigri 500 52673 0.2632 12 0.1902 12 0.976 61 0.1589 12

dixchlnv 0.1751 0 70.183 56 4.5902 56 10.5035 53 1.3785 56
dixon3dq 0.0498 0 0.0053 0 0.0052 0 0.0047 0 0.0059 0

dualc1 0.0751 61 0.1862 21 0.0325 21 0.1767 21 0.0265 21
dualc2 4.628 587 1.7016 70 0.6845 70 0.9258 49 0.4949 70

ex14 1 1 0.0692 29 0.1573 18 0.1628 18 0.144 18 0.131 19
ex14 1 2 1.0308 103 0.9918 42 0.9891 42 0.7797 48 0.6003 48
ex14 1 3 0.0256 4 0.0347 1 0.0346 1 0.0335 1 0.0347 1
ex14 1 6 1.5481 272 0.6653 40 0.6668 40 1.066 70 0.8585 70
ex14 1 7 500 7408 500 3724 500 3608 500 8600 500 25490
ex14 1 9 0.0649 25 0.1742 21 0.1862 21 0.1773 21 0.1702 21
ex14 2 1 0.0268 0 0.0336 0 0.0346 0 0.0369 0 0.0228 0
ex14 2 2 0.0204 0 0.0218 0 0.0215 0 0.0228 0 0.0177 0
ex14 2 3 0.0453 0 0.0552 0 0.0544 0 0.0475 0 0.0281 0
ex14 2 4 0.0344 0 0.0394 0 0.0378 0 0.0327 0 0.0279 0
ex14 2 5 0.0202 0 0.0239 0 0.0262 0 0.0207 0 0.0188 0
ex14 2 6 0.0323 0 0.0409 0 0.0396 0 0.0337 0 0.0273 0
ex14 2 7 0.057 0 0.0684 0 0.0704 0 0.0564 0 0.0394 0
ex14 2 8 0.0214 0 0.0263 0 0.025 0 0.0231 0 0.0226 0
ex14 2 9 0.0236 0 0.0276 0 0.0268 0 0.0247 0 0.0231 0
ex6 1 1 230.7478 17117 54.6913 2141 104.0661 7319 40.5955 2873 69.8179 7859
ex6 1 3 500 2362 500 1491 500 16439 500 1534 500 31096
ex6 1 4 1.3287 183 2.965 172 3.5537 270 3.1814 267 2.4975 295
ex6 2 10 500 48482 500 4 500 19462 500 20273 500 36895
ex6 2 12 15.1084 5878 120.7302 12468 105.4578 13420 82.4548 11614 76.1213 13420
ex6 2 14 3.9187 1167 500 11 209.7397 17041 72.2443 8563 122.8004 17041
ex6 2 5 500 11934 500 17283 500 13915 500 17283 500 18602
ex6 2 7 500 10521 500 6111 500 12487 500 6787 500 16913
ex6 2 9 500 61685 500 22733 500 24018 500 48592 500 57320
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strict PLR (Figure 3.15) PLR every (Figure 3.16) PLR every (Figure 3.16) PLR root (Figure 3.16) NC-violation (Figure 5.1)
iteration iter. no obj. only branching

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

ex7 2 1 500 31803 500 11683 500 12445 500 27171 500 32555
ex7 2 2 3.5697 1582 0.3146 27 0.3367 27 0.3185 28 0.2939 28
ex7 2 3 500 90423 500 23743 500 24010 500 51060 500 53310
ex7 2 4 500 53686 44.3831 2794 59.9745 4079 50.917 4082 42.2385 4002
ex7 3 1 0.0281 1 0.0293 1 0.0308 1 0.0346 1 0.0382 1
ex8 1 3 500 98979 500 242 500 51670 0.3803 31 500 57776
ex9 1 2 0.033 3 0.0512 3 0.0364 3 0.0349 3 0.1274 22
ex9 2 2 0.3608 133 0.3035 107 0.3148 107 0.2648 107 3.4196 1541
extrosnb 0.1518 0 12.6514 248 2.6556 248 5.7384 248 2.3773 248
genhs28 16.0412 517 0.0068 0 0.0063 0 0.0061 0 0.0061 0
haifas 500 72040 30.1397 2129 30.3764 2129 24.1954 2129 1.8817 186

haldmads 0.2322 1 0.4474 1 0.4515 1 0.289 1 0.1001 1
hs100 500 48130 0.261 12 0.1735 12 0.9987 61 0.1608 12
hs108 500 22051 500 13958 319.3436 20360 410.5936 20361 266.4871 20407
hs109 54.7074 1491 45.7491 701 45.9956 701 96.2378 2249 54.4714 2174

lotschd 0.2868 45 0.0185 0 0.0079 0 0.0099 0 0.0121 0
mistake 500 21824 500 13581 366.7155 21606 467.7767 21606 267.521 19712

nonmsqrt 500 21911 500 30949 500 20752 500 866 500 32648
pgon 500 25876 500 8878 500 10010 500 22032 500 32290

polak2 0.2605 0 0.2645 0 0.2833 0 0.2509 0 0.0269 0
polak3 500 9290 137.4472 100 137.5828 100 145.5707 94 1.8647 30
portfl1 500 1584 500 1033 500 5692 500 3317 500 7818
qudlin 0.2367 0 0.1954 0 0.0074 0 0.1605 0 0.0124 0

st cqpjk1 0.1232 91 0.0053 0 0.0039 0 0.0041 0 0.0053 0
st e16 42.125 5908 0.215 9 0.2257 9 0.5955 24 0.445 24
st e24 0.0125 10 0.0799 10 0.0097 10 0.0727 10 0.01 10
st e28 0.2899 59 0.0799 2 0.082 2 0.0939 2 0.0609 2
st e37 0.0211 1 0.0502 5 0.0521 5 0.0554 5 0.0464 5
st e41 0.0609 10 0.0949 6 0.1035 6 0.0843 6 0.0749 6
st pan1 0.0164 10 0.0871 10 0.0147 10 0.0804 10 0.011 10
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strict PLR (Figure 3.15) PLR every (Figure 3.16) PLR every (Figure 3.16) PLR root (Figure 3.16) NC-violation (Figure 5.1)
iteration iter. no obj. only branching

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

st ph1 0.0414 10 0.1169 10 0.0459 10 0.111 10 0.0258 10
st qpc-m1 0.4085 86 0.975 69 0.432 69 0.8798 69 0.2722 69
st qpc-m3a 3.4267 64 1.8039 10 1.1802 10 1.056 10 0.6708 10
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αBB-MSD (Figure 5.2) MSD-violation (Figure 5.2) no QBT (Figure 5.5) no QBT (Figure 5.5) QBT (Figure 5.5)
branching 10 cycles 50 cycles 10 cycles

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

aircrftb 0.0371 0 0.0404 0 0.0251 0 0.0325 0 0.0462 0
aljazzaf 0.0189 0 0.0198 0 0.018 0 0.021 0 0.0198 0
allinitc 0.0512 3 0.0494 3 0.0523 4 0.0566 4 0.0355 1
allinit 0.5233 68 0.5108 68 0.5842 78 0.5828 78 0.5835 76

allinitu 9.1481 1297 9.2884 1297 9.0761 1281 9.0916 1281 8.2972 1194
alsotame 0.0285 1 0.0226 1 0.0367 3 0.0411 3 0.0239 0
avgasa 0.5982 159 0.5614 159 0.3269 120 0.3497 120 0.5918 118
avgasb 0.0906 41 0.0858 41 0.0371 21 0.0476 21 0.0623 22
beale 0.0425 6 0.0412 6 0.0748 13 0.0768 13 0.0259 2

bearing 36.2311 1510 36.7807 1510 500 27135 500 25451 473.7942 16920
biggs3 0.0944 8 0.0687 8 0.1094 13 0.1039 13 0.077 3
biggs5 500 27817 500 27878 500 33877 500 33714 500 25749
biggs6 500 22938 500 23169 500 20726 500 20408 500 15975
biggsc4 0.0345 14 0.0331 14 0.0263 13 0.0178 13 0.035 12

box3 500 44263 500 44073 500 44863 500 48295 500 42293
bqp1var 0.004 0 0.0046 0 0.0043 0 0.0056 0 0.005 0
brownal 500 30068 500 29915 500 36975 500 37090 500 30358
brownbs 0.0237 0 0.0233 0 0.0233 0 0.0225 0 0.0226 0

brownden 14.375 1371 14.5382 1371 5.9392 652 5.9573 652 6.7603 596
bt10 0.0348 2 0.0277 2 0.0408 4 0.0357 4 0.0244 0
bt11 0.2886 33 0.2874 33 0.297 38 0.2909 38 0.2728 27
bt12 0.3109 30 0.3082 30 0.2913 30 0.3169 30 0.3289 30
bt13 0.0174 0 0.0194 0 0.0198 0 0.0224 0 0.0182 0
bt1 0.6509 89 0.656 89 0.6892 95 0.7045 95 0.5196 71
bt2 0.0408 3 0.0412 3 0.05 4 0.0478 4 0.0444 3
bt3 0.0038 0 0.0043 0 0.0049 0 0.0041 0 0.0047 0
bt4 0.1579 20 0.1567 20 0.1028 10 0.1021 10 0.0958 10
bt5 0.1074 10 0.1054 10 0.1159 11 0.1135 11 0.0909 9
bt6 0.4179 47 0.4232 47 0.2091 23 0.2166 23 0.2069 20
bt8 12.8271 1712 12.8844 1712 4.636 620 4.6459 620 3.7147 535
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αBB-MSD (Figure 5.2) MSD-violation (Figure 5.2) no QBT (Figure 5.5) no QBT (Figure 5.5) QBT (Figure 5.5)
branching 10 cycles 50 cycles 10 cycles

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

bt9 0.0344 2 0.0313 2 0.0928 11 0.0917 11 0.0202 0
dipigri 0.6468 59 0.6589 59 0.1975 15 0.1917 15 0.2097 14

dixchlnv 1.6509 66 1.6567 66 1.9266 106 2 106 1.6286 29
dixon3dq 0.0052 0 0.0062 0 0.0058 0 0.0091 0 0.006 0

dualc1 0.0228 21 0.0338 21 0.033 23 0.0357 23 0.0425 25
dualc2 0.5407 79 0.5794 79 0.3927 70 0.4083 70 0.6458 70

ex14 1 1 0.132 18 0.1282 18 0.1979 31 0.2012 31 0.1012 9
ex14 1 2 0.6192 48 0.6621 48 0.8555 76 0.8478 76 0.7322 44
ex14 1 3 0.0335 1 0.0349 1 0.0344 1 0.0315 1 0.0322 1
ex14 1 6 0.6325 50 0.6692 50 0.7373 70 0.7379 70 1.0111 70
ex14 1 7 500 18467 500 18966 500 22440 500 22524 500 17205
ex14 1 9 0.1751 21 0.1803 21 0.2077 27 0.2162 27 0.0792 7
ex14 2 1 0.0246 0 0.0259 0 0.0231 0 0.023 0 0.03 0
ex14 2 2 0.0215 0 0.0194 0 0.018 0 0.0177 0 0.0212 0
ex14 2 3 0.0302 0 0.0293 0 0.0276 0 0.029 0 0.0329 0
ex14 2 4 0.0305 0 0.0271 0 0.0263 0 0.0257 0 0.0298 0
ex14 2 5 0.0209 0 0.0187 0 0.0191 0 0.0188 0 0.0194 0
ex14 2 6 0.0311 0 0.0287 0 0.0267 0 0.0362 0 0.03 0
ex14 2 7 0.0428 0 0.0401 0 0.0384 0 0.0422 0 0.0441 0
ex14 2 8 0.0202 0 0.0219 0 0.0214 0 0.0216 0 0.0218 0
ex14 2 9 0.0266 0 0.0232 0 0.022 0 0.0218 0 0.0237 0
ex6 1 1 234.5737 19852 233.1732 19852 111.8872 12365 110.3658 12365 91.4913 9288
ex6 1 3 500 26166 500 27041 500 32769 500 32891 500 24485
ex6 1 4 11.8764 1417 11.7761 1417 2.5841 317 2.5842 317 2.4561 270

ex6 2 10 500 32688 500 34964 500 38890 500 38760 500 30450
ex6 2 12 267.5399 35871 266.356 35871 115.7535 17710 115.6694 17710 72.0132 13235
ex6 2 14 233.2098 29525 230.1835 29525 140.6161 19609 140.4155 19609 125.6565 16552
ex6 2 5 500 16020 500 16414 500 22392 500 22326 500 14629
ex6 2 7 500 14971 500 15638 500 20137 500 20133 500 13701
ex6 2 9 500 55860 500 56291 500 55045 500 53795 500 55892
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αBB-MSD (Figure 5.2) MSD-violation (Figure 5.2) no QBT (Figure 5.5) no QBT (Figure 5.5) QBT (Figure 5.5)
branching 10 cycles 50 cycles 10 cycles

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

ex7 2 1 3.2008 222 3.2391 222 500 37577 500 37197 500 28803
ex7 2 2 0.4808 50 0.4923 50 0.2918 29 0.2878 29 0.343 28
ex7 2 3 500 59577 500 58218 500 56145 500 56460 500 56011
ex7 2 4 49.3351 4970 49.5889 4970 44.7898 4604 45.6943 4604 45.6112 3832
ex7 3 1 0.0411 1 0.0395 1 0.0329 2 0.0425 2 0.0291 0
ex8 1 3 500 56070 500 55325 500 57084 500 57155 500 56045
ex9 1 2 0.1326 22 0.1142 22 0.1242 23 0.1129 23 0.0548 2
ex9 2 2 4.8369 2291 4.8431 2291 0.1006 33 0.1128 33 0.3241 107
extrosnb 2.4334 248 2.4261 248 2.4109 261 2.4165 261 2.4985 238
genhs28 0.011 0 0.0063 0 0.0062 0 0.0051 0 0.0071 0
haifas 279.6829 21773 280.8013 21773 24.1665 2563 24.1804 2563 19.8573 1729

haldmads 0.1263 1 0.1448 1 0.0603 0 0.059 0 0.1388 1
hs100 0.6768 59 0.7169 59 0.1817 15 0.1892 15 0.2252 14
hs108 345.2862 25045 350.4664 25045 239.8858 20425 239.7397 20425 308.6193 20354
hs109 500 20545 500 19746 48.3107 2441 47.4891 2441 84.6037 2077

lotschd 0.008 0 0.0104 0 0.0092 0 0.0089 0 0.0228 0
mistake 357.893 24810 358.6594 24810 267.2563 21502 270.1881 21502 353.3036 21576

nonmsqrt 500 31880 500 31251 500 34828 500 34766 500 28354
pgon 500 29475 500 29740 500 35356 500 35388 500 26703

polak2 0.0257 0 0.0271 0 0.0264 0 0.0266 0 0.0258 0
polak3 11.6892 192 11.7973 192 2.9545 73 2.9953 73 8.4472 102
portfl1 500 7762 500 7877 500 11546 500 11501 500 5961
qudlin 0.0111 0 0.0128 0 0.0117 0 0.0117 0 0.0122 0

st cqpjk1 0.0053 0 0.0054 0 0.0051 0 0.0039 0 0.0053 0
st e16 6.7097 433 6.911 433 0.3735 25 0.366 25 0.5404 24
st e24 0.0172 10 0.0145 10 0.0103 10 0.0097 10 0.0094 10
st e28 0.0911 4 0.0904 4 0.0579 2 0.0582 2 0.0538 2
st e37 0.0464 5 0.0443 5 0.1528 20 0.1598 20 0.0585 4
st e41 0.0605 4 0.0589 4 0.0737 6 0.0733 6 0.0832 6

st pan1 0.0117 10 0.0113 10 0.0093 10 0.0095 10 0.0131 10
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αBB-MSD (Figure 5.2) MSD-violation (Figure 5.2) no QBT (Figure 5.5) no QBT (Figure 5.5) QBT (Figure 5.5)
branching 10 cycles 50 cycles 10 cycles

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

st ph1 0.0238 10 0.0234 10 0.0217 10 0.0175 10 0.0384 10
st qpc-m1 0.2559 65 0.2585 65 0.2079 69 0.201 69 0.3454 69
st qpc-m3a 0.525 9 0.5434 9 0.5936 10 0.5999 10 0.7276 10
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QBT 50 c. (Figure 5.5) QBT 50 c. (Figure 5.5) QBT 50 c. (Figure 5.5) PLR-BT (Figure 5.8)

ε = 0.01 ε = 0.2 ε = 0.001

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

aircrftb 0.0459 0 0.0394 0 0.0396 0 0.0934 0

aljazzaf 0.0194 0 0.0178 0 0.0199 0 0.0255 0

allinitc 0.0363 1 0.0387 2 0.0382 1 0.0414 1

allinit 0.5949 76 0.5872 76 0.5887 76 0.6127 71

allinitu 8.1645 1194 8.3919 1209 8.2305 1194 7.7748 962

alsotame 0.0186 0 0.0262 0 0.0183 0 0.0276 1

avgasa 0.5547 118 0.5867 118 0.5639 118 3.4443 116

avgasb 0.0647 22 0.071 22 0.0741 22 0.281 19

beale 0.0289 2 0.0264 2 0.0296 2 0.0564 7

bearing 484.9015 16974 500 19130 500 15402 500 18323

biggs3 0.0774 3 0.0751 3 0.0781 3 0.0831 8

biggs5 500 25784 500 26243 500 24507 500 30188

biggs6 500 16114 500 17450 500 16086 500 18241

biggsc4 0.0339 12 0.0319 12 0.0359 12 0.0751 12

box3 500 45085 500 41428 500 42080 500 39130

bqp1var 0.0053 0 0.0028 0 0.0039 0 0.0039 0

brownal 500 30372 500 31322 500 30235 500 34355

brownbs 0.0233 0 0.0203 0 0.0209 0 0.0245 0

brownden 6.7513 596 6.8951 605 6.9002 596 6.2088 616

bt10 0.0243 0 0.0253 0 0.0271 0 0.0325 2
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QBT 50 c. (Figure 5.5) QBT 50 c. (Figure 5.5) QBT 50 c. (Figure 5.5) PLR-BT (Figure 5.8)

ε = 0.01 ε = 0.2 ε = 0.001

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

bt11 0.2615 27 0.2986 28 0.3005 29 0.3885 31

bt12 0.3269 30 0.3254 30 0.3275 30 0.3082 30

bt13 0.0184 0 0.0233 0 0.0197 0 0.0193 0

bt1 0.3895 61 0.6251 83 0.3653 47 0.7371 87

bt2 0.061 3 0.0441 3 0.0473 3 0.052 3

bt3 0.0061 0 0.004 0 0.0051 0 0.0068 0

bt4 0.0966 10 0.1073 10 0.1008 10 0.1147 10

bt5 0.0902 9 0.1118 10 0.0959 9 0.1268 10

bt6 0.2039 20 0.2084 20 0.2093 20 0.2726 19

bt8 3.6991 535 4.2288 583 3.6702 519 5.311 559

bt9 0.024 0 0.0321 0 0.024 0 0.0604 3

dipigri 0.2086 14 0.2167 14 0.2299 14 0.2434 12

dixchlnv 1.4325 24 1.4749 46 2.0601 23 4.04 56

dixon3dq 0.0073 0 0.0061 0 0.0072 0 0.0327 0

dualc1 0.0479 25 0.0352 25 0.0356 22 0.0308 21

dualc2 0.6774 70 0.6622 70 0.6836 72 0.5058 70

ex14 1 1 0.1119 9 0.1127 11 0.1076 9 0.1468 18

ex14 1 2 0.7388 44 0.6724 46 0.8124 44 0.7367 48

ex14 1 3 0.0317 1 0.0303 1 0.033 1 0.034 1

ex14 1 6 1.015 70 1.0341 70 1.0228 70 0.8045 50
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QBT 50 c. (Figure 5.5) QBT 50 c. (Figure 5.5) QBT 50 c. (Figure 5.5) PLR-BT (Figure 5.8)

ε = 0.01 ε = 0.2 ε = 0.001

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

ex14 1 7 500 17945 500 19753 500 14801 500 21723

ex14 1 9 0.0636 3 0.1194 13 0.0712 3 0.1835 21

ex14 2 1 0.0268 0 0.0228 0 0.0293 0 0.0248 0

ex14 2 2 0.0194 0 0.0206 0 0.03 0 0.0222 0

ex14 2 3 0.0311 0 0.0336 0 0.0364 0 0.0314 0

ex14 2 4 0.0279 0 0.037 0 0.0292 0 0.037 0

ex14 2 5 0.0196 0 0.0255 0 0.0205 0 0.0224 0

ex14 2 6 0.0306 0 0.0343 0 0.0311 0 0.0323 0

ex14 2 7 0.0436 0 0.0518 0 0.0453 0 0.0416 0

ex14 2 8 0.0235 0 0.0255 0 0.0237 0 0.0239 0

ex14 2 9 0.0245 0 0.0269 0 0.0234 0 0.0296 0

ex6 1 1 91.5208 9165 94.0006 9666 96.5093 9122 174.7143 6128

ex6 1 3 500 24683 500 26221 500 23176 500 881

ex6 1 4 2.497 271 2.5028 279 2.5249 271 3.1675 212

ex6 2 10 500 30539 500 30307 500 30560 500 26310

ex6 2 12 72.1813 13235 72.7773 13288 72.0551 13230 12.3061 1219

ex6 2 14 126.2899 16551 128.4088 16570 126.1002 16550 10.7144 917

ex6 2 5 500 13977 500 14454 500 14867 500 13268

ex6 2 7 500 12760 500 12847 500 12919 500 6879

ex6 2 9 500 52735 500 53508 500 53393 20.7246 1815
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QBT 50 c. (Figure 5.5) QBT 50 c. (Figure 5.5) QBT 50 c. (Figure 5.5) PLR-BT (Figure 5.8)

ε = 0.01 ε = 0.2 ε = 0.001

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

ex7 2 1 500 28325 500 29926 500 27101 500 25277

ex7 2 2 0.3287 28 0.3236 28 0.3361 28 0.349 28

ex7 2 3 500 55800 500 55706 500 54453 500 43387

ex7 2 4 46.2637 3823 45.0765 3921 48.8025 3819 43.23 2617

ex7 3 1 0.0281 0 0.0295 0 0.031 0 0.031 1

ex8 1 3 500 55820 500 56107 500 56193 500 56214

ex9 1 2 0.0577 2 0.0469 2 0.0563 2 0.0634 3

ex9 2 2 0.3234 107 0.3124 107 0.3258 107 0.5224 108

extrosnb 2.5535 238 2.4989 238 2.5016 238 26.9861 248

genhs28 0.012 0 0.0093 0 0.0091 0 0.0088 0

haifas 19.4667 1729 32.6403 2704 20.2217 1720 27.028 2129

haldmads 0.1479 1 0.1351 1 0.1468 1 0.0991 1

hs100 0.2135 14 0.2161 14 0.2375 14 0.2393 12

hs108 316.3931 20354 308.2352 20354 317.4796 20357 500 7747

hs109 90.4009 2060 70.3334 2159 149.1623 2039 63.5668 2247

lotschd 0.0221 0 0.0148 0 0.0208 0 0.0185 0

mistake 356.8056 21576 343.682 21589 354.0349 21610 500 8076

nonmsqrt 500 28210 500 29495 500 28418 500 31141

pgon 500 26714 500 27858 500 26758 500 9959

polak2 0.0304 0 0.0235 0 0.0235 0 0.0228 0
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QBT 50 c. (Figure 5.5) QBT 50 c. (Figure 5.5) QBT 50 c. (Figure 5.5) PLR-BT (Figure 5.8)

ε = 0.01 ε = 0.2 ε = 0.001

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

polak3 8.4872 102 8.4292 102 8.6164 102 6.6296 100

portfl1 500 6129 500 5767 500 5682 500 667

qudlin 0.0126 0 0.0135 0 0.0142 0 0.4542 0

st cqpjk1 0.0055 0 0.0058 0 0.0049 0 0.0038 0

st e16 0.5783 24 0.5103 24 0.6311 24 0.5267 24

st e24 0.0097 10 0.0128 10 0.0137 10 0.0247 10

st e28 0.0536 2 0.0561 2 0.0697 2 0.0757 2

st e37 0.045 4 0.0453 4 0.1346 12 0.0543 5

st e41 0.0747 6 0.0847 6 0.0756 6 0.0903 6

st pan1 0.0131 10 0.0124 10 0.0136 10 0.0371 10

st ph1 0.037 10 0.0348 10 0.0426 10 0.0762 10

st qpc-m1 0.3459 69 0.3501 69 0.3481 69 0.3141 69

st qpc-m3a 0.7461 10 0.7299 10 0.7671 10 1.3266 10
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αBB (Figure 7.1) Multisection (Figure 7.1) Multisection (Figure 7.1) Multisection (Figure 7.1) Multisection (Figure 7.1)
Baseline 2 processes 4 processes 6 processes 8 processes

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

aircrftb 0.4396 0 0.0554 0 0.0764 0 0.1016 0 0.0907 0
aljazzaf 0.2159 0 0.0372 0 0.069 0 0.0908 0 0.092 0
allinitc 0.5074 3 0.0626 3 0.0881 3 0.1135 3 0.1658 3
allinit 0.5863 76 0.5438 76 0.5404 39 0.5987 28 0.7711 23
allinitu 8.8912 1222 7.4806 1223 7.0613 613 7.2661 410 8.486 310

alsotame 0.2865 1 0.0445 1 0.0777 1 0.0811 1 0.1407 1
avgasa 0.4683 118 0.3033 118 0.2773 61 0.2701 42 0.4126 34
avgasb 0.5197 22 0.0592 22 0.0793 14 0.0858 16 0.1623 18
beale 0.4523 7 0.0605 7 0.0918 7 0.1141 7 0.1841 7

bearing 500 22395 378.6502 25800 292.2127 12850 295.8412 8600 315.9576 6520
biggs3 0.9231 8 0.0771 8 0.1182 6 0.1544 6 0.1832 6
biggs5 500 29448 500 34078 500 19152 500 11289 500 7738
biggs6 500 17589 500 24042 500 14325 500 8460 500 5809
biggsc4 0.2332 12 0.0224 12 0.054 12 0.0679 12 0.0689 12

box3 500 43632 500 41185 500 20042 500 11860 500 8185
bqp1var 0.4214 0 0.0202 0 0.0148 0 0.0286 0 0.0486 0
brownal 500 33283 500 38700 500 20401 500 12567 500 8611
brownbs 0.2068 0 0.0416 0 0.0385 0 0.062 0 0.124 0

brownden 6.1746 616 4.9007 616 4.3323 310 4.2626 208 4.5506 158
bt10 0.2806 2 0.0527 2 0.0698 2 0.1014 2 0.1376 2
bt11 0.2817 32 0.2757 32 0.2784 18 0.318 14 0.4265 18
bt12 0.3186 30 0.2973 30 0.3835 20 0.541 20 0.7572 20
bt13 0.2196 0 0.0402 0 0.0388 0 0.0844 0 0.1181 0
bt1 0.6403 89 0.627 89 0.666 46 0.7247 32 0.8576 26
bt2 0.4345 3 0.0628 3 0.0804 3 0.1121 3 0.1585 3
bt3 0.3602 0 0.02 0 0.0215 0 0.0261 0 0.0875 0
bt4 0.1048 10 0.1265 10 0.2092 10 0.2873 10 0.3972 10
bt5 0.1085 10 0.1317 10 0.1761 8 0.2248 8 0.3147 9
bt6 0.205 20 0.2024 20 0.2361 13 0.2691 11 0.3841 11
bt8 4.6763 559 3.5814 559 3.4166 281 3.4523 189 3.8089 143
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αBB (Figure 7.1) Multisection (Figure 7.1) Multisection (Figure 7.1) Multisection (Figure 7.1) Multisection (Figure 7.1)
Baseline 2 processes 4 processes 6 processes 8 processes

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

bt9 0.498 3 0.0683 3 0.0912 3 0.1152 3 0.1632 3
dipigri 0.1635 12 0.1584 12 0.1914 11 0.2376 12 0.2866 12

dixchlnv 1.4659 56 1.0091 56 0.8876 35 1.1682 32 1.3512 33
dixon3dq 0.5449 0 0.0224 0 0.0384 0 0.0291 0 0.076 0

dualc1 0.2368 21 0.0319 21 0.0695 12 0.0574 15 0.078 17
dualc2 0.5032 70 0.3571 70 0.3462 38 0.3794 33 0.4462 38

ex14 1 1 0.1318 18 0.1402 18 0.1651 10 0.1874 8 0.2246 8
ex14 1 2 0.6262 48 0.5137 48 0.4859 25 0.4973 18 0.5922 16
ex14 1 3 0.3176 1 0.0482 1 0.0712 1 0.1023 1 0.1448 1
ex14 1 6 0.8755 70 0.7024 70 0.8665 50 0.7442 30 1.0401 30
ex14 1 7 500 22962 500 34023 500 20330 500 12843 500 9420
ex14 1 9 0.1717 21 0.1734 21 0.1915 13 0.2081 12 0.2489 14
ex14 2 1 0.2416 0 0.0497 0 0.0692 0 0.0926 0 0.1088 0
ex14 2 2 0.1889 0 0.0468 0 0.0658 0 0.0503 0 0.1259 0
ex14 2 3 0.341 0 0.058 0 0.0719 0 0.0778 0 0.0957 0
ex14 2 4 0.2835 0 0.0505 0 0.0889 0 0.0646 0 0.0796 0
ex14 2 5 0.2005 0 0.0368 0 0.06 0 0.0597 0 0.0824 0
ex14 2 6 0.274 0 0.0549 0 0.0812 0 0.0678 0 0.1385 0
ex14 2 7 0.4397 0 0.0571 0 0.0926 0 0.096 0 0.1554 0
ex14 2 8 0.2266 0 0.0383 0 0.0589 0 0.0966 0 0.106 0
ex14 2 9 0.2273 0 0.0387 0 0.0705 0 0.0608 0 0.139 0
ex6 1 1 100.8482 10420 77.3262 10420 68.3669 5211 70.5274 3476 73.9999 2608
ex6 1 3 500 28588 500 38450 500 23819 500 15330 500 10114
ex6 1 4 2.5262 287 1.9018 267 1.7811 135 1.7976 91 2.0377 70
ex6 2 10 500 33728 500 42546 500 22618 500 14492 500 9887
ex6 2 12 78.6856 13420 67.736 13420 64.4973 6711 66.5655 4476 69.9057 3358
ex6 2 14 127.9255 17041 115.8196 17041 109.7416 8522 111.1663 5683 119.7279 4264
ex6 2 5 500 17283 500 26244 500 15705 500 9563 500 6608
ex6 2 7 500 15549 500 24462 500 14680 500 8900 500 6322
ex6 2 9 500 55778 500 57741 500 29988 500 17660 500 11212
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αBB (Figure 7.1) Multisection (Figure 7.1) Multisection (Figure 7.1) Multisection (Figure 7.1) Multisection (Figure 7.1)
Baseline 2 processes 4 processes 6 processes 8 processes

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

ex7 2 1 500 32897 495.109 43646 414.3169 21837 421.6011 14551 447.5059 10915
ex7 2 2 0.3138 28 0.2712 28 0.2728 15 0.3153 12 0.3952 11
ex7 2 3 500 55068 500 63448 500 35432 500 22911 500 16227
ex7 2 4 44.9974 4082 33.6349 4082 29.477 2042 29.2256 1363 30.2365 1024
ex7 3 1 0.3505 1 0.0556 1 0.0791 1 0.1059 1 0.1335 1
ex8 1 3 500 56253 500 52618 500 24204 500 14473 500 9640
ex9 1 2 0.4564 3 0.0551 3 0.0743 3 0.0807 3 0.1178 3
ex9 2 2 0.2542 107 0.2314 107 0.2565 56 0.2229 40 0.2981 34
extrosnb 2.4618 248 1.988 248 1.8872 125 1.9244 85 2.0649 65
genhs28 0.1142 0 0.0265 0 0.029 0 0.034 0 0.0569 0
haifas 21.8831 2129 17.7505 2129 16.1197 1068 15.9475 715 16.9769 540

haldmads 0.1248 1 0.1426 1 0.1311 1 0.1891 1 0.2143 1
hs100 0.1655 12 0.1651 12 0.1864 11 0.2252 12 0.2649 12
hs108 281.8244 20360 214.7284 20360 187.0016 10180 199.8686 6789 209.9167 5094
hs109 61.1073 2246 36.3242 2246 28.3361 1125 27.4627 751 28.436 565

lotschd 0.1295 0 0.0247 0 0.0256 0 0.048 0 0.0714 0
mistake 314.2198 21606 245.0464 21606 214.5549 10805 232.9399 7204 253.9851 5405

nonmsqrt 500 30949 500 36514 500 19422 500 11661 500 7840
pgon 500 30435 500 35294 500 18448 500 11345 500 7718

polak2 0.3091 0 0.0364 0 0.0468 0 0.0657 0 0.0853 0
polak3 6.2997 100 4.8581 127 3.4503 65 3.3158 45 3.1921 35
portfl1 500 7306 500 13640 500 9642 500 5391 500 4202
qudlin 0.1301 0 0.0294 0 0.0377 0 0.0263 0 0.0397 0

st cqpjk1 0.5058 0 0.0169 0 0.0183 0 0.0243 0 0.0563 0
st e16 0.4419 24 0.326 24 0.3083 13 0.3916 11 0.4078 11
st e24 0.8947 10 0.0248 10 0.0555 10 0.0503 10 0.075 10
st e28 0.6319 2 0.0718 2 0.1063 2 0.1284 2 0.1738 2
st e37 0.4718 5 0.0599 5 0.0979 5 0.1169 5 0.1636 5
st e41 0.7393 6 0.0836 6 0.1181 6 0.1422 6 0.1777 6
st pan1 0.1302 10 0.0258 10 0.0525 10 0.0533 10 0.076 10
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αBB (Figure 7.1) Multisection (Figure 7.1) Multisection (Figure 7.1) Multisection (Figure 7.1) Multisection (Figure 7.1)
Baseline 2 processes 4 processes 6 processes 8 processes

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

st ph1 0.2625 10 0.0323 10 0.0688 10 0.0711 10 0.1106 10
st qpc-m1 0.2789 69 0.1819 69 0.2573 67 0.3274 68 0.3568 69
st qpc-m3a 0.6642 10 0.648 10 0.7054 9 0.9262 9 1.1203 10
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αBB (Figure 7.5) Future Br. (Figure 7.5) Future Br. (Figure 7.5) Future Br. (Figure 7.5)

Baseline 2 processes 4 processes 6 processes

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

aircrftb 0.4396 0 0.056 0 0.0527 0 0.1091 0

aljazzaf 0.2159 0 0.0421 0 0.0366 0 0.0955 0

allinitc 0.5074 3 0.0648 3 0.0979 3 0.1393 3

allinit 0.5863 76 0.542 76 0.6113 39 0.7352 28

allinitu 8.8912 1222 7.487 1223 6.9595 613 8.0734 410

alsotame 0.2865 1 0.0524 1 0.0754 1 0.097 1

avgasa 0.4683 118 0.2888 118 0.2053 61 0.3314 42

avgasb 0.5197 22 0.0623 22 0.0813 14 0.0725 16

beale 0.4523 7 0.0598 7 0.0829 7 0.1018 7

bearing 500 22395 374.5633 25800 419.9406 12850 500 8600

biggs3 0.9231 8 0.0909 8 0.098 6 0.1301 6

biggs5 500 29448 500 34078 500 19152 500 11289

biggs6 500 17589 500 24042 500 14325 500 8460

biggsc4 0.2332 12 0.0284 12 0.0571 12 0.044 12

box3 500 43632 500 41185 500 20042 500 11860

bqp1var 0.4214 0 0.0173 0 0.022 0 0.0363 0

brownal 500 33283 500 38700 500 20401 500 12567

brownbs 0.2068 0 0.0382 0 0.0314 0 0.0829 0

brownden 6.1746 616 4.8875 616 4.875 310 5.6523 208

bt10 0.2806 2 0.05 2 0.0641 2 0.1003 2
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αBB (Figure 7.5) Future Br. (Figure 7.5) Future Br. (Figure 7.5) Future Br. (Figure 7.5)

Baseline 2 processes 4 processes 6 processes

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

bt11 0.2817 32 0.2761 32 0.2757 18 0.3456 14

bt12 0.3186 30 0.3122 30 0.3821 20 0.7932 20

bt13 0.2196 0 0.0357 0 0.0445 0 0.0545 0

bt1 0.6403 89 0.6151 89 0.7386 46 0.9061 32

bt2 0.4345 3 0.0666 3 0.0792 3 0.1074 3

bt3 0.3602 0 0.0164 0 0.0406 0 0.0294 0

bt4 0.1048 10 0.1173 10 0.1306 10 0.2043 10

bt5 0.1085 10 0.1303 10 0.1633 8 0.2129 8

bt6 0.205 20 0.2015 20 0.2354 13 0.3121 11

bt8 4.6763 559 3.5876 559 4.3383 281 4.5733 189

bt9 0.498 3 0.0711 3 0.0945 3 0.1177 3

dipigri 0.1635 12 0.16 12 0.164 11 0.191 12

dixchlnv 1.4659 56 1.0179 56 0.8442 35 1.3261 32

dixon3dq 0.5449 0 0.0255 0 0.0504 0 0.0487 0

dualc1 0.2368 21 0.0331 21 0.0582 12 0.063 15

dualc2 0.5032 70 0.3242 70 0.411 38 0.3788 33

ex14 1 1 0.1318 18 0.1326 18 0.1752 10 0.2076 8

ex14 1 2 0.6262 48 0.5057 48 0.5864 25 0.6258 18

ex14 1 3 0.3176 1 0.0452 1 0.0831 1 0.126 1

ex14 1 6 0.8755 70 0.6807 70 1.2978 50 1.9121 30
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αBB (Figure 7.5) Future Br. (Figure 7.5) Future Br. (Figure 7.5) Future Br. (Figure 7.5)

Baseline 2 processes 4 processes 6 processes

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

ex14 1 7 500 22962 500 34023 500 20330 500 12843

ex14 1 9 0.1717 21 0.1767 21 0.1548 13 0.187 12

ex14 2 1 0.2416 0 0.0432 0 0.047 0 0.0518 0

ex14 2 2 0.1889 0 0.0474 0 0.0473 0 0.0987 0

ex14 2 3 0.341 0 0.0617 0 0.0814 0 0.1162 0

ex14 2 4 0.2835 0 0.0638 0 0.0824 0 0.0814 0

ex14 2 5 0.2005 0 0.0416 0 0.0636 0 0.074 0

ex14 2 6 0.274 0 0.0545 0 0.0579 0 0.0658 0

ex14 2 7 0.4397 0 0.061 0 0.081 0 0.1298 0

ex14 2 8 0.2266 0 0.0374 0 0.053 0 0.1012 0

ex14 2 9 0.2273 0 0.0387 0 0.0529 0 0.0549 0

ex6 1 1 100.8482 10420 76.7607 10420 66.1702 5211 68.7624 3476

ex6 1 3 500 28588 500 38450 500 23819 500 15330

ex6 1 4 2.5262 287 1.8957 267 1.7809 135 1.7202 91

ex6 2 10 500 33728 500 42546 500 22618 500 14492

ex6 2 12 78.6856 13420 66.8011 13420 51.7424 6711 33.4268 4476

ex6 2 14 127.9255 17041 112.0926 17041 277.5259 8522 12.9165 5683

ex6 2 5 500 17283 500 26244 500 15705 500 9563

ex6 2 7 500 15549 500 24462 500 14680 500 8900

ex6 2 9 500 55778 500 57741 500 29988 500 17660

294



αBB (Figure 7.5) Future Br. (Figure 7.5) Future Br. (Figure 7.5) Future Br. (Figure 7.5)

Baseline 2 processes 4 processes 6 processes

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

ex7 2 1 500 32897 481.227 43646 492.4669 21837 500 14551

ex7 2 2 0.3138 28 0.2659 28 0.2937 15 0.3946 12

ex7 2 3 500 55068 500 63448 500 35432 500 22911

ex7 2 4 44.9974 4082 33.5803 4082 56.6734 2042 72.2362 1363

ex7 3 1 0.3505 1 0.0567 1 0.0837 1 0.1027 1

ex8 1 3 500 56253 500 52618 500 24204 500 14473

ex9 1 2 0.4564 3 0.0534 3 0.0727 3 0.1026 3

ex9 2 2 0.2542 107 0.2458 107 0.2576 56 0.3131 40

extrosnb 2.4618 248 2.0158 248 1.3923 125 3.2302 85

genhs28 0.1142 0 0.0239 0 0.0324 0 0.0311 0

haifas 21.8831 2129 17.6851 2129 21.7069 1068 27.2083 715

haldmads 0.1248 1 0.15 1 0.17 1 0.2198 1

hs100 0.1655 12 0.1683 12 0.1616 11 0.1949 12

hs108 281.8244 20360 209.3067 20360 201.8262 10180 283.477 6789

hs109 61.1073 2246 36.4487 2246 37.7766 1125 61.7539 751

lotschd 0.1295 0 0.0213 0 0.0565 0 0.0396 0

mistake 314.2198 21606 235.5184 21606 235.4726 10805 457.0059 7204

nonmsqrt 500 30949 500 36514 500 19422 500 11661

pgon 500 30435 500 35294 500 18448 500 11345

polak2 0.3091 0 0.0405 0 0.0593 0 0.0592 0
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αBB (Figure 7.5) Future Br. (Figure 7.5) Future Br. (Figure 7.5) Future Br. (Figure 7.5)

Baseline 2 processes 4 processes 6 processes

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

polak3 6.2997 100 4.8473 127 8.5155 65 28.5514 45

portfl1 500 7306 500 13640 500 9642 500 5391

qudlin 0.1301 0 0.0185 0 0.0207 0 0.0416 0

st cqpjk1 0.5058 0 0.0135 0 0.0431 0 0.0299 0

st e16 0.4419 24 0.32 24 0.3546 13 0.8316 11

st e24 0.8947 10 0.0189 10 0.0445 10 0.0427 10

st e28 0.6319 2 0.0652 2 0.0778 2 0.1347 2

st e37 0.4718 5 0.0592 5 0.0808 5 0.1087 5

st e41 0.7393 6 0.079 6 0.1061 6 0.1484 6

st pan1 0.1302 10 0.0252 10 0.0586 10 0.0666 10

st ph1 0.2625 10 0.0323 10 0.0544 10 0.0963 10

st qpc-m1 0.2789 69 0.1804 69 0.2206 67 0.2642 68

st qpc-m3a 0.6642 10 0.6298 10 0.583 9 1.1748 9
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FBBT 10 (Figure 7.8) FBBT 10 (Figure 7.8) FBBT 10 (Figure 7.8) FBBT 50 (Figure 7.8) FBBT 50 (Figure 7.8)
1 thread 2 threads 4 threads 2 threads 4 threads

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

aircrftb 0.0316 0 0.0281 0 0.032 0 0.0344 0 0.032 0
aljazzaf 0.0169 0 0.0173 0 0.0189 0 0.0197 0 0.0189 0
allinitc 0.0387 1 0.0332 1 0.036 1 0.0367 1 0.036 1
allinit 0.4889 61 0.4651 61 0.4574 61 0.4711 61 0.4574 61
allinitu 7.6249 1059 6.9947 1062 6.839 1064 6.9586 1061 6.839 1064

alsotame 0.0168 0 0.0233 1 0.0282 1 0.028 1 0.0282 1
avgasa 0.0039 0 0.0039 0 0.0044 0 0.0049 0 0.0044 0
avgasb 0.0032 0 0.0031 0 0.0036 0 0.0035 0 0.0036 0
beale 0.0159 0 0.0161 0 0.0163 0 0.017 0 0.0163 0

bearing 500 16334 422.3741 18770 476.6137 25220 402.5597 17950 476.6137 25220
biggs3 0.0273 0 0.0299 0 0.0262 0 0.0294 0 0.0262 0
biggs5 0.7533 30 0.6204 30 0.5904 30 0.6317 30 0.5904 30
biggs6 0.7978 30 0.6206 30 0.5943 30 0.6304 30 0.5943 30
biggsc4 0.02 12 0.0166 12 0.0168 12 0.0157 12 0.0168 12

box3 0.0188 0 0.0198 0 0.0189 0 0.0181 0 0.0189 0
bqp1var 0.0023 0 0.0026 0 0.0024 0 0.0024 0 0.0024 0
brownal 0.0259 0 0.0258 0 0.0248 0 0.0242 0 0.0248 0
brownbs 0.0156 0 0.0168 0 0.0167 0 0.0168 0 0.0167 0

brownden 7.0303 596 5.7849 599 5.2678 584 5.8085 601 5.2678 584
bt10 0.0168 0 0.024 1 0.0238 1 0.0245 1 0.0238 1
bt11 0.2703 27 0.2691 29 0.2518 29 0.2646 29 0.2518 29
bt12 0.4368 40 0.406 40 0.4647 50 0.3929 40 0.4647 50
bt13 0.0166 0 0.0179 0 0.0182 0 0.0179 0 0.0182 0
bt1 0.5573 71 0.6386 87 0.6057 85 0.5807 85 0.6057 85
bt2 0.0439 3 0.0427 3 0.0434 3 0.043 3 0.0434 3
bt3 0.0028 0 0.0031 0 0.0031 0 0.0029 0 0.0031 0
bt4 0.1041 10 0.1708 20 0.1057 10 0.1694 20 0.1057 10
bt5 0.0913 9 0.1061 10 0.109 10 0.1044 10 0.109 10
bt6 0.1875 18 0.1769 18 0.1801 19 0.186 19 0.1801 19
bt8 1.5912 191 1.6933 227 1.6417 227 1.6947 227 1.6417 227
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FBBT 10 (Figure 7.8) FBBT 10 (Figure 7.8) FBBT 10 (Figure 7.8) FBBT 50 (Figure 7.8) FBBT 50 (Figure 7.8)
1 thread 2 threads 4 threads 2 threads 4 threads

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

bt9 0.0187 0 0.0214 0 0.029 2 0.0256 0 0.029 2
dipigri 1.5509 133 1.3255 132 1.2252 131 1.3141 132 1.2252 131

dixchlnv 1.6057 27 0.9271 24 0.7507 26 0.9511 24 0.7507 26
dixon3dq 0.0033 0 0.0041 0 0.0042 0 0.0043 0 0.0042 0

dualc1 0.0141 8 0.0125 8 0.0144 8 0.0161 8 0.0144 8
dualc2 0.6096 58 0.4531 58 0.4284 58 0.4548 58 0.4284 58

ex14 1 1 0.1059 9 0.102 9 0.1028 9 0.1002 9 0.1028 9
ex14 1 2 0.7644 44 0.6657 46 0.719 54 0.6709 46 0.719 54
ex14 1 3 0.0305 1 0.0311 1 0.0355 1 0.0312 1 0.0355 1
ex14 1 6 1.0543 70 0.8425 70 0.7968 70 0.84 70 0.7968 70
ex14 1 7 500 17599 500 25802 500 29888 500 25911 500 29888
ex14 1 9 0.0635 6 0.0651 6 0.0658 6 0.0595 3 0.0658 6
ex14 2 1 0.0236 0 0.0233 0 0.0241 0 0.0336 0 0.0241 0
ex14 2 2 0.0208 0 0.0182 0 0.019 0 0.0226 0 0.019 0
ex14 2 3 0.0362 0 0.0293 0 0.0294 0 0.0353 0 0.0294 0
ex14 2 4 0.0331 0 0.0282 0 0.028 0 0.0295 0 0.028 0
ex14 2 5 0.0224 0 0.0188 0 0.0203 0 0.0206 0 0.0203 0
ex14 2 6 0.0394 0 0.0288 0 0.0321 0 0.0286 0 0.0321 0
ex14 2 7 0.046 0 0.0399 0 0.0408 0 0.0407 0 0.0408 0
ex14 2 8 0.0224 0 0.0216 0 0.0218 0 0.0221 0 0.0218 0
ex14 2 9 0.0238 0 0.0227 0 0.0284 0 0.0239 0 0.0284 0
ex6 1 1 71.1358 6781 60.5722 6794 55.5341 6799 60.262 6784 55.5341 6799
ex6 1 3 500 24377 500 31555 500 35900 500 31492 500 35900
ex6 1 4 2.5717 280 2.2714 284 2.188 282 2.2685 281 2.188 282
ex6 2 10 500 28569 500 34515 500 37880 500 34467 500 37880
ex6 2 12 75.6974 12308 69.5952 12317 67.2038 12321 69.3747 12317 67.2038 12321
ex6 2 14 25.6613 3198 23.6176 3200 22.9567 3200 23.511 3200 22.9567 3200
ex6 2 5 500 14079 500 18615 500 21975 500 18662 500 21975
ex6 2 7 500 13079 500 16879 500 19476 500 16834 500 19476
ex6 2 9 500 53347 500 52822 500 56079 500 52892 500 56079
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FBBT 10 (Figure 7.8) FBBT 10 (Figure 7.8) FBBT 10 (Figure 7.8) FBBT 50 (Figure 7.8) FBBT 50 (Figure 7.8)
1 thread 2 threads 4 threads 2 threads 4 threads

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

ex7 2 1 500 27495 500 32910 500 36013 500 32657 500 36013
ex7 2 2 0.3224 28 0.2991 28 0.2758 28 0.2988 28 0.2758 28
ex7 2 3 500 50334 500 58193 500 60806 500 58460 500 60806
ex7 2 4 44.6285 3742 36.8746 3762 33.7447 3837 36.796 3762 33.7447 3837
ex7 3 1 0.0242 0 0.0208 0 0.0279 0 0.02 0 0.0279 0
ex8 1 3 500 54256 500 57217 500 57100 500 57331 500 57100
ex9 1 2 0.1223 21 0.0886 21 0.0987 21 0.1041 21 0.0987 21
ex9 2 2 4.288 1541 3.2607 1541 2.8549 1541 3.2744 1541 2.8549 1541
extrosnb 0.0773 0 0.0864 0 0.0847 0 0.1149 0 0.0847 0
genhs28 0.004 0 0.0043 0 0.0041 0 0.005 0 0.0041 0
haifas 0.0278 0 0.0293 0 0.0382 0 0.0295 0 0.0382 0

haldmads 0.1161 1 0.0955 1 0.0914 1 0.0935 1 0.0914 1
hs100 1.6069 133 1.4407 144 1.2967 132 1.3257 132 1.2967 132
hs108 316.2318 20399 254.7991 20399 229.8865 20399 254.4441 20399 229.8865 20399
hs109 83.5921 1950 58.18 2015 50.6378 2069 60.6239 1995 50.6378 2069

lotschd 0.0035 0 0.0063 0 0.0069 0 0.0036 0 0.0069 0
mistake 318.8994 19610 251.7646 19575 228.0615 19719 252.7248 19630 228.0615 19719

nonmsqrt 500 28853 500 33064 500 34684 500 33100 500 34684
pgon 500 24924 500 32008 500 34916 500 31904 500 34916

polak2 0.0201 0 0.0218 0 0.0254 0 0.0264 0 0.0254 0
polak3 2.6458 30 1.6205 30 1.178 30 1.6499 30 1.178 30
portfl1 500 5565 500 8940 500 11113 500 8888 500 11113
qudlin 0.0075 0 0.0091 0 0.0074 0 0.0099 0 0.0074 0

st cqpjk1 0.0026 0 0.0029 0 0.0049 0 0.0031 0 0.0049 0
st e16 0.5906 25 0.4432 25 0.3783 24 0.4447 25 0.3783 24
st e24 0.0094 10 0.0091 10 0.011 10 0.009 10 0.011 10
st e28 0.0545 2 0.0469 2 0.0589 2 0.0462 2 0.0589 2
st e37 0.0268 1 0.0246 1 0.0269 1 0.0264 1 0.0269 1
st e41 0.0839 6 0.0744 6 0.0714 6 0.0723 6 0.0714 6
st pan1 0.0137 10 0.0121 10 0.0117 10 0.0133 10 0.0117 10
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FBBT 10 (Figure 7.8) FBBT 10 (Figure 7.8) FBBT 10 (Figure 7.8) FBBT 50 (Figure 7.8) FBBT 50 (Figure 7.8)
1 thread 2 threads 4 threads 2 threads 4 threads

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

st ph1 0.0371 10 0.0259 10 0.0231 10 0.0262 10 0.0231 10
st qpc-m1 0.3885 69 0.2912 69 0.2638 69 0.2925 69 0.2638 69
st qpc-m3a 0.7971 10 0.6691 10 0.6464 10 0.6879 10 0.6464 10
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αBB (Figure 8.7) VBC (Figure 8.7) VBC (Figure 8.8) VBC (Figure 8.9)

Baseline root only every iter. Heuristic

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

aircrftb 0.4396 0 0.0416 0 0.0483 0 0.0423 0

aljazzaf 0.2159 0 0.0199 0 0.0206 0 0.0203 0

allinitc 0.5074 3 0.0418 2 0.0436 2 0.0436 2

allinit 0.5863 76 0.4678 61 0.4986 61 0.4659 61

allinitu 8.8912 1222 7.5507 1097 8.3124 1097 7.5678 1097

alsotame 0.2865 1 0.0236 1 0.0224 1 0.0213 1

avgasa 0.4683 118 0.0043 0 0.0043 0 0.0039 0

avgasb 0.5197 22 0.0034 0 0.0031 0 0.003 0

beale 0.4523 7 0.0409 7 0.0421 7 0.0406 7

bearing 500 22395 500 22765 500 10957 500 22860

biggs3 0.9231 8 0.0976 8 0.1034 8 0.0955 8

biggs5 500 29448 500 30301 500 21915 500 30285

biggs6 500 17589 500 18911 500 14728 500 18896

biggsc4 0.2332 12 0.0339 12 0.0382 12 0.0289 12

box3 500 43632 500 43878 500 29033 500 43877

bqp1var 0.4214 0 0.0044 0 0.0041 0 0.0044 0

brownal 500 33283 500 34210 500 22025 500 34039

brownbs 0.2068 0 0.0177 0 0.0223 0 0.0245 0

brownden 6.1746 616 6.2133 616 7.2487 616 6.2484 616

bt10 0.2806 2 0.027 2 0.0258 2 0.0285 2
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αBB (Figure 8.7) VBC (Figure 8.7) VBC (Figure 8.8) VBC (Figure 8.9)

Baseline root only every iter. Heuristic

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

bt11 0.2817 32 0.2761 32 0.2932 32 0.2763 32

bt12 0.3186 30 0.3004 30 0.3229 30 0.3015 30

bt13 0.2196 0 0.0175 0 0.0169 0 0.0166 0

bt1 0.6403 89 0.6286 89 0.6523 89 0.6375 89

bt2 0.4345 3 0.0397 3 0.0415 3 0.0404 3

bt3 0.3602 0 0.0027 0 0.0028 0 0.0025 0

bt4 0.1048 10 0.0998 10 0.103 10 0.1003 10

bt5 0.1085 10 0.1035 10 0.1095 10 0.1034 10

bt6 0.205 20 0.1955 20 0.2084 20 0.2015 20

bt8 4.6763 559 4.0104 559 4.478 559 3.997 559

bt9 0.498 3 0.0482 3 0.0505 3 0.0438 3

dipigri 0.1635 12 0.1617 12 0.1753 12 0.1611 12

dixchlnv 1.4659 56 1.3706 53 1.6068 53 1.3843 53

dixon3dq 0.5449 0 0.0044 0 0.0043 0 0.0044 0

dualc1 0.2368 21 0.0282 15 0.0236 8 0.0198 8

dualc2 0.5032 70 0.4868 66 0.5608 58 0.4802 58

ex14 1 1 0.1318 18 0.1262 18 0.1366 18 0.1327 18

ex14 1 2 0.6262 48 0.6352 48 0.7083 48 0.617 48

ex14 1 3 0.3176 1 0.0325 1 0.0333 1 0.0294 1

ex14 1 6 0.8755 70 0.8669 70 0.8545 60 0.8587 70
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αBB (Figure 8.7) VBC (Figure 8.7) VBC (Figure 8.8) VBC (Figure 8.9)

Baseline root only every iter. Heuristic

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

ex14 1 7 500 22962 500 24954 500 20869 500 25195

ex14 1 9 0.1717 21 0.1556 18 0.163 18 0.1573 18

ex14 2 1 0.2416 0 0.0254 0 0.0269 0 0.0275 0

ex14 2 2 0.1889 0 0.0186 0 0.0191 0 0.0209 0

ex14 2 3 0.341 0 0.0294 0 0.0306 0 0.0324 0

ex14 2 4 0.2835 0 0.026 0 0.0273 0 0.0285 0

ex14 2 5 0.2005 0 0.0182 0 0.0186 0 0.0188 0

ex14 2 6 0.274 0 0.0271 0 0.029 0 0.0271 0

ex14 2 7 0.4397 0 0.0387 0 0.0428 0 0.039 0

ex14 2 8 0.2266 0 0.0203 0 0.0211 0 0.0205 0

ex14 2 9 0.2273 0 0.0224 0 0.0231 0 0.0221 0

ex6 1 1 100.8482 10420 95.1343 10420 134.3026 10420 95.0375 10420

ex6 1 3 500 28588 500 30657 500 21571 500 30632

ex6 1 4 2.5262 287 2.3371 267 2.6726 267 2.3381 267

ex6 2 10 500 33728 500 35722 500 22604 500 35914

ex6 2 12 78.6856 13420 76.8657 13420 111.5472 13420 77.0062 13420

ex6 2 14 127.9255 17041 124.5251 17041 213.7807 17041 124.2439 17041

ex6 2 5 500 17283 500 18489 500 13547 500 18425

ex6 2 7 500 15549 500 16685 500 12283 500 16919

ex6 2 9 500 55778 500 56671 500 25935 500 56610
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αBB (Figure 8.7) VBC (Figure 8.7) VBC (Figure 8.8) VBC (Figure 8.9)

Baseline root only every iter. Heuristic

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

ex7 2 1 500 32897 500 33682 500 13482 500 33685

ex7 2 2 0.3138 28 0.3026 28 0.3435 28 0.3136 28

ex7 2 3 500 55068 500 56185 500 25915 500 56242

ex7 2 4 44.9974 4082 43.1064 4082 57.2825 4082 43.0638 4082

ex7 3 1 0.3505 1 0.0263 1 0.042 1 0.0428 1

ex8 1 3 500 56253 500 58211 500 53008 500 58085

ex9 1 2 0.4564 3 0.0591 3 0.0561 3 0.0563 3

ex9 2 2 0.2542 107 0.3217 107 0.3117 107 0.2846 107

extrosnb 2.4618 248 2.4311 248 2.5661 248 2.3838 248

genhs28 0.1142 0 0.0037 0 0.0038 0 0.0046 0

haifas 21.8831 2129 0.0224 0 0.0237 0 0.024 0

haldmads 0.1248 1 0.0999 1 0.1136 1 0.1044 1

hs100 0.1655 12 0.1591 12 0.1714 12 0.1699 12

hs108 281.8244 20360 268.5772 20360 324.8138 20360 269.1026 20360

hs109 61.1073 2246 56.981 2246 76.8286 2246 57.0159 2246

lotschd 0.1295 0 0.0043 0 0.0045 0 0.0045 0

mistake 314.2198 21606 302.8191 21606 360.005 21606 302.1245 21606

nonmsqrt 500 30949 500 32450 500 21294 500 32474

pgon 500 30435 500 31150 500 11362 500 31217

polak2 0.3091 0 0.0299 0 0.0301 0 0.0303 0
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αBB (Figure 8.7) VBC (Figure 8.7) VBC (Figure 8.8) VBC (Figure 8.9)

Baseline root only every iter. Heuristic

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

polak3 6.2997 100 8.4721 127 8.9458 127 8.4301 127

portfl1 500 7306 500 7758 500 5571 500 7752

qudlin 0.1301 0 0.0067 0 0.0098 0 0.0063 0

st cqpjk1 0.5058 0 0.003 0 0.004 0 0.0029 0

st e16 0.4419 24 0.4812 24 0.4822 24 0.4122 24

st e24 0.8947 10 0.0086 10 0.012 10 0.0109 10

st e28 0.6319 2 0.0563 2 0.0715 2 0.0654 2

st e37 0.4718 5 0.0434 5 0.0475 5 0.0464 5

st e41 0.7393 6 0.0708 6 0.0771 6 0.0717 6

st pan1 0.1302 10 0.0114 10 0.0132 10 0.0115 10

st ph1 0.2625 10 0.0237 10 0.0279 10 0.0237 10

st qpc-m1 0.2789 69 0.2829 69 0.366 69 0.2859 69

st qpc-m3a 0.6642 10 0.6447 10 1.1011 10 0.641 10
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BARON (Figure 9.1) αBB (Figure 9.1) αBB MPI (Figure 9.3) αBB MPI (Figure 9.4) αBB MPI (Figure 9.5)
optimal serial conf 1 Conf 2 Conf 3

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

aircrftb 7.7301 - 0.053 0 0.0708 0 0.1091 0 0.2254 0
aljazzaf 0.0401 - 0.0244 0 0.0383 0 0.0557 0 0.1982 0
avgasa 0.3901 - 0.0044 0 0.3715 118 1.5515 60 13.0225 423
avgasb 0.0301 - 0.0032 0 0.0611 22 0.1692 12 5.7927 632
beale 0.0201 - 0.0154 0 0.0334 0 0.0623 0 0.0434 0

bearing 0.0201 - 473.4193 15780 307.8012 16974 235.2285 8525 500 15644
biggs3 0.5101 - 0.0337 0 0.0439 0 0.0683 0 0.1927 0
biggs5 26.0801 - 0.7432 30 0.5596 30 1.071 30 0.601 30
biggs6 0.3401 - 0.7664 30 0.6262 30 3.2188 120 1.8098 120
biggsc4 0.0401 - 0.0282 12 0.036 12 0.0633 12 0.0561 12

box3 0.0101 - 0.0213 0 0.0438 0 0.0529 0 0.0463 0
bqp1var 0.0101 - 0.0029 0 0.0157 0 0.028 0 0.023 0
brownal 0.1601 - 0.0297 0 0.043 0 0.0453 0 0.2927 0
brownbs 0 - 0.0162 0 0.0333 0 0.0361 0 0.0596 0

brownden 0.0701 - 6.7767 596 5.2366 596 4.6376 300 32.6823 4402
bt10 0.0201 - 0.0185 0 0.0416 0 0.0542 0 0.0611 0
bt11 0.0301 - 0.2547 27 0.238 27 0.279 15 10.7146 1393
bt12 0.0201 - 0.4129 40 0.308 30 0.4077 20 0.603 70
bt13 0 - 0.0188 0 0.0338 0 0.06 0 0.0483 0
bt1 0.0101 - 0.3736 61 0.4038 61 0.4161 33 0.2398 44
bt2 0.0301 - 0.0435 3 0.0582 3 0.0936 3 0.0758 8
bt3 0.0201 - 0.0032 0 0.0137 0 0.0196 0 0.1429 20
bt4 0.0401 - 0.1047 10 0.1305 10 0.2094 10 0.1839 33
bt5 0.0401 - 0.0863 9 0.1037 9 0.1442 5 0.1401 17
bt8 0.0301 - 1.5167 191 3.277 535 3.3184 269 500 25232
bt9 0.0301 - 0.0273 0 0.0425 0 0.0723 0 0.0686 0

dipigri 0.2901 - 1.4913 133 0.1762 14 0.2927 13 500 19718
dixon3dq 0.0601 - 0.0046 0 0.0179 0 0.057 0 0.111 0

dualc1 0.0901 - 0.019 8 0.0313 25 0.0745 14 0.068 31
dualc2 0.1001 - 0.5804 58 0.4329 70 0.453 38 2.6401 284
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BARON (Figure 9.1) αBB (Figure 9.1) αBB MPI (Figure 9.3) αBB MPI (Figure 9.4) αBB MPI (Figure 9.5)
optimal serial conf 1 Conf 2 Conf 3

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

ex14 1 1 0.0101 - 0.1024 9 0.1116 9 0.1391 6 0.0872 6
ex14 1 2 0.1701 - 0.7352 44 0.5589 44 0.4973 23 0.6823 46
ex14 1 3 0.0401 - 0.0296 1 0.0449 1 0.0752 1 0.0615 4
ex14 1 6 0.0101 - 0.9912 70 0.7668 70 0.9857 50 1.5385 167
ex14 1 7 0.4201 - 500 18374 500 25600 500 15750 500 6628
ex14 1 9 0.0101 - 0.0507 3 0.0654 3 0.0992 3 0.0873 3
ex14 2 1 0 - 0.023 0 0.0433 0 0.0875 0 0.0658 0
ex14 2 2 0.0101 - 0.0177 0 0.0426 0 0.0553 0 0.0573 0
ex14 2 3 0.0101 - 0.0291 0 0.0493 0 0.1016 0 0.0722 0
ex14 2 4 0.0101 - 0.0272 0 0.0454 0 0.0693 0 0.0701 0
ex14 2 5 0.0101 - 0.0182 0 0.0366 0 0.0564 0 0.0508 0
ex14 2 6 0.0101 - 0.0296 0 0.0471 0 0.0665 0 0.0777 0
ex14 2 7 0 - 0.043 0 0.0627 0 0.1232 0 0.1194 0
ex14 2 8 0.0101 - 0.0212 0 0.0383 0 0.0694 0 0.0606 0
ex14 2 9 0 - 0.0224 0 0.0407 0 0.0523 0 0.048 0
ex6 1 1 3.9101 - 67.9669 6773 68.2931 8672 77.8962 2842 232.089 7892
ex6 1 3 8.1601 - 500 25370 500 31937 500 1057 500 801
ex6 1 4 0.1701 - 2.3167 250 1.8801 250 1.6042 94 1.2309 83
ex6 2 10 500 - 500 31502 500 35691 500 21528 500 23897
ex6 2 12 18.8001 - 71.4429 12308 64.5673 12308 14.2501 1078 12.8025 1838
ex6 2 14 1.0301 - 24.5748 3197 21.8989 3197 6.3981 450 1.974 322
ex6 2 5 500 - 500 14931 500 21472 500 12014 500 9266
ex6 2 7 500 - 500 13812 500 20327 500 7463 500 6514
ex6 2 9 58.1901 - 500 55570 500 54762 16.1584 1057 19.7503 2947
ex7 2 2 0.0701 - 0.3412 28 0.2756 28 0.3053 15 2.8488 633
ex7 2 3 500 - 500 52317 500 67330 500 35349 500 51843
ex7 2 4 500 - 42.4527 3735 33.6055 3823 23.6205 1290 500 29336
ex7 3 1 1.0201 - 0.0334 0 0.0368 0 0.0736 0 0.048 0
ex8 1 3 500 - 500 57724 500 51260 500 24491 500 30039
ex9 1 2 0 - 0.1764 21 0.0524 2 0.0697 2 0.0705 2
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BARON (Figure 9.1) αBB (Figure 9.1) αBB MPI (Figure 9.3) αBB MPI (Figure 9.4) αBB MPI (Figure 9.5)
optimal serial conf 1 Conf 2 Conf 3

Problem CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations CPU time Iterations

ex9 2 2 0.0301 - 4.1212 1541 0.2769 107 0.4136 62 0.4765 72
extrosnb 0 - 0.0901 0 0.1072 0 0.2105 0 0.2143 0
genhs28 0.0201 - 0.0042 0 0.0169 0 0.0519 0 23.3952 231
haifas 0 - 0.0293 0 15.8289 1729 14.9237 869 500 29290

haldmads 0.0501 - 0.1086 1 0.1488 1 0.1448 1 0.2764 1
hs100 0.2401 - 1.4965 133 0.1777 14 0.323 13 500 19352
hs108 500 - 301.1487 20399 239.588 20354 500 8464 500 7868

lotschd 0.0301 - 0.0045 0 0.0314 0 0.049 0 0.3461 28
mistake 500 - 304.6541 19610 272.4147 21576 500 8669 500 7606

nonmsqrt 500 - 500 29963 500 35102 500 18811 500 16132
polak2 0.0101 - 0.0211 0 0.0455 0 0.0448 0 0.384 0
polak3 0.1101 - 1.4901 15 6.5869 127 4.8621 65 500 7968
portfl1 0.0501 - 500 5829 500 10293 500 890 500 691
qudlin 0.0101 - 0.0068 0 0.0183 0 0.7693 0 0.7968 0

st cqpjk1 0.0201 - 0.0028 0 0.0133 0 0.04 0 0.1559 34
st e16 0.0601 - 0.549 25 0.3736 24 0.385 14 23.1628 1536
st e24 0.0101 - 0.0114 10 0.0242 10 0.0402 10 0.0392 10
st e28 0.0301 - 0.0558 2 0.0688 2 0.0954 2 0.3042 21
st e37 0.1501 - 0.0255 1 0.0436 1 0.0696 1 0.0573 1
st e41 0.0201 - 0.074 6 0.0847 6 0.1364 6 0.1065 10
st pan1 0.0201 - 0.0126 10 0.0223 10 0.0523 10 0.0511 10
st ph1 0.0201 - 0.0363 10 0.0356 10 0.0855 10 0.0936 10

st qpc-m1 0.0101 - 0.3542 69 0.2255 69 0.3515 67 0.3718 74
st qpc-m3a 0.0201 - 0.7246 10 0.6425 10 1.339 9 3.0319 34
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Appendix G

Best CPU times across all
benchmarks for each problem in the
αBB-BARON test set

BARON αBB

best times

Problem CPU time CPU time

aircrftb 7.7301 0.0278

aljazzaf 0.0401 0.0163

avgasa 0.3901 0.0039

avgasb 0.0301 0.0031

beale 0.0201 0.0154

bearing 0.0201 235.2285

biggs3 0.5101 0.0203

biggs5 26.0801 0.4635

biggs6 0.3401 0.5709

biggsc4 0.0401 0.0163

box3 0.0101 0.0172

bqp1var 0.0101 0.0023

brownal 0.1601 0.0235
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BARON αBB

best times

Problem CPU time CPU time

brownbs 0 0.0153

brownden 0.0701 4.2626

bt10 0.0201 0.0185

bt11 0.0301 0.238

bt12 0.0201 0.2973

bt13 0 0.0155

bt1 0.0101 0.2398

bt2 0.0301 0.04

bt3 0.0201 0.0026

bt4 0.0401 0.0992

bt5 0.0401 0.0863

bt8 0.0301 1.5167

bt9 0.0301 0.0273

dipigri 0.2901 0.1584

dixon3dq 0.0601 0.004

dualc1 0.0901 0.0128

dualc2 0.1001 0.3242

ex14 1 1 0.0101 0.0692

ex14 1 2 0.1701 0.4859

ex14 1 3 0.0401 0.0256

ex14 1 6 0.0101 0.6653

ex14 1 7 0.4201 500

ex14 1 9 0.0101 0.0507

ex14 2 1 0 0.0226

ex14 2 2 0.0101 0.0177

ex14 2 3 0.0101 0.0289

ex14 2 4 0.0101 0.0267

ex14 2 5 0.0101 0.0182

ex14 2 6 0.0101 0.0274
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ex14 2 7 0 0.0382

ex14 2 8 0.0101 0.0202

ex14 2 9 0 0.0216

ex6 1 1 3.9101 44.8472

ex6 1 3 8.1601 500

ex6 1 4 0.1701 1.2309

ex6 2 10 500 500

ex6 2 12 18.8001 10.7799

ex6 2 14 1.0301 1.974

ex6 2 5 500 500

ex6 2 7 500 500

ex6 2 9 58.1901 16.1584

ex7 2 2 0.0701 0.2659

ex7 2 3 500 500

ex7 2 4 500 23.6205

ex7 3 1 1.0201 0.0277

ex8 1 3 500 169.7749

ex9 1 2 0 0.033

ex9 2 2 0.0301 0.2229

extrosnb 0 0.0763

genhs28 0.0201 0.0032

haifas 0 0.0216

haldmads 0.0501 0.099

hs100 0.2401 0.1616

hs108 500 187.0016

lotschd 0.0301 0.0036

mistake 500 214.5549

nonmsqrt 500 500

polak2 0.0101 0.0194
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polak3 0.1101 1.4901

portfl1 0.0501 500

qudlin 0.0101 0.0066

st cqpjk1 0.0201 0.0028

st e16 0.0601 0.215

st e24 0.0101 0.0084

st e28 0.0301 0.0558

st e37 0.1501 0.0211

st e41 0.0201 0.0609

st pan1 0.0201 0.0111

st ph1 0.0201 0.024

st qpc-m1 0.0101 0.1804

st qpc-m3a 0.0201 0.583
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