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Abstract

Over the past fifty years, the genetic bases for many human diseases

have been discovered. Genome-wide association studies (GWAS) have pin-

pointed genetic loci containing disease-associated variants, which can be

probed in more detail using targeted DNA sequencing and imputation. The

falling cost of DNA sequencing has led to the adoption of whole-genome and

whole-exome sequencing, enabling more of the genome to be investigated.

However, with the masses of data being produced, it is vital to have tools to

identify truly interesting disease-associated variation. This thesis describes

the development of three tools to help researchers identify and characterise

disease-associated genetic variants.

Whole-genome sequencing data contain many reported variants that may

be due to errors in sequencing, read-mapping or variant calling. It is there-

fore vital to filter out these incorrect variants and Chapter 6 describes the

development of an ensemble machine learning method for filtering these vari-

ants, which is able to remove over 80% of incorrect variants at the expense

of under 4% of true variation.

Single amino acid variants (SAVs) are one of the best-studied groups of

variants in human disease, and there are a number of tools available to pre-

dict whether SAV will be deleterious. SuSPect (disease-susceptibility–based

SAV phenotype predictor) out-performs other tested methods, thanks to its

incorporation of information from protein-protein interaction networks.

Finally, knowing a variant is potentially damaging to a protein’s function

does not tell a researcher whether or not it will cause the disease of interest,
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and even healthy human exomes contain many SAVs predicted to be delete-

rious. PriMe SuSPect (prioritisation method using SuSPect) is an extension

to SuSPect, which provides disease-specific scores for over 5,000 diseases by

leveraging information from PPI networks. This enables researchers to de-

termine which SAVs across an entire exome are likely to be involved in their

specific disease of interest.
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JSD . . . . . . . . . . . . Jensen-Shannon divergence

KCNJ10 . . . . . . . Potassium inwardly-rectifying channel, subfamily J10
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LD . . . . . . . . . . . . . Linkage disequilibrium
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SIFT . . . . . . . . . . . Sorting intolerant from tolerant
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protein interactions
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SNAP . . . . . . . . . Screening for non-acceptable polymorphisms
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SNV . . . . . . . . . . . Single nucleotide variant
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STRING . . . . . . Search tool for the retrieval of interacting genes/proteins

SuSPect . . . . . . . Disease-susceptibility–based SAV phenotype predictor

SVM . . . . . . . . . . . Support vector machine

TAP . . . . . . . . . . . Tandem a�nity purification

TN . . . . . . . . . . . . . True negative

TP . . . . . . . . . . . . . True positive

TPR . . . . . . . . . . . True-positive rate

VASP . . . . . . . . . . Vasodilator-stimulated phosphoprotein

VCF . . . . . . . . . . . Variant call format

WAS . . . . . . . . . . . Wiskott-Aldrich syndrome

WASP . . . . . . . . . Wiskott-Aldrich syndrome protein

WWOX . . . . . . . WW-domain containing oxidoreductase

XLN . . . . . . . . . . . X-linked neutropenia

XLT . . . . . . . . . . . X-linked thrombocytopenia

YRI . . . . . . . . . . . . Yoruba in Ibadan, Nigeria
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Chapter 1

Introduction

1.1 Outline

In recent years, the decreased cost of whole-genome and –exome sequenc-

ing has led to an explosion of data about genetic variation between hu-

mans. Large projects such as the 1000 Genomes Project (The 1000 Genomes

Project Consortium, 2010), Exome Sequencing Project (Exome Sequencing

Project (ESP), Seattle, WA, 2012) and International HapMap Project (The

International HapMap Consortium, 2003) have highlighted the extent to

which human genomes vary, while GWAS (genome-wide association studies)

and linkage analyses have shown how this genetic variation can be associated

with phenotypic variation, such as disease.

The aim of this thesis is to describe work carried out to analyse and

predict the e↵ects of single amino acid variants (SAVs) in human disease.

This introduction will begin with a summary of the current knowledge about

the role of SAVs in human disease (Section 1.2) before detailing the state-

of-the-art in SAV phenotype prediction (Section 1.3). Chapter 3 contains

a discussion of a novel method for classifying how likely a protein or do-

main is to harbour disease-causing variants and how this measure relates to

various features of the protein or domain. Chapter 4 covers the develop-

ment of SuSPect, a method for predicting the e↵ects of SAVs in human dis-
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ease. In Chapter 5, this work is developed further to PriMe SuSPect, which

gives phenotype-specific scores to associate SAVs with specific disease(s).

Finally, Chapter 6 describes the development of an ensemble support vec-

tor machine (SVM) method for filtering of incorrectly called variants from

next-generation sequencing data.

1.2 SAVs and Disease

Single amino acid variants (SAVs) are genetic variants that lead to a change

in the amino acid sequence of a protein. The most common form of SAVs

are non-synonymous single nucleotide polymorphisms (nsSNPs). These are

single base changes that lead to changes in the amino acid sequence of a

protein. For example, a C to T transition in a TCA codon (serine) will lead

to leucine (TTA) being encoded in the protein. As SAVs lead to a change

in the protein sequence, there may be a clear mechanistic link between the

genetic variant and the phenotype (Stefl et al., 2013). Because of this, SAVs

have been a popular focus for studies aiming to identify the underlying cause

of genetic diseases. Synonymous SNPs, which do not lead to any change in

the protein sequence, can also be deleterious, for example by a↵ecting mRNA

processing or stability (Sauna & Kimchi-Sarfaty, 2011).

Large-scale projects such as the 1000 Genomes Project (The 1000 Genomes

Project Consortium, 2010), The International HapMap Project (The Inter-

national HapMap Consortium, 2003) and the Exome Sequencing Project

(Exome Sequencing Project (ESP), Seattle, WA, 2012) have shown the wide

range of variation between human genomes, even in the absence of any ge-

netic disease. The 1000 Genomes Project sequenced 1,092 individuals from

14 populations and identified over 38,000,000 SNPs, 1,400,000 short indels

(insertions and deletions) and 14,000 larger deletions (Abecasis et al., 2012).
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The project aimed to identify 98% of SNPs (accessible with current sequenc-

ing technology) with a minor allele frequency (MAF) of at least 1%. The

Exome Sequencing Project (ESP) has sequenced the exomes (protein-coding

regions of the genome) of 6,515 individuals, some of whom have diseases such

as early onset diabetes. This project has revealed an excess of rare protein-

coding variants due to recent explosive population growth, which gives more

opportunities for mutations to occur whilst not allowing su�cient time for

natural selection to act. This has led to an increase in potentially deleterious

variants in the population, with 86.4% of putatively deleterious SAVs arising

in the last 5,000-10,000 years (Fu et al., 2013), although a large majority

of variants are not deleterious. Other studies have similarly shown a large

number of damaging SAVs in the genomes of healthy individuals and an

increase in rare variants due to recent population growth (Coventry et al.,

2010; Keinan & Clark, 2012).

The SAVs described in this introduction are summarised in Table 1.1,

together with the diseases with which they are associated.
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Protein SAV(s) Disease Section(s) Reference
Myelin protein zero Lys96Glu

Asp90Gly
Charcot-Marie-Tooth neuropathy 1.2.1 Hayasaka et al. (1993)

Complement factor H Tyr402His Age-related macular degeneration 1.2.1 Klein et al. (2005)
DHODH Ten SAVs Miller syndrome 1.2.1 Ng et al. (2010)
Hæmoglobin-� Glu6Val Sickle cell anæmia 1.2.1, 1.2.6 1.3 Ingram (1956)
CLIC2 His101Gln X-linked mental retardation 1.2.3 Witham et al. (2011)
Protein C Ala267Thr Protein C deficiency 1.2.3 Tjeldhorn et al. (2011)
WWOX Pro47Tyr Recessive cerebellar ataxia with epilepsy and mental

retardation
1.2.3 Mallaret et al. (2013)

Hexokinase-1 Thr680Ser Hæmolytic anæmia 1.2.4 van Wijk et al. (2003)
KCNJ10 Arg65Pro

Arg175Gln
EAST syndrome 1.2.4 Reichold et al. (2010)

hOGG1 Ser326Cys Lung cancer 1.2.5 Luna et al. (2005)
p53 Pro47Ser Colorectal cancer 1.2.5 Li et al. (2005)
IFN-� Thr168Asn Disseminated atypical mycobacterial infection 1.2.5 Vogt et al. (2005)

Transthyretin
Val40Ser N/A 1.2.6 Zanotti et al. (2008)
Leu75Pro Early-onset familial amyloid neuropathy 1.2.6 Lashuel et al. (1999)

Cardiac troponin I Arg162Pro Familial hypertrophic cardiomyopathy type 7 1.2.6 Richard et al. (2003)
PALB2 Leu939Trp

Leu1143Pro
Breast cancer 1.2.6 Park et al. (2013)

HLA-DM � Cys79Tyr N/A 1.2.6 Busch et al. (1998)
IDH1 Arg132His Glioma 1.2.6 Nishi et al. (2013)
EGFR Leu858Arg Lung cancer 1.2.7 Shan et al. (2012)
Aquaporin-2 Pro262Leu Autosomal recessive nephrogenic diabetes insipidus 1.2.7 de Mattia et al. (2004)

Table 1.1: Summary of the SAVs described in this introduction, together with the disease with which they are associated,
where applicable.
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1.2.1 Identification of Disease-Causing SAVs

Over the past fifty years, a number of methods have been developed to

identify genes and variants associated with diseases. These methods all rely

on finding di↵erences between case and control populations or individuals,

i.e. those with and without the disease of interest. These genetic di↵erences

and associations are then mapped more finely to identify the causative gene

and variant.

Finding a variant associated with a disease is the first step, but annotat-

ing a variant as being causative for the disease requires several other factors

to be considered. Variants causing a large change to a protein (premature

stop codon, disruption of first codon, frame-shifts, etc.) are likely to be

damaging, but it can be more di�cult to determine this for other types of

variant. Taking into account the conservation of the nucleotide (or amino

acid) a↵ected and the rarity of the variant in the population or healthy

controls can help to determine whether a variant is causative for the dis-

ease or merely has an association therewith due to its proximity to the true

causative variant (Cotton & Scriver, 1998).

A classic example of a SAV causing a disease is the most common sickle-

cell anæmia variant, Glu6Val in hæmoglobin-�. Under low oxygen condi-

tions, a hydrophobic patch is exposed on the surface of the protein, enabling

polymerisation to occur. This polymerisation leads to the characteristic

sickling of the erythrocytes. Pauling et al. (1949) showed a di↵erence in

electrophoretic mobility between hæmoglobin from healthy individuals and

sickle-cell patients, and the identity of the variant causing this di↵erence

was discovered by Ingram (1956). Since this discovery, many other variants

causative for genetic diseases have been identified.
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Linkage Analysis

Linkage analysis has been widely used to locate the causative genes for

Mendelian disorders, although it is less successful for common, complex dis-

eases such as cancer thanks to locus heterogeneity (multiple genetic loci

causing the same disease). Linkage analysis requires family pedigrees with

multiple cases, which are then genotyped at a number of marker loci to iden-

tify which loci segregate with the phenotype (Pulst, 1999). Once a marker

has been identified, fine mapping is carried out to identify the gene respon-

sible for the segregation. Recombination at meiosis will lead to a shu✏ing of

alleles at loci, with more meioses leading to increased shu✏ing. The further

apart two loci are, the more likely it is that a recombination event will occur

between them. Linkage between two markers over a few generations is more

likely than linkage across many generations (and therefore meioses), so the

logarithm of the odds score is used to normalise and compare the linkage

between two loci across multiple pedigrees (Morton, 1955).

One of the earliest loci identified through linkage was between the Du↵y

locus on chromosome 1 and Charcot-Marie-Tooth neuropathy (Bird et al.,

1982). Further studies narrowed the locus down to 1q23.3 and a gene en-

coding myelin protein zero, with Lys96Glu and Asp90Glu SAVs identified

by Hayasaka et al. (1993) as causative for the disease.

Genome-Wide Association Studies

Genome-wide association studies (GWAS) provide an agnostic approach to

identifying disease-causing regions and variants. Linkage analysis requires

highly penetrant variants segregating perfectly within a family, meaning

application to complex disease is limited and there is insu�cient statistical

power to uncover common variants of lower impact. In a GWAS, many (typi-
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Figure 1.1: Genome-wide association studies. Allele frequencies are com-
pared between cases and controls at thousands of SNPs across a genome.
Alleles significantly enriched in cases can be investigated further to identify
the mechanism behind the association. Figure provided by Nicola Whi�n.

cally around 500,000) SNPs are genotyped and these are used to ‘tag’ larger

areas of the genome, exploiting linkage disequilibrium (LD). If a SNP is

found to be associated with a phenotype, the area surrounding this tagSNP

can be investigated in further detail, for example by targeted sequencing or

imputation to identify other genetic variants within the LD region. This is

necessary because the tagSNP itself is unlikely to be the causal variant.

The first GWAS was published in 2005 and implicated the Tyr402His

variant in complement factor H as being associated with age-related macu-

lar degeneration (Klein et al., 2005). This GWAS involved 96 cases and 50

controls, genotyping 116,204 SNPs. More recent GWAS include thousands

of cases and controls, increasing the statistical power of the study to iden-
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Figure 1.2: Imputation of genotyping results. TagSNPs on the GWAS geno-
typing chip are marked on the test sample (top), together with the positions
of two SNPs of unknown genotype. By comparing the haplotypes at tagSNP
positions to a reference panel (middle), the genotype at other SNPs can be
inferred (bottom).

tify associations, and genotype more SNPs, increasing the resolution and

coverage of the genome (Spencer et al., 2009).

One limitation of GWAS is the di�culty in moving from a statistical

association between a region and a phenotype to the causative variant(s)

and a mechanistic explanation. Many GWAS hits fall in intergenic regions,

meaning interpretation is di�cult. Interpretation is also limited because

many variants are not directly genotyped but are instead in LD with a

tagSNP. Imputation is a statistical approach for predicting the alleles present

at SNPs not genotyped in the original study (Nothnagel et al., 2009; Li

et al., 2009b). This is done by comparing the genotype of an individual at
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the genotyped SNPs to a reference set of haplotypes and using this reference

set to predict the allele present at other positions, increasing the number of

positions which can be included in the GWAS (see Figure 1.2). For example,

Willer et al. (2008) found rs6511720, a variant in the low-density lipoprotein

receptor gene (LDLR), to be associated with LDL-cholesterol levels. None

of the directly genotyped SNPs had reached significance, but this variant

was identified using imputation.

Next-Generation Sequencing

Within the past five years, whole-exome and -genome sequencing studies

have started to be used to identify causative variants. These do not rely

on tagSNPs, so can be more precise than GWAS, and do not rely on vari-

ants being present at certain frequencies for statistical power so can identify

private variants, unlike GWAS. The first putatively disease-causing vari-

ants identified using exome sequencing were in the DHODH gene and cause

Miller syndrome (MIM: 263750, Ng et al. (2010)). No genes were previ-

ously known to be associated with this disease, but by comparing variants

identified through exome sequencing in four individuals with those in pub-

lic databases and exomes of healthy individuals from the HapMap project,

DHODH was identified as a candidate gene. Each of the 10 identified SAVs

a↵ects a highly conserved position, implying they are functionally impor-

tant. As the cost and time taken to sequence an individual’s genome fall, it

is likely that this approach will become more common.

One important consideration for sequencing studies is the possibility of

errors in either sequencing or variant mapping, which can manifest as erro-

neously identified variants. As these incorrect variants are highly unlikely to

be present in dbSNP or other databases cataloguing common genetic vari-
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ants, they may be more likely to be prioritised for association with disease.

To avoid this, it is important to filter next-generation sequencing data to

remove these errors. Reumers et al. (2012) describe a set of filters that are

able to remove 98% of incorrect variants and only 37% of true variants.

Chapter 6 describes the development of an improved filtering method based

upon an ensemble of support vector machines.

1.2.2 SAV Databases

A number of databases exist collating information about disease-causing

variants (see Table 1.2 and Peterson et al. (2013)), including OMIM (Online

Mendelian inheritance in man, Amberger et al. (2009)), Humsavar (Human

single amino acid variants, part of the UniProt-KB (knowledge base), Yip

et al. (2008)) and HGMD (Human gene mutation database, Stenson et al.

(2009)). These aim to provide users with data relating SNPs to phenotypes.

However, the definition of disease-association may di↵er between di↵erent

databases. For example, HGMD requires the variant to be reported in the

literature as associated with a disease phenotype. dbSNP, on the other

hand, allows the person uploading the variant to the database to determine

its classification, which could lead to di↵erent classifications for the same

variant between these two databases.

HGMD

In the January 2014 release of HGMD Professional, there are 82,176 mis-

sense and nonsense mutations listed as disease-causing, accounting for 55%

of all disease-causing mutations in the database (Cooper et al., 1993). The

remaining disease-causing variants are insertions and deletions, or synony-

mous variants a↵ecting gene splicing or regulatory regions. Although this
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Database Number of SAVs Disease Neutral Ref.
OMIM 10,967 10,967 - Amberger et al. (2009)
Humsavar 68,484 24,235 37,850 Yip et al. (2008)
HGMD Pro. 65,584 65,584 - Stenson et al. (2009)
dbSNP 2,562,990 12,429 1,140 Sherry et al. (2001)
ClinVar 32,881 14,605 1,213 Landrum et al. (2014)

Table 1.2: Availability of SAVs in databases. Numbers correct as of 03-Feb-
2014. For dbSNP, Humsavar and ClinVar, not all variants are annotated as
either disease-associated or neutral, so the total number of SAVs is higher
than the number of annotated variants. It is worth noting that the definition
of ‘disease-associated’ may di↵er between databases.

database contains many more disease-causing SAVs than other databases,

variants are only added to the free Public version three years after being

added to the Professional version, which requires a subscription. The Public

version is only accessible via a web interface and is not available to download

(Peterson et al., 2013).

In order to be classified as disease-causing, a variant must have the sup-

port of at least one published paper as well as evidence such as absence from

control samples, segregation with the phenotype, or in vitro demonstration

of a deleterious e↵ect on the protein or mRNA.

Humsavar

Humsavar classifies SAVs as ‘Disease’, ‘Polymorphism’ or ‘Unclassified’. Dis-

ease SAVs are manually annotated based on the variant being rare (MAF

<1%) and found in patients but in fewer than 50 healthy control individ-

uals (Yip et al., 2004). They also segregate with the disease in families.

Polymorphisms are neutral variants with no known disease association. Un-

classified variants have been identified within a disease sample but are not

known to be causative for the disease. One potential limitation of Humsavar

is that it requires the variant to segregate with the disease, which may bias
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the database towards Mendelian disease. Using a list of complex diseases

from Wu et al. (2014a), 2,342 of the 10,967 disease-associated variants are

implicated in complex diseases. This may limit the utility of Humsavar for

studies investigating complex diseases.

The requirement for a variant to be rare could further limit its utility.

Whilst rare variants are more likely than common variants to be associated

with disease (Kryukov et al., 2007), there are examples of disease-associated

SAVs with MAF higher than 1%, such as the Glu6Val variant that leads to

sickle cell anæmia. In addition, the common disease-common variant hy-

pothesis suggests that complex diseases may be caused by multiple common

variants, each of which has a small e↵ect on the phenotype (Reich & Lander,

2001). The disease is then caused by an accumulation of these small e↵ects.

Such common variants with lower e↵ect sizes will not be included in the

Humsavar database.

Both HGMD and Humsavar are manually curated, meaning annotations

are likely to be of high quality, but there may still be errors where variants

have been incorrectly reported as being deleterious in the literature. In

addition, certain proteins, such as BRCA2 or p53, have been better-studied

than others, meaning they may contain more disease-associated variants

than other, less studied proteins.

dbSNP

dbSNP is one of the largest available databases of human genetic varia-

tion, containing over 2,000,000 SAVs, but of these only 12,429 are anno-

tated as being pathogenic (disease-causing) as of 03-Feb-2014. Clinical sig-

nificance is reported by the submitter of the variant and is not validated

by dbSNP, meaning there could be many incorrect annotations. Di↵er-
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ent submitters may also have di↵erent ideas of what qualifies a variant as

‘pathogenic’. For example, variants present in OMIM have been designated

as ‘probable-pathogenic’ (http://www.ncbi.nlm.nih.gov/projects/SNP/

docs/rs_attributes.html#clinical). Some SAVs annotated as pathogenic

may not truly cause the disease but may instead be associated with it, mean-

ing it is located nearby to the causative variant but does not itself have a

mechanistic role in the disease.

As clinical annotations have only recently been added to dbSNP, it is

likely to take a long time for older variants to be retroactively annotated.

In Table 1.2, SAVs annotated as non-pathogenic are counted. Many more

of the over 2 million SAVs in dbSNP are likely to be neutral, but are not

currently annotated as such.

In addition, many variants in dbSNP are annotated as ‘Suspect’, mean-

ing they may have been incorrectly mapped or could represent a sequencing

error. As of 03-Feb-2014, 146,197 nsSNPs in dbSNP are listed as suspected

false positives. It has been estimated that the false positive rate of dbSNP is

15-17% (Mitchell et al., 2004) and that around 8% of SNPs in dbSNP may in

fact be due to di↵erences between paralogous genes, which arise from gene

duplication and have accrued mutations that can be incorrectly inferred to

be SNPs (Musumeci et al., 2010).

OMIM

OMIM is a widely-used resource providing free-text descriptions of the phe-

notypes of genetic diseases as well as connecting genes to diseases (Amberger

et al., 2009). OMIM is a disease-centric database, describing phenotypes of

various inherited diseases and designed for use by clinicians. Because of

its clinical background and unlike other resources, only selected disease-
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causing variants are included, depending upon criteria such as when the

variant was discovered, a particularly interesting phenotype or historical

significance. Because of this, OMIM is not suitable as a complete resource

of disease-causing SAVs, but is useful for understanding the phenotypes of

these diseases. The number of SAVs in OMIM in Table 1.2 is obtained from

Peterson et al. (2013).

Other Databases

In addition to these databases, there are a number of databases collating

the potential phenotypic e↵ects of SAVs, for example in terms of protein

structure. SNPdbe collects SAVs from the UniProt protein knowledgebase,

PMD (Protein mutant database), the 1000 Genomes Project and dbSNP,

with over 2,600 organisms represented (Schaefer et al., 2012). For each SAV,

SNPdbe provides SNAP and SIFT scores, which give a prediction of whether

a variant will be deleterious to the protein (see Section 1.3), together with a

protein structure and experimental annotations where available. Similarly,

the coliSNP server maps SAVs to protein structures (Kono et al., 2008), and

dbNSFP compiles deleteriousness scores from six algorithms with informa-

tion on sequence conservation and functional annotation (Liu et al., 2011).

TopoSNP classifies SAVs based on where in the protein they lie: buried, in

a surface pocket or on a convex part of the surface (Stitziel et al., 2004).

By providing extra information and annotations for SAVs, these databases

are useful for helping researchers to prioritise SAVs as being potentially

disease-causing and in understanding the mechanisms of the disease.

33



CHAPTER 1. INTRODUCTION

1.2.3 SAVs and Protein Stability

A major mechanism by which SAVs can lead to disease is by destabilising the

protein, which can be quantified by the SAV’s e↵ect on free folding energy,

��G. Wang &Moult (2001) found that 83% of a set of disease-causing SAVs

a↵ect protein stability in some way, with free folding energy decreases in the

range of 1-3 kcal/mol. This loss of stability is inferred from a number of

possible mechanisms: most commonly over-packing, loss of hydrogen bonds,

buried charges and backbone strain. Sometimes protein stability e↵ects are

localised to a single secondary structural element or domain, but at other

times the entire protein may be a↵ected (Yue et al., 2005). Many meth-

ods are available to predict the e↵ects of SAVs on protein stability, some

of which are described in Section 1.3.2. These can generally be divided

into two groups: those using energy functions such as molecular dynamics,

molecular mechanics or Monte Carlo simulation, and those based upon ma-

chine learning. The former are perhaps more informative for predicting the

mechanistic details of stability changes, but are very time-consuming and

computationally intensive (Stefl et al., 2013).

Many disease-causing SAVs are located in the hydrophobic core of pro-

teins, where the introduction of a charged or polar amino acid can dis-

rupt hydrophobic interactions and therefore decrease stability. Interestingly,

SAVs which over-stabilise a protein can also be deleterious. For example,

the His101Gln SAV in CLIC2 (UniProt:O15247) is predicted to increase

the stability of the protein, impairing its tra�cking to the cell membrane

(Witham et al., 2011).

Tjeldhorn et al. (2011) identified the Ala267Thr SAV in a patient with

protein C (UniProt:P04070) deficiency and this variant was found to cause

a decrease in both intracellular and extracellular levels of the protein. This
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decrease was due to retention of protein C in the endoplasmic reticulum (ER)

due to misfolding, leading to activation of the unfolded protein response and

apoptosis. There was no increase in ER-associated degradation, which is

seen for other protein C variants such as Phe139Val and Cys64Trp (Zhou

et al., 2006), showing how di↵erent SAVs in a protein can lead to di↵erent

responses.

SAVs a↵ecting stability can be localised to specific domains rather than

the entire protein. For example, WWOX (UniProt:Q9NZC7) is a protein

containing two WW domains. The Pro47Tyr SAV was identified in a Saudi

Arabian family su↵ering from recessive cerebellar ataxia with epilepsy and

mental retardation. This variant prevents the correct folding of the first

WW domain (Mallaret et al., 2013) but does not decrease overall protein

levels, suggesting the rest of the protein is correctly folded. This domain

has a number of important interactions, which may be a↵ected by the SAV

(Aqeilan & Croce, 2007). As will be shown below (Section 1.2.6), e↵ects on

protein-protein interactions are a major source of disease phenotypes.

1.2.4 SAVs and Protein Activity

While the e↵ects on protein stability are a major contributing factor, there

are numerous other mechanisms by which SAVs can lead to disease (Wang

& Moult, 2001). For example, a variant a↵ecting the active site or ligand-

binding site of a protein may lead to loss of activity or of binding. The

Thr680Ser SAV in hexokinase-1 (UniProt:P19367) a↵ects a highly conserved

residue at the active site. Thr680 interacts with phosphate groups in both

substrate and product (see Figure 1.3) and the SAV leads to decreased

activity (van Wijk et al., 2003). While threonine to serine is a reasonably

conservative substitution, the serine sidechain is smaller, meaning there may
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Figure 1.3: Thr680 is a highly conserved residue in the active site of
hexokinase-1 and interacts with a phosphate group in ADP, shown as
sticks and coloured according to atom type. Figure created using Pymol
(Schrödinger, 2010) and PDB:1DGK (Aleshin et al., 2000).

be a changes in the distance between the sidechain and its hydrogen-bonding

partners.

More generally, Dingerdissen et al. (2013) investigated how often SAVs

a↵ect protein active sites, identifying 934 SAVs at the active sites of over

500 proteins. This is a significant under-representation compared to the

rest of the protein, with only 0.2% of active site residues containing a SAV

compared to 4% of the remainder of amino acids. This finding is unsur-
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prising considering the obvious importance of active site residues for protein

function.

Often, a SAV increasing protein stability will decrease enzymatic activity

by decreasing flexibility, while those SAVs increasing catalytic activity often

decrease stability. This ‘stability–activity trade-o↵’ means there need to be

compensatory mutations throughout evolution to compensate for changes in

stability. If these compensatory mutations occur, the original (de)stabilising

variant is more likely to become fixed than a neutral mutation (Studer et al.,

2013).

SAVs can also alter how a protein responds to its environment. For

example, KCNJ10 channels (UniProt:P78508) are regulated by pH, with al-

kaline pH promoting an open conformation and acidic pH promoting a closed

conformation. Two variants in KCNJ10, Arg65Pro and Arg175Gln, cause

EAST syndrome (epilepsy, ataxia, sensorineural deafness and tubulopathy)

and lead to changes in the pH sensitivity of the protein, with reduced ac-

tivity at physiological pH and activation requiring a much more alkaline

environment than the wild-type channel. The IC50 (half-maximal activity)

of the wild-type channel is seen at pH 6.37, compared to 7.86 for Arg65Pro

and 9.35 for Arg175Gln (Reichold et al., 2010).

1.2.5 SAVs and Protein Regulation

Many proteins require a post-translational modification to become active.

These modifications are added by enzymes that recognise a sequence or

structural motif on their targets. It follows that any SAV that alters this

motif can lead to changes in modification of the protein, potentially im-

pacting upon activity. These changes can be directly to the modified motif,

such as in the Ser326Cys variant in hOGG1 (UniProt:O15527, Luna et al.
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(2005)), or may a↵ect nearby residues, as is the case for the Pro47Ser SAV

in p53. This variant impairs Ser46 phosphorylation by p38 MAPK, which

relies on proline for targeting its substrates (Li et al., 2005). Based on in

silico prediction tools, Radivojac et al. (2008) suggest that around 2% of

disease-associated SAVs may lead to the loss or gain of phosphorylation

sites.

Gain of glycosylation also seems to be an important mechanism by which

SAVs can lead to disease, as discussed by Vogt et al. (2005, 2007), who

suggest up to 1.4% of known disease-causing mutations can lead to the in-

troduction of a glycosylation motif. IFN-� receptors homozygous for the

Thr168Asn SAV in IFN-�R2, are unable to respond to IFN-� unless the re-

ceptor is treated with PNGase F, which removes N-glycans from cell surface

proteins. Thr168Ala and Thr168Gln variant proteins respond correctly to

the cytokine, showing that Thr168 is not in itself important for function and

that the deleteriousness of the SAV is due to the addition of an N-glycan

(Vogt et al., 2005).

Another means of regulating a protein is in its subcellular localisation.

As mentioned above, the His101Gln SAV in CLIC2 impairs its localisa-

tion to the cell membrane. Phosphorylation of hOGG1 is important for its

correct localisation to the nucleus, meaning the Ser326Cys SAV, which pre-

vents phosphorylation, disrupts this localisation (Luna et al., 2005). This is

supported by correct localisation being observed in a Ser326Glu phospho-

mimetic mutant protein.

Protein turnover and degradation can also be a↵ected by SAVs. Un-

stable proteins are targeted by the uniquitin-mediated protein degradation

machinery of the cell or are retained and degraded in the endoplasmic retic-

ulum and prevented from reaching their intended location.
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Figure 1.4: Gain of a glycosylation site in IFN-�R2. N-glycosylation sites
were predicted using NetNGlyc (Gupta et al., 2004). The Thr168Asn vari-
ant leads to a new glycosylation site (shown in blue). The red line marks
the score cut-o↵ above which positions are predicted to be N-glycosylated.
Figure based on Vogt et al. (2005).

1.2.6 SAVs at Protein-Protein Interfaces

Proteins do not act in isolation in the cell, but instead function as part

of larger interaction networks. In recent years, work has been carried out

on developing structural interactomes, mapping structures of proteins and

complexes to these interaction networks (see Section 1.4). With increased

structural coverage of protein complexes, it is possible to investigate the

locations of SAVs in individual proteins and complexes.

While SAVs located in the core of a protein are more likely to be deleteri-

ous than those on the surface, surface variants can have phenotypic e↵ects, in

particular if they are at a protein-protein interaction (PPI) interface (David

et al., 2012). It has also been shown that solvent-accessible disease-causing

SAVs are spatially clustered, and these clusters could correspond to PPI

interfaces (Ye et al., 2006). Stable PPI interfaces are highly conserved, im-
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(a) Wild-type (b) Val40Ser

Figure 1.5: Transthyretin residues involved in the interaction between
transthyretin and retinol-binding protein (not shown) are coloured accord-
ing to hydrophobicity from white to red (most hydrophobic). The Val40Ser
variant leads to a decrease in hydrophobicity, which impairs the interaction
and can be seen as a change from (a) red to (b) pink (encircled). The fig-
ure shows a tetramer of transthyretin, with the interface formed by residues
from three of the subunits, including Val40 from two of the chains. Produced
using Pymol and PDB:1RLB (Monaco et al., 1995).

plying that variation to these interfaces is unlikely to be tolerated (Valdar

& Thornton, 2001). There are a number of mechanisms by which SAVs

at interfaces can lead to disease, summarised in Yates & Sternberg (2013b,

2014) and outlined below.

PPI interfaces are usually more hydrophobic than the rest of the sur-

face of a protein. SAVs that replace a hydrophobic residue could therefore

impair hydrophobic interactions between proteins, as seen for the Val40Ser

(Val20Ser in mature protein) mutation in transthyretin, which impairs the

interaction with retinol-binding protein by replacing a key hydrophobic

residue with a polar amino acid, serine (Figure 1.5, Zanotti et al. (2008)).

Many interfaces rely on salt bridges, disulphide bonds and hydrogen bonds

for the interaction, and these intermolecular interactions can easily be lost
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due to a SAV. For example, Arg162 in cardiac troponin I (UniProt: P19429)

forms a salt bridge with Gly19 in troponin C (UniProt: P63316). The

Arg162Pro variant causes familial hypertrophic cardiomyopathy type 7 (MIM:

613690) and leads to a loss of this salt bridge. Due to its rigid backbone, pro-

line is incompatible with many secondary structural features, meaning back-

bone distortion is likely to be necessary to accommodate the SAV (Richard

et al., 2003; David et al., 2012).

As mentioned above, SAVs at interfaces are more likely to be deleterious

than those elsewhere on the surface. In addition, SAVs on di↵erent interfaces

can lead to di↵erent diseases. This can be seen as a contrast between ed-

getic (edge-specific genetic) perturbation and node removal, a graph-based

distinction developed by Zhong et al. (2009). In the former case, a SAV

leads to loss or alteration of a single interaction, corresponding to a single

edge in a PPI network. Node removal variants, on the other hand, lead to

total loss of the protein from the network, perhaps due to a drop in sta-

bility or introduction of a premature stop codon. While all node removal

variants in a given protein are likely to lead to the same disease, di↵erent ed-

getic perturbations can lead to di↵erent phenotypic outcomes as they a↵ect

interactions with di↵erent proteins. Wang et al. (2012b) found that vari-

ants in the Wiskott-Aldrich syndrome protein (WASP, UniProt:P42768) are

linked to three diseases and these can be separated into two groups based

on which domain the variants a↵ect. SAVs associated with WAS (Wiskott-

Aldrich syndrome, MIM:301000) and XLT (X-linked thrombocytopenia, a

mild form of WAS, MIM:313900) are found on the WH1 domain, whereas

those causing XLN (X-linked neutropenia, MIM:300299) are found in the

PBD domain. The WH1 domain interacts with VASP, whereas PBD in-

teracts with Cdc42, giving a clear mechanistic explanation for SAVs in the
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di↵erent domains leading to di↵erent phenotypes.

Another example is the WD40 domain of PALB2, which acts as a scaf-

fold, binding to BRCA2, RAD51 and RAD51C, amongst other proteins.

Recently, SAVs associated with breast cancer have been found on di↵erent

blades of this domain. Leu939Trp and Leu1143Pro are both located on the

surface of the domain but on opposite sides. Both SAVs a↵ect BRCA2 bind-

ing, but Leu939Trp also a↵ects the binding of RAD51, whereas Leu1143Pro

impairs RAD51C binding (Park et al., 2013). Both SAVs lead to a decrease

in homologous recombination for DNA repair by destabilising the PALB2

complex, but do so by a↵ecting di↵erent interactions.

Disruption of sequence motifs can also impair or improve binding a�n-

ity. For example, PDZ usually binds to a specific sequence motif, which

can be represented as a position weight matrix (PWM), which specifies the

frequencies of di↵erent amino acids at each position of the motif. By com-

paring protein sequences with and without the variant amino acid to this

PWM, Gfeller et al. (2014) identified SAVs that could disrupt or promote

PDZ binding, three of which were experimentally validated.

SAVs can also lead to intermolecular disulphide bonds forming between

proteins. The wild-type HLA-DM ↵/� heterodimer contains only intramolec-

ular disulphide bonds, such as between �Cys11 and �Cys79. The �Cys79Tyr

SAV breaks this bond. As �Cys11 is located close to the dimer interface, the

loss of an intramolecular disulphide bond frees it to form an intermolecular

bond. These intermolecular disulphide bonds are not compatible with the

wild-type dimer conformation, meaning the complex is unable to correctly

function in antigen presentation (Busch et al., 1998).
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Gain of Function

Just as SAVs can stabilise a complex, in some cases they can lead to the

gain of a new interaction, often in the form of aggregation. For example,

the Glu6Val variant in �-hæmoglobin introduces a hydrophobic residue to

the surface of the protein. Under low-oxygen conditions, this can inter-

act with a hydrophobic patch on another hæmoglobin molecule, leading

to the polymerisation of hæmoglobin into fibrous precipitates, causing the

sickling of erythrocytes characteristic of sickle cell anæmia. Another exam-

ple is seen in transthyretin, a homotetrameric thyroxine transporter. The

Leu75Pro variant (Leu55Pro in mature protein) disrupts hydrogen bonding

in a �-sheet, leading to an increased dissociation rate of the tetramer and

allowing amyloid fibrils to form (Lashuel et al., 1999; Keetch et al., 2005;

Rodrigues et al., 2010). Amyloids are found in many neurodegenerative dis-

eases, including early-onset familial amyloid neuropathy (MIM:105210) in

the case of transthyretin. In general, smaller physicochemical changes are

more likely to lead to an increase in stability, with larger physicochemical

changes destabilising complexes (Nishi et al., 2013).

In addition to loss- or gain-of-function, it has been suggested that some

SAVs can lead to a ‘switch-of-function’ in which the wild-type interaction

partners are replaced with new partners in the variant protein. For exam-

ple, activation of the RAC1 Rho GTPase leads to formation of lamellipodia,

whereas activation of Cdc42, another Rho GTPase, leads to filopodia. At

position 95, RAC1 and other members of its subfamily have a strongly con-

served alanine. In the Cdc42 family, this position is a glutamate and the

Ala95Glu SAV in RAC1 leads to a switch-of-function: activation of this

variant RAC1 causes filopodia formation (Heo & Meyer, 2003).

A number of methods, such as FoldX, have been developed to analyse the
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Figure 1.6: The Arg132His variant in IDH1 leads to increased homodimer
stability, possibly via an interaction between His132 and Asp275. Figure
created using Pymol and PDB:1T09 (Xu et al., 2004).

extent to which SAVs can destabilise PPIs. Tokuriki et al. (2007) used FoldX

to predict the e↵ects of SAVs on protein complexes and found that while

most SAVs destabilise protein complexes, some showed increased stability.

For example, the Arg132His variant in IDH1 (isocitrate dehydrogenase 1)

stabilises the inactive homodimer, preventing the transition to the active

conformation (see Figure 1.6, Nishi et al. (2013)).
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1.2.7 SAVs and Intrinsic Disorder

Intrinsically disordered regions (IDRs) are regions of proteins with no stable

tertiary structure. Since their identification, they have been implicated in

many biological functions, such as forming linkers between domains or en-

abling a protein to interact with binding partners over a long distance by ‘fly

casting’, with an increased capture radius and reduced binding free-energy

barrier provided by simultaneous binding and folding (Huang et al., 2009b).

Many IDRs are involved in protein-protein interactions and are commonly

found in hub proteins. They are also associated with diseases such as cancer,

showing how SAVs in these regions can have a functional impact (Iakoucheva

et al., 2002).

In many cases, IDR-mediated interactions involve disorder-to-order tran-

sitions upon binding, with a short segment of the IDR folding into an ↵-helix.

These molecular recognition features (MoRFs) were found by Vacic et al.

(2012) to be disrupted by some disease-causing SAVs. It is possible that the

loss of a MoRF will impair binding to a partner and thereby cause disease.

For example, APC (UniProt:P25054) contains a disordered region over 2000

amino acids in length that binds to many other proteins, with several motifs

involved in �-catenin binding. Many SAVs identified in cancers have been

found to map to this domain, so may act by altering one or more of these

interactions (Minde et al., 2011).

As is the case for other receptor tyrosine kinases, EGFR (UniProt:P00533)

dimerises and is activated by trans-phosphorylation. It has been suggested

based on molecular dynamics simulations that the dimerisation interface

of EGFR is disordered and undergoes a disorder-to-order transition upon

dimerisation Shan et al. (2012). While some other SAVs are predicted to

cause loss of a MoRF by increasing disorder, the Leu858Arg variant is pre-
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(a) Pro262

(b) Leu262

Figure 1.7: Pro262Leu causes a loss of disorder at the C-terminal tail of
aquaporin. (a) The reference sequence has a flexible C-terminal tail. (b)
The Pro262Leu SAV causes a decrease in disorder, which may be responsible
for impaired tra�cking of the protein to the plasma membrane. The y-axis
shows the predicted disorder tendency from IUPred (Dosztányi et al., 2005),
with the dark blue line (0.5) denoting the cut-o↵ between predicted order
(<0.5) and disorder (>0.5).

dicted to decrease the level of disorder at the interface. This makes it easier

for dimers to form, leading to increased EGFR activation and cell prolifer-

ation (Shan et al., 2012).

Aquaporin-2 (UniProt:P41181) has a flexible C-terminal tail, which is

necessary for its targeting to the plasma membrane (Frick et al., 2014).

The Pro262Leu variant prevents the correct tra�cking of the protein to the

plasma membrane (de Mattia et al., 2004). IUPred predicts that this SAV

leads to a decrease in disorder (see Figure 1.7), which may be responsible
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for its impaired tra�cking.
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Method Description Reference
Bongo Changes to key residues in a protein structure. Cheng et al. (2008)
Condel Meta-predictor. González-Pérez &

López-Bigas (2011)
FATHMM HMM emission probabilities for each amino acid. Shihab et al. (2013)
FunSAV Combines sequence and structural features using a random forest. Wang et al. (2012a)
LogR Pfam Change in Pfam E-value. Cli↵ord et al. (2004)
MAPP Uses sequence conservation and physicochemical properties. Stone & Sidow (2005)
MutationAssessor Conservation in two MSAs, one of close homologues (sub-family)

and one of more distant family members.
Reva et al. (2011)

MutationTaster Bayesian classifier incorporating sequence conservation and
DNA-level features.

Schwarz et al. (2010)

MutPred Sequence conservation and predicted structural features. Li et al. (2009a)
PANTHER Substitution scores based on HMMs. Thomas & Kejariwal (2004)
PhD-SNP SVM based on sequence conservation. Capriotti et al. (2006)
PON-P Meta-predictor. Olatubosun et al. (2012)
PolyPhen Uses rules based on sequence and structure. Ramensky et al. (2002)
PolyPhen-2 Näıve Bayes classifier using sequence and structure. Adzhubei et al. (2010)
PoPMuSiC Uses statistical potentials to predict ��G. Dehouck et al. (2011)
PROVEAN Measures di↵erence in sequence similarity to homologues due to

SAV.
Choi et al. (2012)

SIFT Sequence conservation. Ng & Heniko↵ (2001)
SNAP Sequence conservation and predicted structural features. Bromberg & Rost (2007)
nsSNPanalyzer Combines SIFT with structural features. Bao et al. (2005)
SNPs&GO Sequence conservation and functional annotations. Calabrese et al. (2009)

Table 1.3: SAV phenotype prediction methods.
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1.3 SAV Phenotype Prediction

With the recent increase in the availability of data relating to individual

genetic variation, it is not feasible to experimentally determine the e↵ects

of all variants, meaning there is a growing need for bioinformatic methods

for prediction of phenotypic e↵ects. It has been estimated that the average

individual contains approximately 13,000 exonic SNPs, with around 58% of

these non-synonymous (Tennessen et al., 2012). Many of these variants will

be unique to that individual or their family, and, whilst rare variants are

more often deleterious than common variants (Kryukov et al., 2007), rarity

is not always equivalent to deleteriousness. Indeed, in some cases deleterious

variants can be common, such as the Glu6Val SAV in sickle cell anæmia,

which has a MAF of 0.114 in the 1000 Genomes Project YRI population

(Sub-Saharan Africa).

There are many methods available for predicting the e↵ects of SAVs,

reviewed in (Thusberg et al., 2011; Kumar et al., 2013) and summarised

in Table 1.3. These methods are generally based on sequence conserva-

tion and/or the structure of the protein, but can incorporate other features,

such as function. Some methods are targeted towards predicting the e↵ects

of SAVs on protein function, whereas others aim to predict their e↵ects

on disease. These two tasks are not identical, as evinced by MacArthur

et al. (2012) who showed that a healthy human genome contains numer-

ous loss-of-function variants, meaning that there can be large changes to

protein function with no disease phenotype. This can lead to very di↵er-

ent performances of a method depending on the task. SuSPect (see Chap-

ter 4) was developed with human disease in mind, so performs best at this

task, although it also shows reasonable performance at predicting functional
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changes in non-human proteins.

1.3.1 Sequence-Based Methods

The BLOSUM62 (Blocks substitution matrix) substitution matrix was de-

veloped by Heniko↵ & Heniko↵ (1992) using blocks of aligned protein se-

quences to determine the substitution rate from each amino acid to all oth-

ers. Cargill et al. (1999) used these scores to identify potentially deleterious

SAVs. However, the BLOSUM62 matrix is a general substitution matrix

and does not take into account the di↵erent amino acid propensities found

at di↵erent positions of proteins. These can be incorporated by using PSSMs

(position-specific scoring matrices), which are derived from the frequencies

of each amino acid at each position of a multiple sequence alignment (MSA).

One of the earliest methods explicitly designed for assessing the deleteri-

ousness of SAVs is SIFT (Sorting intolerant from tolerant), which is still one

of the most widely-used methods in the field (Ng & Heniko↵, 2001). SIFT

relies on the principle that if a particular variant can be tolerated at a posi-

tion, it is likely to have been sampled at some point in evolutionary history

and therefore to be present in homologous sequences. Positions with high

variability are more amenable to change, whereas other positions cannot

tolerate any variation at all. To assess this, SIFT uses high-quality multiple

sequence alignments (MSAs) of sequences likely to share a function and cal-

culates normalised probabilities for observing each amino acid at each MSA

position. Any amino acids with a probability of less than a cut-o↵ (usually

0.05) are predicted not to be tolerated at this position.

Similarly to SIFT, MutationAssessor is purely sequence-based, but uses

scores derived from two separate MSAs. One of these is built using sequences

from an entire protein family, while the other contains only sequences in the
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same sub-family. The former of these identifies positions which are conserved

across the family, whereas the latter identifies those that are specifically

conserved within a sub-family but may vary between sub-families. This

gives two scores, a conservation score and a specificity score, which are

combined into a Functional Impact Score, predicting the overall functional

impact of a variant (Reva et al., 2011).

Hidden Markov models (HMMs) represent an MSA as a set of hid-

den states (match, insertion and deletion), with transition probabilities for

switching between the states and emission probabilities representing the

likelihood of seeing each amino acid at each match position (Krogh et al.,

1994). They have been used to represent and identify protein families, based

on both sequence (e.g. Pfam (Punta et al., 2012)) and structure (e.g. SU-

PERFAMILY (Gough et al., 2001)). FATHMM (Functional analysis through

hidden Markov models) uses the MSA to build an HMM, then looks at the

emission probability of each amino acid at each position of the HMM. These

probabilities are combined with manually-curated HMMs representing pro-

tein families, derived from Pfam and SUPERFAMILY to give an overall

score based on the most informative HMM (Shihab et al., 2013).

In addition to SAVs causing a loss-of-function, many act through a gain-

of-function. These may constitutively activate the protein, either by mim-

icking the active state or destabilising the inactive state, or could introduce a

more favourable amino acid at a functionally important position (Lee et al.,

2009). B-SIFT (Bidirectional SIFT) is based on the SIFT algorithm, but

instead of simply scoring the variant amino acid at a position, it also scores

the wild-type. The theory behind this is that if a variant amino acid is

more favourable than the wild-type amino acid, this could be evidence for

a gain of function. On a test set of variants from mutagenesis studies, Lee
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et al. (2009) found that B-SIFT could discriminate activating from inacti-

vating mutations. Using SIFT scores alone allows some discrimination, but

B-SIFT shows better enrichment for the activating mutations than SIFT.

When tested on damaging variants, B-SIFT performed similarly to SIFT.

1.3.2 Structure-Based Methods

It has been suggested that incorporating information about the three-dimensional

structure of a protein can help in the interpretation of the e↵ects of mu-

tations, in particular when there are few homologous sequences available

(Saunders & Baker, 2002). As such, a number of methods have been devel-

oped which use structural data.

Bongo (Bonds on graphs) treats protein structures as residue-residue

interaction networks (RINs), with edges connecting residues which interact

with one another. The RIN for the wild-type structure can be compared

to structures incorporating the variant amino acid using graph theoretic

measures to identify key residues in the two RINs. These key residues are

defined as the minimum weighted vertex cover, or the smallest set of residues

such that their removal removes all edges from the RIN. Andante is used to

model the e↵ects of the SAV on the protein structure (Smith et al., 2007),

then the key residues are identified in this new structure. The total impact of

the mutation is the proportion of key residues from the wild-type structure

that are no longer classified as key residues in the mutant structure. This

quantifies how many structurally important residues are a↵ected by the

SAV and therefore how likely the variant is to a↵ect protein structure and

therefore function (Cheng et al., 2008).

RINs have been used to identify residues that are important for protein

folding and function (Doncheva et al., 2011). The centrality of a position
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within a RIN is used by FunSAV (Functional e↵ect predictor of single amino

acid variants), which combines this with sequence conservation and other

structural features using a random forest (Wang et al., 2012a).

PoPMuSiC (Prediction of protein mutant stability changes) is a structure-

based method which uses a linear combination of 13 statistical potentials,

weighted based on the solvent accessibility of the mutated residue, and two

terms related to the volume of the wild-type and variant amino acids. It

provides an estimate of the e↵ect of an SAV on the stability of a protein

structure, returning a prediction for the ��G (change in the folding free

energy) caused by the variant (Dehouck et al., 2011). The web-server also

looks at how ‘optimal’ each position in the protein is in terms of folding free

energy. This enables the identification of positions which are not optimised

for folding the protein and may therefore be important for function rather

than structure.

Other stability change predictors include I-Mutant, which is based on a

support vector machine (SVM) (Capriotti et al., 2005); FoldX, which uses

an energy function (Schymkowitz et al., 2005); MultiMutate, based on the

change in how optimally residues are packed in the protein according to the

Delauney tessellation of the proteins (Deutsch & Krishnamoorthy, 2007);

and Dmutant, which is based on a combination of a statistical potential and

a knowledge-based potential (Zhou et al., 2005). Khan & Vihinen (2010)

compared the performance of these and other methods and found that they

gave at best moderate performance, with a maximum MCC (Matthews cor-

relation coe�cient, a balanced performance measure defined in 2.4) of 0.12

(achieved by Dmutant).

As described in Section 1.2.6, SAVs at protein-protein interaction inter-

faces can disrupt or strengthen these interactions, and predicting whether or
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not a given variant a↵ects an interface can be important in understanding

its phenotypic impact. In 2009, Teng et al. (2009) investigated the e↵ects

of SAVs at PPI interfaces using structural models of complexes. An energy

minimisation step was carried out, both before and after altering the amino

acid, allowing ���G(SAV ) to be calculated. This value is the change in

binding energy of the complex between the wild-type and variant amino

acids. Negative values indicate a destabilisation of the complex, with many

disease-associated variants having a more negative value, in particular for

the electrostatic component of binding.

Other computational methods have since been developed to predict the

e↵ects of SAVs at protein-protein interfaces, all of which require knowledge

of the protein’s structure. The development of these has been limited by the

relative lack of curated information that can be used for training. Released

in 2012, the SKEMPI (Structural database of kinetics and energetics of

mutant protein interactions) dataset was assembled from published data

and contains data on over 3,000 free energy changes caused by SAVs in

protein complexes with experimentally solved structures, of which 2,317 are

SAVs, with the rest consisting of multiple amino acid substitutions (Moal

& Fernández-Recio, 2012). In this dataset, most variants are destabilising,

although 303 stabilise the complex by between 0.5-12.4 kcal mol�1.

mCSM uses the environment surrounding the amino acid of interest to

predict the e↵ects of variation on both monomer stability and a�nity for

protein or DNA ligands (Pires et al., 2013). BeAtMuSiC (Prediction of

binding a�nity changes upon mutations), developed by the group who also

developed PoPMuSiC, similarly uses statistical potentials to predict the ef-

fects of variants on the stability of a complex, combined with predictions on

the strength of interactions at the interface (Dehouck et al., 2013).
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Zhao et al. (2014) used a semi-supervised learning method to train clas-

sifiers for three problems: (a) increase/decrease of a�nity, (b) retention/loss

of PPI, and (c) strengthening, weakening or no change to PPI. Whilst there

is a limited training set due to the paucity of data on the e↵ects of SAVs

on PPI interfaces, the use of unlabelled data may improve learning per-

formance. The tools developed, termed SNP-IN (nsSNP-interaction e↵ect

predictor), use a 33-dimensional vector to describe each SAV, consisting of

various energy terms from FoldX combined with solvent accessibility and ge-

ometric energy terms. On the SKEMPI dataset, this method out-performed

BeAtMuSiC, with good performance also seen on challenges from the recent

CAPRI (Critical assessment of prediction of interactions) experiment.

1.3.3 Combined Methods and Meta-Predictors

Some methods, such as PolyPhen-2 (Polymorphism phenotyping v2), com-

bine features from both sequence and structure (Adzhubei et al., 2010).

PolyPhen-2 is a näıve Bayes classifier considering 11 features. These include

sequence-based features, such as the change in PSIC score (Position-specific

independent counts, a measure of how often a given amino acid occurs at a

position in an MSA) between the two amino acids, and structural features,

such as the crystallographic B-factor and the change in side-chain volume.

The structural features are obtained by identifying the structure in the Pro-

tein Databank (PDB) which best matches the sequence of the protein of

interest.

As the PDB is limited in the number of structures which are available,

some methods use predicted structural features instead. SNAP (Screen-

ing for non-acceptable polymorphisms) uses a neural network combining se-

quence conservation information, such as Pfam domains and PSI-BLAST re-

55



CHAPTER 1. INTRODUCTION

sults, with predicted structural features such as solvent accessibility (Bromberg

& Rost, 2007). MutPred is a random forest that uses a similar set of features

(Li et al., 2009a).

Numerous other features have been incorporated into predictors. For

example, SNPs&GO uses functional annotation of proteins, weighting each

Gene Ontology (GO) term by the number of disease-causing and neutral

SAVs it contains (Calabrese et al., 2009). A related approach is used by

FATHMM, which is based on the SUPERFAMILY HMMs and provides

weightings based on the ratio of disease-causing to neutral variants in a

SUPERFAMILY domain (Shihab et al., 2013).

As for other prediction tasks, such as protein structure prediction, recent

years have seen a spate of meta-predictors, which combine the outputs of

numerous other predictors to give a consensus or meta-score. For example,

Condel (Consensus deleteriousness predictor) combines scores from up to

five methods (SIFT, PolyPhen-2, MutationAssessor, LogR Pfam (Cli↵ord

et al., 2004) and MAPP (Stone & Sidow, 2005)) using a weighted average

(González-Pérez & López-Bigas, 2011). In the publication describing this

method (González-Pérez & López-Bigas, 2011), they achieve excellent per-

formance, with accuracy approaching 90% compared to up to 77.1% for the

individual tools. However, on blind tests conducted by Gnad et al. (2013)

Condel seems to perform similarly to standalone methods, with accuracy of

66-68% (see Sections 1.3.4 and 4.4.2) (Gnad et al., 2013).

PON-P (Pathogenic-or-not pipeline) is another meta-predictor combin-

ing 32 tools, including predictors of stability change, intrinsic disorder, ag-

gregation and localisation, as well as SAV tolerance predictors such as SIFT.

These features are combined using a random forest classifier and give im-

proved performance relative to using the individual predictors alone (Olatu-
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bosun et al., 2012). An updated version, PON-P2, has been developed and

incorporates more features, such as functional sites and GO annotations, as

used by SNPs&GO.

1.3.4 Analysis of Performance

The Critical Assessment of Genome Interpretation (CAGI) project began

in 2010 to analyse the current state-of-the-art in bioinformatics methods

for genome interpretation, analagous to the CASP (Critical Assessment of

Structure Prediction) experiment in protein structure prediction (Brenner

& Moult, 2010). In each of the two CAGI experiments to date there have

been tasks requiring the phenotypic interpretation of SAVs. While these

challenges are useful, the small numbers of variants included in each task

mean it is di�cult to clearly determine which methods are truly superior.

A number of papers have recently attempted to answer the question of

which methods perform the best by using large blind test sets. For example,

Thusberg et al. (2011) use the VariBench test set to assess the performance

of a number of methods. The VariBench data are derived from dbSNP

and PhenCode and consist of a total of 19,335 pathogenic and 21,170 neu-

tral SAVs (Nair & Vihinen, 2013). The neutral SAVs are from dbSNP

and have minor allele frequency (MAF) > 0.01 and chromosome sample

count > 49, meaning they are commonly occurring in the human popula-

tion and are unlikely to be deleterious. The pathogenic SAVs are obtained

from PhenCode as well as various locus-specific databases (LSDBs) and

IDbases (immunodeficiency-causing mutation databases). Based on these

data, SNPs&GO and MutPred were found to be the best-performing meth-

ods, with MCC of 0.65 and 0.63 respectively. Interestingly, this analysis

shows that inclusion of protein structural information does not always im-
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prove performance. For example, nsSNPAnalyzer combines SIFT scores

with structural features (Bao et al., 2005), but shows inferior performance

to SIFT.

Hicks et al. (2011) showed that not only is the choice of algorithm impor-

tant, but for sequence-based methods, the choice of MSA is also important.

For example, when given an MSA containing many sequences, Align-GVGD

predicts all variants to be neutral. Interestingly, the methods do not neces-

sarily perform best when using the MSAs they produce themselves.

Gnad et al. (2013) investigated the performance of predictors on the

COSMIC (Catalog of somatic mutations in cancer) dataset, which is spe-

cific for mutations occurring in cancer. They used a set of neutral SAVs from

dbSNP, although unlike Thusberg et al. (2011) they required a MAF of at

least 0.25 but had no minimum chromosome sample count. In addition to

methods such as SIFT, they investigated the performance of cancer-specific

predictors to see if these had superior performance to the more generic pre-

dictors on cancer-associated variants. Overall, they found MutationAssessor

to perform best. CHASM (Cancer-specific high-throughput annotation of

somatic mutations) (Carter & Karchin, 2014), a cancer-specific method, per-

formed better than MutationAssessor on the full COSMIC dataset, but after

removing SAVs found in CHASM’s training data, its performance dropped

to 50%, predicting all variants to be phenotypically neutral. In this test,

SNAP was outperformed by PolyPhen-2 and SIFT, contrary to the find-

ings of Thusberg et al. (2011). One possible explanation for this is that

SNAP aims to identify variants a↵ecting protein function, meaning it may

not perform as well on this test set, which is specific for disease-causing vari-

ants. Interestingly, and in disagreement with the paper reporting Condel,

the authors of this paper found that combining multiple predictors into a
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meta-predictor did not give enhanced performance.

1.4 Biological Networks

Proteins do not act in isolation in the cell, instead being involved in a multi-

tude of interactions (Vidal, 2009). Some proteins interact with nucleic acids,

controlling gene expression. Others bind to small molecules such as ATP,

perhaps acting as enzymes or as transporters. One particularly well-studied

group is protein-protein interactions. These interactions can be transient

or stable and are important in all cellular processes. Examples of stable

complexes include the ribosome or ATP synthase. Transient interactions

may be between a kinase and its substrate or a receptor and its ligand, for

example.

PPI networks, or interactomes, are constructed by treating each protein

as a node and connecting it to any proteins with which it is known to

interact. The centrality of a protein within a PPI network can be viewed

as a measure of its importance within the cell, with some sca↵old proteins

having many dozens of interaction partners, meaning loss of this protein

would a↵ect a large number of processes.

PPIs can be identified based on publications describing individual in-

teractions or using large-scale experiments such as TAP (tandem a�nity

purification)-tagging (Rigaut et al., 1999) and yeast two-hybrid screening

(Fields & Song, 1989). In TAP-tagging, two tags (protein A and calmodulin-

binding peptide (CBP)) are added to a protein, separated by a TEV (tobacco

etch virus) protease target site. Cell extract is passed over beads coated in

IgG, which binds to protein A. After washing, TEV protease is used to

remove the protein of interest (and its binding partners) from the beads.

The eluant is then passed over a second set of beads, coated in calmodulin,
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Figure 1.8: Comparison of the matrix and spoke models for edge inference.
In the matrix model, edges are inferred between all proteins present in a
complex. In the spoke model, edges are only inferred between the bait
protein and the individual proteins present in the eluant.

to which the CBP-tagged protein binds. Any binding partners can then

be eluted and identified using mass spectrometry. Using two sets of beads

reduces non-specific binding, but does limit the method’s use for transient

interactions. By covalently cross-linking proteins before purification, tran-

sient interactions can be stabilised meaning they may be identified using

TAP-tagging and other methods (Tang & Bruce, 2009).

TAP-tagging can also lead to problems with indirect interactions. For

example, if protein X is the tagged protein and proteins Y and Z are iden-

tified in the eluant, it is possible that protein Z is not binding directly to

X, with protein Y instead interacting with both of them. As such, when

protein complexes are pulled down, some true interactions (Y-Z) may be ig-

nored and incorrect interactions (X-Z) inferred. This is known as the ‘spoke
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model’, as all interactions are assumed to occur via the tagged protein (see

Figure 1.8). An alternative is to infer interactions between all members

of the complex in the ‘matrix model’ (i.e. X-Y, Y-Z, X-Z). However, this

model gives three times lower accuracy than the spoke model, so the latter

is usually the preferred method (Bader & Hogue, 2002).

In yeast two-hybrid screening, the protein of interest (’bait’) is tagged

with the DNA-binding domain of a transcription factor. A library of plas-

mids, each encoding a di↵erent ‘prey’ protein tagged with the activator

domain, is then used. If the two proteins interact, the two domains of the

transcription factor are brought together, causing expression of a reporter

gene such as GFP (green fluorescent protein) or LacZ. Unlike a�nity purifi-

cation approaches, yeast two-hybrid directly probes for binary interactions,

so there is not an issue of indirect interactions. In addition, these screens are

fast to carry out and can easily be automated, enabling a large number of

potential interaction partners to be screened in a short time. However, they

do su↵er from high false negative and false positive rates (Huang & Bader,

2009). The false positive rate may be caused by non-specific binding of the

proteins when expressed at high concentrations, while the false negative rate

may be because the fusion proteins are incorrectly localised or are unable

to bind as the wild-type proteins would. Interestingly, interactions inferred

from yeast two-hybrid screening are more precise than those reported in

single publications (Venkatesan et al., 2009).

To account for the errors in experimentally-derived interaction networks,

interactions can also be predicted based on co-expression, co-citation in

literature or phylogenetic profiling. Some databases, such as IntAct, only

include experimentally confirmed interactions. Others, such as STRING

(Search tool for the retrieval of interacting genes/proteins), also incorporate
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predictions (Szklarczyk et al., 2011). In the case of STRING, four data

types are integrated to give an overall score for how likely the interaction is

to occur, collating experimental interaction data from a number of sources,

including IntAct (Kerrien et al., 2012), BioGRID (Chatr-Aryamontri et al.,

2013) and DIP (Salwinski et al., 2004), with information from text-mining,

genomic context and co-expression. Some methods that can be used for PPI

prediction are summarised in Table 1.4.

Networks can also be used at a domain level, such as a domain-domain

interaction (DDI) network, which treats all members of a given domain

family as a single node and shows which other domains each domain interacts

with, or a domain bigram network, which connects adjacent domains in a

protein. DOMINE is a database containing 6,634 known DDIs, obtained

from the iPfam and 3did databases (Finn et al., 2005; Stein et al., 2011),

both of which extract DDIs from protein complex structures present in the

PDB (Yellaboina et al., 2011). As for PPIs, computational prediction of

DDIs can also be carried out, and DOMINE contains 13,879 predicted DDIs

with varying levels of confidence. DDI prediction methods are often based

upon using known PPIs and domain conservation, fusion and co-evolution

to infer the domain pairs most likely to mediate a given PPI (Riley et al.,

2005; Guimarães et al., 2006; Lee et al., 2006), although they can also be

based on methods such as phylogenetic profiling (Pagel et al., 2004).

Domain bigram networks have also been used when studying protein

domains. A bigram is a concept borrowed from linguistics, where it refers

to two words or letters occurring adjacent to one another in a corpus (Ju-

ravsky & Martin, 2008). When referring to protein domains, a bigram refers

to two domains being found next to one another in a protein. Centrality in a

bigram network has been related to evolutionary flexibility, with more cen-
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Method Description Reference
Phylogenetic
profiling

Based on similar patterns of
presence and absence of two
proteins across multiple species.

Pellegrini et al. (1999)

Gene fusion Two genes encoding interacting
proteins are occasionally present as
a single fused gene in another
species.

Enright et al. (1999)

Sequence
signatures

Certain ‘signatures’ may be present
across many PPIs, so identifying
these signatures in two proteins
implies they may interact.

Sprinzak & Margalit
(2001)

Co-expression Genes with similar expression
profiles may interact with one
another.

Jansen et al. (2002)

PRISM Compares protein structures to a
database of template interfaces.

Ogmen et al. (2005)

PrePPI Models protein structures, then
identifies protein complexes with
similar structures to the query
structures. Potential complexes are
then evaluated based on a
combination of structural and
non-structural (co-expression, etc.)
evidence.

Zhang et al. (2013)

Table 1.4: Methods for predicting protein-protein interactions.

tral domains found in more di↵erent combinations and connecting together

many other di↵erent domains (Basu et al., 2008; Weiner et al., 2008; Xie

et al., 2011).

There are a number of centrality measures that can be applied to protein

interaction networks, such as betweenness, coreness and degree (Diestel,

2012). These are shown in Figure 1.9. The shortest path between two
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(a) Degree (b) Betweenness

(c) Coreness (k = 1) (d) Coreness (k = 2) (e) Coreness (k = 3)

Figure 1.9: Network centrality measures. Nodes are coloured according to
their centrality, from black (lowest) to white (highest). In c-e, nodes are
removed if their degree is less than the value of k.

nodes is the path requiring the fewest edges, or the edges with the lowest

total weight. Betweenness centrality is the proportion of all shortest paths

passing through a given node and shows which nodes act as bottlenecks for

the network (Figure 1.9b, Freeman (1977)). Degree centrality (Figure 1.9a)

is the number of connections made by a node, corresponding to the number

of interaction partners a protein has. This is a local centrality measure, as

it does not take into account the global structure of the network. Coreness

centrality is a more global measure of centrality and is calculated using an

iterative process whereby all nodes with a degree  k are removed together

with all their edges (Borgatti & Everett, 1999). This is repeated until all

remaining nodes have a degree of at least k, leaving the k-core. The coreness

of a node is defined as the value of k for which the node is present in the
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k-core but not the k + 1-core (Figure 1.9c).

1.5 Identification of Disease-Causing Genes

While methods such as SIFT and PolyPhen-2 are useful in predicting whether

or not an SAV will be damaging, they cannot identify which disease it is

likely to cause. In addition, GWAS do not explicitly identify a particular

gene as causing a disease, but will instead identify tagSNPs tagging a lo-

cus which can contain many genes, any one of which may be involved in

the disease. In order to identify likely disease-causing genes, a number of

bioinformatics methods have been developed (Bromberg, 2013). These use

a variety of data, often in the form of a network to exploit the guilt-by-

association principle, which hypothesises that interacting proteins are likely

to cause the same or similar diseases. Correspondingly, Wang et al. (2012b)

find that not only are interacting proteins more likely to be involved in the

same disease, but that the e↵ect is magnified for SAVs occurring on the

interaction interface between the two proteins. It has, however, been sug-

gested that the guilt-by-association principle is only applicable to certain

proteins, whose properties are not reflective of the network on the whole

(Gillis & Pavlidis, 2012). Guo et al. (2013) have also found that, while re-

cessive SAVs on the interaction surface of two proteins are likely to cause

the same disease, the same is not true for SAVs leading to dominant dis-

eases, which are more commonly found outside of interfaces. Even when

SAVs leading to dominant diseases are located on the interface between two

proteins, they lead to distinct phenotypes. For example, SAVs in FBN1

can lead to Marfan syndrome (MIM:154700), while SAVs at the correspond-

ing interface of FBN2 lead to contractural arachnodactyly (MIM:121050), a

similar but distinct disease (Guo et al., 2013).

65



CHAPTER 1. INTRODUCTION

To connect genes and variants with diseases it is therefore useful to

understand the context of the protein within the interactome. A number of

methods have been developed which use PPI networks to prioritise particular

genes for association with diseases of interest. These methods have since

been extended to apply to specific variants.

One of the first methods to use a PPI network for disease gene prioritisa-

tion was CIPHER (Correlating protein interaction network and phenotype

network to predict disease genes), developed by Wu et al. (2008), which uses

a combination of a protein-protein interaction network and a disease sim-

ilarity network. The latter network is constructed using disease similarity

scores from van Driel et al. (2006), who text mined the clinical description

section of the OMIM database and identified MeSH (Medical subject head-

ing) terms therein. Diseases were then compared by comparing their MeSH

terms. For each query disease, CIPHER first constructs a disease similar-

ity profile from the MeSH–based scores. Next, the distance between each

protein and all known disease-associated proteins in the PPI network is cal-

culated, giving a closeness profile for the gene. The correlation between the

similarity and closeness profiles is then calculated and used as a score for

the gene.

Based on the guilt-by-association principle, random walks have been used

to identify those proteins located near to known disease-causing proteins in

the PPI. Köhler et al. (2008) use a random walk with restart. In this, a

random walker starts from one of a set of ‘seed nodes’, defined as those

proteins known to be associated with a disease in the same family as the

disease of interest (coloured black in Figure 1.10a). The walker then moves

around the network, at each time step either moving to a seed node or

choosing at random an edge adjacent to the node on which it is currently
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(a) (b) (c)

Figure 1.10: Random walk with restart. (a) The walker begins at the seed
node(s) (coloured black). (b) At each step, the walker moves to a neigh-
bouring node, with probability related to the edge weight, or returns to a
seed node, upweighting nodes close to the seed(s). (c) At equilibrium, the
probability of the walker being present at each node can be found (denoted
by colour, from black (high) to white (low).

located (Figure 1.10b):. This will eventually reach an equilibrium state,

at which point the probability of the walker being at each node can be

calculated (Figure 1.10c). This probability is used as a score denoting how

likely each protein is to be associated with the query disease family.

While the method used by Köhler et al. (2008) uses 110 manually cu-

rated disease families, Vanunu et al. (2010) use the disease similarity scores

mentioned above to determine which nodes should be used as seed nodes:

proteins associated with diseases phenotypically similar to the query disease

are included in the set of seed nodes for a random walk. The phenotype

similarity scores are the same as those used by CIPHER (van Driel et al.,

2006), and the likelihood of a random walker starting at each of the seed

nodes is related to the similarity between the query disease and the dis-

ease(s) related to the node. This method, termed PRINCE (Prioritisation

and complex elucidation), outperforms both CIPHER and a simple random

walk.

Most PPI-based methods have used interactomes obtained for the full
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human proteome. However, not all proteins are expressed in all tissues, and

if a disease is associated with specific tissue(s), it is unlikely to be caused

by genes which are not expressed in that tissue. As such, two groups have

used tissue-specific PPI networks for gene prioritisation and have found that

this gives improved performance compared to using a single network for all

diseases (Magger et al., 2012; Guan et al., 2012). One potential problem

is the di�culty in linking diseases to tissues to determine which network

should be used, but in some cases, the tissue-specific networks can be used

to uncover these disease-tissue links (Magger et al., 2012).

ENDEAVOUR uses PPI network information but also includes similarity

between candidate proteins and seed proteins in a number of other fields,

such as GO annotation, gene expression, sequence similarity and shared

transcription factor-binding motifs (Aerts et al., 2006). Since being released,

ENDEAVOUR has been extended to prioritise individual variants for their

association with a query disease. eXtasy combines ENDEAVOUR scores

associating a protein and the query disease with phenotypic impact scores

from SIFT, PolyPhen-2 and several other methods. By doing this, they are

able to provide SAV scores specific for a given disease (Sifrim et al., 2013).

Whilst many methods use networks to prioritise genes, there are other

sources of information, such as phenotypic similarity with mutant models in

other species. Oellrich et al. (2012) use semantic similarity between mouse

and human phenotype descriptions to prioritise genes for association with

deafness. A similar approach was used to identify ‘phenologs’, which are

mutant models with phenotypes orthologous to human diseases. Some of

these phenologs are non-obvious but are due to diverse phenotypes being

caused by disruption of orthologous pathways, such as ectopic vulvae for-

mation in C. elegans as a model for human retinoblastoma. By identifying
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genes present in the phenolog pathways, candidate genes for the human

phenotype can be identified (McGary et al., 2010).

PHIVE (Phenotypic interpretation of variants in exomes) is another

method for prioritising variants specifically for a given disease, but unlike

eXtasy it does not use any PPI information (Robinson et al., 2014). Instead,

it bases its gene-disease scores on phenotypic relevance scores, calculated by

looking at the semantic similarity between the phenotypes associated with a

disease (encoded using the Human Phenotype Ontology (HPO)) and those

observed in 28,176 mouse mutant models (encoded using the Mammalian

Phenotype Ontology (MPO)). Whilst mouse models with mutations in or-

thologous genes are only available for 32% of human genes, where a model

is available they find that using the phenotypic relevance score helps to

improve identification of the correct gene and variant from an exome.

Like PHIVE, Phevor (Phenotype-driven variant ontological re-ranker)

does not rely on diseases as described in OMIM, instead integrating multi-

ple biomedical ontologies with variant phenotype predictors to rank variants

(Singleton et al., 2014). This makes it highly flexible as users can find and

use the ontological terms describing the phenotypes manifested by the pa-

tient. Ontologies are integrated based on gene annotations, meaning terms

from two di↵erent ontologies that share similar gene lists will be connected

with one another. Finding the terms of interest in each ontology gives a set

of ‘seed terms’ for each, which can then be used to prioritise other terms for

potential association with the phenotype of interest via so-called ontological

propagation. Genes are then ranked based on these ontology scores, and

these rankings combined with variant scores for any SAVs within the gene,

leading to an overall ranking of variants for association with the phenotype

of interest. In a small test of 100 disease-associated variants added into
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exomes, Phevor was able to rank the disease-associated gene in the top 10

in 94 cases with an average rank of 719, out-performing PHIVE (Singleton

et al., 2014).

MendelScan combines multiple sources of knowledge to prioritise disease-

associated variants, including the segregation of variants with the phenotype

of interest within a family (Koboldt et al., 2014). Scores are assigned for

each variant according to how well they segregate with the phenotype, their

prevalence within the population, the expression of the gene in the tissue

of interest, and the annotation of the variant, for example with SIFT or

PolyPhen-2 scores, or as nonsense, etc. These four scores can be adjusted

by the user as desired, for example to give increased weighting to non-

synonymous versus synonymous variants, and are multiplied together to give

the overall score. Whilst this method leverages data from a wide variety of

sources, the need for information from multiple family members may limit

its applicability.

1.6 Annotation of Proteomes

One of the surprises of the Human Genome Project was how few protein-

coding genes are present in the human genome (around 20,000). Despite this

unexpectedly low number, structural and functional annotation of the pro-

teome is an ongoing process. There are a number of ways in which proteomes

can be annotated, including protein domains, structure and function.

1.6.1 Protein Domains

Protein domains are often viewed as being the functional units of proteins,

each contributing a particular function to a protein. For example, many

transcription factors will contain a DNA-binding domain and an activation
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domain, which act together to bring about the transcriptional activation

function of the protein. Domains can be identified either structurally or

based on sequence conservation. SCOP (Structural classification of proteins)

and CATH (Class, architecture, topology, homologous superfamily) are two

structure-based methods. As these methods rely on there being an available

structure of the protein, sequence-based methods give higher coverage of the

genome.

SUPERFAMILY and Pfam are two of the most commonly-used sequence-

based methods, each relying on alignment of a protein to HMMs representing

domain families. In the case of SUPERFAMILY, each SCOP superfamily is

represented as a group of HMMs. Any sequence significantly matching one

(or more) of these HMMs is regarded as being a member of the superfamily

(Gough et al., 2001).

The Pfam database consists of 14,831 families (as of Pfam-A 27.0), each

represented by a single HMM. There are also Pfam-B families, which are

not manually curated so are likely to be of lower quality but increase the

coverage of the database. Currently, 79.87% of proteins in the sequence

database used (Pfam-Seq, based on UniProt) contain at least one Pfam-A

domain, and 58.09% of residues fall in a Pfam domain (Finn et al., 2014).

Because these domains are purely sequence-based, they do not rely on having

an experimentally-solved structure. This means domains that cannot be

crystallised easily, such as intrinsically disordered regions or transmembrane

domains, can still be assigned to a family, increasing coverage.

1.6.2 Protein Structures

Currently, there are experimentally solved structures of around 8,000 hu-

man proteins in the PDB (as of 07-Feb-2014, excluding proteins with more
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than 95% sequence identity), many of which will only be fragments of pro-

teins. This means there is a large part of the human proteome for which

there are no experimentally solved structures available. Because knowledge

of a protein’s three-dimensional structure can be useful in determining its

function, there have been many e↵orts to increase the structural coverage of

the proteome by using structure prediction methods. These are commonly

based on homology models, which are based on finding a template structure

homologous to the protein of interest. Clearly, the more di↵erent structural

domain families are represented in the PDB, the greater the coverage of

the proteome will be in terms of being able to find a homologous template.

As such, structural genomics projects have been established to solve the

structures of many di↵erent proteins using high-throughput methods.

Phyre2 is a widely-used homology-based protein structure prediction

method (Kelley & Sternberg, 2009). It uses PSI-BLAST to collect ho-

mologous sequences, which are then used to build an HMM describing the

alignment. This HMM is compared to HMMs describing potential template

structures. Templates are ranked based on how likely they are to be truly

homologous and how good the HMM-HMM alignment is, and the highest

scoring template used to build a model. Phyre2 is part of the Genome3D

consortium, a project aiming to bring together structural models produced

by a variety of methods to give an idea of the structural coverage of pro-

teomes, including human, mouse and E. coli (Lewis et al., 2013).

One problem with homology modelling is that, whilst structure is better

conserved than sequence in homologous proteins, small di↵erences between

related structures are di�cult to accurately capture in the models. There

are also often parts of the protein that cannot be accurately modelled due

to a lack of a template. Structural genomics initiatives are likely to help
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this situation, but there will still be numerous regions that are di�cult to

crystallise and obtain a structure of. A further problem is joining together

domains in a multi-domain protein. If there are templates for the two do-

mains but no template containing both, it is di�cult to determine how best

to fit together the two domains.

1.6.3 Protein Function

There are a number of ways of annotating proteins with their function,

including the Gene Ontology (GO) and Enzyme Commission (EC) number-

ing system. These provide human- and machine-readable annotations for

proteins based on their function. Proteins can also be sorted into path-

ways, reflecting a functional pathway in the organism such as the insulin

signalling pathway. KEGG (Kyoto encyclopædia of genes and Genomes)

and Reactome are two commonly-used sources of pathway annotation, al-

though others are available.

Functional annotations are often limited by the need for manual curation

in many cases. Whilst there are automatic methods for functionally annotat-

ing proteins with GO terms or EC numbers, these may be inaccurate and

mistakes can be propagated to multiple proteins before they are noticed.

However, a study from Skunca et al. (2012) found that computationally

inferred annotations are almost as accurate as manual annotations, with

mean reliabilities (a measure of how likely an annotation is to be confirmed

or refuted in consequent releases of GO) of 0.52 and 0.58, respectively.

1.7 Scope of Thesis

This thesis is concerned with understanding and predicting how SAVs are re-

lated to disease. I will begin by describing disease-propensity, a classification
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for proteins and domains based on how likely they are to contain disease-

causing and neutral SAVs. This classification identifies those proteins and

domains which are significantly likely or unlikely to harbour disease-causing

variants. Chapter 3 explores why these di↵erences may exist. Based on those

results, Chapter 4 outlines the development of SuSPect, a method for pre-

dicting the phenotypic e↵ects of SAVs. The chapter charts its development

from a näıve method based purely on disease-propensity to a more sophis-

ticated machine learning approach that outperforms all currently-available

methods tested. Chapter 5 describes an extension of SuSPect, called PriMe

SuSPect, which prioritises SAVs specifically for a given disease of interest,

using the network-based gene prioritisation methods outline in Section 1.5.

Finally, Chapter 6 describes a machine learning method developed to filter

errors from next-generation sequencing variant data.
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Materials and Methods

2.1 SAV Data

SAVs were downloaded from Humsavar, a database of human single amino

acid variants from UniProt-KB (Yip et al., 2008; The Uniprot Consortium,

2011). These SAVs are annotated as either Disease, Polymorphism or Un-

classified. Disease SAVs are those associated with disease, whereas Poly-

morphisms are not thought to be disease-associated. Unclassified SAVs have

been identified in a disease sample, such as a tumour, but are not known to

be causative for the disease. Unless otherwise specified, the version released

on 21st September 2011 was used. This version contains 21,419 Disease

and 36,825 Polymorphism SAVs. The majority of SAVs in Humsavar are

caused by single nucleotide variants, but 168 in the version used require the

substitution of at least two nucleotides.

1000 Genomes Project (1KGP) variants were downloaded from the 1000

Genomes Project FTP site (The 1000 Genomes Project Consortium, 2011)

and exonic SNVs (both synonymous and non-synonymous) from the Exome

Variant Server (Exome Sequencing Project, 2011). These were mapped to

UniProt sequences using ANNOVAR (Wang et al., 2010a) and BLAST-P

(Altschul et al., 1990).
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2.2 Domain Annotation

HMMER (Finn et al., 2011) and pfam scan.pl (downloaded from ftp://

ftp.sanger.ac.uk/pub/databases/Pfam/Tools/) were used to annotate

protein sequences with Pfam domains (Punta et al., 2012). Pfam is a

manually-curated database of protein families, each consisting of a hidden

Markov model (HMM). Protein sequences are compared to the HMM to

determine whether or not the sequence is a member of the protein family.

Pfam versions 25.0 and 26.0 were used as specified throughout this the-

sis. Transmembrane helices were predicted using TMHMM (Sonnhammer

et al., 1998) and intrinsically disordered regions (IDRs) using IUPred with

the ‘short’ option (Dosztányi et al., 2005). ANCHOR was used to identify

predicted disordered peptide binding regions (Meszaros et al., 2009).

2.3 Networks

A protein-protein interaction (PPI) network was obtained by filtering the

STRING functional network for experimentally verified edges (Szklarczyk

et al., 2011). STRING contains edges connecting proteins and genes based

on a number of sources of evidence, including high-throughput experiments,

text-mining, homology, co-expression and conservation, each of which are as-

signed weights according to the confidence in there being a physical or func-

tional interaction between the two genes. The PPI network contained only

edges with evidence for a physical interaction. A second network (No Text)

included all edges and edge weights except those with only text-mining evi-

dence.

The domain-domain interaction (DDI) network was downloaded from

DOMINE, using the verified interactions and high-confidence predictions
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(Yellaboina et al., 2011). A domain bigram network was created by connect-

ing all pairs of domains that occur less than 30 residues from one another in

a human protein (Xie et al., 2011). A 30 residue cut-o↵ was used because

most Pfam families (4,254/4,369) are longer than this, so it is unlikely that

an unannotated domain is harboured in a linker of this size.

2.4 Evaluation of Performance

For classification, the numbers of true positives (TP), true negatives (TN),

false positives (FP) and false negatives (FP) are counted and used to as-

sess performance. For SuSPect and PriMe SuSPect, TP and TN refer to

correctly-classified disease-associated and neutral SAVs, respectively.

Accuracy is defined as the proportion of correctly classified examples:

Accuracy =
TP + TN

TP + TN + FP + FN
(2.1)

As this can be a↵ected by unbalanced data sets (i.e. those with more

members of one class than another), balanced accuracy (BA) can be used

as an alternative:

Balanced Accuracy =
0.5⇥ TP

TP + FN
+

0.5⇥ TN

TN + FP
(2.2)

Recall (also called sensitivity) is the number of positive cases correctly

classified as positive:

Recall =
TP

TP + FN
(2.3)

Precision is the proportion of cases predicted to be positive which are

true positives:

Precision =
TP

TP + FP
(2.4)

77



CHAPTER 2. MATERIALS AND METHODS

Another balanced measure of performance is the Matthews correlation

coe�cient (MCC), which is the correlation between the true and predicted

classes of the data:

MCC =
TP ⇥ TN � FP ⇥ FN

p
(TP + FP )(FP + FN)(TN + FP )(TN + FN)

(2.5)

For PriMe SuSPect, the enrichment factor (EF) was calculated as:

EF =
Precision
(TP + FN)/N

(2.6)

where N is the total number of variants.

For the whole-genome variant filtering, Fdi↵ and Fshared, and their ratio,

were used as measures of performance. Fdi↵ is defined as:

F
diff

=
D

removed

D
removed

+D
kept

(2.7)

where D
removed

is the number of discordant SNVs removed by filtering and

D
kept

is the number of discordant SNVs remaining after filtering. Similarly,

Fshared is defined as:

F
shared

=
S
removed

S
removed

+ S
kept

(2.8)

MCC was also calculated for the whole-genome filtering, using Equation

2.5 where TN = D
removed

, TP = S
kept

, FN = S
removed

and FP = D
kept

.

Box-plots show the median and upper/lower quartiles as the box, with

whiskers extending to the most extreme points located at most 1.5 times

the interquartile range above/below the upper/lower quartile. Outliers are

not shown unless otherwise stated. Where notched box-plots are shown,

non-overlapping notches suggest significant di↵erences between medians at
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a 95% confidence level (McGill et al., 1978).

2.4.1 ROC Curves

Receiver operating characteristic (ROC) curves plot the true positive rate

of a method as a function of false positive rate, calculating these metrics at

various score cut-o↵s. The area under the curve (AUC) corresponds to the

probability that a randomly selected positive example is assigned a higher

score than a randomly selected negative example. These were plotted using

the pROC package in R and compared using DeLong’s test (see Section 2.5.2)

or Wilcoxon tests (paired or unpaired, as specified).

2.4.2 BEDROC

The Boltzmann-enhanced discrimination of ROC curves (BEDROC) was de-

veloped for use in chemical drug screening (Truchon & Bayly, 2007), which

involves testing the activity of many thousands of chemicals in silico and

attempting to enrich for chemicals showing activity in vitro. As it is fi-

nancially and practically di�cult to test many thousands of chemicals for

activity even after a computational screening method, early enrichment is

important. This means active chemicals should be ranked as highly as pos-

sible, with the left-hand section of the ROC curve given a greater degree of

weighting.

BEDROC is calculated using the following equation:

BEDROC =

P
n

i=1 e
�↵

ri
N

n

N

✓
1�e

�↵

e

↵
N �1

◆ ⇥
n

N

sinh(↵2 )

cosh(↵2 )� cosh(↵2 � ↵n

N

)
+

1

1� e↵(
N�n
N )

(2.9)

where N is the total number of variants across all exomes, n is the num-

ber of positive examples (disease-associated variants), r
i

is the ranking of
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disease-associated variant i across all exomes, and ↵ is a weighting parame-

ter. The value of ↵ was set to 69.3 as this gives 50% of the weighting to the

top 5% of variants (Truchon & Bayly, 2007), corresponding to approximately

the top 185 variants in an exome.

To compare BEDROCs for di↵erent methods, the BEDROC was calcu-

lated for each cross-validation set and the distribution of BEDROC values

compared using a paired or unpaired Wilcoxon test (see 2.5.1), depending

on whether the methods being compared were tested on the same exomes.

2.5 Statistical Tests

2.5.1 Wilcoxon Test

Unpaired

The Mann-Whitney-Wilcoxon test is a test to determine whether two pop-

ulations are the same. Unlike the t-test, it does not require the populations

to be normally distributed. In this test, the two samples are combined and

all values are ranked. The sum of the ranks of all values in each of the two

samples is found (R1 and R2 are the sums of ranks for samples 1 and 2,

respectively). The U -statistic is then calculated as:

U1 = n1n2 +
n1(n1 + 1)

2
�R1 (2.10)

where n
i

is the size of sample i. U2 is also calculated and the smaller of

the two U values used to determine significance. Unless otherwise stated, a

two-tailed test is used to determine whether the two distributions di↵er.
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Paired

The Wilcoxon signed-rank test is used to compare ranks when the two dis-

tributions are drawn from repeated measurements on the same sample, e.g.

using two di↵erent ranking methods on a given set of variants. For this test,

variants are ordered according to the absolute size of the di↵erence in ranks

between the two samples (|x2,i � x1,i|) and the W statistic calculated as:

W = |
NrX

i=1

[sgn(x2,i � x2,i) ·Ri

]| (2.11)

where N
r

is the number of variants changing in rank between the two

samples, x
j,i

is the ranking of variant i in sample j and R
i

is the ranking of

the di↵erence between the two rankings.

2.5.2 DeLong’s Test

To compare ROC curves, DeLong’s non-parametric test was used (DeLong

et al., 1988). The area under a ROC curve represents the probability that

when variants are randomly selected from the positive and negative sets, the

score will place them in the correct order, for example giving the disease-

associated variant a lower SIFT score than the neutral variant. As this value

is equivalent to the Mann-Whitney U -statistic for comparing between the

two distributions, DeLong’s test uses theories for generalised U -statistics to

generate a covariance matrix and thereby analyse whether or not the two

curves are di↵erent.

This test was implemented as the roc.test function in the pROC package

for R, which calculates the two-tailed p-value using an unpaired t-test with

unequal sample size and unequal variance.
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2.5.3 �2 Test

To test for independence between two groups, the �2 test was used. The

�2 statistic was calculated according to Equation 2.12, where O
i

and E
i

are

the observed and expected frequencies respectively and N is the number of

groups:

�2 =
NX

i=1

(|O
i

� E
i

|)2

E
i

(2.12)

Where any value in a cell was less than 5, Yates’s correction was used to

reduce the over-estimation of statistical significance (Yates, 1934):

�2
Y ates

=
NX

i=1

(|O
i

� E
i

|� 0.5)2

E
i

(2.13)
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Chapter 3

Classifying Proteins and Domains

According to Disease-Propensity

This chapter describes a classification method devised to identify those

proteins and domains that are particularly likely or unlikely to contain

disease-causing SAVs. By grouping proteins and domains in this way and

looking for di↵erences between the extreme groups, it is possible to identify

features which may be of use for discriminating between deleterious and

neutral SAVs. The results described in this chapter have been published in

Yates & Sternberg (2013a).

3.1 Disease-Propensity

3.1.1 Motivation

Previous work has investigated the di↵erences between disease-associated

and non–disease-associated proteins (López-Bigas & Ouzounis, 2004; Goh

et al., 2007; Chavali et al., 2010). This approach involves simply dividing

proteins into two groups based on whether or not they have been associated

with a disease. Even if a protein contains many known SAVs, none of

which are associated with disease, a single disease-associated variant will

su�ce to cause the protein to switch group. In this chapter, I describe an
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alternative approach that aims to identify those proteins and domains with

significantly high or low numbers of disease-associated variants. The groups

of proteins thus generated will contain those proteins in which variants are

highly likely or unlikely to be associated with disease. By studying the

di↵erences between these two extreme groups of proteins, it may be possible

to identify features that increase the likelihood for a given protein to contain

disease-associated variants.

In this chapter, the same methodology is also applied to protein domain

families, in order to identify those domains that are similarly enriched for

disease-associated or neutral SAVs. Domains are used because they are the

functional and evolutionary subunits of proteins. A single domain family can

be found dozens or even hundreds of times throughout the human proteome,

meaning understanding gained from a domain in one protein may apply

to the same domain occurring in a di↵erent protein. Use of domains also

gives increased coverage of the proteome as a single domain family can be

found in many di↵erent proteins. To my knowledge, this is the first study

investigating the features of particular protein domains that render them

more likely than others to contain disease-associated SAVs.

Two hypotheses are suggested for why certain proteins and domains

might contain significantly fewer than expected disease-causing SAVs. Un-

der the first hypothesis, termed the ‘mostly-lethal’ hypothesis, most damag-

ing SAVs in these proteins and domains lead to lethality, meaning deleteri-

ous variants are not observed and these proteins and domains are only seen

to contain neutral SAVs. Alternatively, under the ‘mostly-tolerated’ hy-

pothesis, these proteins and domains are able to tolerate sequence variation

without it leading to disease. The features investigated support the mostly-

tolerated hypothesis, with certain proteins and domains having greater flex-
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ibility in the variants they are able to accommodate without phenotypic

impact.

3.1.2 Classifying Domains and Proteins

In order to classify proteins and domains, SAVs from Humsavar (2011-09-

21) and the 1000 Genomes Project (1KGP) were used. Variants in Hum-

savar are classified as ‘Disease’ and ‘Polymorphism’ depending on whether

or not they are associated with disease. The Humsavar dataset used con-

tains 21,419 Disease and 36,825 Polymorphism SAVs. In addition to the

manually curated Humsavar data, any SAVs from 1KGP with a minor allele

frequency (MAF) greater than 0.10 were assumed to be neutral and added

as extra putative ‘Polymorphisms’ in order to provide an unbiased set of

SAVs. This yielded 13,860 putative Polymorphisms, of which 1,471 were

not also present in Humsavar, giving a total of 38,296 Polymorphisms.

HMMER (Finn et al., 2011) and pfam scan.pl (downloaded from ftp://

ftp.sanger.ac.uk/pub/databases/Pfam/Tools/) were used to annotate

protein sequences with Pfam domains (Punta et al., 2012). Version 25.0 of

Pfam was used. In each Pfam domain family, the number of Disease and

Polymorphism SAVs is counted across all examples of the domain in the

human proteome. In total, 51% of SAVs in Pfam domains are classified

as Disease. A binomial test was used to determine whether the observed

number of Disease SAVs was significantly higher or lower than expected,

based on a 51% probability of any given SAV being classed as Disease.

The significance test was carried out as follows, where d is the number

of disease-causing SAVs, p is the probability of any SAV being classed as

disease-causing (0.51 in the case of Pfam domains), and n is the total number
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of SAVs in the Pfam family:

P (D  d) =
dX

i=0

n!

i!(n� i)!
pi(1� p)n�i (3.1)

Alternatively, if there are more Polymorphism than Disease SAVs, the

following probability is calculated:

P (D � d) =
nX

i=d

n!

i!(n� i)!
pi(1� p)n�i (3.2)

If, after Bonferonni correction for multiple testing (Sha↵er, 1995), the

domain has significantly (p < 1.14 ⇥ 10�5) more Disease SAVs than ex-

pected by chance, it is classed as disease-susceptible. If it has significantly

fewer, it is disease-resistant. Any domains with no significant di↵erence are

classed as ‘other’. The same procedure was carried out to classify proteins,

although the background probability is lower (38%) as SAVs found in Pfam

domains are more likely to be disease-causing than those elsewhere, and the

probability required for significance was lower due to the higher number of

proteins than domain families (p < 2.47⇥ 10�6).

Out of 20,257 proteins and 4,369 Pfam families, 311 proteins and 112

Pfam families could be classified as disease-susceptible and 32 proteins and

67 Pfam families as disease-resistant. Whilst this is a small fraction of the

total number of Pfam families found in the human proteome, these families

cover a total of 11.6% of all residues in the proteome and account for 35.7%

of all individual domains (Table 3.1).
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Pfam families Domains Residues
Disease-susceptible 112 (2.6%) 2,910 (7.6%) 369,892 (3.3%)
Disease-resistant 67 (1.6%) 10,783 (28.1%) 939,587 (8.3%)
Resistant+D 40 (0.9%) 10,123 (26.4%) 859,456 (7.6%)
Resistant-D 27 (0.6%) 660 (1.7%) 80,131 (0.7%)
Other 4,190 (95.9%) 24,712 (64.3%) 3,060,688 (27.1%)
All domains 4369 38,405 4,370,167
All residues 11,293,545

Table 3.1: Proteome coverage of disease-susceptible and disease-resistant
domains. The percentages shown are the percentage of all residues in the
proteome contained in each group of domains. Disease-resistant domains can
be sub-divided into two groups: those containing disease-associated variants
(Resistant+D) and those with only neutral variants (Resistant-D).

3.2 Results

3.2.1 Sequence Conservation

To investigate the sequence conservation of these proteins and domains, the

conservation between human and mouse orthologues (where available) was

compared. Mouse orthologues of human proteins were identified using the

Mouse Genome Informatics database (MGI, Eppig et al. (2012)) and per-

centage sequence identities found after alignment using BLAST-P (Altschul

et al., 1990).

SNP A/S was calculated using SNPs from the Exome Variant Server

(EVS, Exome Sequencing Project (2011)). SNP A/S is a within-species ra-

tio of the number of observed non-synonymous variants per non-synonymous

site to synonymous variants per synonymous site, calculated using the fol-

lowing equation:

A/S =
A/NA

S/NS

(3.3)

where A is the observed number of non-synonymous variants, N
A

is the
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number of possible non-synonymous variants in the sequence, and S and

N
S

are the equivalent values for synonymous variants (Liu et al., 2008).

dN/dS values between human and mouse sequences were obtained from

the Ensembl Biomart (Flicek et al., 2014). dN/dS is a between-species esti-

mation of the ratio of non-synonymous to synonymous mutations between

two species, showing how selective pressure has acted on the gene in the

course of evolution. dN/dS < 1 suggests purifying selection, while dN/dS

> 1 implies positive selection.

Human and mouse orthologues of disease-susceptible proteins show sig-

nificantly higher sequence conservation than disease-resistant (Wilcoxon test,

p < 10�7) or other (p < 10�5) proteins (see Figure 3.1). They also have a sig-

nificantly lower dN/dS than disease-resistant (p < 0.05) or other (p < 10�11)

proteins, implying the sequences of these proteins have been more strongly

conserved than those of other or disease-resistant proteins, even taking into

account the overall mutation rate of the genes encoding these proteins. They

also have significantly lower SNP A/S than disease-resistant (p < 10�3) or

other (p < 0.05) proteins, showing that their sequences are less variable

within humans as well as between species.

Disease-susceptible domains do not show significantly higher conserva-

tion than other domains when measured by SNP A/S or by sequence identity

to mouse domains (see Figure 3.2). Disease-resistant domains, on the other

hand, have significantly lower sequence identity with mouse orthologues

than other or disease-susceptible domains (Wilcoxon test, p < 10�11 and

p < 10�11), as well as having higher SNP A/S than other (p < 2.2⇥ 10�16)

or disease-susceptible (p < 2.2⇥ 10�16) domains.

By separating disease-resistant domains into those with and without

disease-associated SAVs, the di↵erences are even more stark, with those do-
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Figure 3.1: Protein sequence conservation, measured by (a) percentage iden-
tity to mouse orthologues, (b) SNP A/S, and (c) dN/dS. Asterisks show
Wilcoxon test p-values: * p < 0.05, ** 10�5  p < 10�3, *** p < 10�5. Box-
plots show the median and upper/lower quartiles as the box, with whiskers
extending to the most extreme points located at most 1.5 times the in-
terquartile range above/below the upper/lower quartile. Non-overlapping
notches imply significant di↵erences between medians at a 95% confidence
level (McGill et al., 1978).
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Figure 3.2: Domain sequence conservation, measured by (a) percentage iden-
tity to mouse orthologues, and (b) SNP A/S. Asterisks show Wilcoxon test
p-values: * p < 0.05, ** 10�5  p < 10�3, *** p < 10�5.

mains containing no disease-associated variants (Resistant–D) having higher

SNP A/S (p = 0.04) and lower sequence identity with orthologous mouse

sequences (p = 0.01) than those containing disease-associated SAVs. Whilst

this di↵erence is small, it shows that these features are well correlated with

the presence of disease-associated variants, even within those domains with

very few disease-associated variants.

3.2.2 Essentiality and Loss-of-Function

Putative essential proteins were defined as those encoded by genes with

mouse orthologues whose knockout leads to a phenotype containing the

phrase ‘lethal’ or ‘premature death’ (Goh et al., 2007; Eppig et al., 2012).

Mouse orthologues and phenotypes were obtained from the MGI database

(Eppig et al., 2012). 49.8% of disease-susceptible proteins are encoded by
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Figure 3.3: Essential proteins identified based on the phenotype of mouse
knockouts of orthologous genes, divided according to the classification of (a)
the protein, and (b) any domains present in the protein. Where a protein
contains domains of multiple classifications, it is counted in each group.

essential genes, as are 38.7% of proteins containing disease-susceptible do-

mains (see Table 3.2 and Figure 3.3). This is significantly higher than other

or disease-resistant proteins (�2 test, p < 2.2⇥ 10�16), implying that these

SAVs are a↵ecting proteins and domains that carry out important functions,

impairment of which is likely to lead to disease. Disease-resistant proteins

and domains, on the other hand, are more able to tolerate variants because

they are less likely to be taking part in essential processes, so impairment

of function can be tolerated without causing disease.

Essential Loss-of-Function

Proteins
Resistant 6 (18.8%) 7 (21.8%)
Susceptible 155 (49.8%) 8 (2.6%)
Other 2,316 (11.6%) 905 (4.5%)

Domains in
Proteins

Resistant 4 (11.7%) 2 (6.9%)
Susceptible 120 (38.7%) 11 (3.5%)
Other 2,987 (15.0%) 876 (4.4%)

Table 3.2: Number (percentage) of proteins proposed to be essential or to
contain loss-of-function mutations, grouped by type of protein and by the
type of domains contained.
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function variants

Figure 3.4: Proteins containing loss-of-function variants from MacArthur
et al. (2012), divided according to the classification of (a) the protein, and
(b) any domains present in the protein. Where a protein contains domains
of multiple classifications, it is counted in each group.

A set of putative loss-of-function variants were obtained from MacArthur

et al. (2012). These are variants that introduce a premature stop codon,

disrupt a splice site or remove either the first exon or at least 50% of

the protein-coding sequence and were identified within the 1000 Genomes

Project participants following careful quality control to decrease the number

of false positives (see Table 3.2 and Figure 3.4). Proteins containing these

variants are significantly more likely to be disease-resistant than disease-

susceptible (�2 test, p < 10�5), implying that the cell is better able to deal

with loss of these proteins without it leading to disease, in accordance with

the mostly tolerated hypothesis. This result agrees with the finding that

disease-resistant proteins are less likely than disease-susceptible proteins to

be encoded by essential genes.
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(a)
GO term p-value Fold

enrichment
Disease-resistant

domains
Disease-susceptible
and Other domains

MHC protein complex (GO:42611) 3.6⇥ 10�5 N/A 4 0
Antigen processing and presentation
(GO:19882)

2.6⇥ 10�4 133.9 4 2

Metallopeptidase activity (GO:8237) 9.9⇥ 10�3 15.2 5 22
Membrane (GO:16020) 9.9⇥ 10�3 3.3 19 382
MHC class I protein complex (GO:42612) 1.6⇥ 10�2 N/A 2 0
MHC class II protein complex
(GO:42613)

1.6⇥ 10�2 N/A 2 0

Immune process (GO:6955) 2.2⇥ 10�2 15.8 4 17
Plasma membrane part (GO:44459) 2.2⇥ 10�2 14.9 4 18
Plasma membrane (GO:5886) 2.2⇥ 10�2 14.9 4 18
Immune system process (GO:2376) 2.9⇥ 10�2 13.4 4 20

(b)
GO term p-value Fold

enrichment
Disease-susceptible

domains
Disease-resistant

and Other domains
Hydrolase activity, hydrolysing
O-glycosyl compounds (GO:4553)

5.8⇥ 10�5 13.2 7 21

Table 3.3: Functions of disease-resistant and –susceptible domains, determined by GO term enrichment using DAVID. GO
terms with hypergeometric test p < 0.05 after Bonferroni correction are shown. Fold enrichment is the ratio of the proportion
of domains annotated with the function in the group of interest compared to the background.
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GO term Description Disease-
resistant

Disease-
susceptible

GO:5488 Binding 35 43
GO:9058 Biosynthetic process 1 17 *
GO:5975 Carbohydrate

metabolic process
3 9

GO:3824 Catalytic activity 21 50
GO:7154 Cell communication 5 2
GO:5856 Cytoskeleton 2 4
GO:3677 DNA binding 0 10
GO:5576 Extracellular region 7 4
GO:16787 Hydrolase activity 10 18
GO:5622 Intracellular 5 4
GO:5216 Ion channel activity 0 5
GO:8152 Metabolic process 12 43
GO:3676 Nucleic acid binding 2 12
GO:6139 Nucleobase-containing

compound metabolic
process

1 14

GO:166 Nucleotide binding 3 5
GO:5634 Nucleus 1 6
GO:8233 Peptidase activity 6 2
GO:5886 Plasma membrane 5 7
GO:4872 Proline-tRNA ligase

activity
3 5

GO:5515 Protein binding 16 12 *
GO:19538 Protein metabolic

process
7 2

GO:3700 Sequence-specific DNA
binding transcription
factor activity

0 5

GO:7165 Signal transduction 5 2
GO:16740 Transferase activity 4 9
GO:55085 Transmembrane

transport
1 4

GO:6810 Transport 4 8
GO:5215 Transporter activity 5 4

Table 3.4: GO Slim annotations of (a) disease-resistant and (b) –susceptible
domains, annotated using CateGOrizer and manually. Statistically signifi-
cant di↵erences are marked with an asterisk (�2 test, p < 0.05 after Bonfer-
roni correction.).
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3.2.3 Function

In order to determine whether certain functions were particularly associated

with disease-susceptible and –resistant domains and proteins, Gene Ontol-

ogy (GO) term enrichment was carried out using DAVID (Database for

annotation, visualization and integrated discovery, Huang et al. (2009a)).

Disease-resistant domains are enriched for immunity and MHC domains,

which are known to contain variable and hypervariable regions (see Table

3.3). This shows that the disease-propensity classification is able to correctly

classify known variable domains as disease-resistant.

Disease-susceptible proteins are enriched for processes involved in devel-

opment, including apoptosis and response to external signals, in accordance

with the finding that these proteins are more likely to be mouse orthologues

with embryonic lethal knockout phenotypes.

GO annotations for domains were mapped to GO Slim using Cate-

GOrizer (Hu et al., 2008). Where no annotation was available, domains

were manually annotated with GO Slim terms (The Gene Ontology Con-

sortium, 2012). Using a �2 test, disease-resistant domains were found to be

significantly more likely to be annotated as protein binding, with disease-

susceptible domains more likely to be involved in biosynthetic processes (see

Table 3.4). There were other qualitative di↵erences that did not reach sta-

tistical significance, such as more disease-susceptible domains being involved

in catalytic processes.

3.2.4 Network Centrality

A protein-protein interaction (PPI) network was obtained by filtering the

STRING functional network for experimentally verified edges (Szklarczyk

et al., 2011). STRING contains edges connecting proteins and genes based
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on a number of sources of evidence, including high-throughput experiments,

text-mining, homology, co-expression and conservation, each of which are

assigned weights according to the confidence in there being a physical or

functional interaction between the two genes. A PPI network was obtained

by filtering for only those edges with evidence for a physical interaction.

The domain-domain interaction (DDI) network was downloaded from

DOMINE, using the verified interactions and high-confidence predictions

(Yellaboina et al., 2011). A domain bigram network was created by con-

necting all pairs of domains which occur less than 30 residues from one

another in a human protein (Xie et al., 2011). A cut-o↵ of 30 residues was

used because most Pfam families (4,254 out of 4,369) are longer than this,

so it is unlikely that an unannotated domain is harboured in a linker of this

size.

Betweenness, closeness, coreness and degree centralities were calculated

using the igraph library for R (Csardi & Nepusz, 2006). Degree centrality

is the number of edges adjacent to a node. Coreness is a global centrality

measure based on k -core centrality (Wuchty & Almaas, 2005). This is calcu-

lated using an iterative process whereby all nodes with degree less than an

integer k are removed, together with any adjacent edges, as shown in Fig-

ures 1.9c-e. This process is repeated until all remaining nodes have degree

at least k. The remaining subnetwork is called the k -core. The coreness of

a node is the highest value of k for which the node is present in the k -core

but not the k+1-core.

In a network, the shortest path between two nodes, s and t is the path

requiring the fewest edges or, if the edges are weighted, with the lowest sum

of edge weights. There can be multiple shortest paths between two nodes,

with the set of shortest paths denoted as �
st

. The number of shortest paths
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passing through a given node v is denoted by �
st

(v). The betweenness

centrality (C
B

(v), equation 3.4) of a node is defined as the proportion of all

shortest paths which pass through it and measures the extent to which a

node acts as a bottleneck.

C
B

(v) =
X

s 6=v 6=t2V

�
st

(v)

�
st

(3.4)

where V is the set of nodes in the network.

The closeness centrality (C
C

(v), equation 3.5) of a node is the inverse of

the sum of the shortest paths to all other nodes, showing on average how

close the node is to all other nodes.

C
C

(v) =
V � 1

P
s 6=v2V �st(v)

(3.5)

In the PPI network, disease-susceptible proteins are positioned signifi-

cantly more centrally than other proteins, measured by betweenness, close-

ness, coreness and degree centralities (Figure 3.5, Wilcoxon test, p < 10�11,

p < 10�4, p < 10�4, p < 10�7 respectively). Proteins positioned centrally

in the network are likely to have important functions in the cell, or may

have more of their sequence required for interaction. Proteins with fewer

interactions may be less constrained and therefore more able to tolerate mu-

tation. In addition, proteins on the periphery of the PPI network may be

less functionally important, meaning even if function is a↵ected by an SAV,

it may not lead to disease.

Two domain networks were used: the domain-domain interaction (DDI)

network from DOMINE and a domain bigram network, obtained by con-

necting domains located less than 30 residues apart in any human protein.

30 residues was used as a cut-o↵ because 97.4% of Pfam domains are longer
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Figure 3.5: Centrality of proteins in a PPI network, according to four cen-
trality measures. Asterisks show Wilcoxon test p-values: * p < 0.05, **
10�5  p < 10�3, *** p < 10�5.

than this (4,254/4,369), so this cut-o↵ decreases the likelihood of having an

unannotated domain present in the linker. More versatile domains can be

found not only in more di↵erent proteins but also in more di↵erent domain

combinations, corresponding to an increase in the number of bigrams it can

form.

When taking into account the interaction centrality of a domain, it is
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important to take into account the frequency of the domain because more

commonly occurring Pfam domains are likely to be involved in more interac-

tions. Disease-resistant families are more common in the human proteome

than disease-susceptible or other domains, while disease-susceptible families

are more common than other domains (Figure 3.6a). This could be because

the classification of disease-propensity requires a reasonable number of SAV

to be present in a family due to the Bonferroni correction used. Domains

occurring more often in the proteome are more likely to contain su�cient

SAVs to be classified as either disease-resistant or disease-susceptible. To

incorporate this di↵erence in frequency, the DDI degree centrality is nor-

malised by dividing by the number of times the Pfam family occurs. Disease-

susceptible domains have significantly more unique interactions per domain

than disease-resistant (p < 10�4) or other domains (p < 10�4).

Coreness in a domain bigram network has been used to measure evolu-

tionary versatility (Xie et al., 2011). Coreness is a global centrality measure,

defining how close to the ‘core’ of a network a node is located and, in the

context of a domain bigram network, measures the number of di↵erent com-

binations the domain can be found in (see Section 1.4 for more details).

Domains with higher coreness in a domain bigram network are thought to

have increased evolutionary versatility, and significantly higher coreness is

seen for disease-resistant domains compared to other and disease-susceptible

domains, implying that they are more versatile (Figure 3.6d). This is in

agreement with the findings of Xie et al. (2011), who found that domains

with higher coreness centrality in the bigram network show lower sequence

conservation, as shown for disease-resistant domains in Section 3.2.1.

Domain bigram degree is a measure of how many di↵erent combinations

the domain is found in, and disease-resistant domains have higher bigram
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degree than other (p < 2.2⇥10�6) or disease-susceptible domains (p < 10�6),

meaning they are found in more di↵erent domain combinations (Figure 3.6e).

This may be, at least in part, due to their higher frequency, but the same

trend is seen, albeit to a lesser degree (p < 10�6 for other, p = 0.04 for

disease-susceptible), after normalising for frequency (Figure 3.6f).
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Figure 3.6: Centrality of protein domains in interaction and bigram networks. Asterisks show Wilcoxon test p-values: *
p < 0.05, ** 10�5  p < 10�3, *** p < 10�5.
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3.2.5 Intrinsic Disorder

Intrinsically disordered regions (IDRs) have grown in prominence in recent

years and are known to be associated with numerous diseases, and cancers in

particular. Overall, there is a tendency for disease-causing SAVs to be found

in ordered regions (�2 test, p < 2.2 ⇥ 10�16), in accordance with previous

findings that disruption of protein stability is an important mechanism by

which SAVs can lead to disease (see Section 1.2.3 andWang &Moult (2001)).

Number (%) of Residues with SAVs
Disease Polymorphism No SAV

Disease-
susceptible

Ordered 11,540 (5.46) 1,193 (0.01) 198,662
Disordered 1,084 (2.79) 268 (0.69) 37,459

Disease-
resistant

Ordered 12 (0.02) 1,084 (1.37) 78,018
Disordered 1 (0.00) 270 (1.34) 19,872

Other
Ordered 5,018 (0.06) 25,242 (0.30) 8,452,382
Disordered 492 (0.02) 8,196 (0.34) 2,444,232

Table 3.5: Number of residues in ordered and disordered regions contain-
ing Disease and Polymorphism SAVs, separated according to whether the
protein is disease-susceptible, disease-resistant or other.

One possible explanation for disease-resistant proteins containing more

neutral SAVs is that their SAVs are more likely to be in IDRs, which are more

flexible and more able to tolerate variation. However, Table 3.5 shows that

this is not the case. Instead, ordered regions of disease-resistant proteins

are more likely to contain neutral SAVs than those in disease-susceptible or

other proteins. If the increased tolerance of missense variants were caused

solely by the di↵erence in IDR frequency, neutral SAVs would be expected

to occur at similar frequencies within ordered regions, which is not the case.

In disease-susceptible proteins, there is a particular enrichment for SAVs

to be found in ordered over disordered regions, which may be at least in part

responsible for why SAVs in these proteins are more likely to cause disease.
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In disease-resistant proteins, SAVs are more evenly distributed, and SAVs in

ordered regions are more likely to be neutral polymorphisms than is the case

in other proteins, suggesting that these proteins are better able to tolerate

disruption to ordered regions without this leading to disease.

3.3 Conclusions and Discussion

This chapter has introduced disease-propensity, a classification based on the

relative numbers of disease-associated and phenotypically neutral SAVs in a

protein or domain. Using a binomial test, those proteins and domains with

statistically significantly high or low numbers of disease-associated SAVs are

identified and classified as disease-susceptible and disease-resistant, respec-

tively.

Two hypotheses were suggested to explain the di↵erences between the

two groups. Under the mostly-lethal hypothesis, disease-resistant proteins

and domains contain few disease-associated SAVs because any damaging

SAV therein are lethal, meaning they are not observed. On the other hand,

the mostly-tolerated hypothesis suggests that most SAVs can be tolerated

by the protein or domain, so do not lead to disease. Overall, the results

suggest that the mostly-tolerated hypothesis is most likely to be correct and

that disease-resistant proteins and domains are better able to tolerate SAVs

without phenotypic impact. They are able to do this because they are less

likely to fulfil biologically essential roles in the cell, as shown by essentiality

and by their peripheral location in a PPI network. In general, disease-

resistant domains show lower levels of sequence conservation, measured by

their percentage identity with mouse orthologues and by SNP A/S. They also

show increased evolutionary flexibility, as shown by higher bigram coreness

and degree centralities. Separating disease-resistant domains into those with
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and without disease-associated SAVs shows that the sequence conservation

features correlate well with the presence or absence of disease-associated

variants.

Amongst the features investigated as di↵ering between the two groups,

disease-susceptible proteins show increased sequence conservation and a

lower ratio of non-synonymous to synonymous SNPs, suggesting that these

proteins are less able to tolerate variation. Disease-susceptible proteins are

also located more centrally in a protein-protein interaction network and are

more likely to be essential, meaning missense variants a↵ecting protein func-

tion are more likely to lead to disease.

This chapter also shows the utility of looking at diseases in terms of pro-

tein domain families. As domain families act as functional and evolutionary

subunits of proteins and can be found throughout the proteome, they can

be used to transfer annotations between proteins. For example, if a protein

has no previously known SAVs, but two SAVs are identified, one within a

disease-susceptible and the other within a disease-resistant domain, the re-

searcher could prioritise the former as being more likely to be associated with

disease than the latter. This suggestion is explored in more detail in Chap-

ter 4. Disease-resistant domains are more common within the proteome and

are more evolutionarily flexible, as shown by their higher bigram coreness.

This, together with lower sequence conservation than other domains, sug-

gests that they are better able to tolerate variation and so variants therein

are less likely to be associated with disease.

Since this work was published, protein essentiality has been shown to be

useful in SAV phenotype prediction (Zhao et al., 2014). This agrees with the

results shown in Section 3.2.2 as disease-susceptible proteins are more likely

to be essential than other proteins, and SAVs in these proteins are more
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likely to be deleterious. Other disease-propensity–related features, such as

sequence conservation, have also been widely used in SAV phenotype pre-

diction and in Chapter 4, I describe SuSPect, an SAV phenotype prediction

method based upon the results in this chapter.
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Chapter 4

Predicting the Phenotypic E↵ects of

SAVs Using SuSPect

In this chapter, I describe the development of SuSPect, a disease-Susceptibility-

based SAV phenotype Predictor. The development of SuSPect was moti-

vated by the results detailed in Chapter 3 identifying the features of pro-

teins and domains that are particularly likely to contain disease-associated

SAVs. In a blind test on over 18,000 human SAVs, SuSPect shows signifi-

cantly improved predictive performance over other tested methods. It also

performs well on non-human mutations despite having been designed and

trained to predict whether a SAV will be associated with human disease.

SuSPect is available as a web-server at www.sbg.bio.ic.ac.uk/suspect,

where a database of pre-calculated scores (SuSPect Package) is also avail-

able to download. This work has been published as Yates et al. (2014).

4.1 Introduction

4.1.1 Prediction of SAV Phenotype

As described in Section 1.3, there are a number of available methods for

predicting the phenotypic e↵ects of SAVs. These often use sequence conser-

vation and structural features, with some methods incorporating other fea-
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tures such as functional annotation (Calabrese et al., 2009), physicochemical

properties of amino acids (Stone & Sidow, 2005) and DNA-level features (Li

et al., 2009a).

Methods such as SIFT and MutationAssessor construct multiple se-

quence alignments (MSAs) of related protein sequences (Ng & Heniko↵,

2001; Reva et al., 2011). The MSA shows how conserved a position is across

evolutionary history, helping to identify positions that are highly-conserved,

variation of which could be deleterious. Other sequence-based methods are

available, such as FATHMM, which uses a hidden Markov model (HMM)

describing the probability of seeing each amino acid at each position in a

protein (Shihab et al., 2013).

Other methods incorporate information from protein structure, which

can be particularly useful when few homologous sequences are available

(Saunders & Baker, 2002). SAVs a↵ecting buried positions are more likely to

be associated with disease than those on the surface of the protein as these

regions are tightly packed and are often hydrophobic. This means know-

ing the solvent accessibility of a position may help with prediction (David

et al., 2012). Protein structures can also be used to identify functionally and

structurally important positions, for example by using a residue interaction

network representation of the structure (Cheng et al., 2008; Doncheva et al.,

2011).

There are a number of meta-predictors available, such as Condel, CAROL,

PON-P and PredictSNP, which combine predictions from multiple other

methods (González-Pérez & López-Bigas, 2011; Lopes et al., 2012; Olatu-

bosun et al., 2012; Bendl et al., 2014), although it is not clear how much

benefit these methods provide over stand-alone methods (see Section 4.4.2

and Gnad et al. (2013)).
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Many of these methods make predictions about whether or not an SAV

will a↵ect protein function. However, this is not the same as an SAV having

a disease association, as exemplified by the presence of numerous loss-of-

function variants in the genomes of healthy individuals (MacArthur et al.,

2012). By incorporating features related to the disease-propensity of a pro-

tein or domain, it may be possible to translate changes in protein function

into a prediction of disease phenotype.

4.1.2 Support Vector Machines

Many SAV phenotype prediction methods use machine learning methods,

such as neural networks (Bromberg & Rost, 2007) or random forests (Wang

et al., 2012a). These methods rely upon training data consisting of SAVs of

known phenotype, which are used to learn the di↵erences between data in

di↵erent classes.

Support vector machines (SVMs) are powerful machine learning methods

for data classification, based on identifying the optimal hyperplane between

data in two categories, a concept first implemented in the General Portrait

algorithm of Vapnik & Lerner (1964). SVMs are a non-linear generalisation

of the General Portrait algorithm and were developed by Vapnik (1982).

When separating two classes, the optimal hyperplane is that giving the

largest distance between the hyperplane and the closest example, known

as maximal separation (see Figure 4.1). The position of the hyperplane

is determined by a subset of the training data points, known as ‘support

vectors’, which are located closest to the hyperplane. Where the data is not

linearly separable, it can be mapped to an unspecified higher-dimensional

space using a kernel function and separated in this space instead (Figure

4.1c). New data points can then be mapped to the same high-dimensional
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Figure 4.1: Separation of data using an SVM. Two groups of data (shown
in blue and orange) not separable in the original dimensions (a) can be
separated by mapping to a higher dimensional space (b). In this space, an
optimal hyperplane can be found to separate the data (c).

space and their class determined by which side of the hyperplane they fall

on.

In 1995, soft-margin SVMs were introduced. Kernel functions can pro-
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duce complicated decision boundaries, but for noisy data it is not neces-

sarily advisable to use such a complex boundary as it may not generalise

well. Soft-margin SVMs introduce an extra parameter, C. This is an error

parameter, allowing training examples to be misclassified in exchange for an

error penalty (Cortes & Vapnik, 1995). In this case, the best hyperplane is

one which gives the best compromise between a large margin between the

two classes and a small total error penalty.

SVMs show very good performance on a wide variety of tasks, including

the problem of SAV phenotype prediction (Gao et al., 2009; Capriotti &

Altman, 2011a), but have been criticised for yielding ‘black box’ classifiers

that can be di�cult for users to interpret (Barbella et al., 2009).

4.2 Disease-Propensity

Disease-propensity is a classification of proteins and domains based on the

observed numbers of disease-associated and phenotypically neutral SAVs

they contain (see Chapter 3 and Yates & Sternberg (2013a)). The clas-

sification uses a binomial test to identify those proteins and domains with

significantly more or fewer disease-associated SAVs than expected by chance,

which are termed disease-suspectible and disease-resistant respectively. This

classification was used in Chapter 3 to determine which features of proteins

and domains make them particularly likely or unlikely to harbour damaging

variants.

As a simple test of the predictive potential of disease-propensity, 10-fold

cross-validation was carried out. A training set consisting of 90% of SAVs

in Humsavar were used to classify Pfam domains as disease-susceptible and

-resistant as described in Section 3.1.2. The test set consisted of the remain-

ing 10% of SAVs. In this set, any variants in a disease-susceptible domain
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Predictor Accuracy Precision Recall Balanced
Accuracy

MCC

Domain 0.86± 0.01 0.88± 0.01 0.86± 0.01 0.86± 0.01 0.72± 0.01
SIFT 0.77± 0.01 0.77± 0.02 0.84± 0.01 0.77± 0.01 0.54± 0.02
Protein 0.95± 0.01 0.95± 0.01 1.00± 0.00 0.82± 0.02 0.86± 0.01
SIFT 0.81± 0.01 0.94± 0.01 0.82± 0.01 0.49± 0.03 0.79± 0.02

Table 4.1: 10-fold cross-validation performance of SIFT and disease-
propensity. Values shown are mean ± standard deviation across the 10 test
sets. All di↵erences are statistically significant (Wilcoxon test, p < 10�3),
except for precision between protein disease-propensity and SIFT (p = 0.19).
Performance measures are defined in 2.4.

were predicted to be disease-associated and any in a disease-resistant domain

to be neutral. The results are summarised in Table 4.1. For each SAV in a

domain that could be classified, SIFT scores were also obtained. Compared

to SIFT, there is an improvement in performance, with a balanced accuracy

of 86% and MCC of 0.72, both significantly higher than the performance of

SIFT on the same SAVs (Wilcoxon test, p < 10�3). Balanced accuracy and

MCC are balanced measures of performance defined in 2.4.

This same process was also carried out using disease-propensity of pro-

teins, which gave very good performance. However, due to the requirement

for a statistically significant di↵erence from expectation after Bonferroni

correction, very few proteins could be classified as disease-resistant or –

susceptible, greatly reducing the usefulness and applicability of the method.

Using protein domains helps with this problem as a single domain family

may be found in hundreds of di↵erent proteins, covering a large portion

of the proteome. When classified on the full Humsavar and 1000 Genomes

Project data, disease-resistant and –susceptible domain families cover a total

of 27.1% of the proteome, showing the utility of domain-based approaches

to increase coverage. Use of the raw disease-propensity classification may

lead to over-training caused by biases in the training data (see Section 4.4.6)
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such as certain proteins only having been studied in relation to disease or

only recently having been discovered to harbour a disease-associated vari-

ant. As such it is preferable to use related features, such as those described

in Chapter 3.

4.3 Features

A number of di↵erent features have been used by SAV phenotype predictors,

most commonly related to sequence conservation and protein structure. SuS-

Pect combines many of these features with novel features, including some

based on network centrality. In total, 77 features were used (see Table

4.2). Each Disease and Polymorphism SAV in Humsavar (2011-09-21) was

annotated with these features and these were used to train an SVM us-

ing LIBSVM-3.12, a widely-used software package for implementing SVMs

(Chang & Lin, 2011). LIBSVM includes probability estimates, providing a

score between 0-1 indicating probability of a data point being in a particular

class, corresponding to the probability of an SAV being disease-associated.

Humsavar has been used for training other variant phenotype prediction

methods and is one of the best available sets of training data for discrimi-

nating between neutral and disease-associated variants (Care et al., 2007).

Feature Frequency
selected

Ranking

F1 Position-specific scoring matrix (PSSM)
score for wild-type

100 =1

F2 PSSM score for variant 100 =1
F3 Change in PSSM score 100 =1
F4 Protein-protein interaction (PPI) network

degree centrality
100 =1

F5 Percentage sequence identity with first se-
quence in MSA to have variant amino acid

100 =1

Continued on next page
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Table4.2 – continued from previous page
Feature Frequency

selected
Ranking

F6 UniProt FT features 100 =1
F7 Change in Pfam HMM score 100 =1
F8 Jensen-Shannon divergence 100 =1
F9 Predicted relative solvent accessibility

(NetSurfP)
100 =1

F10 Percentage sequence identity with first se-
quence in MSA to lack wild-type amino
acid

99 =10

F11 BLOSUM62 score of amino acid change 99 =10
F12 PPI network coreness centrality 96 12
F13 PPI network betweenness centrality 93 13
F14 Catalytic Site Atlas 89 14
F15 Information score for PSSM column 87 15
F16 PPI network closeness centrality 83 16
F17 Wild-type amino acid is Gly 82 17
F18 Variant amino acid is Pro 80 18
F19 Structural information available (0/1) 79 19
F20 BLAST E-value of first sequence in MSA

to lack wild-type amino acid
76 20

F21 Change in side-chain charge 74 21
F22 Domain-domain interaction (DDI) net-

work closeness centrality
71 22

F23 Wild-type IUPred disorder score at SAV
position

70 23

F24 BLAST E-value of first sequence in MSA
to have variant amino acid

68 24

F25 PDB structure (0/1) 67 25
F26 Crystallographic B factor 59 =26
F27 Pfam HMM score for variant 59 =26
F28 ProtinDb protein interface 55 28
F29 Surface pocket (fpocket) 54 29
F30 GRAVY (grand average of hydropathy) 44 30
F31 DDI network coreness centrality 38 31
F32 Change in AAIndex principal component

(PC) 1
36 =32

F33 Betweenness centrality in a residue inter-
action network

36 =32

F34 Change in ANCHOR score 30 34
F35 Domain bigram network closeness central-

ity
28 35

Continued on next page
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Table4.2 – continued from previous page
Feature Frequency

selected
Ranking

F36 Probability of beta strand (NetSurfP) 26 36
F37 Variant IUPred disorder score for at SAV

position
25 =37

F38 UniProt TRANSMEM 25 =37
F39 Probability of alpha helix (NetSurfP) 24 =39
F40 Variant amino acid is Gly 24 =39
F41 Secondary structure is turn (DSSP:ST) 22 41
F42 H-bond energy (N2) 18 42
F43 H-bond energy (O2) 16 =43
F44 Secondary structure is strand (DSSP:BE) 16 =43
F45 Psi backbone angle 16 =43
F46 Domain bigram network betweenness cen-

trality
16 =43

F47 H-bond energy (N1) 14 47
F48 PISite protein interface 12 48
F49 H-bond energy (O1) 11 49
F50 In a Pfam domain 9 50
F51 Proportion of gaps in multiple sequence

alignment column
7 =51

F52 Aliphatic index 7 =51
F53 Domain bigram network degree centrality 7 =51
F54 Change in AAIndex PC 4 6 54
F55 Phi backbone angle 5 =55
F56 Wild-type amino acid is Pro 5 =55
F57 Wild-type ANCHOR disordered binding

region probability at SAV position
4 =57

F58 Variant ANCHOR disordered binding re-
gion probability at SAV position

4 =57

F59 Wild-type ANCHOR disordered binding
region classification at SAV position (0/1)

4 =57

F60 Variant ANCHOR disordered binding re-
gion classification at SAV position (0/1)

4 =57

F61 Change in AAIndex PC 2 4 =57
F62 Change in AAIndex PC 3 4 =57
F63 DDI network degree centrality 4 =57
F64 Change in AAIndex PC 5 3 64
F65 Secondary structure is helix (DSSP:GHI) 2 =65
F66 Probability of coil (NetSurfP) 2 =65
F67 DDI network betweenness centrality 1 =67

Continued on next page
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Table4.2 – continued from previous page
Feature Frequency

selected
Ranking

F68 Polar RSA (NACCESS) 1 =67
F69 Domain bigram network coreness central-

ity
0 =69

F70 Pfam HMM score for wild-type 0 =69
F71 Change in IUPred scores 0 =69
F72 Change in ANCHOR probability 0 =69
F73 All-atom RSA (NACCESS) 0 =69
F74 Side-chain RSA (NACCESS) 0 =69
F75 Main-chain RSA (NACCESS) 0 =69
F76 Non-polar RSA (NACCESS) 0 =69
F77 Phyre2 model confidence 0 =69

Table 4.2: Features used in SuSPect, together with the number of times the
feature was selected during feature selection and its ranking out of all 77 fea-
tures used (see 4.4.1). See Sections 4.3.1, 4.3.2 and 4.3.3 for an explanation
of the features.

4.3.1 Sequence Features

It has been well-established that SAVs a↵ecting highly conserved residues

are more likely to lead to disease than those at less conserved positions. As

such, sequence conservation is used for phenotype prediction by a number

of methods, such as SIFT, MutationAssessor and SNAP. To incorporate

sequence conservation into SuSPect, several features were used.

PSI-BLAST

PSI-BLAST was run for three iterations to generate an MSA of related

sequences and a PSSM, showing how likely each amino acid is to occur at

each position of the protein (Altschul et al., 1997). The Uniref50 sequence

database was used to ensure compatibility with the Phyre2 web-server. From

the PSSM, the scores for the wild-type and variant amino acids were used, as
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was the di↵erence between these scores (features F2-4 in Table 4.2). Finally,

the information content for that column of the alignment is included as

a feature (F15). This value is the relative entropy (RE), describing the

di↵erence between the observed amino acid distribution in the column and

a random distribution of amino acids from the BLOSUM62 matrix, with

higher values indicative of a greater degree of conservation. RE is calculated

as shown in Equation 4.1, where p
c

↵ is the observed frequency of amino acid

↵ in the column, q(↵) is its expected frequency from the BLOSUM62 matrix

and ↵ 2 aa is the set of all amino acids.

RE =
X

↵2aa
p
c

(↵)log
p
c

(↵)

q(↵)
(4.1)

Jensen-Shannon Divergence

Another measure of information content, Jensen-Shannon divergence (JSD),

was used (F8). This has been shown to be significantly better at predicting

functionally important positions in proteins than the commonly-used Shan-

non entropy (Capra & Singh, 2007). The Jensen-Shannon divergence of a

column is defined as:

JSD = �RE(pC ,r) + (1� �)RE(q,r) (4.2)

where r = �p
C

+ (1 � �)q, p
C

is the observed amino acid distribution, q is

the background distribution from BLOSUM62 and � is a prior weight, set

to 0.5 as used by Capra & Singh (2007). JSD is therefore related not only to

the observed and background distributions, but also to a mixed distribution

between them (r) and calculates the di↵erence between the observed and

background amino acid distributions. JSD has been shown to be able to
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identify catalytic residues and to be related to distance from ligands (Capra

& Singh, 2007). Jensen-Shannon divergence was calculated for all columns

of the MSA containing fewer than 99.9% gaps and the proportion of gaps in

the column was also used as a feature (F51).

Sequences From the Multiple Sequence Alignment

Similarly to PolyPhen-2, two sequences were identified from the MSA. These

are the best-matching sequences (measured by lowest E-value) to contain

the variant amino acid and to lack the wild-type amino acid and may in

some cases be the same sequence (if the best matching sequence without

the wild-type amino acid has the variant amino acid at that position). The

percentage sequence similarity and BLAST E-value between these sequences

and the wild-type human protein sequence were used as features (F5, F10,

F20, F24). These show how far away in ‘protein space’ it is necessary to

move in order for that position of the protein to vary. Positions that have

remained the same whilst the rest of the protein has changed substantially

may be more functionally important, meaning variants at these positions

could be more likely to lead to disease.

Pfam Domains

It has previously been shown that disruption of a protein domain, as sug-

gested by a change in its annotation by Pfam, can lead to disease (Cli↵ord

et al., 2004). In order to incorporate this, several Pfam-related features were

included. If a SAV falls in a domain (from Pfam 26.0, F50), its position in

the HMM describing that Pfam domain is obtained from the alignment of

the sequence with the HMM, and the emission probabilities for the wild-type

and variant amino acids at that position were used as features, as well as
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the di↵erence between these values (F7, F27, F70).

AAindex

The Amino Acid Index (AAindex) is a database of features about each amino

acid, such as their polarity, atomic composition, volume, etc. (Kawashima

et al., 2008). There are several hundred features included in the database,

but these contain a lot of redundant information. Atchley et al. (2005) used

principal components analysis (PCA) to reduce the database to five principal

components (PCs), each a combination of several others. The change in each

of these components upon amino acid substitution is used as a feature in

SuSPect (F32, F54, F61-2, F64). Each of these five features accounts for

di↵erent properties of the amino acid. AAindex PC1 is related to polarity,

PC2 to secondary structure propensities, PC3 to the size and weight of the

amino acid, PC4 to the amino acid composition of various proteins and PC5

to the electrostatic charge.

4.3.2 Structural Features

While knowledge of the 3D structure is important for understanding the

functions of a protein, there is currently very low structural coverage of

the human proteome provided by experimentally solved structures. Pro-

tein structure files were downloaded from the PDB website and mapped to

human protein sequences using the mapping file pdb2sp.txt from UniProt.

In order to improve coverage, where no such structure was available in

the PDB, Phyre2 homology models from the Genome3D project were used,

requiring a minimum of 90% confidence in the template sequence being a

homologue of the human protein (Kelley & Sternberg, 2009; Lewis et al.,

2013). Doing so increased the number of SAVs for which structural infor-
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mation is available from 4,382 (7.6%) to 34,775 (60.4%) (see Table 4.9).

Protein structure files, from either PDB or Phyre2, were required to have

the wild-type amino acid at the SAV position. Only monomeric protein

structures were used to avoid misclassification of surface amino acids at

an interface as buried, and for similarity to Phyre2, which only returns

monomeric structures.

For most of this chapter, all SAVs were combined, regardless of whether

or not structural information is available for the SAV. However, in Section

4.4.4, separate SVMs were trained for each of the three groups of SAVs

sorted according to the availability of structural information (PDB, Phyre2

or neither), showing that best performance is seen when all SAVs are consid-

ered together. The availability of structural information is given by features

F19, F25 and F77. If the structure is from the PDB, the crystallographic B

factor is used as a feature (F26).

Residue Interaction Networks

Residue interaction networks (RIN) were produced by connecting amino

acids with an inter-residue distance of less than 5 Å, measured using all

atoms. Betweenness centrality (defined in Section 1.4) was calculated for

each node in the RINs as this measure performs well at identifying functional

residues in protein structures (Greene & Higman, 2003; Cheng et al., 2008).

Betweenness centrality identifies nodes acting as bottlenecks in a network,

which corresponds to positions in a RIN network that bring together regions

of the protein.
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Functional Annotations

For PDB structures, catalytic sites were obtained from the Catalytic Site

Atlas. For Phyre2 homology models, these annotations were mapped from

the template structure. For each SAV, the total number of sequence an-

notations (ACT SITE, BINDING, CA BIND, CARBOHYD, CROSSLINK,

DISULFID, DNA BIND, METAL, MOD RES, MOTIF, NP BIND, SITE)

at the SAV position was obtained from the UniProt FT feature table (F6),

as was the annotation of the residue as a transmembrane residue (TRANS-

MEM, F38).

Secondary Structure

Secondary structural elements, hydrogen bond interactions and � and  

backbone torsion angles were identified from structure files where available

(F41-5, F47, F49, F55 and F65), using DSSP (Kabsch & Sander, 1983).

Predicted secondary structures (alpha, beta or coil) were also obtained using

NetSurfP, using the PSSMs from PSI-BLAST as input (F36, F39 and F66,

Petersen et al. (2009)).

Solvent Accessibility

Relative solvent accessibility (RSA) was used as a feature because SAVs af-

fecting buried positions are known to be more likely to be associated with

disease than those on the surface (Wang & Moult, 2001; David et al., 2012).

Where a structure was available either from PDB or Phyre2, RSA was calcu-

lated using NACCESS (Hubbard & Thornton, 1993). As well as the overall

RSA, NACCESS provides separate values for main-chain, side-chain, polar

and non-polar atoms. As burial of non-polar atoms may be more important

than polar atoms, and SAVs generally a↵ect the side-chain to a greater ex-
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tent than the main-chain, all of these were included as features (F68, F73-6).

In addition, NetSurfP was used to predict solvent accessibility for all SAVs

(F9, Petersen et al. (2009)).

Surface Pockets

Pockets on protein surfaces may represent active sites or ligand-binding

pockets, meaning variants a↵ecting these pockets may therefore impair pro-

tein function. Pockets were identified using Fpocket with default parameters

(F29). Fpocket uses alpha spheres to identify pockets. These are spheres

touching four atoms and containing none. On the surface of the protein,

these spheres can be large, whereas within clefts they will be small. Spheres

of intermediate size show the demarcation between the surface and the

pocket. Following filtering to remove large spheres, the remaining spheres

can be clustered and merged to identify individual pockets (Le Guilloux

et al., 2009).

Intrinsic Disorder

IUPred was used to predict intrinsically disordered regions (Dosztányi et al.,

2005) and ANCHOR to predict disordered binding sites (Meszaros et al.,

2009). IDRs (see Section 1.2.7) are regions of a protein lacking a stable

tertiary structure. Based on the compositions of stable protein structures

from the PDB, IUPred identifies regions of proteins where the amino acid

composition is unlikely to lead to su�cient favourable interactions for a

stable structure. ANCHOR extends this to identify regions that may gain

su�cient energy to fold following interaction with a partner, meaning they

might undergo disorder-to-order transition upon binding to another protein.

For IUPred, the ‘short’ parameter was used. ANCHOR and IUPred were
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run on both the wild-type and variant sequences to identify any changes in

disorder propensity caused by the SAV (F23, F34, F37, F57-60 and F71-2).

4.3.3 Network Features

In Chapter 3, I showed that protein-protein interaction (PPI), domain -

domain interaction (DDI) and domain bigram network centralities are re-

lated to the likelihood of a given protein or domain to contain disease-

associated SAVs. As such, centralities within these networks were included

as features (F4, F12-3, F16, F22, F31, F35, F46, F53, F63, F67 and F69).

Some features, such as sequence conservation, are likely to provide informa-

tion about how likely the SAV is to be damaging to the protein. However,

an SAV causing a change in protein function is not the same as it being

associated with a disease, as evinced in MacArthur et al. (2012), wherein

putative loss-of-function variants are identified in healthy individuals. In

these cases, even complete removal of certain proteins does not seem to

have any phenotypic e↵ect, meaning an amino acid variant in this protein

may also be unlikely to have any disease-associated e↵ect. Network-level

features may therefore be useful in discriminating between these two pos-

sibilities, by identifying the proteins and domains which are most likely to

harbour disease-associated variants. Where a protein was not present in the

network or the SAV was not in a domain, these values were set to 0.

Residues at PPI Interfaces

David et al. (2012) showed that SAVs a↵ecting protein-protein interfaces

are more likely to be associated with disease than those located elsewhere

on the surface of the protein. As such, the PISite (F48, Higurashi et al.

(2009)) and ProtinDb (F28, Jordan et al. (2011)) databases were used to

122



CHAPTER 4. PREDICTING THE PHENOTYPIC EFFECTS OF SAVS
USING SUSPECT

identify interacting residues. These databases are based on the PDB, so

where structural information was obtained from Phyre2, this information

was mapped from the template structure. These are both distance-based,

defining as interacting any amino acids on separate chains with atoms no

more than 4 Å apart.

In many cases, no interface information was available. However, it has

been shown that combining sequence conservation and solvent accessibility

information can be useful in predicting where interfaces may lie, as protein-

protein interfaces are more highly conserved than the rest of the protein

surface (de Vries et al., 2006). These conservation and solvent accessibility

features have been included, meaning SuSPect may not need to rely on

known interfaces.

4.4 Results

4.4.1 Cross-Validation

To determine the optimum value of the SVM soft-margin parameter C,

10-fold cross-validation was used. This parameter determines the extent

to which misclassifying training data is punished when selecting a hyper-

plane. Larger values punish misclassifications more but may be more prone

to over-training. Smaller values will look for a hyperplane giving the largest

separation between two groups, even if that leads to misclassification.

A value of 128 was chosen as it gave the best performance, with C = 256

not giving improved performance (Wilcoxon test, p > 0.12 for all perfor-

mance measures) but requiring a far longer training time (see Table 4.3).

The RBF kernel was used instead of the linear kernel because the linear

kernel is never more accurate than the best RBF kernel (Keerthi & Lin,
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C Precision Recall MCC Balanced
Accuracy

0.25 0.79± 0.01 0.70± 0.01 0.61± 0.01 0.80± 0.00
1 0.79± 0.01 0.71± 0.01 0.62± 0.01 0.80± 0.00
32 0.81± 0.01 0.73± 0.01 0.65± 0.01 0.82± 0.00
128 0.81± 0.01 0.75± 0.01 0.66± 0.01 0.83± 0.01
256 0.81± 0.01 0.76± 0.02 0.67± 0.01 0.83± 0.01

Table 4.3: 10-fold cross-validation results for choosing the optimum value of
the SVM parameter C.

2003). The parameter � is the radius of the RBF kernel and determines

how far the influence of each training data point extends and was chosen as

0.01 using the sigest function in the R package kernlab (Karatzoglou &

Smola, 2004).

Feature Selection

Feature selection is carried out in order to minimise the number of features

being used by a model and identify those most important for performance.

This has the advantage of removing those features which do not contribute

to performance, either due to irrelevance or redundancy with other features.

Knowing which features are retained as useful can also give important bi-

ological understanding of the important features for solving the problem

at hand. Feature selection can also help reduce over-fitting to the training

data.

Stability selection (Meinshausen & Bühlmann, 2010) was used in combi-

nation with mRMR (minimum Redundancy, Maximum Relevance) selection

(Ding & Peng, 2005). mRMR aims to identify the subset of features which

show the highest mutual information (a measure of the dependence of two

features on one another) between the features and the class while minimis-

ing the mutual information between the features within the subset (Peng
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Number of
Features

↵ MCC Balanced
Accuracy

10
0.5 0.38± 0.01 0.67± 0.01
1 0.03± 0.01 0.51± 0.00
2 0.30± 0.01 0.60± 0.01

20
0.5 0.47± 0.01 0.71± 0.01
1 0.51± 0.01 0.74± 0.01
2 0.31± 0.01 0.61± 0.01

30
0.5 0.54± 0.01 0.75± 0.01
1 0.54± 0.01 0.75± 0.01
2 0.48± 0.01 0.72± 0.00

Table 4.4: 10-fold cross-validation to choose the optimum number of features
to select and optimum value of ↵ for use in mRMR.

et al., 2005). This is done by maximising mutual information di↵erence

(MID) as this gives more stable results than mutual information quotient

(MIQ), the other method by which mRMR can assess relevance and redun-

dancy (Gulgezen et al., 2009). MID is calculated according to the following

equation:

MID = max
Fi2⌦S

2

4I(F
i

, H)� 1

|S|
X
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i

, F
j

)

3
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where I(F
i

, H) denotes the mutual information between a feature and the

outcome, I(F
i

, F
j

) is the mutual information between two features, S is the

feature set and ⌦
S

is the feature set excluding any features already selected.

The first part of the equation fulfils the maximum relevance condition (high

relevance of the feature to the outcome) and the second part the minimum

redundancy condition (low mutual information between the feature and any

features already selected). Mutual information between two vectors, X and

Y , is defined as:

I(X,Y ) =
X

x2X

X

y2Y
p(x, y)log

✓
p(x, y)

p1(x)p2(y)

◆
(4.4)
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where p(x, y) is the joint probability distribution function of X and Y ,

and p1(x) and p2(y) are the marginal probability distribution functions of

X and Y .

In stability selection, a subset of 50% of the data is taken and the feature

selection method (i.e. mRMR) performed on this subset (Meinshausen &

Bühlmann, 2010). This is repeated multiple times and the number of times

each feature is selected is counted. This method helps identify which features

are ‘stably’ important, meaning they are important in many subsets of the

data.

Feature Description
PPI Degree Degree centrality in a protein-protein interaction net-

work.
FT Annotations in the UniProt FT feature table.
PSSM-WT Score for the wild-type amino acid in a position-

specific scoring matrix (PSSM).
PSSM-mutant Score for the mutant amino acid in a PSSM.
PSSM-change Di↵erence between the wild-type and mutant PSSM

score.
Pfam HMM change Di↵erence between the Pfam HMM emission probabil-

ities for the wild-type and mutant amino acids at the
SAV position.

JSD Jensen-Shannon divergence, a information-theoretic
measure of sequence conservation.

SeqID-mutant Percentage sequence identity with the first sequence
in a multiple sequence alignment to have the mutant
amino acid at the SAV position.

Predicted RSA Relative solvent accessibility predicted by NetSurfP.

Table 4.5: Following feature selection using mRMR and stability selection,
these nine features were chosen and used to train an SVM. This SVM,
SuSPect-FS, outperforms one trained on all features (see Section 4.4.2).

Cross-validation was also carried out to identify the optimum parame-

ters for feature selection. A grid search was used to determine the optimum

values of the mRMR parameter ↵, which determines how features are dis-
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cretised, and the number of features to be selected in each iteration. Best

performance was seen when 30 features were selected and using ↵ of either

0.5 or 1. There was no significant di↵erence in performance between these

two values of ↵ when 30 features were selected (Wilcoxon test, p = 0.68

for both MCC and balanced accuracy), but when 20 features were selected,

↵ = 1 gave better performance, so ↵ = 1 was chosen to be used. Feature

selection was then carried out on the full training set, yielding nine features

which were selected in all 100 subsets (see Tables 4.2 and 4.5). These fea-

tures were used to train an SVM, hereafter termed SuSPect-FS (for F eature

Selection).

Following parameter selection (see section 4.4.1), feature selection was

carried out on each of the 10-fold cross-validation training sets, and an

SVM was trained and tested using just the selected features. As can be seen

in Table 4.6, feature selection gives perfect precision but at the expense of

recall. Overall, this means there is higher MCC but lower balanced accuracy

than when all features are used.

Performance Measures
Cross-Validation Features Used Precision Recall MCC Balanced

Accuracy
SAV All 0.81± 0.01 0.75± 0.01 0.66± 0.01 0.83± 0.01
Protein All 0.80± 0.04 0.72± 0.03 0.64± 0.03 0.81± 0.02
SAV No Networks 0.79± 0.01 0.68± 0.02 0.60± 0.01 0.79± 0.01
SAV No Structures 0.81± 0.01 0.74± 0.02 0.65± 0.01 0.82± 0.01
SAV Feature Selection 1.00± 0.00 0.63± 0.06 0.72± 0.04 0.82± 0.03

Table 4.6: Comparison of 10-fold cross-validation performance. Values
shown are mean ± standard deviation across the ten sets. Performance
measures are defined in Section 2.4. The first column shows whether cross-
validation sets were formed by dividing variants or proteins into groups. The
second column denotes which features were used.

Some of the features used, such as PPI network centralities, are at a
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protein level. As such, it is possible that the SVM could be simply learning

which proteins are most likely to contain disease-associated SAVs, leading

to over-training. To account for this, two sets of 10-fold cross-validation

were carried out. In one, proteins are divided into ten groups, whereas in

the other only the SAVs are separated into groups, meaning there can be

overlap of proteins between the test and training sets. Where there is no

overlap, performance is slightly worse when measured by balanced accuracy

(Wilcoxon test, p = 0.04) or MCC (p = 0.03), but the drop in performance

is not large, meaning there is not over-training on certain proteins.

To investigate the importance of structural and network features, these

were removed and 10-fold cross-validation carried out. The features removed

are shown in Table 4.7. Compared to the full version, removal of structural

features makes very little di↵erence to performance, showing that knowledge

of the 3D structure of a protein does not improve performance. On the

other hand, removal of network features does lead to a significant decrease

in performance. This shows, as suggested in Section 4.3.3, that knowing

where a protein or domain lies in a network is important in discriminating

between disease-associated and tolerated variants.

4.4.2 VariBench

The VariBench dataset, filtered to remove SAVs present in the SuSPect

training set, was used as a benchmark to compare SuSPect’s performance

with other methods (Nair & Vihinen, 2013). This dataset contains neutral

SAVs from dbSNP and pathogenic SAVs from PhenCode, which aggregates

data from locus-specific databases (LSDBs). After removing SAVs present

in the training set, the final test set consists of 13,236 neutral and 5,397

pathogenic SAVs.
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Figure 4.2: Performance of di↵erent methods on the VariBench test set, with
sensitivity (true positive rate) plotted against 1-specificity (false positive
rate).
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Structural Features Network Features
F14 Catalytic Site Atlas F4 PPI network degree centrality
F19 Structural information available F12 PPI network coreness centrality
F25 PDB structure F13 PPI network betweenness

centrality
F26 Crystallographic B factor F16 PPI network closeness centrality
F28 ProtinDb protein interface F22 DDI network closeness centrality
F29 Surface pocket (fpocket) F28 ProtinDb protein interface
F33 Betweenness centrality in a

residue interaction network
F31 DDI network coreness centrality

F41 Secondary structure is turn
(DSSP:ST)

F35 Domain bigram network
closeness centrality

F42 H-bond energy (N2) F46 Domain bigram network
betweenness centrality

F43 H-bond energy (O2) F48 PISite protein interface
F44 Secondary structure is strand

(DSSP:BE)
F53 Domain bigram network degree

centrality
F45 Psi backbone angle F63 DDI network degree centrality
F47 H-bond energy (N1) F67 DDI network betweenness

centrality
F48 PISite protein interface F69 Domain bigram network

coreness centrality
F49 H-bond energy (O1)
F55 Phi backbone angle
F68 Polar RSA (NACCESS)
F65 Secondary structure is helix

(DSSP:GHI)
F73 All-atom RSA (NACCESS)
F74 Side-chain RSA (NACCESS)
F75 Main-chain RSA (NACCESS)
F76 Non-polar RSA (NACCESS)
F77 Phyre2 model confidence

Table 4.7: Structural and network features removed in cross-validation.

ROC (receiver operating characteristic) curves summarising performance

are shown in Figure 4.2. Five methods (Condel (González-Pérez & López-

Bigas, 2011), SIFT (Ng & Heniko↵, 2001), PolyPhen-2 (Adzhubei et al.,

2010), FATHMM (Shihab et al., 2013) and MutationAssessor (Reva et al.,

2011)) were chosen based on the availability of a web-server allowing batch
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Performance Measures
Method Precision Recall Balanced

Accuracy
MCC AUC p-value

SuSPect-FS 0.75 0.75 0.82 0.65 0.90 5.0⇥ 10�11

SuSPect-No Structure 0.73 0.67 0.79 0.59 0.89 7.1⇥ 10�15

SuSPect-All 0.72 0.67 0.78 0.58 0.88 -
SNPs&GO 0.96 0.70 0.82 0.56 - -
MutPred 0.79 0.81 0.75 0.49 0.84 1.4⇥ 10�11

SuSPect-No Networks 0.78 0.64 0.71 0.44 0.78 < 2.2⇥ 10�16

PhD-SNP 0.69 0.72 0.69 0.39 - -
MutationAssessor 0.36 0.81 0.70 0.34 0.79 < 2.2⇥ 10�16

SuSPect-FS No Networks 0.63 0.45 0.67 0.38 0.74 < 2.2⇥ 10�16

SNAP 0.82 0.75 0.68 0.34 - -
FATHMM 0.41 0.71 0.63 0.24 0.63 < 2.2⇥ 10�16

SIFT 0.14 0.58 0.62 0.22 0.65 < 2.2⇥ 10�16

Condel 0.43 0.52 0.61 0.21 0.63 < 2.2⇥ 10�16

nsSNPanalyzer 0.94 0.61 0.65 0.20 - -
PANTHER 0.43 0.75 0.59 0.17 0.63 < 2.2⇥ 10�16

PolyPhen-2 0.37 0.60 0.58 0.14 0.62 < 2.2⇥ 10�16

Table 4.8: Performance of di↵erent methods on the VariBench test set.
DeLong’s test was used to compare ROC curves to SuSPect, or to SuSPect-
FS in the case of SuSPect-FS No Networks. Performance measures are
defined in Section 2.4.

submission, reflecting the problem faced by a user with a large number of

SAVs to investigate. In agreement with the findings of Gnad et al. (2013),

MutationAssessor performed the best of these five methods. However, com-

pared to SuSPect, MutationAssessor was significantly worse, with an AUC

of 0.79 compared to 0.89 for SuSPect and 0.90 for SuSPect-FS (Table 4.8,

DeLong’s test (DeLong et al., 1988), p < 2.2⇥ 10�16).

Predictions from six other methods were kindly provided by Professor

Mauno Vihinen of Lund University (Thusberg et al., 2011). In two cases

(MutPred (Li et al., 2009a) and PANTHER (Thomas & Kejariwal, 2004;

Mi et al., 2013)), numerical scores were provided, meaning ROC curves and

AUC could be calculated. For the other four methods (PhD-SNP (Capriotti
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et al., 2006), SNAP (Bromberg & Rost, 2007), nsSNPanalyzer (Bao et al.,

2005) and SNPs&GO (Calabrese et al., 2009)), only binary classifications

were provided so AUC could not be calculated.

4.4.3 Network Features

As seen in 10-fold cross-validation, removal of network-based features leads

to a stark drop in performance, with SuSPect-No Networks showing more

similar performance to MutationAssessor and MutPred than to other ver-

sions of SuSPect. This shows the importance of these features in identifying

disease-associated mutations. It is easy to imagine an example of an SAV

causing complete loss-of-function, but because the protein itself is not im-

portant in causing disease, this variant does not lead to disease (MacArthur

et al., 2012). Equally, a less damaging SAV a↵ecting a more important

protein could lead to disease. Network centrality is likely to be important

in making accurate predictions for these cases, which would be incorrectly

scored using purely sequence-based methods.

4.4.4 Structural Features

It has been suggested that features related to the three-dimensional structure

of a protein can improve SAV phenotype prediction (Saunders & Baker,

2002; Capriotti & Altman, 2011b). In SuSPect, structural features were

obtained from experimentally solved structures and from homology models

generated using Phyre2, depending on availability. For 40.0% of training

SAVs and 49.0% of the VariBench SAVs, no structural information was

available at all. In the training data, SAVs mapping to PDB structures are

significantly more likely to be disease-associated than those in Phyre2 models

or lacking structural data (p < 2.2 ⇥ 10�16, �2 test). This could be down
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to a bias in which proteins are present in the PDB; proteins associated with

disease may be more likely to have had a structure solved experimentally.

Phenotype PDB Phyre2 N/A Total
Disease 2,914 (66.5%) 13,560 (44.6%) 4,254 (18.7%) 20,728 (36.0%)
Polymorphism 1,468 (33.5%) 16,833 (55.4%) 18,498 (81.3%) 36,799 (64.0%)
Total 4,382 30,393 22,752 57,527

Table 4.9: Availability of structures for Disease and Polymorphism SAVs in
the training data.

In feature selection, no structural features were selected for use in SuSPect-

FS, yet performance was better than for SuSPect-All, suggesting that struc-

tural features may not be as important as expected. To investigate the

importance of these features, a version of SuSPect was trained excluding all

structural features (SuSPect-No Structure). In 10-fold cross-validation, this

gave a small and statistically insignificant decrease in performance compared

to the the full method (see Table 4.6, Wilcoxon test, p > 0.05 for all mea-

sures). When tested on the VariBench dataset, the removal of structural

features gave a small but statistically significant improvement in perfor-

mance (see Table 4.8, AUC= 0.89 for SuSPect-No Structure and 0.88 for

SuSPect-All, p = 7.1 ⇥ 10�15). This shows that inclusion of the structural

features gives, at best, no performance benefit.

Performance on Groups of SAVs

In order to determine whether this is the result of SAVs lacking structural

information or with structural information from Phyre2 being poorly pre-

dicted, the VariBench SAVs were divided into three groups based on the

source of structural information (PDB, Phyre2, N/A) and the performance

of each method was investigated. If the structural data from Phyre2 mod-

els were less accurate than that from PDB, it might be expected to im-
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pair performance on that subset of SAVs. However, no matter the source

of structural information, performance did not di↵er significantly between

SuSPect-All and SuSpect-No Structure (DeLong’s test, p = 0.92 for PDB,

p = 0.10 for Phyre2).

Structure Comparisons
Method PDB Phyre2 N/A PDB-Phyre2 PDB-N/A Phyre2-N/A
SuSPect-FS 0.94 0.83 0.87 *** *** ***
SuSPect-No Structure 0.92 0.82 0.86 *** *** ***
SuSPect-All 0.91 0.80 0.86 *** *** ***
MutPred 0.90 0.82 0.76 * *** **
MutationAssessor 0.72 0.77 0.72 * - *
SuSPect-No Networks 0.78 0.64 0.67 *** *** *
SuSPect-FS No Networks 0.81 0.67 0.65 *** *** -
SIFT 0.65 0.67 0.56 - ** ***
FATHMM 0.63 0.64 0.57 - ** ***
Condel 0.57 0.64 0.56 ** - ***
PANTHER 0.67 0.60 0.55 - - -
PolyPhen-2 0.55 0.63 0.56 ** - ***

Table 4.10: AUC of methods on the VariBench test set, grouped based on
the availability of structural information. Comparisons of the three ROC
curves for each method are carried out using DeLong’s test, with asterisks
denoting p-value (* 10�3 < p < 0.05, ** 10�5 < p < 10�3, *** p < 10�5) .

Interestingly, the worst SuSPect performance is seen for the Phyre2 SAVs

(see Table 4.10 and Figure 4.3). This may be because, as shown in Table

4.9, SAVs mapping to PDB structures are more likely to be disease-causing,

whereas those with no structural information are more likely to be neutral.

This may mean the PDB and N/A groups are easier to predict as most

SAVs therein will be deleterious and neutral respectively, and the SVM

uses the presence or absence of a structure as a guide to how likely the

SAV is to be deleterious. However, it is not clear whether this is truly the

case; in particular, this cannot be true for either SuSPect-FS or SuSPect-No

Structure as they do not include any information about whether structural

information is available or where it may come from.
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Figure 4.3: Performance on the VariBench dataset, separated according to
the availability of structural information.

Intriguingly, removal of structural features leads to a small but statisti-

cally significant improvement in performance for both the PDB and Phyre2

groups. One possible explanation for this is that the structure of the protein
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does not add extra information that is not already contained in the sequence.

For example, the structure can be used to find the relative solvent accessi-

bility (RSA) of a residue, showing whether it is buried or exposed. Buried

SAVs are more likely to be associated with disease, so knowing the solvent

accessibility of a position can help predict the e↵ects of SAVs. However,

solvent accessibility can be predicted from the sequence, in the case of SuS-

Pect by using NetSurfP, which gives a Pearson correlation coe�cient of 0.79

between true and predicted RSA in testing (Petersen et al., 2009). This

feature is chosen in feature selection, showing the importance of solvent

accessibility, but also implying that these predicted values are su�ciently

accurate for the purpose of SAV phenotype prediction.

It is also possible that the use of homology models may introduce some

error, with structural features being obtained from potentially inaccurate

models. All models chosen were produced from homologues with at least

90% confidence in the selected template, which should decrease the likeli-

hood of an inaccurate model being produced, but the models may well still

have inaccuracies, which could a↵ect prediction, although the performance

of SuSPect-All is inferior to that of SuSPect-No Structures for PDB SAVs

as well as for Phyre2 SAVs.

Separate SVMs for Di↵erent Sources of Structures

As a further test, the training SAVs were divided into three groups (PDB,

Phyre2, N/A) and SVMs were trained solely on these sets. If the high num-

ber of SAVs lacking structural information (40% in the training data) are

responsible for the relative unimportance of structural features, the SVMs

trained only on SAVs with structural information should highlight their

true importance and may give better performance. In Table 4.11, the per-
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formance of these specialised SVMs are compared to SuSPect-All on the

relevant subsets of the VariBench dataset. In all three cases, SuSPect-All

performs as well as or better than the specialised SVM, showing that specif-

ically training a separate SVM for each case does not give improved per-

formance. This could be because of a decrease in the overall numbers of

SAVs in the training data, meaning important information is missing. In

particular, the training data for the N/A SVM will be highly imbalanced,

with many more Polymorphisms than Disease SAVs, and it will also not con-

tain information about any of the SAVs that can be mapped to a structure,

which in many cases may be highly conserved and informative.

Method SuSPect-All AUC Specialised SVM AUC DeLong’s test p-value
PDB 0.91 0.90 0.60
Phyre2 0.80 0.81 0.16
N/A 0.86 0.84 0.049

Table 4.11: Comparison of SuSPect-All to specialised SVMs trained only on
SAVs with structural information from each source.

RSA predicted by NetSurfP was highlighted in feature selection ahead

of the observed RSA calculated using NACCESS. In order to determine

whether this is because it is a better feature for prediction or was simply

chosen because it could be applied to the N/A SAVs as well as those with

available structure, two further SVMs were trained on the Humsavar data

with a structure from the PDB. The PDB structures were used to avoid

introducing any errors from the Phyre2 models. An SVM trained on these

SAVs excluding the NetSurfP RSA feature gave an AUC of 0.90 on the

VariBench dataset, significantly lower than the 0.92 when NACCESS RSAs

are excluded (DeLong’s test, p = 3.3⇥ 10�4). This implies that, unexpect-

edly, the predicted solvent accessibility performs better as a feature than

the RSA calculated using NACCESS. One possible explanation for this is
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that the NetSurfP predictions incorporate extra information in addition to

the solvent accessibility, for example relating to the quaternary structure

of the protein. As described above, SAVs a↵ecting interface residues are

more likely to be associated with disease than those elsewhere on the pro-

tein’s surface, so if the NetSurfP predictions are also related to quaternary

structure, this may be responsible for the improved performance.
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Figure 4.4: For SAVs with few homologous structures, including structural
information is helpful for prediction. SAVs predicted incorrectly by both
SuSPect-No Structure were divided into two groups according to whether
or not adding structural features (using SuSPect-All) gave the correct pre-
diction (Help) or not (No Help). The SAVs for which structural features
improved prediction have significantly fewer homologues than those SAVs
for which structural information does not help (Wilcoxon text, p < 10�11,
shown using asterisks on the box-plot). The box-plot shows the median and
upper/lower quartiles as the box, with whiskers extending to the most ex-
treme points located at most 1.5 times the interquartile range above/below
the upper/lower quartile. Non-overlapping notches imply significant di↵er-
ences between medians at a 95% confidence level (McGill et al., 1978).
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Sequences With Few Homologues

Whilst it does not appear that protein structure information helps on the

whole, it has been suggested that structures are more helpful when there

are fewer homologous sequences available (Saunders & Baker, 2002). To

determine whether this is the case for SuSPect, the predictions of SuSPect-

All and SuSPect-No Structure were compared for those cases where SuSPect-

No Structure was not able to correctly predict the phenotype. Of these

SAVs, 17% (507/3,023) were correctly predicted by SuSPect-All, meaning

that in these cases, structure was helpful for prediction. The number of

sequence homologues present in the MSA with an E-value of less than 10�3

was counted for these SAVs, with a maximum of 500. Figure 4.4 shows that

those SAVs for which adding structural information is helpful and leads to

a correct prediction have a lower number of homologues in UniRef50 than

those for which the use of structural information makes no di↵erence.

In conclusion, it appears that the structural features used are not impor-

tant for prediction and do not add any extra information above or beyond

the information provided by the sequence and network features, except in

cases where there are few homologous sequences available. This is likely to

be because the sequence conservation of a protein can be used to predict

many structural features, including the all-important relative solvent acces-

sibility. Where there are fewer homologous sequences available, the sequence

conservation and predicted structural features may be less accurate, mean-

ing structural information may be helpful. It is worth noting that knowing

the structure of a protein can be useful for interpretation of the e↵ects of a

variant, even if they are dispensable for prediction.
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4.4.5 Intrinsically Disordered Regions

SAVs were also separated based on the predicted intrinsic disorder at the

SAV position. In recent years, intrinsically disordered regions (IDRs) have

become prominent in protein structural biology, in particular with regards

to their role in disease (Babu et al., 2011). IDRs are parts of proteins

that do not form a stable structure in solution. These regions vary greatly

in size, from a few amino acids connecting two ordered domains to large,

unstructured domains. It has been estimated that 44% of human proteins

contain an IDR of at least 30 amino acids in length (Pentony et al., 2010).

The extended nature of IDRs increases the distance over which proteins

can interact, as well as increasing the surface area per residue available for

interaction. As such, these are very important regions in mediating PPIs

and in several other functions. SAVs can lead to a decrease or increase in

local disorder, either of which can be deleterious (Vacic et al., 2012). This

is summarised in Section 1.2.7.

As shown in Table 4.12, SAVs in IDRs are significantly less likely to be

associated with disease than those in ordered regions (p < 2.2 ⇥ 10�16, �2

test). This could be because the flexibility of IDRs and the freedom from

a requirement to fold into a given structure allow for greater variation to

be tolerated. Alternatively, it may be the result of study bias, with ordered

proteins more likely to have been studied and therefore to have had disease-

Ordered Disordered Total
Disease 12,167 (41.5%) 8,561 (30.3%) 20,728
Polymorphism 17,146 (58.5%) 19,653 (59.7%) 36,799
Total 29,313 28,214 57,527

Table 4.12: Phenotypes of training SAVs in ordered and intrinsically-
disordered regions.
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Method Ordered Disordered p-value
SuSPect-FS 0.87 0.97 < 2.2⇥ 10�16

SuSPect-No Structure 0.89 0.95 < 2.2⇥ 10�16

SuSPect 0.89 0.94 < 2.2⇥ 10�16

MutPred 0.83 0.84 0.44
MutationAssessor 0.81 0.69 3.5⇥ 10�12

SuSPect-No Networks 0.83 0.72 < 2.2⇥ 10�16

SuSPect-FS No Networks 0.78 0.68 < 2.2⇥ 10�16

SIFT 0.71 0.53 < 2.2⇥ 10�16

FATHMM 0.57 0.66 < 2.2⇥ 10�16

Condel 0.68 0.54 < 2.2⇥ 10�16

PANTHER 0.63 0.58 0.15
PolyPhen-2 0.67 0.54 < 2.2⇥ 10�16

Table 4.13: AUC of methods on the VariBench test set, grouped based on
the predicted intrinsic disorder of the SAV position. p-values were calculated
using DeLong’s test.

associated SAVs identified therein.

Most methods tested perform better on ordered than disordered regions.

This may be because ordered regions are more highly conserved than IDRs,

possibly due to their need to fold into stable structures, making them more

amenable to SAV phenotype prediction based on sequence conservation (Bel-

lay et al., 2011). Disordered regions show lower conservation than ordered

regions, making sequence-based prediction di�cult, as seen by Vacic et al.

(2012). Adding network features to SuSPect (and SuSPect-FS) improves

performance for SAVs in IDRs more than in ordered regions (see Table 4.13).

This may be because the network centrality of a protein helps to determine

whether or not a protein’s IDRs are functionally important. For example,

IDRs mediate many interactions of sca↵olding proteins in signalling path-

ways. Variants in these IDRs are more likely to be deleterious than those in

IDRs in a less central protein.
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Figure 4.5: Performance on the VariBench dataset, separated according to
whether the SAV is in an intrinsically disordered region or an ordered region.

4.4.6 Disease-Propensity as a Feature

In SuSPect, disease-propensity was not used as a feature, with some features

instead being chosen for inclusion based on results in Chapter 3 associat-
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Figure 4.6: Performance of SuSPect and SuSPect-LOGSUS on the
VariBench test set, with sensitivity (true positive rate) plotted against 1-
specificity (false positive rate).
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LOGSUS Precision Recall MCC Balanced
Accuracy

SuSPect-All 0.81± 0.01 0.75± 0.01 0.66± 0.01 0.83± 0.01
Protein 0.89± 0.01 0.91± 0.01 0.84± 0.01 0.92± 0.00
Domain 0.86± 0.01 0.78± 0.01 0.72± 0.01 0.85± 0.01
Protein & Domain 0.89± 0.01 0.91± 0.01 0.84± 0.01 0.92± 0.00

Table 4.14: Comparison of 10-fold cross-validation performance. Values
shown are mean ± standard deviation across the ten sets. As a comparison,
10-fold cross-validation performance of SuSPect-All was used, with extra
LOGSUS features added as shown.

ing them with this classification. In order to determine whether or not

including disease-propensity would improve predictive performance, 10-fold

cross-validation was carried out. Instead of using the classifications, a score

(termed LOGSUS, for log-susceptibility) was used, calculated as the loga-

rithm of the ratio of all disease-associated (N
d

) to neutral SAVs (N
p

, see

Equation 4.5). Pseudocounts of 1 are added to avoid dividing by zero.

LOGSUS = log
1 +N

d

1 +N
p

(4.5)

This value was calculated for each Pfam domain and protein using the

SAVs in each training set. The results of 10-fold cross-validation are shown

in Table 4.14. Compared to SuSPect-All, there is a significant improvement

in performance across all measures, suggesting it could be a useful feature

to include.

When an SVM using protein LOGSUS is trained on the full Humsavar

training data and tested on the VariBench dataset, performance is signifi-

cantly better than for SuSPect (AUC=0.90 and 0.88 respectively, DeLong’s

test, p = 0.002). However, whilst there is a high TPR at a low FPR,

the ROC curve shows an unusual ‘flick’ towards the right-hand side of the

graph, meaning there is a set of disease-associated SAVs being incorrectly
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predicted as neutral (see Figure 4.6). Further investigation reveals a set of

198 pathogenic SAVs with a score of under 0.01. These SAVs are from four

proteins (P02042, P68871, P69891 and P69905), which contain no disease-

associated SAVs and, respectively, 32, 31, 15 and 29 neutral SAVs in the

training data. This exemplifies the problem with using features unambigu-

ously defining the proportion of disease-associated SAVs present in a given

protein in the training data, as the LOGSUS features are causing the SVM

to assign all SAVs in these four proteins to be neutral.

Incorporating just domain LOGSUS gives inferior performance to SuSPect-

All on the VariBench dataset (AUC=0.85, DeLong’s test, p < 2.2⇥ 10�16),

again with the distinctive flick due to false negatives. As for protein LOG-

SUS, this suggests over-training for certain domains, in particular the Globin

domain (PF00042), which contains 88 neutral and 4 disease-associated SAVs

in the training data. In the VariBench test set, this domain contains 267

SAVs, all of which are disease-associated. Because of the relative lack of

disease-associated SAVs in the training data, most (264) of these VariBench

SAVs are incorrectly classified as neutral, with 236 having scores under 0.01.

Including only domain LOGSUS gives inferior performance than if only

protein LOGSUS is included, showing that the protein information is more

informative than the domain information. This is not surprising; a given

LOGSUS Precision Recall MCC Balanced
Accuracy

AUC

SuSPect-All 0.72 0.67 0.58 0.78 0.88
Protein 0.77 0.84 0.72 0.87 0.90
Domain 0.72 0.63 0.55 0.77 0.85
Protein & Domain 0.76 0.84 0.71 0.87 0.90

Table 4.15: Comparison of performance of SVMs on the VariBench test set
including one or both LOGSUS measures. As a comparison, performance of
SuSPect-All was used, with extra LOGSUS features added as shown.
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Pfam domain may be present in multiple proteins and only be involved in

disease in some of these proteins. This may also give more opportunities

for unexpected neutral SAVs in disease-susceptible, or pathogenic SAVs in

disease-resistant domains than there may be for proteins, perhaps explaining

why the flick is less-pronounced when protein LOGSUS is excluded.

This problem is caused by over-reliance on the training data. Using fea-

tures related to disease-propensity instead of the exact classification or a

feature such as LOGSUS helps to avoid this problem as they are more gen-

eralisable and can be applied to domains and proteins that do not appear in

the training data. The excellent performance towards the left-hand side of

the ROC curve for the LOGSUS SVMs shows that LOGSUS can help with

prediction for proteins and domains present in the training set, but includ-

ing these features reduces how well the SVM is able to generalise to new

data or to proteins and domains that show di↵erent proportions of disease-

associated and neutral SAVs in the training and test data, such as PF00042.

If more data were available, better representing the underlying population

of possible disease-associated and neutral variants, the classification may

become more useful.

4.4.7 Non-Human Mutations

SuSPect was designed, trained and tested to identify variants involved in

human disease. However, it may also prove useful for predicting the func-

tional impact of mutations in non-human proteins. One limitation is that

an SAV leading to a change in protein function is not the same as it leading

to disease, even in human proteins (see Section 4.3.3).

To determine whether or not SuSPect will be useful for variants in non-

human proteins, functionally characterised mutations from three non-human
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Protein Deleterious Neutral Reference
E. coli LacI repressor 1,774 2,267 Suckow et al. (1996)
HIV-1 protease 225 111 Loeb et al. (1989)
Bacteriophage T4 lysozyme 638 1,377 Rennell et al. (1991)
Total 2,637 3,755

Table 4.16: Datasets used to test the performance of SuSPect on non-human
proteins.

proteins (LacI, T4 lysozyme and HIV-1 protease, see Table 4.16) were down-

loaded from the SIFT website and scored using SuSPect. As these are not

human proteins, the human PPI data was excluded. Phyre2 was used to

model the structures of all three proteins, allowing structural features to

be calculated. SIFT was used for comparison as it was most amenable to

analysing large numbers of non-human SAVs.

The results are shown in Figure 4.7, which shows SuSPect to perform

significantly better than SIFT. This is likely to be because of the use of

other features, such as solvent accessibility, in addition to the sequence con-

servation used by SIFT. As expected, SuSPect shows worse performance on

non-human variants than on human SAVs. This is due to the lack of PPI

network information and because SuSPect is trained to discriminate disease-

associated from non–disease-associated SAVs rather than to predict e↵ects

on protein function.

4.5 Web-Server

SuSPect has been implemented as a web-server at http://www.sbg.bio.

ic.ac.uk/~suspect. The front-end has been constructed using HTML and

uses Perl CGI scripts to either run SuSPect or retrieve pre-calculated scores

from an SQLite database using the Perl DBI module.
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Figure 4.7: Performance of SuSPect and SIFT on three sets of non-human
mutations. The three sets of proteins are described in Table 4.16 and the
AUCs of these ROC curves in Table 4.17.

SuSPect-FS scores have been pre-calculated for all possible single amino

acid variants in the 2013-03 release of the UniProt database and are stored

in an SQLite database. If users submit individual human variants, using
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Protein Accuracy Precision Recall MCC Balanced
Accuracy

AUC

E. coli LacI
repressor

SIFT 0.64 0.58 0.65 0.28 0.64 0.69
SuSPect 0.71 0.68 0.64 0.40 0.70 0.75

HIV-1
protease

SIFT 0.67 0.75 0.75 0.25 0.62 0.66
SuSPect 0.57 0.92 0.40 0.34 0.67 0.80

T4
lysozyme

SIFT 0.65 0.51 0.23 0.62 0.58 0.65
SuSPect 0.71 0.58 0.31 0.26 0.60 0.73

Combined
SIFT 0.65 0.56 0.62 0.28 0.64 0.68

SuSPect 0.70 0.67 0.54 0.37 0.68 0.74

Table 4.17: Performance of SuSPect and SIFT on non-human proteins. For
all ROC curves, SuSPect is significantly better than SIFT in all measures
(DeLong’s test, p < 10�3)

a UniProt accession, rsID or chromosomal co-ordinates, or a variant call

format (VCF) file, these pre-calculated scores are retrieved. In the case of

chromosomal co-ordinates and VCF files, ANNOVAR (Wang et al., 2010b)

and BLAST-P (Altschul et al., 1997) are used to map the submitted vari-

ants to UniProt sequences. Detailed human-readable information is also

provided for each variant. If requested, an image of the protein structure

will be generated showing the location of the SAV, based on either a struc-

ture from PDB or Phyre2 model, where available. The SQLite database of

human scores is available to download as part of SuSPect Package, which

also includes a Perl script to enable easy querying of the database from a

VCF file, or a list of UniProt accessions or rsIDs.

The human-readable information is given to aid users in determining

which SAVs are likely to be functionally important by giving more detail

than a single score. The distribution of values across neutral SAVs in the

training data was used as the background for each of the features used

by SuSPect-FS. If a SAV has a value for a feature in the upper quartile

of this background distribution, this is listed in the web-server as a ‘high’

value. If the value is in the bottom quartile, it is listed as a ‘low’ value.
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Source Annotation(s) Reference
Catalytic Site
Atlas (CSA)

Active sites Porter et al. (2004)

Conserved
Domains
Database (CDD)

Active sites,
Interaction sites,
Ligand-binding sites,
Post-translational modifications

Marchler-Bauer et al.
(2011)

dbSNP Minor allele frequency Sherry et al. (2001)
Humsavar Disease phenotype Yip et al. (2008)
NetNGlyc Predicted N-glycosylation sites Gupta et al. (2004)
NetOGlyc Predicted O-glycosylation sites Hansen et al. (1995)
NetPhos Predicted phosphorylation sites Blom et al. (1999)
NetSurfP Predicted RSA Petersen et al. (2009)
Pfam Domain family Punta et al. (2012)
PISite Protein-protein interaction sites Higurashi et al. (2009)
ProtinDb Protein-protein interaction sites Jordan et al. (2011)
PSI-BLAST Sequence conservation (PSSM), Altschul et al. (1997)

Jensen-Shannon divergence Capra & Singh (2007)
STRING PPI degree centrality Szklarczyk et al. (2011)
TMHMM Predicted transmembrane helices Sonnhammer et al.

(1998)
UniProt Transmembrane regions,

FT annotations
The Uniprot

Consortium (2013)

Table 4.18: Sources of annotations returned by SuSPect web-server.

In addition to this, a number of other sources, described in Table 4.18,

are used to give annotations such as protein domains from Pfam (Punta

et al., 2012), functional annotations from UniProt (The Uniprot Consortium,

2013), predicted functional residues from the Conserved Domain Database

(CDD, Marchler-Bauer et al. (2011)), predicted transmembrane helices from

TMHMM (Sonnhammer et al., 1998) and predicted post-translational mod-

ifications from NetPhos (Blom et al., 1999), NetNGlyc (Gupta et al., 2004)

and NetOGlyc (Hansen et al., 1995). This extra information on the poten-

tial impact of the SAV helps users to move from a score of deleteriousness

to a potential functional explanation of the SAV. Where a submitted SAV

is present in Humsavar or dbSNP, SuSPect will include this as part of the
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extra information, meaning users are not reliant on a prediction where there

is phenotypic information available.

An example output of the web-server is shown in Figure 4.8, also avail-

able at www.sbg.bio.ic.ac.uk/suspect/example.html. Scores range from

0 (neutral) to 100 (most likely to be associated with disease) and are colour-

coded for ease of interpretation. A cut-o↵ of 50 is recommended for discrim-

inating between neutral and pathogenic variants, with increasing distance

from the cut-o↵ meaning a higher confidence in the score. Where available,

structures are shown with the SAV position highlighted. Clicking on a score

brings up the human-readable information about that SAV.

Alternatively, users can submit a PDB structure file or the protein se-

quence. If this is a human protein, pre-calculated SuSPect-FS scores will be

retrieved from the SQLite database (for example, Figure 4.9). Otherwise,

SuSPect-No Networks will then be run on this protein and scores calculated

for all amino acids at all positions. The performance of SuSPect is likely to

be similar to that seen in Section 4.4.7 due to the lack of PPI information.

SuSPect has also been implemented by Dr Lawrence Kelley as part of Phyre

Investigator, a web-based tool enabling users to investigate the e↵ects of

variants in a structural model produced by Phyre2.

4.6 Case Study - Colorectal Cancer

The exomes of 631 colorectal cancer (CRC) patients and 655 healthy controls

were sequenced by Dr Daniel Chubb and Professor Richard Houlston at

the Institute of Cancer Research. SAVs in genes previously known to be

associated with CRC (see Table 4.19) were submitted to the SuSPect web-

server (see Table 4.19). Based on SuSPect-FS scores, a number of potentially

interesting SAVs were identified, summarised in Table 4.19.
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Figure 4.8: Example output from the SuSPect web-server. The detailed
explanations for Q9BY79 Ile182Thr are shown. This SAV is predicted to
be damaging (score=82) because of its high conservation and low solvent
accessibility. This variant is associated with nanophthalmos 2, a disease
characterised by small eyes.
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(a) Protein structure showing mean scores at each position.

(b) Matrix of SuSPect-FS scores.

Figure 4.9: Example output from the SuSPect web-server using a fragment of
P24821 previously submitted to Phyre2. Colours are based on the SuSPect-
FS score, ranging from 0 (blue) to 100 (red).
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SAV Score Cases Controls Description
Cadherin-1 (P12830)
Pro30Thr 97 3 2
Val55Gly 99 1 0
Gly62Ser 80 1 0
Ala298Thr 93 1 0
Ile393Asn 98 1 0
Thr438Ala 94 1 0 Predicted to be phosphory-

lated (NetPhos)
Ala592Thr 90 7 11
Mlh1 (P40692)
Arg18Cys 84 2 0
Gly22Ala 81 2 1
Gly67Glu 97 1 0 Gly-Xaa-Gly motif,

ATP-binding site
Gly67Arg 97 1 0 Gly-Xaa-Gly motif,

ATP-binding site
Thr117Met 93 3 0 ATP-binding site,

Predicted to be phosphory-
lated (NetPhos)

Tyr130Cys 91 1 0
Val152Met 88 1 0
Val185Gly 90 1 0
Asn306Lys 98 1 0
Lys311Asn 96 1 0 ATP-binding site
Gly532Asp 94 1 0
Leu559Pro 91 1 0 Protein-protein interaction

site (ProtinDb)
Ala681Pro 87 1 0
Msh2 (P43246)
Thr33Pro 98 1 1 Predicted to be phosphory-

lated (NetPhos)
His46Gln 98 1 0
Asp167His 98 1 0
Ala266Glu 83 2 1
Cys333Tyr 98 1 0
Leu556Trp 87 1 0
His639Tyr 99 1 0 Walker A/P-loop,

ATP-binding site
Lys675Glu 98 1 0 Walker A/P-loop,

ATP-binding site
Cys707Tyr 94 1 2

Continued on next page
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Table4.19 – continued from previous page
SAV Score Cases Controls Description
Met726Ile 98 1 0 ABC transporter signature

motif
His785Pro 95 1 0 H-loop/switch region,

Protein-protein interaction
site (ProtinDb)

Msh6 (P52701)
Asp380Glu 80 1 0
Tyr397Cys 83 1 0 Predicted to be phosphory-

lated (NetPhos)
Val509Ala 91 1 0
PMS2 (P54278)
Ser46Ile 93 2 0 Predicted to be phosphory-

lated (NetPhos)
PolE (Q07864)
Ala31Ser 91 32 44
Thr41Met 91 1 0 Predicted to be phosphory-

lated (NetPhos)
Arg47Trp 94 3 1
Leu148Phe 90 1 0
Arg154Lys 87 1 0
Arg231Cys 99 1 1
Ala252Val 86 140 131
Arg259His 90 15 15
Asp287Glu 94 2 0
Gln352Pro 92 1 0
Asp368Val 100 1 0 Active site of exonuclease do-

main
Leu424Val 100 3 0 Active site of exonuclease do-

main
Arg446Gln 87 1 4
Thr457Met 97 1 0 Predicted to be phosphory-

lated (NetPhos)
Arg579Cys 92 1 0
Val613Ile 85 1 0
Arg680Cys 99 2 0
Phe695Ile 97 20 23
Pro697Arg 92 3 2
Pro697Ala 86 2 0
Thr880Met 91 1 0 Predicted to be phosphory-

lated (NetPhos)
Continued on next page
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Table4.19 – continued from previous page
SAV Score Cases Controls Description
Val1016Met 95 1 5
Arg1059Cys 100 1 0
Arg1077Cys 100 1 0
Pro1164Leu 99 1 1
Lys1181Asn 95 1 0
Pro1221Arg 90 1 0
Glu1253Gln 85 1 1
Arg1284Gln 81 3 2
Arg1364His 98 1 0
Asn1396Ser 96 176 172
Ala1420Val 97 4 5
Arg1508His 85 5 2
Arg1634His 94 2 0
Thr1771Met 82 1 0
Gly1927Val 93 1 0
Glu2140Lys 81 26 31
Arg2165His 99 11 5

Table 4.19: High-scoring (SuSPect-FS score � 80) SAVs found in known
CRC-related genes in CRC cases. The majority of these are found in more
cases than controls.

The Lys675Glu variant in Msh2 (MutS homologue 2) is part of the

Walker A/P-loop ATP-binding site, with the Lys side-chain contacting the

�-phosphate in the PDB structure of the homologous E. coli protein MutS

(PDB 2o8b). A change to Glu reverses the charge of the side-chain so could

impair binding. SuSPect gives this SAV a score of 98.

In Mlh1 (MutL homologue 1), there are two variants at position Gly67,

which forms part of a Gly-Xaa-Gly motif and is an ATP-binding site. Both

of these SAVs (Gly67Ala and Gly67Arg) score 97. The Lys331Asn variant

is at an ATP-binding site in the DNA mismatch repair C-terminal domain

(PF01119) and scores 96.

In DNA polymerase E (PolE), there are two SAVs at the active site of the
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(a) Msh2 Lys675 (PDB:2O8B, Warren et al.
(2007))

(b) Mlh1 Lys307 (PDB:1B63, Ban et al. (1999))

Figure 4.10: Examples of high-scoring SAVs identified in CRC cases. The
PDB files on which these images are based are given in parenthesis.

exonuclease domain, involved in proofreading. These variants, Asp368Val

and Leu424Val, score 100 and are only found in cases. Variants in this

domain have previously been associated with endometrial cancer (Church

et al., 2013). There are also high-scoring variants located in the polymerase

domain, such as Arg1059Cys and Arg1077Cys.

As most of these variants are found only in CRC cases, they include

promising candidates for causative variants. The extra information provided

by the SuSPect web-server could help to identify putative mechanisms by
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which these SAVs may have their damaging e↵ects.

4.7 Conclusions

In this chapter, I have detailed the development of SuSPect, a method for

predicting how likely an SAV is to be related to human disease. Combining

a variety of features using an SVM, SuSPect outperforms other commonly

used methods on a blind test set. Feature selection was carried out and led

to a small but statistically significant improvement to performance. The

importance of network centrality for phenotype prediction is shown by the

significant drop in performance when network features are removed. With-

out these network-related features, SuSPect performs similarly to Muta-

tionAssessor and MutPred, suggesting that it is these features that improve

performance over other methods. Interestingly, removal of structural fea-

tures from the SVM leads to a very small increase in performance on the

blind test and no change in 10-fold cross-validation performance. This sug-

gests that these features are dispensable for SAV phenotype prediction and

that the sequence and network context of a protein and variant contain su�-

cient information for accurate phenotype prediction. However, knowledge of

the three-dimensional structure of a protein is very useful for interpretation

of results, even if it is disposable for prediction.

Despite being trained to identify causative variants in human disease,

SuSPect also shows good performance when predicting the functional im-

pact of mutations in non-human proteins. SuSPect has been implemented

as a web-server where users can submit individual mutations or an entire

protein and receive scores, in addition to human-readable annotation to help

interpretation of scores.

Since this work was carried out, another group has independently shown
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that PPI network centrality can yield improved performance at SAV phe-

notype prediction (Wu et al., 2014b). As in this chapter, Wu et al. (2014b)

show that these centrality measures are key to performance, with the four

PPI network centralities used judged to be the four most important features

according to their feature ranking methods.

PPI network centrality can be viewed as a measure of the importance of a

protein within a cell, indicating how likely loss or impairment of function is to

lead to a phenotypic impact. Because of this, SuSPect is able to out-perform

other methods at predicting whether or not an amino acid variant is likely to

lead to disease. Other methods, such as SIFT and SNAP, are designed with

the aim of predicting whether or not a variant will have a functional impact

on a protein and not specifically whether or not this functional change will

lead to disease.

To quote Abraham Maslow, “it is tempting, if the only tool you have is

a hammer, to treat everything as if it were a nail” (Maslow, 1966). Human

disease is not the same as loss of protein function. SuSPect is designed to

make predictions about human disease, not about e↵ects on protein function

and, when tested on a human disease dataset, it outperforms other, more

general methods. Based on this, I consider SuSPect will be a useful tool for

researchers interested in uncovering the genetic variants underlying disease.

One limitation of SuSPect is that it has been mostly trained on SAVs

related to Mendelian disease. The Humsavar dataset used contains 2,342

SAVs involved in complex diseases, with the remaining 18,386 associated

with Mendelian diseases (Wu et al., 2014a). The inheritance patterns and

causative variants underlying complex diseases are more di�cult to identify.

However, as shown in Section 4.6, SuSPect can identify SAVs which are

found only or mostly in colorectal cancer cases and could therefore be used
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to identify causative variants in complex disease.
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Chapter 5

Disease-Specific SAV Prioritisation

using PriMe SuSPect

While SuSPect can inform a user of how likely a variant is to be asso-

ciated with disease, it does not specify which disease is likely to be caused.

For example, in the colorectal cancer (CRC) case study in Section 4.6, the

SAVs investigated were all in known CRC-associated genes. In other genes,

merely knowing that there is a predicted disease-associated SAV present

does not tell the user that the SAV will be associated with the disease of

interest, and even within healthy individuals there are likely to be many

variants predicted or known to be deleterious (Xue et al., 2012). In order to

associate variants specifically with a disease, a method is needed to prioritise

those SAVs that occur in known or putative causative genes for the disease

of interest. With this in mind, PriMe SuSPect (PrioritisationMethod using

SuSPect) was developed.

This method combines variant–, protein– and domain–based scores to as-

sign scores to SAVs specifically for a disease of interest. In cross-validation,

PriMe SuSPect ranks the true pathogenic variant in the top 10 variants in

almost half of tested exomes for diseases showing Mendelian inheritance.

This compares very favourably with SuSPect, which ranks the correct vari-

ant in the top 10 in just 14% of tested exomes. Performance is worse for
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diseases showing complex inheritance, with the causative variant in the top

10 in 33% of cases. PriMe SuSPect has been incorporated into the SuS-

Pect web-server, allowing users to rank variants within an exome for their

potential association with a chosen disease.

5.1 Introduction

Methods such as SIFT and PolyPhen-2 have been widely applied for the

discovery of disease-causing variants from GWAS or sequencing studies (for

example Nakken et al. (2007); Foo et al. (2012)). However, these methods

are only suitable for identifying whether or not a given SAV is likely to be

deleterious; they do not give any information about its involvement in a

particular disease of interest. As such, it is necessary for researchers to use

other methods to prioritise variants, for example by only looking in genes

known to be associated with the disease of interest. Clearly, this is a barrier

to discovery of novel disease-causing variants, preventing the uncovering of

novel ætiology. There is therefore a need for methods able to prioritise SAVs

specifically for a given disease.

Numerous methods have been developed for associating genes with dis-

eases, many of which are based upon protein-protein interaction (PPI) net-

work information (see Section 1.5 and Halldórsson & Sharan (2013) for

more details). One of the key motivating concepts for this is the ‘guilt-by-

association’ principle, which states that genes encoding interacting proteins

are likely to be implicated in the same or similar diseases. By using methods

such as clustering or random walks, potential disease-associated genes can

be identified (Köhler et al., 2008; Vanunu et al., 2010).

Within the past two years, several methods have been developed to

combine gene and variant prioritisation, giving disease-specific prioritisa-
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tion. One of these is eXtasy. By combining protein–disease scores from

ENDEAVOUR, which are based on numerous features including PPI net-

work information, gene expression and transcription factor–binding motifs,

with scores from SAV phenotype prediction methods including SIFT and

PolyPhen-2, eXtasy gives disease–specific SAV scores (Sifrim et al., 2013).

Like eXtasy, SPRING uses PPI information, which it combines with

annotations such as GO terms and protein domains, and scores from six

SAV phenotype prediction methods (Wu et al., 2014a). Multiple p-values,

derived from the SAV e↵ect predictors and the functional associations, are

combined using Fisher’s method with dependence correction, giving a single

p-value indicating how likely an SAV is to be causative for the disease of

interest.

Unlike eXtasy and SPRING, PHIVE does not use any network informa-

tion, instead inferring gene–phenotype links based on phenotypic similarity

between human diseases and mouse models with mutations in orthologous

genes (Robinson et al., 2014). Whilst this method does work well where

a mouse model is available, these are currently only available for 32% of

human genes, potentially limiting its applicability.

Another method not reliant upon PPI network information is Phevor,

which combines information from multiple ontologies. This enables it to

make predictions for previously undescribed diseases based on the pheno-

types of a patient, meaning it is not limited to known described diseases.

‘Seed terms’ are obtained for each ontology based upon the user-supplied

ontology terms of interest and any genes annotated with these terms. In-

formation is then propagated across the ontologies from these seed terms to

rank other terms and their associated genes.

Additional sources of information are included in predictions made using
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MendelScan, which incorporates expression of the gene in the tissue of inter-

est and segregation of variants with the phenotype within a family (Koboldt

et al., 2014).

This chapter describes the development of PriMe SuSPect, a prioritisation

method using SuSPect, which is able to rank SAVs within an exome for their

association with a specific disease of interest. It does this by incorporating

protein–, domain– and variant–specific scores, to assess not only how likely

the SAV is to be damaging but also how likely that damage is to lead to the

query disease.

5.2 Method

5.2.1 PRINCE

As outlined in Sections 1.5 and 5.1, there are a number of methods available

to prioritise genes for association with a disease of interest. One of the most

successful of these methods is PRINCE, which uses a random walk with

restart (RWR) on a PPI network to identify those proteins in the network

near to proteins known to cause the disease of interest or a similar disease

(Vanunu et al., 2010).

Most prioritisation methods focus solely on individual genes/proteins.

However, Wang et al. (2010b) use a domain-domain interaction (DDI) net-

work for prioritisation. Combining protein and domain information may be

useful, allowing the identification of protein domains associated with partic-

ular diseases in the absence of evidence linking the protein to the disease.

Based on this, for use in PriMe SuSPect, two sets of scores were calculated

using PRINCE: one connecting proteins with diseases and another connect-

ing domains with diseases.
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Two protein networks were tested: one from a PPI network, with all

edges listed in STRING as having experimental evidence, and another in-

cluding all edges in STRING, excluding any information from text-mining

(termed No Text). Text-mining data were excluded to prevent over-training

for well-studied genes and because two genes may be connected in the liter-

ature if they cause the same disease, potentially causing problems in cross-

validation. As described in Section 1.4, STRING collates edges inferred

from text-mining, high-throughput experiments, genomic context and co-

expression. The No Text network therefore di↵ers from the PPI network

in the addition of edges from genomic context (i.e. two genes showing a

shared phylogenetic profile, with similar patterns of presence and absence

in a genome) and co-expression.

The PPI network contains 1,402,123 edges between 16,150 proteins and

the No Text network 2,036,657 edges between 17,748 proteins. Edges were

weighted (0-1) according to the STRING confidence score. For the PPI net-

work, this score only came from the experimental evidence. For the No Text

network, this score included all evidence sources except text-mining.

The domain PRINCE scores were calculated using an unweighted DDI

network from DOMINE (unweighted means all edges in the network are

given equal importance). This network consists of interactions between two

domains observed in the PDB as well as high-confidence predicted interac-

tions (see Section 2.3 and Yellaboina et al. (2011)).

The disease similarity network used in PRINCE was obtained from

van Driel et al. (2006), who calculated semantic similarities between dis-

eases based on MeSH (Medical subject headings) terms identified within

the OMIM disease descriptions. Each OMIM disease is represented by a

feature vector consisting of the number of occurrences of each MeSH term
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in the text description, which is then extended to include related terms and

re-weighted to down-weight common terms, which are likely to be less infor-

mative. The similarity between two diseases was calculated as the cosine of

the angle between the two feature vectors. MeSH terms could be identified

for 5,080 of the 5,132 diseases in OMIM, and similarity scores were calculated

between these diseases, giving a 5,080 by 5,080 matrix of similarities.

PRINCE scores are calculated as follows. For each disease, a set of

seed nodes (protein or domain) known to be associated with the disease is

obtained. All nodes associated with any disease(s) are then assigned scores

related to the highest similarity between the those diseases and the disease

of interest, using the following equation:

L(x) =
1

1 + ecx+d

(5.1)

where x is the similarity between two diseases, as determined by van Driel

et al. (2006), c = �15 and d = log(9999), which leads to values of x 2 [0, 0.3]

having L(x) ⇡ 0 and values of x 2 [0.6, 1] having L(x) ⇡ 1. van Driel et al.

(2006) determined that similarity scores x 2 [0.6, 1] tend to be functionally

relevant, whereas similarities x 2 [0, 0.3] are not functionally important.

The values of parameters d and c were determined by Vanunu et al. (2010).

Nodes are then scored using a random walk with restart (RWR) on the

network. At iteration t = 1, the values in matrix F are determined by the

scores calculated using equation 5.1. These scores represent the likelihood

of the random walker beginning at each node. At iteration t for t > 1, the

following equation is used to calculate scores:

F t = ↵W 0F t�1 + (1� ↵)F 1 (5.2)
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where W 0 is an adjacency matrix representing the edges in the network, and

↵ is a parameter determining the likelihood of the random walker restarting

its walk, and therefore setting the relative importance of prior knowledge

(from F 1) and interaction information (from W 0). This value was set to 0.5,

giving equal importance to the two sources of information, as in Vanunu et al.

(2010). Finally, for each disease these scores were normalised to be between

0 and 1 by dividing by the highest score linking a node in that network

to the disease, ensuring PRINCE scores are comparable across diseases and

networks.

5.2.2 PriMe SuSPect Scores

For each disease, protein and domain PRINCE scores were calculated as

described in Section 5.2.1. These two normalised PRINCE scores were com-

bined with the SuSPect-FS score for the SAV to give an overall PriMe SuS-

Pect score indicating the strength of the association of the SAV with the

disease of interest, using the following equation:

PriMe SuSPect = ↵⇥ SuSPect + � ⇥ PRINCE
protein

+ � ⇥ PRINCE
domain

(5.3)

where ↵, � and � determine the relative contribution of variant–, protein–

and domain–specific scores to the overall score. The values of these param-

eters were chosen using cross-validation as described in Sections 5.2.3 and

5.3.1.

5.2.3 Exome Spiking

In order to validate the approach and determine the optimal values of the

PriMe SuSPect parameters, a similar method to that used by Robinson
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Figure 5.1: Flowchart of the exome spiking procedure used in cross-
validation. The disease-associated variants from Humsavar are separated
into 10 sets. For each set, each disease-associated SAV is added to a healthy
exome from the 1000 Genomes Project. For each disease represented in the
test set, ten of these spiked exomes are sampled and all variants in each
exome scored and ranked using versions of SuSPect and PRINCE trained
using the other nine sets of SAVs. This process is repeated five times.

et al. (2014) was used. In this method, outlined in Figure 5.1, a randomly

selected exome taken from the 1000 Genomes Project is ‘spiked’ with a

single disease-associated SAV. All SAVs in the exome are then scored by

168



CHAPTER 5. DISEASE-SPECIFIC SAV PRIORITISATION USING
PRIME SUSPECT

PriMe SuSPect and ranked to determine how highly ranked the true disease-

associated variant is. This method assumes that the exome chosen is from

an individual who does not have the disease of interest, meaning all variants

in the exome are non-disease.

Known SAV–disease links were identified from Humsavar (Sep-2011) and

divided into ten sets, with all SAVs from a given protein placed in the same

group to prevent over-training for particular protein–disease links. At each

stage of cross-validation, the protein– and domain–disease links from nine of

these groups were used to obtain PRINCE scores. A version of SuSPect-FS

was trained on all neutral SAVs from Humsavar and the disease-associated

SAVs from the nine training groups. This helps to ensure disease-associated

SAVs in the test set are not given artificially high SuSPect-FS scores due to

being present in the training set, which could bias PriMe SuSPect scores.

In the tenth group, each SAV was added to a randomly chosen exome.

For each disease represented in the test set, ten spiked exomes were chosen,

using sampling with replacement. All SAVs in the selected exomes were

scored using the SuSPect-FS–style SVM and the protein and domain con-

taining the SAV scored for association with the test disease using the two

sets of PRINCE scores. These scores were then combined using equation 5.3

to give PriMe SuSPect scores, which were used to rank SAVs. Parameters

↵, � and � were tested at values (0, 0.1, 0.2, 0.3, 0.4, 0.5, 0.6, 0.7, 0.8, 0.9,

1). This process was carried out five times, meaning each SAV was spiked

into five healthy exomes. The optimum parameter set was chosen based

on the median ranking of the disease-associated variants across all spiked

exomes. Where multiple parameter sets gave the same median ranking, the

number of disease-associated variants successfully ranked top and in the top

10 across the exome was used to determine which parameters to use.

169



CHAPTER 5. DISEASE-SPECIFIC SAV PRIORITISATION USING
PRIME SUSPECT

5.2.4 Complex and Mendelian Diseases

Unlike Mendelian diseases, which are the results of a single variant, com-

plex diseases are the consequence of multiple genetic variants. Complex

diseases therefore show di↵erent patterns of inheritance, often with many

more genes implicated, which could a↵ect the ability of PRINCE to score

causative genes. In addition, the relative contributions of variant– and

protein–specific e↵ects may di↵er between the two types of disease, with

complex diseases being caused by the cumulative e↵ects of multiple vari-

ants, which individually are less pathogenic. As such, PriMe SuSPect may

show di↵ering performance on the two groups, so the validation was carried

out separately on Mendelian and complex diseases. A list of complex dis-

eases present in OMIM was obtained from Wu et al. (2014a) and the spiked

exomes used for validation were separated according to whether or not the

disease caused by the SAV displays complex or Mendelian inheritance.

5.2.5 Filtering for Rare Variants

Rare variants are more likely than common variants to be associated with

disease (Kryukov et al., 2007), meaning filtering to remove common variants

before prioritising variants may improve performance. In order to do this,

minor allele frequency (MAF) data for the 1000 Genomes Project variants

were used (Abecasis et al., 2012), with any variants having MAF of 2%

or greater removed. This is the same cut-o↵ used as default by PHIVE

(Robinson et al., 2014). Of the disease-associated variants used, 47 have

MAF of over 2%, meaning for these exomes the disease-associated variant

was removed by the filter. In these cases, the disease-associated variant was

assumed to be ranked last in the exome.
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5.3 Results

5.3.1 Exome Spiking

Using the exome spiking approach described in 5.2.3 and Robinson et al.

(2014), disease-associated variants were added to the exomes of healthy in-

dividuals from the 1000 Genomes Project. This was repeated five times,

meaning each variant was added into five healthy exomes. Variants within

the exome were ranked according to their PriMe SuSPect score (see Equation

5.3) with various combinations of the parameters ↵, � and �.

Using only SuSPect scores (↵ = 1, � = 0, � = 0), and combining the

results from both the PPI and No Text validations (as no network is be-

Network ↵ � � Median
Rank

Top Top 10

Combined
Mendelian 1 0 0 342 1,377 (1%) 8,053 (6%)
Complex 1 0 0 197 97 (2%) 220 (4%)

PPI
Mendelian

0 1 0 105 7,263 (10%) 20,484 (30%)
0.1 1 0.1 49 12,220 (18%) 25,190 (36%)

Complex
0 1 0 490.5 14 (1%) 218 (8%)

0.7 1 0.5 117.5 199 (8%) 534 (20%)

No Text
Mendelian

0 1 0 93 7,710 (11%) 21,117 (30%)
0.1 1 0.1 55 12,241 (18%) 25,034 (36%)

Complex
0 1 0 407 11 (0%) 226 (9%)

0.4 0.7 0.3 125 141 (5%) 558 (21%)

Table 5.1: The number of disease-associated SAVs ranked top or within
the top 10 across an exome using the best-performing parameters for the
two groups of diseases and the two networks. Best-performing parameters
were chosen as the parameters giving the highest median ranking of the
true disease-associated variant in the spiked exome. For comparison, per-
formance for each network using only the PRINCE scores, and when only
using the SuSPect scores (combination of PPI and No Text validation data)
are shown. The total number of spiked exomes assessed is 69,430 (Mendelian
PPI), and 69,850 (Mendelian No Text) and 2,640 for complex diseases with
both networks.
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ing used), the causative SAV had a median ranking of 342 for Mendelian

and 197 for complex diseases, of a mean of 12,195 variants per exome. For

Mendelian diseases, significantly more causative variants are ranked in the

top 10 than for complex diseases (6% and 4%, respectively; �2 test to com-

pare the proportions of variants ranked in the top 10, p < 10�6).

For complex diseases, ranking variants using only PRINCE scores (↵ = 0,

� = 1, � = 0) from the PPI network gives the true causative variant a me-

dian rank of 490.5. PRINCE performs better for Mendelian diseases, with

a median rank of 105 (Wilcoxon test to compare the rank of the causative

variant within the spiked exomes, p < 2.2 ⇥ 10�16). As seen in Table 5.1,

using solely the PRINCE scores from the two networks (PPI and No Text)

Network ↵ � � Median
Rank

Top Top 10

Combined
Mendelian 1 0 0 123 3,255 (2%) 19,191 (14%)
Complex 1 0 0 75 194 (4%) 1,058 (20%)

PPI
Mendelian

0 1 0 26 16,253 (23%) 29,009 (42%)
0.1 1 0.1 15 19,822 (29%) 32,296 (47%)

Complex
0 1 0 122.5 160 (6%) 401 (15%)

0.6 0.8 0.5 35 368 (14%) 858 (33%)

No Text
Mendelian

0 1 0 23 16,880 (24%) 30,008 (43%)
0.1 1 0.1 16 19,836 (28%) 32,007 (46%)

Complex
0 1 0 80 164 (6%) 540 (20%)

0.4 0.6 0.5 41 340 (13%) 825 (31%)

Table 5.2: The number of disease-associated SAVs ranked top or within the
top 10 across a filtered exome using the best-performing parameters for the
two groups of diseases and the two networks. Best-performing parameters
were chosen as the parameters giving the highest median ranking of the
true disease-associated variant in the spiked exome, which was filtered to
remove any SAVs with MAF > 0.02. Where the causative SAV has MAF
> 0.02, it is ranked bottom in that exome. For comparison, performance
for each network using only the PRINCE scores, and when only using the
SuSPect scores (combination of PPI and No Text validation data) are shown.
The total number of spiked exomes assessed is 69,430 (Mendelian PPI),
and 69,850 (Mendelian No Text) and 2,640 for complex diseases with both
networks.
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leads to similar numbers of variants ranked in the top 10 variants within an

exome, with no significant di↵erence between the two networks for complex

(�2 test, p = 0.69) or Mendelian (�2 test, p = 0.09) diseases. The improve-

ment seen for Mendelian over complex diseases is likely to be due to the

positions of the di↵erent sets of disease genes in the network.

Using the PPI PRINCE scores for Mendelian diseases, the optimum

parameters were ↵ = 0.1, � = 1 and � = 0.1, which gave the causative

variant a median ranking of 49. For complex disease, performance was

significantly worse, with the best parameters (↵ = 0.7, � = 1 and � = 0.5)

yielding a median ranking of 117.5 (Wilcoxon test, p < 2.2⇥10�16). Figures

5.2 and 5.3 show how many of the true disease-associated SAVs are ranked

top (red) or in the top 10 (purple) across the spiked exomes. From these, it

is clear that PriMe SuSPect performs considerably better on Mendelian than

complex diseases, with causative SAVs ranked significantly higher (Wilcoxon

test, p < 2.2⇥ 10�16), and the combination of SuSPect and PRINCE scores

gives significantly better performance than either score individually (paired

Wilcoxon test, p < 2.2 ⇥ 10�16 for both). For complex diseases, there is a

similar improvement in performance between PRINCE and PriMe SuSPect

(paired Wilcoxon test, p < 2.2⇥ 10�16).
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Figure 5.2: Performance of PRINCE, SuSPect and PriMe SuSPect at identifying variants associated with Mendelian disease.
The exomes in which the disease-associated variant is ranked top are shown in red and the purple segments show the number
of exomes in which it is ranked 2-10.
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Figure 5.3: Performance of PRINCE, SuSPect and PriMe SuSPect at identifying variants associated with complex disease.
The exomes in which the disease-associated variant is ranked top are shown in red and the purple segments show the number
of exomes in which it is ranked 2-10.
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5.3.2 Removing Common Variants

As noted above, disease-associated variants are more likely to be rare than

common, so the validation was repeated using only those variants with MAF

of under 2%. This reduced the mean number of SAVs to be ranked from

12,195 to 3,700. Of the disease-associated variants, 47 had MAF over 2%.

Where this happened, the variant was placed at the bottom of the rankings

as it would be filtered out.

After filtering by MAF and ranking using PriME SuSPect, the median

ranking for complex diseases was 35 for the PPI (↵ = 0.6, � = 0.8, � = 0.5)

and 41 for the No Text network (↵ = 0.4, � = 0.6, � = 0.5). This is a

marked improvement compared to ranking all variants in the exome. For

Mendelian diseases, using parameters ↵ = 0.1, � = 1, � = 0.1 with the

PPI network gave a median ranking of 15, which also represents a large

improvement compared to considering all variants. With these parameters,

almost half (47%) of disease-associated variants were ranked in the top 10 in

the exome. In the No Text network, the best parameters were also ↵ = 0.1,

� = 1, � = 0.1, which gave a median ranking of 16. For both complex and

Mendelian diseases, filtering by MAF places the correct SAV in a higher

ranking than when looking at all variants in an exome (paired Wilcoxon

test, p < 2.2⇥ 10�16 for both). As is the case when ranking all SAVs in an

exome, causative SAVs for Mendelian diseases are ranked significantly higher

than those causing complex diseases (Wilcoxon test, p < 2.2⇥ 10�16).

Combining PRINCE and SuSPect scores using PriMe SuSPect is there-

fore able to give a large improvement in performance, particularly for those

diseases showing Mendelian inheritance. Filtering to remove common vari-

ants, which are less likely to be disease-associated than rare variants, yields a

further improvement. There is not a large di↵erence in performance between
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the two networks considered, showing that including only edges between pro-

teins based upon physical interactions gives very similar performance to a

network including edges based upon other criteria, such as gene expression

and homology, despite the latter network containing 45% more edges than

the former. This could be because the edges based on physical interactions

are more relevant in terms of disease or are more likely to be correct, with

any extra information gained from having extra edges potentially counter-

balanced by an increased false-positive rate.

SuSPect performs better on complex than Mendelian diseases (median

ranks of 75 and 123, respectively; Wilcoxon test, p < 2.2 ⇥ 10�16), but

PRINCE performs better for Mendelian than complex diseases (median

ranks of 26 and 122.5, respectively; Wilcoxon test, p < 2.2⇥10�16). In both

cases, combining PRINCE and SuSPect scores using PriMe SuSPect gives a

marked improvement in performance (paired Wilcoxon test, p < 2.2⇥10�16

for all), although performance is better for Mendelian than complex diseases,

with up to 47% of Mendelian disease-associated variants ranked in the top

10 compared to a maximum of 33% for variants associated with complex dis-

ease. The di↵erence between performances of SuSPect and PRINCE on the

two sets of diseases could be due to the relative importance of variant– and

protein-specific information, with PRINCE better able to prioritise genes for

Mendelian diseases and SuSPect better able to assign high scores to variants

causing complex diseases.

The ROC curves in Figures 5.4c-d compare the performances of SuSPect,

PRINCE and PriMe SuSPect for the two groups of diseases using the PPI

network, after filtering to remove common variants. To compare ROC curves

(and later BEDROC), AUC and BEDROC were calculated for all cross-

validation sets individually and the distributions compared using a paired
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Figure 5.4: (a-b) Performance of PriMe SuSPect at various score cut-o↵s,
measured by precision, true positive rate (TPR), false positive rate (FPR),
Matthews correlation coe�cient (MCC) and balanced accuracy (BA). (c-d)
ROC curves comparing performances of SuSPect and PRINCE with PriMe
SuSPect for Mendelian and complex diseases.
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Wilcoxon test (see Section 2.5.1).

For Mendelian diseases, there is a marked improvement of PriMe SuSPect

over SuSPect and PRINCE, with an AUC of 0.94 comparing favourably with

SuSPect (0.86; paired Wilcoxon test, p < 10�9) and PRINCE (0.80; paired

Wilcoxon test, p < 10�9). Similarly, for complex diseases, Prime SuSPect

(0.93) outperforms both SuSPect (0.90; paired Wilcoxon test, p10�7) and

PRINCE (0.80; paired Wilcoxon test, p < 10�8).

BEDROC (Boltzmann-enhanced discrimination of ROC curves) was also

used to compare methods (Truchon & Bayly, 2007). This metric is similar

to the AUC, but it gives a greater weighting to disease-associated variants

ranked nearer the top (see Section 2.4.2 for more details). It was originally

developed for analysis of drug screening results, where there are many in-

active compounds and very few active compounds. As it is prohibitively

expensive to carry forward many chemicals for further screening, ranking

active chemicals nearer the top should be rewarded. A similar principle ap-

plies in these spiked exomes, where there is only a single disease-associated

variant in an exome containing thousands of non–disease-associated vari-

ants. As with drug screening, a user will not be able to experimentally

verify predictions for many thousands of variants, so the correct variant is

only useful if it is ranked very high.

BEDROC is calculated using the following equation:

BEDROC =

P
n

i=1 e
�↵

ri
N

n

N

✓
1�e

�↵

e

↵
N �1

◆ ⇥
n

N

sinh(↵2 )

cosh(↵2 )� cosh(↵2 � ↵n

N

)
+

1

1� e↵(
N�n
N )

(5.4)

where N is the total number of variants across all exomes, n is the num-

ber of positive examples (disease-associated variants), r
i

is the ranking of
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disease-associated variant i across all exomes, and ↵ is a weighting parame-

ter. The value of ↵ was set to 69.3 as this gives 50% of the weighting to the

top 5% of variants (Truchon & Bayly, 2007), corresponding to approximately

the top 185 variants in an exome.

Across the cross-validation sets, PriMe SuSPect has a median BEDROC

of 0.39 for complex diseases, which compares favourably to PRINCE (0.10;

paired Wilcoxon test, p < 10�14) and SuSPect (0.32; paired Wilcoxon test,

p < 10�6). For Mendelian diseases, PriMe SuSPect has a median BEDROC

of 0.49, significantly higher than either PRINCE (0.40; paired Wilcoxon test,

p < 10�9) or SuSPect (0.23; paired Wilcoxon test, p < 10�9).

5.3.3 Choosing Score Cut-O↵s

In order to make PriMe SuSPect user-friendly, it is helpful to include a

suggested score cut-o↵, above which a variant is likely to be associated with

the disease of interest. To choose the most suitable cut-o↵, performance

measures (precision, TPR, FPR, MCC, balanced accuracy) were calculated

for cut-o↵s between 0 and 1 (steps of 0.01). The results for the PPI network

following filtering for common variants are shown in Figure 5.4.

Two cut-o↵s were selected for each group of diseases, one for ‘Possible’

hits and another for ‘Confident’ hits. The lower cut-o↵ is the score at which

the false positive rate falls below 1% (0.1 for Mendelian and 0.3 for complex

diseases) and the higher cut-o↵ is where the FPR drops below 0.1% (0.33

for Mendelian and 0.45 for complex diseases). It is worth noting that many

disease-associated variants fall below these score cut-o↵s, so if no variants

in an exome are classed as Confident or Possible hits, it is still worth inves-

tigating the highest scoring variants therein. As shown in Figures 5.2 and

5.3, PriMe SuSPect is able to rank many disease-associated variants high
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within an exome despite most not having Confident scores.

The enrichment factor (defined in Equation 2.6) is the ratio of the propor-

tions of disease-associated variants scoring above a certain score compared

to all variants. An enrichment factor of 1 means the proportions are the

same and there is no enrichment for disease-associated variants. An enrich-

ment factor above 1 means the variants selected by the method are enriched

for the true disease-associated variants.

For example, at a cut-o↵ of 0.33, true Mendelian disease-associated vari-

ants are highly enriched, with an enrichment factor of 210. The highest

enrichment factor for Mendelian diseases is 3,306, seen at a score of 0.99

and corresponding to a precision of 88.8%. The enrichment for complex

diseases is lower: 135 at a score of 0.45 and reaching a maximum of 2,518

at a cut-o↵ of 0.97 (precision=69.7%).

5.4 Web-Server

PriMe SuSPect has been integrated into the SuSPect web-server. Users can

upload their whole-exome data as a VCF (variant call format) file and vari-

ants are then scored using SuSPect-FS (see Section 4.5). On the SuSPect

results page, the user can then select to submit their variants to PriMe SuS-

Pect by choosing their disease of interest, either by keyword or its MIM

(Mendelian inheritance in man) accession number. The user can select

whether or not they would like their results filtered according to MAF.

PriMe SuSPect scores are then calculated using the best-performing param-

eters from the validation (see Tables 5.1 and 5.2) and SAVs ranked according

to these scores, with colour-coding according to the score of the variant. As

there seems to be little or no benefit in using the PRINCE scores from

the larger No Text network, scores from the PPI network are used for all
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variants.

5.5 Further Validation

5.5.1 Personal Genomes Project

The Personal Genomes Project (PGP) was announced in 2005 and aims

to sequence the genomes of 100,000 volunteers and making their genome

sequences publicly available (Church, 2005). In addition to this, volunteers

answer a number of surveys covering, amongst other things, demographic

information and health. Some of the PGP volunteers have diseases with

possible genetic causes, meaning potential genetic causes could be uncovered

using PriMe SuSPect.

The PGP public data website (https://my.pgp-hms.org/public_genetic_

data) was manually searched to identify individuals with available exonic

variant data, either from the PGP itself or other sources, such as 23&Me

or whole-exome sequencing. The profile pages and questionnaires filled in

by these individuals were used to determine any potential genetic diseases.

Where an individual had both a genetic disease and available exome variant

data, the variants were scored and ranked using PriMe SuSPect.

As an example, one of the PGP volunteers (huDCD45D) has asthma

and colorectal cancer (CRC). Asthma is unlikely to be caused by the same

genetic variant as CRC, so PriMe SuSPect should prioritise di↵erent vari-

ants for the di↵erent phenotypes. In fact, no variants score higher than 0.08

for CRC (MIM:114500, http://www.sbg.bio.ic.ac.uk/suspect/thesis/

huDCD45D_114500.html). For asthma (MIM:600807) there are two Confi-

dent hits (scoring 0.83 and 0.42) as well as ten Possible hits (see http://www.

sbg.bio.ic.ac.uk/suspect/thesis/huDCD45D_600807.html). The high-
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Figure 5.5: The Arg75Gln SAV, identified using PriMe SuSPect, is high-
lighted in red on the predicted structure of CFTR, generated using Phyre2.
The template for the structure is 3G5U, the mouse P-glycoprotein (Aller
et al., 2009). The figure was generated using the SuSPect web-server.

est scoring variant is Arg197Gln in RFX5 (UniProt:P48382), a transcrip-

tional activator of the HLA-II promoter, involved in the expression of MHC

class II receptors, which are involved in antigen recognition and asthma

(Borish, 1999). Changes to the expression of MHC class II proteins, per-

haps due to a SAV in the transactivator, could therefore potentially lead to

aberrant immune response and asthma. Indeed, the Arg149Gln variant of

CIITA leads to an absence of MHC-II expression, leading to bare lymphocyte

syndrome 2 (Quan et al., 1999), so other variants may also have an e↵ect on

MHC-II expression. No protein structure is available for this variant, either
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in the PDB or from Phyre2. The second confident hit is Arg75Gln in CFTR

(UniProt:P13569). CFTR is the cystic fibrosis transmembrane conductance

regulator, which has been suggested to be associated with asthma (Mau-

rya et al., 2012), although current evidence is not conclusive (Munthe-Kaas

et al., 2006; Sandford, 2012) and the Arg75Gln variant is currently believed

to be neutral with regards both asthma (Puéchal et al., 2011) and cystic

fibrosis–related disorders (Martinez et al., 2014). The variant is highlighted

on the predicted structure from Phyre2, shown in Figure 5.5.

For two other PGP volunteers (hu0B13B7, a patient with thrombophilia

(MIM:188055), and huAA16BD, who has microphthalmia (MIM:156850)),

no Possible or Confident hits could be identified. This could be for a variety

of reasons, such as a lack of complete sequencing data or an inability of PriMe

SuSPect to assign the causative variant a high enough score to be detected.

In validation, PriMe SuSPect achieved recall of 22% for the confident cut-o↵

score of 0.38, meaning 78% of Mendelian disease-associated SAVs will not be

classed as Confident hits. The recall for complex diseases is even lower (8%

at the Confident cut-o↵ of 0.50), meaning where high-scoring SAVs cannot

be identified, it may be useful to look further down the list of SAVs.

5.5.2 Splenic Marginal Zone Lymphoma

Using whole-exome sequencing of seven patients with splenic marginal zone

lymphoma (SMZL), Parry et al. (2013) identified 173 non-synonymous vari-

ants in 160 genes. These variants were uploaded to PriMe SuSPect. SMZL is

not explicitly present in OMIM so as a proxy, non-Hodgkin lymphoma (NHL,

MIM:109543) was used because according to ICD-10 (International Classi-

fication of Diseases, World Health Organization (2014)), SMZL is a type

of NHL (http://www.icd10data.com/ICD10CM/Codes/C00-D49/C81-C96/

184

http://www.icd10data.com/ICD10CM/Codes/C00-D49/C81-C96/C83-/C83.0
http://www.icd10data.com/ICD10CM/Codes/C00-D49/C81-C96/C83-/C83.0


CHAPTER 5. DISEASE-SPECIFIC SAV PRIORITISATION USING
PRIME SUSPECT

C83-/C83.0).

There were no variants scoring high enough to be ranked as either Pos-

sible or Confident hits, with two variants scored 0.08. One of these is the

Tyr1450Cys variant in CREBBP (UniProt:Q92793), a histone acetyltrans-

ferase believed to be involved in acute myeloid leukaemia. The Tyr1450His

variant is associated with Rubinstein-Taybi syndrome (MIM:180849), a de-

velopmental disorder leading to an increased risk of tumour development.

The second variant scoring 0.08 is Ser449Leu in DBT (UniProt:P11182), a

component of the mitochondrial branched-chain alpha-keto acid dehydro-

genase complex. This protein is involved in maple syrup urine disease 2

(MIM:248600), although it is not known to be involved in any cancers.

5.6 Conclusions

As shown in this chapter, by incorporating scores connecting proteins and

domains to diseases, it is possible to identify from an exome the SAV most

likely to cause a disease of interest. This has been incorporated into the

SuSPect webserver, where users can select a previously submitted SuSPect

job ID. The SAVs are then filtered using both SuSPect and PriMe SuSPect

to select those most likely to be involved with the selected disease.

SuSPect and PRINCE are, separately, able to prioritise disease-associated

variants introduced into a healthy exome. However, combining these ap-

proaches using PriMe SuSPect gives even better performance, with up to

18% of disease-associated SAVs correctly ranked top within an exome con-

taining around 12,000 SAVs. Performance improves further when filtering

to remove common variants (MAF> 0.02) is carried out, which reduces the

number of SAVs to be ranked to a mean of 3,700.

This disease-specific scoring is likely to be helpful in prioritising SAVs for
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functional validation as there are many potentially damaging SAVs within

an exome, most of which will not be associated with the disease of interest.

By re-ranking SAVs based on how likely they are to be involved with a

specific disease of interest, I consider that PriMe SuSPect will become a

valuable tool in identifying disease-causing variants through whole-exome

and -genome sequencing.

Within the past year, other tools have become available to give disease-

specific prioritisation. PriMe SuSPect is similar in its approach to eXtasy,

but is much simpler to interpret. eXtasy uses a large number of features, in-

cluding output from numerous SAV phenotype prediction methods and from

ENDEAVOUR, which uses sequence, Gene Ontology terms, co-expression,

and various other features to give scores connecting proteins to diseases.

These features are combined using a random forest consisiting of 1000 de-

cision trees (Sifrim et al., 2013). In comparison, PriMe SuSPect is simply a

combination of three scores connecting the SAV, protein and domain to the

disease.

PHIVE uses phenotypic similarity between human diseases and mouse

knockout models to connect genes to diseases (Robinson et al., 2014). How-

ever, this approach is limited to those diseases and genes for which mouse

models are available, relying on a ‘default’ phenotypic relevance score in to

connect genes to diseases where there is no model available.

Unlike PriMe SuSPect, Phevor does not require a previously described

disease as an input, instead leveraging biomedical ontologies to prioritise

genes and variants based on observed phenotypes. PriMe SuSPect is cur-

rently limited to diseases described in OMIM, but the PRINCE method

could be implemented using biomedical ontologies in place of OMIM phe-

notypic similarities, enabling PriMe SuSPect to be queried with non-OMIM
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diseases and phenotypes.

Another consideration is the use of SuSPect instead of the SAV phe-

notype predictors used by PHIVE and eXtasy. In Chapter 4, I show that

SuSPect can outperform other tested methods on a blind test set. Using

this score could therefore give improved performance compared to the other

methods, although combining multiple predictors, as is done by PHIVE and

eXtasy, may provide increased confidence in predictions. PHIVE, unlike eX-

tasy and PriMe SuSPect, assigns arbitrary pathogenicity scores for variants

other than SAVs, increasing the number of variants it can annotate. As

many disease-associated variants are synonymous, frame-shift or nonsense,

including these variants when prioritising is important and would be a useful

extension to PriMe SuSPect.
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Chapter 6

Filtering of Next-Generation

Sequencing Data Using Machine

Learning

In this section, I describe a method for filtering of erroneously-called

variants from Complete Genomics whole-genome sequencing data. Using

variants shared and discordant between two samples of the same genome,

an ensemble of SVMs (support vector machines, see Section 4.1.2 for more

details on SVMs) was trained to discriminate between true variants and

sequencing errors. This SVM ensemble was developed for filtering whole-

genome sequencing data to help identify potentially causative variants in

colorectal cancer (CRC) and out-performs the use of filters applied indepen-

dently and concurrently. This work was carried out in collaboration with

Nicola Whi�n (NW) and Professor Richard Houlston (RH) at the Institute

of Cancer Research.

6.1 The Importance of Filtering Sequencing Data

When carrying out a whole-genome sequencing study to identify potentially

causative variants in disease, it is important to discriminate between true

variants (positions at which the sample di↵ers from the reference genome)
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and sequencing errors, which can manifest as spurious variants. The Com-

plete Genomics (CG) sequencing platform has a false discovery rate (FDR)

of around 0.2-0.6% (Drmanac et al., 2010). With around 3,000,000 SNVs

identified in each individual, this translates into 6,000-18,000 sequencing

errors per genome.

In a genetic study, disease-causing variants are expected to be rare, so

common variants (e.g. those present in dbSNP or the 1000 Genomes Project)

are often filtered out. This will remove a large proportion of the variation

within the genome. However, as sequencing errors are likely to occur in-

dependently of true variation, they are more likely to be rare and so are

highly unlikely to be removed when filtering for known common variants.

This means the filtering will increase the proportion of errors in the variant

dataset. Because of this, it is vitally important to be able to identify and

remove sequencing errors.

6.1.1 This Study

To tackle this problem, the genome of an individual was sequenced twice

using CG sequencing technology. In theory, the two samples should give

identical sets of variants. In practice, most variants are common between

the two samples (hereafter termed ‘shared’ variants), but there are numer-

ous examples of variants where the two samples di↵er (‘discordant’ variants).

As the two sets of variants are from a single genome, these discordant vari-

ants are likely to represent sequencing errors, whereas the shared variants

are more likely to represent true variation. After filtering to remove uncer-

tain calls, there remained 3,585,778 shared and 20,467 discordant variants

between the two samples.

In this work, a number of features based on sequencing quality and the
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local characteristics of the DNA (see Section 6.2 and Table 6.1 for a descrip-

tion of the filters) were applied as filters individually and in combination to

remove discordant variants. Inevitably, these filters also removed a propor-

tion of shared variants, so various combinations of the filters were used to

minimise this proportion. In this filter-based approach, all filters are treated

as independent features and rely upon cut-o↵s to determine which variants

to remove. Using a machine learning approach may improve performance by

abolishing the need for cut-o↵s and allowing higher-order interactions be-

tween features. To this end, I set out to develop an SVM to classify variants

as either shared or discordant.

6.1.2 Previous Work

Reumers et al. (2012) used a combination of filters to remove discordant

variants from data from monozygotic twins. This is a similar problem to

filtering identical samples, although with monozygotic twins, a larger pro-

portion of the discordant variants would be expected to be truly di↵erent

between the two individuals, due to mutations occurring after fertilisation.

However, these are likely to be rare, meaning the two approaches should

give comparable results. Weber-Lehmann et al. (2014) identified just five

SNPs present in a child and his father, but not in his father’s identical twin,

meaning few variants discordant between monozygotic twins are likely to

reflect true genetic di↵erences.

The filters applied by Reumers et al. (2012) were classified as Quality

and Repetitive DNA filters, as shown in Table 6.1. Performance was mea-

sured using the ratio Fdi↵/Fshared. This is the ratio of Fdi↵, the proportion of

discordant variants correctly removed, to Fshared, the proportion of shared

variants erroneously removed. Ideally, Fdi↵ would be large and Fshared small,
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leading to a high Fdi↵/Fshared. However, this measure does not take into ac-

count the actual numbers of variants removed, meaning a method removing

very few shared variants may get a high Fdi↵/Fshared despite not removing

the majority of discordant variants. As such, MCC (Matthews correlation

coe�cient) is also used to measure performance. This measures the correla-

tion between the true and predicted classifications of variants as shared or

discordant and is described fully in Section 2.4. Compared to Fdi↵/Fshared,

MCC rewards a method that removes a large proportion of discordant vari-

ants (high Fdi↵), even if the Fshared also increases.

Using just the Quality filters, they were able to remove 79% of discordant

variants at the expense of 30% of shared variants, giving an Fdi↵/Fshared of

2.6. Including the Repetitive DNA filters gave an Fdi↵/Fshared of 2.7, remov-

ing 87% of discordant variants and 32% of shared variants. In total, 1,048

combinations of filters were tested, with the optimum performance remov-

ing 98% of discordant and 37% of shared variants (Fdi↵/Fshared=2.6). In

their study, Reumers et al. (2012) used uncertain calls as a filter. This filter

gives excellent performance, but is not meaningful as uncertain calls should

not be considered as viable candidate variants. Their reported Fdi↵/Fshared

values and proportions of variants removed are therefore higher than those

shown here, which were calculated after removing all uncertain calls.
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Feature Type Description Fdi↵ Fshared Fdi↵/Fshared MCC
Low read-count N/A Low read counts could mean sequencing errors. 20.94 0.73 28.80 0.28
Di↵erence in
read-counts

N/A A large di↵erence in read counts for the alleles could mean
one is due to a sequencing error.

41.76 1.96 21.26 0.62

Distance to indel Q Positions close to indels may be prone to mis-mapping of
reads.

20.26 1.76 11.52 0.16

High coverage Q Extremely high coverage may be due to errors in mapping. 12.49 1.16 10.74 0.10
Simple repeat R Repeat regions are di�cult to map. 19.27 2.06 9.36 0.13
Distance to SNP Q Positions close to SNPs may be prone to mis-mapping of

reads.
11.16 1.33 8.42 0.08

Variant score Q Variant quality score provided by Complete Genomics.
The probability of the observed reads being produced
based on various hypothesised underlying sequences is
calculated. The score is related to the logarithm of the
ratio of the probabilities for the most likely and the
second-most likely hypotheses.

41.43 8.64 4.80 0.25

Segmental
duplication

R These are regions of the genome with near-identical
sequence, making it di�cult to accurately map reads.

16.13 3.45 4.68 0.07

Microsatellite R Small repeated regions, which can be di�cult to map reads
to.

0.14 0.03 4.58 0.01

Low coverage Q Low coverage means variants may be missed, or that errors
may erroneously be called as variants.

1.80 0.44 4.10 0.02

Self-chain R Chained self-alignments show regions of the genome that
align with one another in alignments produced by blastz.

35.13 15.38 2.28 0.10

Mappability N/A How often a 35bp sequence containing the SNV would map
to other regions of the genome.

45.38 21.47 2.11 0.21

Table 6.1: The features used to filter SNVs, together with the best Fdi↵/Fshared when this filter alone is applied. The features
used by Reumers et al. (2012) are marked R (for ‘Repetitive’) or Q (for ‘Quality’), based on which category they fall into.
Data provided by Nicola Whi�n. Fdi↵ and Fshared are described in Section 6.1 and MCC in Section 2.4.
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6.2 Features Used

In total, twelve features were used in the current study, described in Table

6.1. Five of the features relate to the quality of the sequencing data. The

CG quality score represents the confidence in the call and is related to the

likelihood ratio between the most likely hypothesis and the next most likely,

where each considered hypothesis is a possible underlying sequence leading

to the observed sequencing data (Carnevali et al., 2012).

Most of the filters used by Reumers et al. (2012) were used in this work.

The two not used were filtering to remove uncertain calls, as this should

be carried out anyway, and the consensus between two variant calling algo-

rithms as this is computationally intensive, so is infeasible when using large

numbers of genomes. In addition, three extra features were added, two of

which describe the read counts of the called variant. The lowest of the read

counts supporting the two alleles was used as a feature, as alleles with few

supporting reads are more likely to be incorrect. Further, the di↵erence

between read counts was used as a feature. For a true heterozygous variant,

one would expect a similar number of reads containing each allele. Where

there is a large di↵erence in read counts between the two alleles, the allele

with few supporting reads may be more likely to represent a sequencing er-

ror. The final extra feature is the mappability of a region, which is described

below.

Variant calling relies on sequence reads being accurately mapped to the

human reference genome. A number of sequence features can cause a region

to be di�cult to map correctly, resulting in erroneous variant calls. Regions

that are di�cult to map may be within repetitive DNA, so several features

were used to denote whether or not the variant falls within a simple repeat, a
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segmental duplication, a microsatellite or a self-chain repeat. Mappability,

the third feature not used by Reumers et al. (2012), was obtained from

the UCSC Genome Browser and represents the number of times a 35 bp

sequence including the variant position will map elsewhere in the genome,

giving a measure of how likely it is to be incorrectly mapped (Sims et al.,

2014).Positions near to SNPs or indels may also be di�cult to map, so the

distances between the variant and the nearest SNP and indel were used as

features, with a maximum value of 100 bp.

Two features were used to represent the coverage at a position - one

for high coverage and another for low coverage. Low coverage can lead to

inaccurate variant calls or regions that are di�cult to map. Conversely,

high coverage may indicate repetitive regions, which are di�cult to map,

meaning variants may be incorrectly called.

6.3 Results

6.3.1 Filtering

The work described in this subsection was carried out by NW. Two samples

of the same genome were sequenced using the CG sequencing platform (Dr-

manac et al., 2010). As a preliminary test of the filters used and in order to

pick optimum thresholds of filters, the filters described in Section 6.2 were

applied independently and sequentially to the variants in the duplicated

sample.

Each filter was applied individually with various cut-o↵s. The optimal

cut-o↵ was determined as the one giving the highest Fdi↵/Fshared. Where

multiple cut-o↵s gave Fdi↵/Fshared> 10, the most stringent cut-o↵ with the

highest Fdi↵ and an Fdi↵/Fshared> 10 was used.
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Applying all filters removed 96% of discordant and 40% of shared vari-

ants, giving Fdi↵/Fshared of 2.40 and MCC of 0.09. Excluding any filters

that removed > 10% of shared variants, with Fdi↵/Fshared< 1, or that do

not remove any variants not also removed by other methods left seven fil-

ters (di↵erence in read count, low read count, simple repeat, distance to an

indel, segmental duplication, distance to a SNP and low coverage), giving

an Fdi↵/Fshared of 8.25. These seven filters between them removed 83.5% of

discordant and 10.1% of shared variants, with MCC of 0.19 . Performance

could be further improved to an MCC of 0.23 by removing any filters that

individually contribute an Fdi↵/Fshared< 2. With the remaining four filters

(di↵erence in read count, low read count, simple repeat and distance from

an indel), 77% of discordant and 6% of shared variants were removed, giving

Fdi↵/Fshared of 12.6.

Despite not having been used by Reumers et al. (2012), the read count

features proved to be very e↵ective at discriminating between shared and

discordant variants, with an Fdi↵/Fshared of 21.5 when using just the low-

est read count and the di↵erence between the two read counts as filters

(Fdi↵=58%, Fshared=2.7%, MCC=0.26).

6.3.2 Cross-Validation

Shared and discordant variants were scored for each of the features by NW.

The variant dataset was divided into two subsets: 80% of the data was used

for cross-validation and training, while the remaining 20% was used as a

hold-out for further testing. The RBF kernel parameter � was set to 0.01

using the sigest function in the R library kernlab (Karatzoglou & Smola,

2004). This parameter determines how far the influence of each variant in

the training data extends. 10-fold cross-validation was used to choose the
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C Fdi↵ Fshared Fdi↵/Fshared MCC

50k

0.03125 43.81± 1.33 7.52± 0.33 5.83± 0.22 0.11± 0.004
1 45.67± 2.46 6.82± 0.45 6.75± 0.90 0.12± 0.013
32 80.17± 1.16 3.26± 0.08 18.8± 0.31 0.29± 0.004
1024 85.12± 0.52 4.79± 0.09 17.8± 0.31 0.29± 0.003
32,768 86.44± 0.39 5.00± 0.06 17.3± 0.21 0.28± 0.002

bal

0.03125 49.52± 1.37 12.30± 0.55 4.03± 0.18 0.09± 0.003
1 65.34± 3.51 18.19± 3.21 3.73± 0.86 0.10± 0.018
32 89.76± 0.79 9.47± 0.30 9.49± 0.31 0.21± 0.004
1024 91.33± 0.61 9.10± 0.14 10.0± 0.15 0.22± 0.002
32,768 92.20± 0.44 9.26± 0.14 9.96± 0.15 0.22± 0.002

Table 6.2: Comparison of two balancing strategies over a range of values of
C using 10-fold cross-validation. As 50k gave better performance, further
values of C were tested in Table 6.3.

optimum value of C, the SVM soft-margin parameter, which sets the extent

to which misclassifying training data is punished. See Section 4.1.2 for more

details on SVMs.

Because shared variants are much more common than discordant variants

(⇡ 150-fold), the training data is highly imbalanced, which causes problems

for machine learning methods that look to optimise overall accuracy. Clas-

sifying all data as ‘shared’ will give excellent accuracy, but be completely

useless in a real-world setting. As such, it is important to balance the data

before training.

In addition, SVMs have a training complexity between O(n2) and O(n3),

where n is the number of training examples, meaning increasing the number

of training examples will lead to long training times (Bottou & Lin, 2007).

Two ways of balancing the data were explored in 10-fold cross-validation.

The first method (bal) simply balances the data by including all the dis-

cordant variants and the same number of shared variants. For the second

method (50k), all the discordant variants were included in the training set,

together with enough shared variants to make the total number up to 50,000.
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C MCC Fdi↵ Fshared Fdi↵/Fshared

0.03125 0.108± 0.004 43.81± 1.3 7.52± 0.3 5.83± 0.22
1 0.121± 0.013 45.67± 2.5 6.82± 0.5 18.7± 0.90
16 0.278± 0.005 77.01± 1.8 4.12± 0.1 18.8± 0.36
32 0.285± 0.004 80.17± 1.2 4.26± 0.1 18.8± 0.31
64 0.287± 0.003 82.01± 0.8 4.40± 0.1 18.7± 0.31
256 0.288± 0.002 83.99± 0.4 4.61± 0.1 18.2± 0.27
1024 0.286± 0.003 85.12± 0.5 4.79± 0.1 17.8± 0.31
2048 0.285± 0.002 85.53± 0.5 4.88± 0.1 17.5± 0.24
4096 0.284± 0.002 85.85± 0.4 4.96± 0.1 17.3± 0.24
16384 0.284± 0.002 86.28± 0.4 4.99± 0.1 17.3± 0.24
32768 0.285± 0.002 86.44± 0.4 5.00± 0.1 17.3± 0.21
65536 0.285± 0.002 86.50± 0.4 4.98± 0.1 17.4± 0.25

Table 6.3: Performance of the 50k sampling method over various values of
Cusing 10-fold cross-validation.

This value was chosen because it gave a reasonably balanced data-set (⇡

2.4:1 in 10-fold cross-validation and ⇡ 2.05:1 when training for the holdout

set) and does not have a prohibitively large number of training examples,

speeding up training time.

In both the bal and 50k methods, the shared variants were randomly

sampled. Both methods were carried out 10 times for each set of parameters

on each subset, in order to ensure the results were consistent and that sam-

pling did not skew results. These sub-samples were treated independently

of one another.

Table 6.2 shows a comparison between the two balancing methods, bal

and 50k, at five values of C. Perfectly balancing the training data seems

to remove more of the discordant variants (higher Fdi↵), but does so at the

expense of a larger proportion of shared variants, meaning there is overall a

decrease in Fdi↵/Fshared and MCC compared to 50k. Based on these results,

the 50k method was chosen to carry forward and further values of C were

tried (Table 6.3).
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The highest MCC is seen for C = 256, so this value was chosen to be

taken forward. Higher Fdi↵/Fshared is seen for some other values, but these

have a lower Fdi↵ and a lower MCC.

6.3.3 Feature Selection

Feature selection was carried out to determine which features are most im-

portant for discriminating between shared and discordant variants. For this,

a forward feature selection procedure was carried out. In the first iteration,

SVMs were trained using a single feature. The feature giving the best per-

formance, measured by mean MCC over 10 cross-validation sets, was added

to the list of ‘chosen’ features. For the next iteration, each of the remaining

features was used in combination with the chosen features and another SVM

trained and tested. The best-performing feature at each iteration is then

added to the list of chosen features. This is repeated until all features have

been included.

Table 6.4 shows which feature is selected in each iteration, together with

the performance. Using just three features (di↵erence in read counts, variant

score and distance to indel) gives reasonable performance, with an MCC of

0.28 and Fdi↵/Fshared of 19.24.

Adding extra features gives a slight increase to performance, increasing

the proportion of discordant SNVs successfully removed whilst, in some

cases, decreasing the proportion of shared SNVs. However, once six features

have been added, there is little di↵erence in performance seen by adding

extra features, and after eight have been added extra features are slightly

detrimental to overall performance.

Comparing these results to those generated by applying each filter sep-

arately (Table 6.1), there are some clear parallels. For example, four of the
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Feature MCC Fdi↵ Fshared Fdi↵/Fshared

1 Di↵erence in read
counts

0.1555± 0.003 45.25± 0.80 4.36± 0.03 10.38± 0.19

2 Variant score 0.2588± 0.003 67.99± 0.55 3.69± 0.09 18.43± 0.44
3 Distance to indel 0.2787± 0.004 75.31± 0.90 3.92± 0.09 19.24± 0.45
4 Minimum read

count
0.2849± 0.005 78.78± 1.00 4.11± 0.09 19.17± 0.49

5 Minimum
coverage

0.2871± 0.004 79.21± 0.82 4.09± 0.06 19.37± 0.40

6 Distance to SNP 0.2880± 0.005 79.20± 1.01 4.06± 0.10 19.50± 0.51
7 Maximum

coverage
0.2889± 0.005 79.38± 0.75 4.06± 0.11 19.59± 0.59

8 Self-chain 0.2902± 0.003 80.82± 0.72 4.17± 0.09 19.37± 0.41
9 Microsatellite 0.2895± 0.003 80.88± 0.61 4.20± 0.08 19.26± 0.40
10 Simple repeat 0.2886± 0.003 82.97± 0.88 4.46± 0.08 18.61± 0.34
11 Mappability 0.2876± 0.002 83.49± 0.65 4.55± 0.07 18.36± 0.27
12 Segmental

duplication
0.2871± 0.002 83.86± 0.37 4.61± 0.06 18.20± 0.24

Table 6.4: Results of feature selection, showing performance after adding the
best feature in each iteration. Values shown are mean ± standard deviation
across the 10-fold cross-validation.

bottom five features ranked by individual Fdi↵/Fshared (see Table 6.1) are

in the last five features to be added through feature selection, albeit in a

slightly di↵erent order. Interestingly, using variant score alone as a filter

gives Fdi↵/Fshared of just 4.8, but it is the second feature to be included.

One possible explanation for this is that it chooses a di↵erent set of SNVs

from the read-count and distance-based measures, meaning it works well in

combination with the read-count features.

The three top performing features are the di↵erence in read counts be-

tween the two alleles, the CG variant score and the distance to an indel.

These three features capture di↵erent elements of sequencing errors. As

mentioned above, a large di↵erence in read count between two alleles in a

heterozygote implies that one of the alleles is incorrect and is present due

to sequencing errors. The variant score represents how much more likely
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Figure 6.1: Performance of SVMs after adding each feature. Values plotted
are mean±standard deviation.

the called genotype is to lead to the observed reads than the next best hy-

pothesised genotype. If the variant score is low, the di↵erence between the

most likely and the next most likely hypothesis is low, meaning the call is

less certain. Finally, regions near to indels are more di�cult to map, so the

nearer a variant is to an indel, the more likely it is to be incorrect.
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All Features
Cut-o↵ MCC Fdi↵ Fshared Fdi↵/Fshared

N/A 0.2875± 0.002 83.98± 0.41 4.61± 0.08 18.22± 0.27
1 0.2783± 0.002 85.01± 0.52 5.06± 0.08 16.81± 0.24
2 0.2819± 0.002 84.70± 0.39 4.89± 0.06 17.33± 0.20
3 0.2839± 0.002 84.42± 0.38 4.78± 0.06 17.65± 0.20
4 0.2859± 0.002 84.18± 0.41 4.69± 0.06 17.96± 0.21
5 0.2878± 0.002 83.99± 0.38 4.60± 0.06 18.26± 0.23
6 0.2896± 0.002 83.79± 0.35 4.52± 0.06 18.54± 0.23
7 0.2914± 0.002 83.58± 0.38 4.44± 0.06 18.84± 0.24
8 0.2938± 0.002 83.30± 0.36 4.33± 0.06 19.24± 0.24
9 0.2969± 0.002 82.89± 0.49 4.19± 0.06 19.78± 0.23

Top 8 Features
Cut-o↵ MCC Fdi↵ Fshared Fdi↵/Fshared

N/A 0.2897± 0.003 80.86± 0.62 4.19± 0.08 19.30± 0.37
1 0.2853± 0.003 81.46± 0.65 4.39± 0.07 18.54± 0.31
2 0.2871± 0.003 81.29± 0.67 4.32± 0.07 18.83± 0.32
3 0.2881± 0.003 81.14± 0.70 4.27± 0.07 19.01± 0.32
4 0.2891± 0.003 81.01± 0.70 4.23± 0.07 19.17± 0.33
5 0.2898± 0.003 80.87± 0.64 4.19± 0.07 19.31± 0.35
6 0.2905± 0.004 80.73± 0.60 4.15± 0.07 19.45± 0.37
7 0.2914± 0.003 80.61± 0.57 4.11± 0.07 19.61± 0.37
8 0.2926± 0.003 80.45± 0.63 4.06± 0.07 19.81± 0.37
9 0.2942± 0.003 80.21± 0.60 3.99± 0.07 20.12± 0.39

Table 6.5: Performance of a voting approach using nine SVMs, showing
performance with varying the number of SVMs required to be in agreement
(cut-o↵). The N/A row shows the performance of individual SVMs without
any voting. The Top 8 features were chosen as described in Section 6.3.3.

6.3.4 Ensemble Voting

In the previous sections, 10 sub-samples were used from each training set,

in order to ensure that the sampling was not introducing bias. These sub-

samples were treated independently, with mean values reported. An alterna-

tive method would be to use a majority voting scheme, whereby each variant

is scored as ‘shared’ or ‘discordant’ on each of the sub-sampled SVMs and

the variant is then assigned whichever class it is given the majority of the
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time. A similar method was used by Liu et al. (2006) for unbalanced data.

In order to ensure there will always be a majority class, nine sub-samples

were used for this.
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(a) All features
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(b) Top 8 features

Figure 6.2: Performance of a voting approach in 10-fold cross-validation using nine SVMs trained (a) on all features or (b)
on the top eight from feature selection.
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Table 6.5 shows the results from using a voting strategy with various

cut-o↵s. A cut-o↵ of n means that a variant is classified as discordant if it is

predicted as such by at least n of the nine SVMs. Using a cut-o↵ of one gives

poor performance; there is a high Fdi↵, showing that the di↵erent SVMs pick

up di↵erent sets of discordant variants, but there is also an increased Fshared,

meaning more of the shared variants are incorrectly removed when only a

single SVM is required to call a variant as discordant. Overall, this cut-o↵

yields a mean Fdi↵/Fshared of 16.81 and mean MCC of 0.2783.

Increasing stringency by increasing the number of SVMs that must agree

in order to classify a variant as discordant reduces Fdi↵, but gives improved

overall performance thanks to Fshared decreasing more quickly. Requiring

all nine SVMs to be in accordance gives a mean MCC of almost 0.30. This

stringent approach also gives the highest Fdi↵/Fshared (mean of 20.12), show-

ing it performs very well at discriminating between discordant and shared

variants. The fact that such high stringency still gives good results means

there is a large overlap between the predictions of the nine SVMs, showing

that the subsetting approach being used does not produce SVMs with wildly

di↵erent classification performance.

In order to determine whether a combination of voting and feature se-

lection could improve performance further, the majority voting approach

was re-validated using only the top eight features from Section 6.3.3, chosen

because using these features gave the highest MCC. The results, shown in

Table 6.5, show a similar pattern to that seen with no feature selection.

The feature selection results requiring all nine SVMs to be in agreement

has significantly higher Fdi↵/Fshared and lower Fshared than the voting ap-

proach without feature selection (Wilcoxon test, p = 0.04 and p < 10�4,

respectively). Using all twelve features gives a higher MCC, although this
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di↵erence is not statistically significant (Wilcoxon test, p = 0.123).

6.3.5 Hold-out Set

An ensemble of nine SVMs was trained using the eight features selected in

Section 6.3.3, and a further nine using all twelve features. As described in

Section 6.3.4, an ensemble vote was used to predict whether each variant

in the hold-out set is shared or discordant, requiring all SVMs to predict a

variant as discordant in order to call it as such. The results are shown in

Table 6.6 and Figure 6.3.

Overall, performance is very good, with Fdi↵/Fshared around 20 and MCC

around 0.30. These values compare favourably with the filter-based ap-

proach outlined in Section 6.3.1, where the best performing filter combina-

tion removed 73% of discordant and 5% of shared variants from this holdout

set. The ensemble SVM approach removes a larger proportion of discordant

(85%) but a lower proportion of shared variants (4%). Filtering of whole-

genome sequencing using this approach is therefore more likely to retain the

truly interesting variation while discarding more of the irrelevant, incorrect

variants.

Interestingly, performance on the holdout set is superior to that in cross-

validation. This may be because the training set is slightly more balanced,

with a ratio of around 2.1:1 rather than 2.39:1 in the cross-validation training

Features MCC Fdi↵ Fshared Fdi↵/Fshared

Filter-7 0.2055 82.21 8.52 9.65
Filter-4 0.2305 72.54 5.32 13.64
SVM-All 0.3171 84.53 3.80 22.26

SVM-Top 8 0.3137 82.12 3.65 22.48

Table 6.6: Performance of the SVM ensembles trained using 80% of the
data on the remaining 20%. Performance of the two set of filters described
in Section 6.3.1 on this 20% of the data is also shown.
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Figure 6.3: Percentages of shared and discordant variants from the holdout
set removed by the two ensembles of SVMs and by the two sets of filters.

sets.

6.3.6 Twin Data

As a further test of the machine learning approach, variants from two pairs of

monozygotic twins (one from Italy, the other from Cardi↵) were annotated

as for the identical sample and passed through the filtering pipeline and the

SVM ensemble. Performance on these sets of twins was noticeably worse

than in both cross-validation and the holdout test (see Table 6.7).

In both cases, the highest MCC was seen for the SVM ensemble using

all features. Using the best four filters gives a higher Fdi↵/Fshared, but

fewer of the discordant SNPs are removed. Including all features in the

SVM ensemble gives better performance than just using the top eight as

determined in Section 6.3.3.
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Twins Method MCC Fdi↵ Fshared Fdi↵/Fshared

Italy

Filter-7 0.1544 75.41 9.14 8.25
Filter-4 0.1778 64.83 5.25 12.36
SVM-All 0.1846 70.38 5.76 12.21
SVM-Top8 0.1721 68.05 6.14 11.08

Cardi↵

Filter-7 0.1510 74.07 9.11 8.14
Filter-4 0.1719 63.15 5.26 12.02
SVM-All 0.1758 68.00 5.84 11.64
SVM-Top8 0.1602 65.24 6.38 10.22

Table 6.7: Performance of filters and SVM ensembles on variants from two
sets of monozygotic twins. Two sets of filters were used, consisting of seven
and four filters, as described in Section 6.3.1.

6.4 Conclusions

As next-generation whole-genome sequencing becomes commonplace in stud-

ies looking to identify causative variants in disease, it is key that the variants

investigated are true variants and are not due to sequencing errors. De-

spite the great improvements made in sequencing technology, there is still

a substantial error rate. Rare variants are more likely to be considered as

candidates for involvement in disease, but are also more likely to be caused

by sequencing errors. Filtering of variants is therefore key to ensuring se-

quencing errors are removed, but it is important that this is not done at the

expense of true variation.

Previous work by Reumers et al. (2012) investigated the performance

of a number of filters in removing incorrect variant calls based on whole-

genome sequences of monozygotic twins. In this chapter, I describe work

carried out in collaboration with Richard Houlston and Nicola Whi�n at

the Institute of Cancer Research, looking to develop an improved filtering

method using machine learning.

By combining the filters used by Reumers et al. (2012) with two new
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features using an ensemble of support vector machines, over 80% of discor-

dant variants were removed in cross-valildation at the expense of under 4%

of shared variants. Feature selection was used to identify the most relevant

features, leaving a subset of eight features that together perform almost as

well as the full feature set. It is worth noting that a fraction of the 4% of

shared variants removed could in fact be sequencing errors that are present

in both samples. As repetitive DNA is more likely to contain sequencing

errors, it is entirely possible that there will be variants called erroneously in

both samples.

Performance was noticeably worse on data from monozygotic twins com-

pared to cross-validation and the holdout test. However, the filtering meth-

ods also showed inferior performance on these data, and the SVM ensembles

still out-performs this filtering in terms of MCC but shows a slightly lower

Fdi↵/Fshared. The SVM ensemble method did not give as large an improve-

ment over applying the filters as may have been hoped for. This suggests

that any higher-order interactions between the filters used are not as im-

portant as the individual features themselves, meaning applying the filters

independently works reasonably well.

By applying this method to whole-genome sequencing data, it will be

possible to have more confidence that any variants identified as potentially

causative are true variants and not sequencing errors.
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Chapter 7

Discussion

In this chapter, I will begin by outlining the di�culties faced by a re-

searcher attempting to identify variants associated with a disease. I will

then explain how the methods described in this thesis can help solve some

of these problems, taking into account both their advantages and potential

limitations. Finally, I will show how improved disease variant discovery using

bioinformatics approaches could help in the field of personalised medicine,

and where this may lead in the future.

7.1 Discussion

As described in Chapter 1, methods for discovering disease-associated vari-

ants have evolved rapidly over the past two decades. We are currently en-

tering a new era, led by whole-genome and whole-exome sequencing, which

could eventually deliver personalised medicine, as promised when the Hu-

man Genome Project was completed over a decade ago (International Hu-

man Genome Sequencing Consortium, 2001; Loscalzo & Barabási, 2011).

Whole-genome sequencing allows the identification of much of the vari-

ation in a genome, but there are many steps necessary to whittle down the

hundreds of thousands of variants present in a genome to those few that

are truly associated with the phenotype of interest. These steps include:

the removal of sequencing errors, which can manifest as spurious variants;
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Figure 7.1: Flowchart showing how the tools described in this thesis can be
used to identify disease-associated variants.

annotation of variants with their potential e↵ects, such as whether a variant

is exonic, a↵ects a splicing site, is intergenic, etc.; and prioritisation of these

variants according to whether or not they are predicted to be associated

with the disease of interest.

In this thesis, I have described tools that may help with some of these

stages, as outlined in Figure 7.1. These show improvements over currently

available methods, but there are still some limitations that must be consid-

ered and scope for further improvements.

7.1.1 Removal of Spurious Variants

Current DNA sequencing methods have false discovery rates of approxi-

mately 0.2-0.6%, meaning across an entire genome, there will be several
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thousand errors (Drmanac et al., 2010). These are likely to occur as rare or

private variants, which are also the variants most likely to be associated with

a disease phenotype. In Chapter 6, I describe the development of an ensem-

ble of SVMs trained to identify sequencing errors. This method combines

various features previously used as filters and performs better than using a

linear combination of these filters. The SVM ensemble was trained using

variants di↵ering between two sequencing runs of the same sample. When

tested on sequencing data from monozygotic twins, performance is worse

than in cross-validation or in testing on a hold-out set from the duplicate

sample, which may be a sign of over-training. Performance on the two sets

of twins is similar. On the hold-out test set, the SVM ensemble is able to

remove around 80% of incorrect calls at the expense of around 5% of true

variation.

One limitation of this approach is that it is currently only applicable to

sequencing data from Complete Genomics, although many of the features

used would also be applicable to Illumnia sequencing. Results may also be

a↵ected by the variant calling algorithm used. An alternative to using the

SVM after variant calling would be to integrate it as part of the calling

method.

This work built on a study from Reumers et al. (2012), but included extra

features and used an SVM instead of a simple feature-based approach. Com-

pared to using a combination of filters, the SVM performed slightly better,

which is probably because it is able to account for higher-order interactions

between features. The extra features employed over Reumers et al. (2012)

relate to the read counts of the two alleles. For a true heterozygote, the two

alleles would be expected to have similar read counts. Where one allele has

a low read count or there is a large di↵erence between the two values, this
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could be due to a sequencing error. This feature was not used by Reumers

et al. (2012), but is the most important in the SVM.

By considering some of the features used by this method, such as the

distance to a SNP or indel, it might be possible to improve the accuracy

of variant calling algorithms, helping users to identify genetic variants with

confidence.

7.1.2 Identification of Disease-Causing SAVs

As outlined in Chapter 1.1, the falling cost of whole-genome and –exome se-

quencing is leading to these methods being widely used for the discovery of

disease-causing variants. Experimental validation of the phenotypic e↵ects

of the many variants identified in such as study is not feasible, so bioinfor-

matics approaches have been developed to help prioritise variants. SuSPect

is an SVM incorporating protein-protein interaction network features to give

improved prediction of single amino acid variant (SAV) phenotype (Yates

et al., 2014). Whole-exome sequencing has shown that each individual has

several thousand SAVs (Tennessen et al., 2012) and tools such as SuSPect

can be useful in prioritising which of these are most likely to be responsible

for an observed disease phenotype (Fernald et al., 2011).

The use of protein-protein interaction network information improves

SAV phenotype prediction, as shown by the improved performance of SuS-

Pect compared to other tested methods. Shortly after the publication of

this work, Wu et al. (2014b) published similar results using a random forest

to combine PPI network information with sequence conservation, showing

again that the centrality of proteins within a PPI is linked to the likelihood

of a variant therein to lead to disease.

One major limitation of SuSPect is that it is only applicable to SAVs
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and not to other types of non-synonymous variant. Whilst SAVs make up a

large proportion of non-synonymous variants, other types of variant can also

be phenotypically important (Chuzhanova et al., 2003; Bidou & Allamand,

2010). SuSPect relies heavily on position-specific features such as solvent

accessibility or sequence conservation, with single values for each feature.

This means SuSPect is not readily amenable to use for stop-gain variants,

indels or multiple variants occurring within the same protein. There is also

a lack of training data available for these types of variant compared to SAVs.

Two SAV phenotype prediction methods that can make predictions for

indels in proteins are FATHMM and PROVEAN. Both of these methods

work by comparing the wild-type and variant sequences in the context of a

multiple sequence alignment (MSA). In the case of FATHMM, this MSA is

used in the form of a HMM, to which the variant and wild-type sequences are

compared. This can be done as easily for a sequence with multiple changes as

for one with only a single change, so the e↵ects of indels or multiple variants

can be examined (Shihab et al., 2013). PROVEAN compares the output

of a BLAST homology search when queried with the wild-type and variant

sequences, the latter containing one or more changes relative to the former

(Choi et al., 2012). The more di↵erent the results of a BLAST homology

search are due to the variant(s), the more likely it is that there will be a

phenotypic impact.

The inability to make predictions for non–protein-coding variants is a

further impediment to the broad applicability of SuSPect and other SAV

phenotype prediction methods. GWAS results have shown that a large

amount of disease-associated variation is located in intergenic regions (Hin-

dor↵ et al., 2009). There are also known to be non-coding variants with a

large impact in causing disease, such as variants in a PTF1A enhancer that
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cause pancreatic agenesis (MIM:260370, Weedon et al. (2014)).

Many disease-causing variants therefore have no impact upon protein se-

quence, so their phenotypic e↵ects cannot be assessed using SuSPect. These

synonymous variants can a↵ect splicing, translation e�ciency, transcrip-

tion factor binding and many other processes, and have recently become

recognised as major players in causing disease (Chen et al., 2010; Sauna &

Kimchi-Sarfaty, 2011). With the release of the ENCODE data annotating

a large proportion of the genome with biochemical activity, elucidation of

the potential e↵ects of these non-coding variants is becoming possible (Gia-

rdine et al., 2007; The ENCODE Project Consortium, 2012). For example,

GWAVA (Genome-wide analysis of variants) combines multiple annotations,

including G/C content, DNase I hypersensitivity and sequence conservation,

to predict whether or not SNVs will be deleterious, regardless of whether

they are synonymous or non-synonymous (Ritchie et al., 2014). CADD

(Combined annotation-dependent depletion) also uses data from ENCODE,

but is able to make predictions for variants other than SNVs, such as indels

(Kircher et al., 2014). These scores correlate well with known and predicted

functional disruption. Future developments to SuSPect to incorporate syn-

onymous variants and other types of non-synonymous variant would help

broaden its utility.

SuSPect also relies on protein-protein interaction network information in

order to make predictions. Whilst in cross-validation, there did not seem to

be over-training for particular proteins, it is possible that both the Humsavar

SAV data and the PPI network are biased towards well-studied proteins.

This could mean that variants in proteins with high centrality are given

erroneously high scores, whereas those in proteins with lower centrality are

given low scores. This pattern would be expected, based on the finding that
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proteins located more centrally in the PPI network are more likely to contain

disease-associated SAVs, but the incompleteness of the PPI network data

could prevent disease-causing variants in some proteins from being identified.

As the coverage and accuracy of the human interactome improve, it would

be hoped that SuSPect’s performance would also improve. The use of human

PPI data also limits its application to non-human variants. In Section 4.4.7,

I show a version of SuSPect to outperform SIFT at predicting the phenotypic

e↵ects of non-human mutations. This version of SuSPect does not include

any interactome information, but it may be possible to transfer knowledge

from the human interactome to orthologous non-human proteins.

7.1.3 Associating SAVs with Diseases

PriMe SuSPect extends the use of network information to prioritise vari-

ants for their association with a specific disease of interest (see Chapter

5). Whereas SuSPect simply scores variants based on how likely they are

to cause a disease, inclusion of disease-specific scores from PRINCE allows

PriMe SuSPect to associate variants with a user-provided disease of interest.

Doing so allows a user to whittle down a list of possible disease-associated

variants to help uncover the true causative variant. Other methods o↵er-

ing similar capabilities have been released within the past two years, as

described in Section 1.5, employing a wide variety of data sources, such

as mouse knockout phenotypes, and using many di↵erent phenotype cat-

egories, including OMIM and the HPO. Future methods that can bring

together more of these disparate sources of data will be helpful in improving

this disease-specific prioritisation of variants.

By leveraging disease similarity scores through PRINCE, it is possible to

rank variants for association with any of 5,080 diseases. However, as these

215



CHAPTER 7. DISCUSSION

similarity scores are calculated based on semantic similarity from free text

descriptions of diseases in the OMIM database, similarity scores may be

a↵ected by inconsistencies in terminology. Other methods, such as eXtasy

and Phevor, use controlled ontologies such as the Human Phenotype On-

tology (HPO) to circumvent this problem and allow prioritisation based on

combinations of phenotypes. These ontologies are younger resources than

OMIM, so may be less comprehensive, although as they grow in the future

they are likely to become more useful.

In many cases, researchers are interested in complex diseases. As shown

in Section 5.3.1, performance of PriMe SuSPect is worse for diseases showing

complex inheritance than for those with Mendelian inheritance.

One other potential problem is the potential for bias towards proteins

located centrally in networks. This is a general problem for network-based

gene prioritisation methods such as those described in Section 1.5. Whilst

these proteins are more likely to be associated with disease, the possibility

remains for this trend to be due to an underlying bias in the data, with

disease-associated proteins more likely to be studied and therefore to be

centrally located in a protein-protein interaction network.

As it is based upon SuSPect, PriMe SuSPect is only applicable to SAVs.

Whilst these variants are highly relevant in many diseases, it is not true

that they underlie every case of all genetic diseases. An improved method

could include scores for synonymous e↵ects and for other types of variant,

as described above, giving a much broader applicability.
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Conclusions and Future Work

8.1 Future Work

One key development in the future will be applying bioinformatics meth-

ods in the clinic, identifying disease-causing variants in patients to bring

improvements at all levels: education, prevention, diagnosis and treatment

(Hamburg & Collins, 2010). In order for this to happen, high-quality pre-

dictions are necessary (Fernald et al., 2011). Whilst SuSPect shows good

performance at predicting whether or not a variant will cause disease, it still

only shows 75% precision and 75% recall in the test set used, meaning one in

four disease-causing variants will be predicted to be phenotypically neutral,

while a quarter of variants predicted to be disease-associated will in fact be

neutral. These error rates are currently too high for use in a clinical setting,

although by combining a SuSPect prediction with other evidence, such as

segregation with a disease phenotype or in vitro analysis of a variant, greater

confidence in a prediction could be obtained.

PriMe SuSPect is able to enrich for causative SAVs in a disease-specific

manner, although as with SuSPect, the error rate is likely to still be too high

for clinical application. This is particularly true for complex diseases, where

performance is noticeably worse than for those diseases showing Mendelian

inheritance. In addition, PriMe SuSPect is only applicable to diseases for
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which PRINCE scores could be calculated. Scores could be calculated for

5,080 diseases, but there are diseases that are not included. It is possible

to choose a similar disease, as described for Personal Genomes Project par-

ticipants in Section 5.5.1, but this may not always be possible. Including

alternative disease similarity measures may increase the number of diseases

for which scores can be calculated. In addition, using phenotypic descrip-

tors, as done for Phevor and eXtasy, may broaden applicability by allowing

predictions to be made for diseases based solely on a description of the

observed phenotypes (Sifrim et al., 2013; Singleton et al., 2014).

As mentioned above, SuSPect and PriMe SuSPect can only be applied

to SAVs and not to the full, diverse panoply of variation observed between

genomes. Alternative methods, such as CADD and GWAVA (see Section

7.1.2), can be applied to other types of variant, but this type of method is

very much in its infancy and there is a great deal of progress to be made

in the phenotypic interpretation of non-coding variation. Future work to

incorporate other types of variant into SuSPect and PriMe SuSPect could

enable them to be used on a genome-wide rather than exome-wide basis.

The CAGI experiment (Critical analysis of genome interpretation) seeks

to bring together researchers to identify the state-of-the-art in bioinformatics

approaches to the interpretation of genome data, in particular with respect

to disease (Brenner & Moult, 2010). By setting challenges based around con-

necting genotype to phenotype, CAGI aims to help users and researchers to

determine which methods work well and where improvement is necessary

before these bioinformatics methods are ready for use in the clinic. Under-

standing where current methods fall down and where they work well is vital

in guiding future developments and ensuring any bioinformatics methods

used clinically are accurate and suitable for use in such situations. With
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genome sequencing becoming increasingly prevalent in medicine, the de-

velopment and improvement of tools will be a vital component of making

sequencing relevant and useful in personalised medicine.

8.2 Conclusions

This thesis has described the development of tools to enable researchers

to identify variants likely to be associated with disease. These tools are de-

scribed below and in Chapter 7. As whole-genome sequencing becomes more

common and personalised medicine moves closer to becoming a reality, the

development of bioinformatics tools is a key element in ensuring sequencing

data can be utilised to its maximum impact.

Once a genome has been sequenced, any sequencing errors must be re-

moved. To this end, an ensemble of SVMs was trained to discriminate

between true variation and sequencing errors. This method was able to re-

move almost 80% of erroneously-called variants at the expense of around

5% of true variants, helping give greater confidence in sequencing calls.

Once a researcher has identified single amino acid variants in their whole-

genome or –exome data, they may use SuSPect and PriMe SuSPect, two

tools for identifying single amino acid variants likely to be associated with

disease. Compared to other tested methods, SuSPect performs well at pre-

dicting whether or not a SAV will be associated with disease. This improve-

ment is thanks to the use of information from a protein-protein interaction

network, which helps to bridge the gap between a variant a↵ecting protein

function and that in turn leading to disease.

PPI network information is also leveraged by PriMe SuSPect, which

aims to give phenotype-specific rankings of variants from whole-exome se-

quencing. In this case, the PPI network is used to prioritise proteins for
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associations with the disease of interest and SuSPect is used to determine

which variants therein are likely to lead to disease.

SAVs are one of the best-studied groups of genetic variants, with many

known to be associated with diseases. By giving improved SAV phenotype

prediction and allowing a user to rank variants specifically with respect to

a particular disease of interest, I consider that SuSPect and PriMe SuSPect

will be useful tools for researchers involved in the genetic mechanisms of

disease.
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Guimarães, K.S., Jothi, R., Zotenko, E. & Przytycka, T.M. (2006) Pre-

dicting domain-domain interactions using a parsimony approach. Genome

Biology, 7 (11), R104.

Gulgezen, G., Cataltepe, Z. & Yu, L. (2009) Stable and Accurate Feature

Selection. In: Proceedings of the European Conference on Machine Learn-

ing and Knowledge Discovery in Databases: Part I, W. Buntine, ed., 105,

Springer-Verlag, Berlin Heidelberg, pp. 455–68.

Guo, Y., Wei, X., Das, J., Grimson, A., Lipkin, S.M., Clark, A.G. & Yu, H.

(2013) Dissecting disease inheritance modes in a three-dimensional protein

network challenges the ”guilt-by-association” principle. American Journal

of Human Genetics, 93 (1), 78–89.

Gupta, R., Jung, E. & Brunak, S. (2004) NetNGlyc.

www.cbs.dtu.dk/services/NetNGlyc/.
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Stein, A., Céol, A. & Aloy, P. (2011) 3did: Identification and Classification

of Domain-Based Interactions of Known Three-Dimensional Structure.

Nucleic Acids Research, 39 (Database issue), D718–23.

252



BIBLIOGRAPHY

Stenson, P.D., Mort, M., Ball, E.V., Howells, K., Phillips, A.D., Thomas,

N.S.T. & Cooper, D.N. (2009) The Human Gene Mutation Database:

2008 update. Genome Medicine, 1 (1), 13.

Stitziel, N.O., Binkowski, T.A., Tseng, Y.Y., Kasif, S. & Liang, J. (2004)

topoSNP: a topographic database of non-synonymous single nucleotide

polymorphisms with and without known disease association. Nucleic Acids

Research, 32 (Database issue), D520–2.

Stone, E.A. & Sidow, A. (2005) Physicochemical constraint violation by mis-

sense substitutions mediates impairment of protein function and disease

severity. Genome Research, 15, 978–86.

Studer, R.A., Dessailly, B.H. & Orengo, C.A. (2013) Residue mutations and

their impact on protein structure and function: detecting beneficial and

pathogenic changes. The Biochemical Journal, 449 (3), 581–94.

Suckow, J., Markiewicz, P., Kleina, L.G., Miller, J., Kisters-Woike, B. &

Müller-Hill, B. (1996) Genetic studies of the Lac repressor XV: 4000 single

amino acid substitutions and analysis of the resulting phenotypes on the

basis of the protein structure. Journal of Molecular Biology, 261 (4), 509–

23.

Szklarczyk, D., Franceschini, A., Kuhn, M., Simonovic, M., Roth, A.,

Minguez, P., Doerks, T., Stark, M., Muller, J., Bork, P., Jensen, L.J.

& von Mering, C. (2011) The STRING database in 2011: functional in-

teraction networks of proteins, globally integrated and scored. Nucleic

Acids Research, 39 (Database issue), D561–8.

Tang, X. & Bruce, J.E. (2009) Chemical Cross-Linking for Protein-Protein

Interaction Studies. In: Mass Spectrometry of Proteins and Peptides, M.S.

253



BIBLIOGRAPHY
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