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Abstract

We describe here raaSAFT, a Python code that enables the setup and running of coarse-
grained molecular dynamics simulations in a systematic and efficient manner. The code is
built on top of the popular HOOMD-blue code, and as such harnesses the computational
power of GPUs. The methodology makes use of the SAFT-γ Mie force field, so the
resulting coarse grained pair potentials are both closely linked to and consistent with
the macroscopic thermodynamic properties of the simulated fluid. In raaSAFT both
homonuclear and heteronuclear models are implemented for a wide range of compounds
spanning from linear alkanes, to more complicated fluids such as water and alcohols,
all the way up to nonionic surfactants and models of asphaltenes and resins. Adding
new compounds as well as new features is made straightforward by the modularity of the
code. To demonstrate the ease-of-use of raaSAFT, we give a detailed walkthrough of how
to simulate liquid-liquid equilibrium of a hydrocarbon with water. We describe in detail
how both homonuclear and heteronuclear compounds are implemented. To demonstrate
the performance and versatility of raaSAFT, we simulate a large polymer-solvent mixture
with 300 polystyrene molecules dissolved in 42 700 molecules of heptane, reproducing the
experimentally observed temperature-dependent solubility of polystyrene. For this case
we obtain a speedup of more than three orders of magnitude as compared to atomistically-
detailed simulations.
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1. Introduction

The coarse-grained molecular dynamics (MD) simulation of simple and/or complex
fluids is a popular method for gaining physical insight into complex phenomena that
elude investigations by experiments or by theory. By coarse-graining we mean here the
procedure of lumping together the effect of a few individual atoms into a single sphere or
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bead that forms the basic element of the MD simulation. These beads interact with each
other through an effective spherically symmetric pair potential. A popular variant is the
Lennard-Jones or (12,6) potential, consisting of a repulsive term proportional to r−12

and an attractive term proportional to r−6, where r is the distance between two beads.
If the beads are to interact with beads of another type, a cross-interaction potential must
also be specified in some way.

As is natural for a popular technique, there exists in the literature a large number
of procedures for coarse-graining the description of molecular fluids. Most of these
procedures are of the so called bottom-up type, meaning that one starts with an atomistic
representation of some molecule, and then tries to build representative beads typically
containing 2-4 atoms (not counting hydrogen) which represent, in some integrated
fashion, this atomistic structure. This procedure is often carried out via a trial-and-error
procedure. The resulting potentials describing the interaction between two beads are not
coupled to the macroscopic properties of the fluid, and typically lack both transferability
and robustness. A recent review of these techniques is given in [1].

As alternatives to this we have the top-down, or thermodynamic, coarse-graining
procedures. A popular example is the MARTINI force field [2], originally designed for
biomolecular applications such as simulation of lipids. In MARTINI, the super-atoms
(i.e. beads) are parametrised by matching the free energy of transfer between water and
organic solvents. The individual beads may then be connected in a group-contribution
fashion to model larger molecules. The model is based on the Lennard-Jones potential
and reports a finite set of parameters “building blocks”; both aspects somehow limit the
applicability.

The approach used here, namely the SAFT-γ Mie force field parametrization [3], is
another form of top-down coarse-graining procedure. In this approach, the interaction
between a pair of beads is through the Mie potential, also called the generalised Lennard-
Jones potential, seen in Equation (1) below. In the SAFT-γ Mie approach, the four
parameters of this potential have a one-to-one correspondence with the parameters of
the SAFT-γ equation of state (SAFT stands for Statistical Associating Fluid Theory).
By fitting this equation of state to experimentally measured macroscopic thermodynamic
properties, e.g. the densities of the saturated liquid and vapour pressure states of
some compound as a function of temperature, one fixes also the parameters of the Mie
potential. The crucial point of the approach is that fluid properties obtained from MD
simulations using this potential agree very well both with the equation of state and with
the original experimental data. Furthermore, the molecular simulations can accurately
predict properties that were not used in the initial fit, e.g. the interfacial tension, heat
capacity or the speed of sound of the fluid in question. The accuracy has been found
to be comparable with atomistically detailed models that have runtimes two orders of
magnitude larger [4].

The Mie potential is given as a function of the distance r between two
beads,

V (r) =C(n,m) ε
[(σ
r

)m
−
(σ
r

)n]
, (1)

C(n,m) =

(
m

m− n

)(m
n

)n/(m−n)

.

The potential consists of a repulsive (r−m) and an attractive (−r−n) term, i.e. a pair
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of beads experience repulsion when they are very close, attraction when they are further
apart, and no force at infinite separation. The potential has a single global minimum,
often called the energy well, defined at a value of ε. The parameter σ specifies the
centre-to-centre distance at which the potential switches from a repulsive to an attractive
interaction, hence it is often taken to be the effective diameter of the bead for visualisation
purposes. The two exponents m,n of the attractive and repulsive terms can be freely
adjusted, allowing for a more complex balance between attractive and repulsive forces
than the standard Lennard-Jones potential (m = 12, n = 6). We remark that compared
to the Lennard-Jones potential, the number of free parameters for the Mie potential
increases not by two, but by one, since two of the four parameters in Equation (1) are
intimately related [5].

Taking this as our fundamental approach, we have constructed a Python framework
that makes it straightforward to set up and run MD simulations using coarse-grained
models with the SAFT-γ Mie approach. The framework is called raaSAFT (pronounced
“raw saft”) which in Scandinavian languages means “pure fruit juice”; “raa” may also be
translated into “coarse”. The framework leverages existing MD codes to perform the
actual simulations. HOOMD-blue [6, 7], a modern “GPU-first” code, is the option most
closely integrated in raaSAFT. One may also use GROMACS [8], a popular and highly
capable MD code, which is however more loosely integrated.

The speedup obtained by leveraging the potential of graphics processing hardware to
perform MD simulations is particularly impressive [9], and rivals the speedup obtained
by simplifying the molecular model (i.e. coarse-graining). The combination of both
approaches is guaranteed to allow the exploration of both long time scales and large
system sizes which are required to study a wealth of interesting and complex fluid
behaviour from a molecular viewpoint. As an example, the polymer simulation described
in Section 4.2 would have a runtime of the order of 10 years if one were to use an
atomistically-detailed model and a four-CPU workstation. On a four-GPU workstation
with the coarse-grained model, the runtime is 135 hours.

A force field for coarse-grained MD simulation is nothing without force field
parameters which represent different molecules that can be simulated. A number of
publications have appeared which detail the parametrization procedures to obtain SAFT-
γ Mie force field parameters for carbon dioxide [10], greenhouse gases and refrigerants
[11], benzene [12], water [13], mixtures of water, carbon dioxide and n-alkanes [14] etc.
An alternative approach to fitting the equation of state for each and every compound
is the use of the "M&M" correlation developed by Mejía et al. [15]. This correlation
computes the force field parameters directly from the critical properties of the molecular
fluid in question. These properties are readily available and tabulated for a vast number
of fluids.

Building on the M&M correlation, we have constructed a web application called
Bottled SAFT [16], providing force field parameters for over 6000 compounds. It is
available at http://www.bottledsaft.org and is free and open source. The user
may search this database by name, chemical formula or CAS number. Once a result
is obtained, the webpage produces a script which implements the result directly in
raaSAFT.

The outline of this paper is as follows. We first present a description of raaSAFT,
including the physical units employed, how to install raaSAFT, and how to set up and
run simulations. As an example we consider a simulation of liquid-liquid equilibrium of
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n-octane and water, and illustrate how to process the results of this simulation. We give
a brief overview of how to use the GROMACS backend. We then proceed to describe
how different compounds are implemented, first for the simple homonuclear case and
subsequently for a full heteronuclear example. User-defined compounds are implemented
in the same way. Next, we present results showcasing the applications and performance
of raaSAFT, including weak and strong scaling with various hardwares and systems.
Finally, we illustrate the versatility and performance of raaSAFT with a large simulation
of polystyrene in a solution of heptane, where we reproduce the temperature-dependent
solubility found in experiments.

2. Program description

3. Software design and use

3.1. Unit conventions
While some codes (e.g. GROMACS) establish a unit convention, others employ

“natural units” that leave the user free to choose the physical units, e.g. the units in
which the energy is measured. HOOMD-blue falls in the latter category. In this section
we specify the units chosen for raaSAFT. When running with GROMACS as a backend,
these units are converted into the GROMACS unit convention.

The fundamental units in HOOMD-blue are length, energy and mass. Furthermore,
temperature is given as the thermal energy NAV kBT . The choice of units for raaSAFT
is given in Table 1. With this, the units of derived quantities are as given in Table 2, in
particular the time unit is 1 ps (picosecond). The energy in the Mie potential is specified
as ε/NakB in units of K, where NAV kB = R = 8.3144622 (J/mol)/K is the universal gas
constant, as is the convention in papers using the SAFT-γ Mie force field.

Table 1: Fundamental units used by raaSAFT

Quantity Symbol Unit

distance r 1 Å = 10−10m
energy ξ 10 J/mol
mass m 1 g/mol

Table 2: Derived units used by raaSAFT. Here NAV is Avogadro’s number, ε0 is the vacuum permittivity,
and statC is the stat-Coloumb unit of charge, equivalent to 1/(10c) Coulomb where c is the numerical
value of the speed of light in m/s. Note that the temperature is actually given as thermal energy, a
choice inherited from HOOMD-blue.

Quantity Symbol Formula Unit

time t
√
mr2/ξ 1 ps

velocity v r/t 1 Å/ps = 100 m/s
temperature T NAV kBTKelvin 10 J/mol
pressure P ξ/r3 1030/NAV Pa
charge q

√
4πε0rξ 1 statC/

√
NAV = 1/(2997924580

√
NAV ) C
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3.2. Installing raaSAFT
Since raaSAFT is purely a Python package, it can be installed easily on any computer,

even if the user is not an administrator (e.g. on a cluster). The first point is to ensure
that HOOMD-blue is installed. Then raaSAFT can be installed from the PyPi package
repository using the command pip install raasaft. The package may be upgraded
to the latest version with the command pip install –upgrade raasaft.

For advanced usage, the code may instead be installed by cloning the git repository
at http://bitbucket.org/asmunder/raasaft (code provided under the MIT license).
Contributions, either with implementations of new models or improvements to the
framework, are very welcome.

When raaSAFT has been installed with pip, it is advisable to create a directory for
running raaSAFT simulations, called e.g. raasaft. Jobscripts for different simulations
are best organised by putting them in different subdirectories of this directory. It is also
advisable to run the command raasaft_init in the raasaft directory. This command
populates the directory with the tutorials, replication and mysaft folders. As
the name implies, tutorials contains example jobscripts that demonstrate how to use
raaSAFT. These may be run e.g. as hoomd ex1.hoomd. Implementations of user-defined
compounds are put in the mysaft folder; this is described in more detail at the end of
Section 3.5.1.

The replication folder contains jobscripts from publications using raaSAFT.
Authors who use raaSAFT for their simulations are invited to submit their jobscripts
along with a brief README file to this repository, either as a pull request on Bitbucket
or by email to one of us. To seed this folder we have included jobscripts for the present
work, and will be adding more in the near future.

3.3. The interface for running a simulation
The user interface for raaSAFT is very similar to the user interface for HOOMD-

blue [6, 7], which raaSAFT was originally built around. This interface consists of a
jobscript written in Python, in which one imports the required libraries, specifies the
desired system components, the number of unique components, as well as the initial
density, and then initialises the system. Currently, this system initialisation is done with
the create_random_polymers() function from HOOMD-blue, at a low density (even for
liquid simulations), since this random initialisation is not very sophisticated. The desired
density is achieved by simulating initially in the isobaric-isothermal (NPT) ensemble for
a short time. Future versions of raaSAFT may include a more sophisticated system
initialisation.

In this section we will give a thorough walkthrough of a typical jobscript for running
a simulation with raaSAFT. The jobscript in its entirety can be found in Appendix A.
The first task is to import hoomd_script as well as the desired components of raaSAFT.
After this, a call is made to the function context.initialize() which was introduced as
mandatory in recent versions of HOOMD-blue. To avoid having to worry about whether
to call this function or not, raaSAFT “monkey patches” it such that it is available (and
does nothing) in case the simulation is using an earlier HOOMD-blue version where the
function is not defined. These first lines are shown in Listing 1.

Following this, the components to simulate are selected. In the simplest case this
is just a single compound, e.g. for simulating vapour-liquid equilibrium. In more
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1 #!/usr/bin/python
2 from hoomd_script import *
3 from raasaft.main import *
4 from raasaft.alkanes import *
5 from raasaft.water import *
6

7 context.initialize()

Listing 1: Importing HOOMD-blue, raaSAFT, and initialising the context.

complicated cases it may involve a large number of homonuclear and heteronuclear
components, e.g. for simulating a crude oil. Each component constructor takes the
argument count which specifies how many molecules of this component to include. Some
constructors take additional arguments, e.g. alkane models require the carbon number
of the desired alkane. After selecting the components, the simulation box is set up and
the system is then initialised. An example of this is shown in Listing 2, where we specify
the components n-octane and water, using the force field parameters from [14] and [13],
respectively.

1 C8 = HomoAlkane(C=8, count=1e4)
2 H2O = BioWater(count=6e4)
3 components = [C8,H2O]
4

5 theBox = setupSimBox(components, elong=3.0, packing=0.1)
6 system = setupSimulation(components, theBox)

Listing 2: Setting the desired components, creating the box, and initialising the system
with randomly placed beads.

At this point the data structures containing all the beads have been set up. The
standard HOOMD-blue initialisation sets up the initial positions and velocities for all the
beads, and also adds the bonds between beads where this has been specified. To proceed
one must inform HOOMD-blue about the potential for each components, and the cross-
interactions between components. The Lafitte combination rules [17] are used for the
cross-interactions, where one free parameter kij is available for tuning. If unspecified, the
kij is set to zero by raaSAFT, which is a reasonable starting point. The tuning should
be done by comparing to experimental values of some macroscopic property, for instance
interfacial tension, solubilities, vapour-liquid compositions etc.

To implement this in the jobscript, an important variable to define is the cutoff to be
used. It is either set automatically to a conservative default for the selected components,
namely 6σ for the largest σ in the system, or it is specified by the user. The long cutoff
values (> 5σ) typically provide a more accurate fit to the SAFT-γ equation of state
predictions, but incur a speed penalty as more force field evaluations are required per
time step. Very short cutoffs (e.g. 2.5σ) provide the fastest runs but compromise on the
quantitative aspects of the result.

Having specified the cutoff, one then specifies any nonzero kij to be used in the
cross-interactions. Next, a HOOMD-blue function is used to create the table object
holding the potentials, and one then sets the potential parameters and all the cross
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interactions. This is shown in Listing 3. Note in particular the simplicity of setting the
cross-interactions for all the N different bead types. This single line sets all N2/2 cross
interactions. Having N = 20 is not unreasonable for a complicated system with several
heteronuclear compounds, say a model for crude oil. If the jobscript were to have 200 lines
of code just for setting the cross-interactions, it would be hard to read and easy to make
mistakes. The current code uses the Lafitte combination rules and the combinations()
function from the itertools module in the Python standard library to dynamically set
all cross-interactions. Setting the cutoff, cross-interactions and tabulating the potentials
is shown in Listing 3.

1 setCutoff(components, cutoff=20)
2 setCrossInteraction(C8, H2O, kij=0.3205)
3 table = pair.table(width=1000)
4 setPotentialCoeffs(components, table)
5 setAllCrossCoeff(components, table)

Listing 3: Setting the cutoff, potentials and cross interactions for all components. The
cross interactions use the Lafitte combination rules [12] with a default kij = 0, other
values may be set as shown here.

The next item on the agenda is to specify the forces which enact the bonds.
With raaSAFT, the equilibrium length and constant for each bond is contained in the
implementation of each compound, so the job script just has to call a function to set these
in the data structures used by HOOMD-blue. Typically harmonic bonds are used, with
bond constants either calculated to match experimental evidence or atomistic simulations
(see e.g. the bond constants for alkane chains in [14]), or bond constants are set to a
large numerical value in order to approximate rigid bonds. The bonds are set with a
single command in Listing 4.

For compounds consisting of three or more beads, one is often also interested in
constraining some of the angles between sets of three beads. Here again harmonic
potentials are used, and there is again a distinction between “realistic” values of the
angle potential parameters, and numerical values intended to enforce a specific angle,
such as the cis angle for an alkyl group. A difference from the bonds is that angles
are not added to the system by HOOMD-blue in the system initialisation. Therefore
raaSAFT must add the appropriate angles for each component. The bonds are added
and set with a single command in Listing 4.

1 setupBonds(system, components)
2 setupAngles(system, components)

Listing 4: Setting up the potentials that govern the bonds and angles.

When this has been completed, the remaining functions to be called from the jobscript
are the same as in a standard HOOMD-blue jobscript. For completeness we shall
describe the typical usage of these functions in a raaSAFT-based jobscript. All functions
mentioned in the following are thus from HOOMD-blue. The first are two boilerplate
lines which are used in essentially all job scripts. These are shown in Listing 5. The
first line creates a group containing all beads, and the second sets the time step and
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integration mode. This mode is the standard one, unless one wants to perform an energy
minimisation using the FIRE algorithm [18].

1 all = group.all()
2 mode = integrate.mode_standard(dt=0.001)

Listing 5: Setting the integration mode and timestep.

As mentioned in the first paragraph of this section, the system is generally initialised
at a low density. This has two purposes: first, it avoids blowup during the first few
hundred time steps by reducing the number of beads placed very close by the random
initialisation. The second is that this largely avoids the tangling of complicated molecules.
To further reduce the risk of blowup, the first few hundred time steps can be performed in
the NVE (or microcanonical) ensemble with a limiter, i.e. restricting how far a molecule
is allowed to move in a timestep no matter how large the forces on it are. It is then
beneficial to run the system in the NVT (or canonical) ensemble for a few thousand time
steps before increasing the system density. The purpose of this short NVT run is to
randomise and thermally equilibrate the configuration in preparation for the subsequent
resizing of the system. This resizing is done by two different methods, depending on
whether a vapour-liquid equilibrium (VLE) or a fully liquid system is desired. For a
VLE, it is simpler to just resize the box manually, such that the resulting overall density
is between that of the liquid and of the vapour. Upon equilibration this will produce a
slab of liquid surrounded by its coexisting saturated vapour. For a fully liquid system, one
has to run in the NPT (or isothermal-isobaric) ensemble to obtain the desired pressure
for the liquid, since the pressure is highly sensitive to the box size for an essentially
incompressible liquid and thus manual tuning is unlikely to succeed. In Listing 6, we
show how the system is run in the different ensembles to obtain a fully liquid system in
the end.

1 relaxation = integrate.nve(group=all, limit=0.01)
2 run(1e3)
3 relaxation.disable()
4

5 Temp = 298.15*kBby10
6 nvt = integrate.nvt(group=all, T=Temp, tau=0.5)
7 run(4e4)
8 nvt.disable()
9

10 npt = integrate.npt(group=all, T=Temp, P=1*ConvFromBar, tau=0.5, tauP=0.5)
11 run(1e5)

Listing 6: Integrating the system to obtain a fully liquid system.

When simulating a liquid-liquid or vapour-liquid equilibrium, it is convenient to use
a simulation box which is elongated in one direction, since this causes the formation
of well-defined interfaces normal to the elongated direction. This setup will typically
produce two slabs of segregated fluids withing the box, which can be considered as a
tiny patch of some macroscopic fluid interface due to the periodic boundary conditions;
from this we can compute e.g. the interfacial tension. A system of immiscible liquids

9



simulated using the SAFT-γ Mie force field will spontaneously phase separate even when
started from random initial conditions, but it may initially form clusters and/or multiple
slabs of liquid, which then take a very long time to coalesce into two slabs. This is due
to the inherent limitations of the timescales in simulation being small as compared to
the characteristic timescales for cluster diffusion.

A useful way of speeding this up consists in applying an external potential, varying in
the direction normal to the desired liquid-liquid interface, taking the form of a periodic
hyperbolic tangent function with opposite magnitudes for the two liquids. It is important
that the width of this external potential is large enough that a substantial number of
particles experience a force from the gradient of the potential. After the periodic potential
has been applied for some time, it is turned off. The system’s total momentum is then
set to zero, as it may have gained an undesirable net momentum due to random initial
alignment of the two liquids with the potential. Running with an external periodic
potential and subsequently removing the net momentum is shown in Listing 7.

1 periodic = external.periodic()
2 periodic.force_coeff.set(C8.Name, A = 400.0, i=2, w=0.2, p=1)
3 periodic.force_coeff.set(H2O.Name, A = -400.0, i=2, w=0.2, p=1)
4 run(1e6)
5 periodic.disable()
6 update.zero_momentum()
7 npt.disable()

Listing 7: Speeding up liquid-liquid separation with an external potential.

After having resized the system, and optionally having obtained a system with two
slabs of liquid, one is ready to do a production simulation. It is then desirable to
log integral quantities such as the temperature, energy etc., and to save the individual
trajectories of the beads. Both of these operations are done using standard HOOMD-blue
functionality, as shown in Listing 8.

1 xml = dump.xml(filename=’con.xml’, vis=True)
2 dump.dcd(filename=’dump.dcd’, period=1e4)
3 logQuant = [’time’, ’pair_table_energy’, ’pressure’, ’temperature’,
4 ’pressure_xx’, ’pressure_yy’, ’pressure_zz’]
5 analyze.log(filename=’log.dat’, quantities=logQuant, period=1e2, header_prefix=’’)

Listing 8: Specifying the logging of scalar quantities and the dumping of trajectories for
visualisation.

To do a production run, i.e. a simulation which we can analyse to get the information
we seek, we switch from the NPT to the NVT ensemble, and run for some time. At this
point, we may increase the time step size. At the end of the production run it is useful
to save a restart file, such that one can continue the simulation from that point. This is
shown in Listing 9.

The entire jobscript (see Appendix A), contained e.g. in the file octane-water.py,
may now be executed with the command hoomd octane-water.py. After the simulation
has finished (or while it is running) we may analyse the the results. This typically consists

10



1 mode.set_params(dt=0.01)
2 nvt = integrate.nvt(group=all, T=Temp, tau=0.5)
3 run(2e6)
4 xml = dump.xml(filename=’restart.xml’, vis=True, velocity=True)

Listing 9: Doing the production run.

in either plotting some scalar quantity from the log file, or opening the .dcd and .xml
files in VMD [19] and analysing the results there.

For our liquid-liquid simulation we may plot the interfacial tension γ, computed from
the diagonal elements of the pressure tensor as

γ =
1

2

∫ (
Pzz −

1

2
(Pxx + Pyy)

)
dz. (2)

These values are sampled every 100 time steps in the simulation. In Figure 1 we plot
the cumulative average (green line) and a rolling average over 200 samples (blue dots)
together with the experimental value of 51 mN/m (dashed orange line). The agreement
is very good. The rolling average gives an impression of the uncertainty, but it would be
better to use a quantitative measure, e.g. the method discussed in the appendix of [20].
This will be considered in future versions of raaSAFT.

Figure 1: The interfacial tension of octane-water at 298 K and 1 bar, computed using Equation (2),
shown here for the last half (10 ns) of the production run. Values are logged every 100 time steps (0.01
ns). Green line: cumulative average. Blue points: rolling average over 200 values. Dashed orange line:
experimental value from [21].

We may also use VMD to gain a better insight into the system behaviour. Of
particular use is the density profile plugin [22] to plot the density variations in the
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z-direction, showing the densities of each phase and also the solubilities of these two
phases in each other. For octane and water, which are immiscible fluids, this is not
very interesting, but for other systems it can provide valuable insights; see [23] for a
comprehensive overview.

3.4. Using GROMACS as the backend
As mentioned, raaSAFT additionally supports running simulations with GROMACS.

In this case, the first part of the jobscript looks identical to that described in the
previous section, up to and including Listing 6. At this point, the system is in the
desired state and the positions and velocities of the beads are well-behaved such that
GROMACS can easily restart from this point. Then, instead of proceeding with the
simulation using HOOMD-blue, the user tells raaSAFT to write the system configuration
to the files which GROMACS uses for running the simulation, with a single function:
gmxWriteSystemFiles(system,components).

This function goes through the system and the components and

• Converts from the units described in Section 3.1 to GROMACS units

• Constructs the .itp file that specifies the compounds, their bonds, angles etc.

• Constructs the .mdp file with default parameters for the job, including the
interactions and cross-interactions to include

• Constructs the system.top file that sets the number of each compound

• Tabulates the potential for each interaction and cross-interaction into .xvg files

• Constructs the .gro file that contains the initial position and velocity of each bead

• Finally, prints to screen the commands the user should invoke to run the simulation

Presently, the generation of these files, in particular the initial position and velocities
of each bead, requires that HOOMD-blue is installed (it may be compiled and used
without GPU support if GPUs are not available). This restriction may be removed in
future versions of raaSAFT.

3.5. Implementing a compound
In raaSAFT, the definition of a given compound, be it homo- or heteronuclear, is

abstracted away from the jobscript. There are two important reasons for this choice.
One, it allows the efficient reuse of a compound implementation in many jobscripts.
Two, it separates the compound implementation from the simulation setup, which are
two logically distinct concepts.

In the following subsections we describe how compounds are implemented in the
raaSAFT code. We first discuss the simpler case of homonuclear compounds, and
then extend the discussion to heteronuclear compounds, which use several homonuclear
compound implementations as part of their implementation. Finally, we discuss Bottled
SAFT, our online library of compounds which users may search and download compound
implementations from, as well as some implementation details that may be of interest to
others.
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3.5.1. Homonuclear compound
The implementation of a homonuclear compound in raaSAFT is straightforward.

Starting with the simplest case of a one-bead model, the implementation only has to
specify the parameters of the Mie potential for this compound. Taking as an example
the Benzene1 compound (from [12]), which is a single-bead model for benzene. It is
implemented as shown in Listing 10. Here we see that the compound extends the base

1 class Benzene1(MieCG):
2 def __init__(self,count):
3 self.Name = "Benzene"
4 self.Epsilon = 658.17*kBby10
5 self.Sigma = 5.293
6 self.N = 32
7 self.M = 6
8 self.Segments = 1
9 self.Mass = 78.11 / self.Segments

10 self.Citation = "DOI: 10.1080/00268976.2012.662303"
11 MieCG.__init__(self,count)

Listing 10: Specification of the one-bead benzene model

MieCG class. We specify the name, parameters for the Mie potential, number of segments,
molar mass, and a reference to the literature for this set of parameters. Note that the
number given for Epsilon is the energy divided by the Boltzmann constant kB, in K, as
given in [12]. This is multiplied by kB/10, giving an energy in the expected units (10
J/mol). The base class constructor then sets properties common to all compounds based
on the SAFT-γ Mie force field, and contains convenience functions which are useful for
all such compounds.

A more complicated example is a homonuclear compound with more than one bead
and with some internal structure. As an example, we may take the three-bead model
for benzene implemented in Benzene3 (also from [12]), shown in Listing 11. As for the

1 class Benzene3(MieCG):
2 def __init__(self,count):
3 self.Name = "Benzene"
4 self.Epsilon=258.28*kBby10
5 self.Sigma=3.490
6 self.N=11.58
7 self.M=6
8 self.Segments = 3
9 self.Mass = 78.11 / self.Segments

10 self.Citation = "DOI: 10.1080/00268976.2012.662303"
11 self.BondConstant = RigidBondConstant
12 self.Bonds = [(0,1), (1,2), (2,0)]
13 MieCG.__init__(self,count)

Listing 11: Specification of the three-bead benzene model

one-bead model, we specify the name, Mie potential parameters, number of segments
and citation. In addition we must specify the bond constant and the bond layout. Note
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Figure 2: Molecular structure (left) and coarse grained version (right) of the model asphaltene molecule.

that the beads are zero-indexed. The bond layout here specifies that there are bonds
between beads 0 and 1, 1 and 2, 2 and 0; this gives a triangle. The bond length is set
automatically to give tangential bonding.

Before proceeding to the heteronuclear case, we will explain the purpose of the
previously mentioned mysaft folder which is among those created by the raasaft_init
command. This folder is used for implementing user-defined compounds. An example
of a simple homonuclear compound is included in the folder. The mysaft folder is
structured as a Python package, so the user should put the implementation of the desired
compound, e.g. as in Listing 10 and Listing 11, in one or more files in this folder. Say
these are put in the file benzene.py. The user must then append the mysaft folder
path to the $PYTHONPATH environment variable, e.g. by running the command export
PYTHONPATH=$PYTHONPATH:$PWD from inside the folder. The compounds implemented in
benzene.py can then be used in a jobscript by putting from mysaft.benzene import
* at the top of the jobscript.

3.5.2. Heteronuclear compound
The implementation of a heteronuclear compound is naturally more involved, because

these models are inherently more complicated. As an example we consider a model
coarse-grained asphaltene molecule, which has been successfully used in simulations of
real crude oils [24]. The coarse-grained version and the molecular structure are shown in
Figure 2. Asphaltenes are a major source of disruption in the production and processing
of petroleum. Due to their tendency to foul pipelines up to the point of blockage, they
have been called “the cholesterol of crude oil”. Despite more than a century of scientific
research, there are many aspects of asphaltenes that elude our understanding. For recent
reviews see e.g. [25, 26, 27, 28]. Coarse-grained molecular dynamics simulation is a very
promising tool for increasing our understanding of asphaltenes.

Here we show three listings with the implementation of this compound. The first
shows the general setup, the second shows the bond setup, and the third shows the angle
setup. In the first, Listing 12, we begin by setting the different types of beads making
up the molecule, here three. We put these into a list for later convenience. We then
give the compound a name and a short name; the latter is handy for the bond and angle
data structures. We set the number of segments and specify the number and sequence
of the different bead types. Finally we call the parent class constructor for MieCGHet.

14



1 class APCnew(MieCGHet):
2

3 def __init__(self,count):
4 # Initialize the different bead types
5 self.C12 = MnMAlkane(C=12)
6 self.ANT = Anthracene()
7 self.PY = Pyridine()
8 # Put these in a list
9 self.Components=[self.C12, self.ANT, self.PY]

10 # Give this compound a name and a short name
11 self.Name = "AsphalteneContinental"
12 self.ShortName = "APC"
13 # Set the number of segments
14 self.Segments = 23
15 # This sets the particle numbering: (0,1,2,3) are alkanes, (4,5,6) are
16 # anthracenes, etc.
17 self.Def = [self.C12]*4 + [self.ANT]*3 + [self.PY] + [self.ANT]*3 + \
18 [self.PY] + [self.ANT]*3 + [self.C12]*8
19 # Initialize the base class instance
20 MieCGHet.__init__(self,count)

Listing 12: Specification of a coarse-grained asphaltene model: general

Once the general specification is completed, we proceed to the bonds. For this model
we need four different types of bonds, since there are four different bond lengths. The
canonical names of these four bonds are then constructed from self.ShortName. The
majority of this listing is taken up by the specification of self.Bonds which stores
information about which beads are bonded together and by what type of bonds. Finally,
createBondSpec() creates additional data structures based on self.Bonds and the list
of bond constants given as an argument to createBondSpec() (here the same constant
for all).

Once the bonds are specified, we proceed to the angles. The present model has two
types of angles: one that constrains the aromatic core to form a flat structure, and
one that allows some flexibility in the alkane tails. Again, the names of the angles are
constructed, and self.Angles takes up the majority of this listing. In this list, e.g. the
tuple (0, 1, 2, at1) specifies that the angle between the (0,1) and the (1,2) bonds is
to be of type at1. Finally, additional data structures are created based on this list and on
the angle constants and equilibrium angles given as arguments to createAngleSpec().
Here the first is given as a flexible angle suitable for linear alkanes [14], while the second
is given as a more rigid angle.

3.6. Bottled SAFT
As mentioned, we have built a large database of force field parameters based on

the M&M correlation presented in [15]. This database can be searched with the web
application Bottled SAFT (http://www.bottledsaft.org). It contains representations
of more than 6000 molecular fluids, and users may search by name, CAS number, or
chemical formula. Once a result is found, the user is presented with a table of force
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1 # Bond type 1 is alkane-alkane, type 2 is alkane-anthracene,
2 # type 3 is anthracene-anthracene, type 4 is anthracene-pyridine.
3 self.NrBondTypes = 4
4 bt1, bt2, bt3, bt4 = self.getBondNames()
5 # Now configure the bonds
6 self.Bonds =[( 0, 1,bt1), ( 1, 2,bt1), ( 2, 3,bt1),
7 ( 3, 6,bt2), ( 4, 5,bt3), ( 4, 8,bt3),
8 ( 4, 9,bt3), ( 5, 6,bt3), ( 5, 9,bt3),
9 ( 5,10,bt3), ( 6, 7,bt4), ( 6,10,bt3),

10 ( 8, 9,bt3), ( 8,12,bt3), ( 8,13,bt3),
11 ( 9,10,bt3), ( 9,13,bt3), ( 9,14,bt3),
12 (10,14,bt3), (11,12,bt4), (12,13,bt3),
13 (12,15,bt2), (13,14,bt3), (14,19,bt2),
14 (15,16,bt1), (16,17,bt1), (17,18,bt1),
15 (19,20,bt1), (20,21,bt1), (21,22,bt1)]
16 # Make a list of the bond types, coefficients and lengths
17 self.createBondSpec([2*6309.47]*4)

Listing 13: Specification of a coarse-grained asphaltene model: the bonds

1 # Then set up the angles
2 self.NrAngleTypes = 2
3 at1, at2 = self.getAngleNames()
4 # Specify which angles are which types
5 self.Angles =[ ( 0, 1, 2, at1), ( 1, 2, 3, at1),
6 ( 3, 6, 10, at2), ( 4, 5, 6, at2), ( 4, 8, 12, at2),
7 ( 5, 6, 7, at2), ( 5, 9, 13, at2), ( 6, 10, 14, at2),
8 ( 8, 9, 10, at2), (11, 12, 13, at2), (12, 13, 14, at2),
9 (10, 6, 3, at2), ( 8, 12, 15, at2), (13, 14, 19, at2),

10 (15, 16, 17, at1), (16, 17, 18, at1),
11 (19, 20, 21, at1), (20, 21, 22, at1) ]
12 # Then create the data structure. Pass in a list of tuples containing
13 # the angle constant and equilibrium angle for each type of angles.
14 self.createAngleSpec([(AlkaneAngleConstant,AlkaneAngleZero),(3e5,math.pi)])
15 self.Citation = "DOI: 10.4043/26155-MS"

Listing 14: Specification of a coarse-grained asphaltene model: the angles

field parameters, together with a listing that contains a raaSAFT implementation of the
result. This listing can be placed in a file in the mysaft folder of raaSAFT and then
imported and used in a jobscript without any modifications. Together, Bottled SAFT
and raaSAFT offer an unprecedented ease-of-use for obtaining force field parameters and
setting up simulations.

3.7. The backend code
Some aspects of the backend code may be of general interest. In particular, raaSAFT

contains an interesting citation feature, something which has become popular in scientific
codes (e.g. [6], [29], [19]). This feature basically asks1 the user to cite the relevant papers

1It may be interesting to note at this point that demanding a citation, particularly in the code’s
license, is not compatible with the accepted definition of open-source [30].
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in a publication that uses the simulation tool. The feature may also provide a file with
references e.g. in BibTeX format. For some codes, the list of citations is short and
rarely changes, so it is fine to hard-code the citations into the code. But for other
codes the list changes frequently, as in raaSAFT where this list changes whenever a new
compound is described in the literature for the first time, so a more flexible approach
was needed.

As seen in Section 3.5, the compounds in raaSAFT have a citation attribute which
holds the DOI (Digital Object Identifier) of the paper describing that compound, if a
paper has been published about it. The citation feature in raaSAFT takes these DOIs
and downloads from the web the appropriate BibTeX block for each DOI. There are three
functions which accomplish this in the following manner.

1 def listDOIs(components):
2 compdoi = [("General method","10.1146/annurev-chembioeng-061312-103314"),
3 ("Combination rules","10.1080/00268976.2012.662303")]
4 for comp in components
5 trydoi = re.search("10.[0-9]{3,}\S+", comp.Citation)
6 if trydoi != None and not any(comp.Name == a for (a,b) in compdoi):
7 compdoi.append((comp.Name,trydoi.group(0)))
8 return compdoi
9

10 def doi2bib(doi):
11 url = "http://dx.doi.org/" + doi
12 r = requests.get(url,headers={"accept":"application/x-bibtex"})
13 r.encoding = "UTF-8"
14 return r.text
15

16 def dumpBibTeX(compdoi):
17 with open(’raaSAFT.bib’, ’w’) as bibfile:
18 for cite in compdoi:
19 bibfile.write(cite[0]+"\n"+doi2bib(cite[1])+"\n")

Listing 15: Functions for converting the valid DOIs in the system to a corresponding
BibTeX file.

The first function, listDOIs(), builds a list of the name and DOI of all components in
the system, checks that the DOI is valid, and ensures that components are not repeated.
Two general references are placed first. The second function, doi2bib(), accepts a string
containing a valid DOI, constructs the full URL for a DOI lookup from this, and sends
a GET HTML request to this URL with the header set to ask for a BibTeX response.
The correct character encoding is then set on the response, and the text in this response
(which consists of the BibTeX block) is returned. The third function, dumpBibTeX(),
takes the output from the first function, filters the DOIs through the second function,
and then writes the result to a file. The compound name is put before each BibTeX
block, it then becomes a comment in the BibTeX file.

To hook this functionality into HOOMD-blue’s cite.save() command, we employ a
decorator, a concept from functional programming languages. Since functions are first-
class members of the Python language, another function may accept a function and return
a function. This can be used to modify library functions, a procedure informally known as
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monkey patching. In raaSAFT, we also check whether the cite.save() function exists,
and if it does not (for earlier HOOMD-blue versions) we provide it in raaSAFT. This
means the user jobscript does not have to change when running with different versions of
HOOMD-blue. The context.initialize() command recently introduced in HOOMD-
blue is monkey-patched in a similar fashion, to avoid having users change their jobscripts
based on the HOOMD-blue version. This is very convenient if one is running on several
machines, e.g. setting up jobs and doing the initial run on a workstation, and then doing
the long production runs on a cluster which may have an older HOOMD-blue version
installed.

4. Performance and applications

In this section we present a weak scaling study on up to 8 GPUs using HOOMD-
blue as the backend. We then show the results from a more complicated simulation of a
polymer in an explicit solvent, and finally we study the strong scaling on up to 24 GPUs
using this system.

4.1. Weak scaling
The test case we consider here is a simple simulation of liquid toluene, represented

by two beads per molecule, so it has a bond. The weak scaling was tested on a machine
having two eight-core Intel Xeon E5-2620 v2 CPUs, 24 GB of RAM, and eight Nvidia
Tesla K40 GPUs. For technical reasons, four GPUs are attached to each CPU, and the
CPUs communicate with each other over a dual-rail QDR InfiniBand network (Mellanox
ConnectX-3 adapters). The case for the single-GPU run consisted of 62 500 toluene
molecules, and the larger simulations were run with the same system replicated in the
z-direction, up to 500 000 molecules on 8 GPUs. With 125 000 beads per GPU, the
results by [7] indicate that the parallel efficiency should be above 80%. The case set up
for two GPUs was also run in GROMACS using the exact same force field parameters
and settings. This was run on just the two CPUs of the machine, since GROMACS does
not support using the Mie potential on GPUs at the time of writing.

To compare the scaling, the performance metric used was “million atom-
nanoseconds/hour”, i.e. if the system contains one million atoms, how many nanoseconds
can the code simulate per hour of walltime. We plot this metric against the number of
GPUs in Figure 3. It is seen that going from 1 to 2 GPUs incurs a performance hit, but
after this scaling is excellent.

4.2. Application: the dynamics of polystyrene in solution
Molecular simulations of polymers present formidable challenges, since both the time

and length scales of interest exceed what is commonly attained with fully detailed
atomistic models. Furthermore, the fine detail is often irrelevant to the macroscopic
physics. Here, again, there is value in considering coarse grained simulations. A model
of polystyrene has been proposed in [31] based on an alkane-like chain “decorated”
with dangling aromatic-like beads. The model is tuned to reproduce both the correct
thermophysical properties of polystyrene oligomers and the liquid-liquid phase behaviour
in mixtures of solvents.
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Figure 3: Weak scaling of liquid toluene system, toluene modelled as two beads at T = 293 K and P = 1
bar. Simulations run on one to eight GPUs with HOOMD-blue, and comparison with GROMACS on
two six-core CPUs.

To showcase how raaSAFT can be used for such large simulations with complicated
molecules, we consider as an application the phase equilibria of polystyrene in an
explicit solvent, namely heptane. The simulation encompasses 294 polystyrene molecules,
modelled using 46 repeating units formed from two distinct beads, one representing the
aliphatic and one representing the aromatic moieties. The total molecular weight of one
such molecule is 4791 g/mol. These molecules are surrounded by 42 700 molecules of a
two-bead model of heptane. The system contains a total of 112 400 beads, and the molar
fraction of solvent is 0.76.

We simulate this system at a pressure of P = 30 bar and at three different
temperatures, T1 = 310 K, T2 = 420 K and T3 = 530 K. Experiments reported in
[32] show that this system has a single phase at the middle temperature T2, i.e. the
polystyrene is soluble in the heptane at this temperature, while the polystyrene is not
soluble at the higher and lower temperatures T1 and T3.

The simulation box was set up as described in Section 3.3, and run in the NPT
ensemble to generate three initial systems at the desired temperatures and pressure. The
time step was increased from 0.001 ps to 0.01 ps after this. To obtain an equilibrated
system, the simulations were then run in the NVT ensemble, and the polystyrene-
polystyrene energies were monitored as the simulations progressed. These energies
are plotted in Figure 4. We observe that the single-phase system at T2 equilibrates
very quickly, while the phase-separated systems at T1 and T3 take much longer, in
the case of T1 several hundred nanoseconds. The polystyrene implementation and
the jobscripts to replicate these simulations are shown in the Appendix in Listing 17–
Listing 19 and will be included in the replication folder of the raaSAFT repository.
Note that the entire polystyrene implementation spans less than 50 lines of code, as do
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Figure 4: Polymer-polymer energies versus time, sampled every 10 ps as the simulations progressed in
the NVT ensemble. From top to bottom, the temperatures are 310, 420, 530 K. It was not clear that the
system at 310 K was equilibrated after 200 ns, so it was run for twice as long as the other temperatures.

the jobscripts.
The current simulation is equivalent to an atomistically-detailed simulation with

1.2 million atoms running for 400 nanoseconds. For each coarse-grained bead there
would be ∼ 10 atomistic centres, and the computing time scales with the square of
this number. Since the atomistically detailed model would also have to incorporate
electrostatic interactions, and since coarse-grained simulations have a tendency to explore
the configuration space (and thus reach equilibrium) faster than atomistic simulations
[33], a conservative estimate is that it would require computational resources three orders
of magnitude larger than those employed here. A three-orders-of-magnitude speedup is
the same as that reported in [34], where the atomistic model is of the united-atom type,
i.e. combining a single carbon atom with the hydrogen atoms attached to it into one
bead. This suggests that the speedup over a fully atomistically detailed simulation,
accounting also for the individual hydrogen atoms, is probably closer to four orders of
magnitude.

The 400 nanosecond simulation here took 135 hours of walltime when running
on four Nvidia Tesla K20 GPUs. Since the strong scaling is limited by the domain
decomposition becoming inefficient when domain sizes become comparable to the force
field cutoff, an equivalent atomistic simulation would be able to effectively utilise at
most ∼ 40 GPUs. With the conservative estimate of the coarse-grained speedup being
three orders of magnitude, the atomistic simulation would thus take more than a year of
walltime.

A snapshot from the simulation is shown in Figure 5, indicating the complexity of this
system. The heptane is invisible, and the polystyrene is shown as dark purple beads for
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the aliphatic backbone and light purple beads for the aromatic-like moieties. The top half
shows the system at T1, where the polystyrene is clearly not soluble, while the bottom
half shows the system at T2, where it is soluble. The snapshot for T3 is similar to that for
T1, and thus the model reproduces the phase behaviour seen in experiments.

To confirm these visual impressions, we have computed histograms of the solvent
density in sub-cells of the simulation box, shown in Figure 6. The simulation box
is divided into 63 cells, and the molar fraction of solvent is calculated in each box.
This calculation is averaged over 300 configurations each taken 10 000 time steps (100
picoseconds) apart, with the equilibrated system. The plot shows that for the solvated
system at T2, the distribution of molar fractions is unimodal and centered around the
total system molar fraction. For the temperatures T1 and T3, however, the distributions
are clearly bimodal, showing that some cells have a low solvent fraction and others
have a high solvent fraction. This is indicative of phase-separated systems at these two
temperatures.

4.3. Strong scaling
To test further the strong scaling, now on a complex system, we have measured the

performance of the polystyrene simulation discussed in the previous section, at P = 30
bar and T = 310 K for the equilibrated system, varying the number of GPUs from 1
to 24. These simulations are run on a larger cluster, where each node has two 4-core
Intel Xeon E5-2609 CPUs, 64 GB of RAM, and two Nvidia Tesla K20Xm GPUs. The
nodes are connected by a single-rail FDR InfiniBand network (Mellanox ConnectX-3
adapters).

The scaling is shown in Figure 7, which indicates a good strong scaling. At 24 GPUs,
the number of beads per GPU is becoming too small to have good performance, so the
scaling levels off. These results are very similar to those reported in [7, Fig. 9]. Fig. 8
in that publication demonstrates that for even bigger systems with more beads, one can
make efficient use of thousands of GPUs.

5. Conclusions

In this paper we have shown raaSAFT to be a easy-to-use and flexible framework for
implementing coarse-grained molecular dynamics models with the SAFT-γ Mie theory.
Models for many common substances are included with the code, and parameters for a
very large number of substances can be downloaded from our online database Bottled
SAFT. More complicated models, which may be built from simpler models with a
group-contribution approach, are easily implemented thanks to the flexible underlying
datastructures. The resulting models may be run with existing molecular dynamics
codes HOOMD-blue or GROMACS. Utilising the excellent scalability of HOOMD-blue,
we have demonstrated good weak and strong scaling on a multi-GPU machine and on a
larger cluster with GPUs.
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Figure 5: Snapshots of equilibrated configurations from a simulation of polystyrene in heptane at 310
K (top) and 420 K (bottom). Heptane molecules are not shown for clarity. It is seen clearly that the
polystyrene is dissolved at 420 K while it is clustered at 310 K. At the top of the figure, individual
polymers can be seen. The individual beads seen close to the edges are due to the periodic boundary
conditions.
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Figure 6: Quantitative evaluation of phase splits in finite systems, following [35]. Dividing the simulation
box into 63 cells, we compute the compositions Nsolvent/Ntotal for all cells and plot a histogram of these.
The dotted line is the composition for the whole simulation box. From the unimodal versus bimodal
distributions, it is apparent that the polystyrene is solvated at 410 K while it is insoluble at 310 K and
530 K, in agreement with experiments.

Figure 7: Strong scaling of the polymer system. Simulations run on 1 to 24 GPUs with HOOMD-blue.
The scaling is very good initially, and then starts to level off at 24 GPUs, when the number of beads
per GPU is becoming small.
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Appendix A. Jobscripts and polystyrene implementation

In the following listings we present the collection of the partial listings 1–9 for the
octane-water simulation in Listing 16, the implementation of the polystyrene model in
Listing 17, and the jobscripts for running the polystyrene simulation in Listing 18 and
Listing 19.
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1 #!/usr/bin/python
2 from hoomd_script import *
3 from raasaft.main import *
4 from raasaft.alkanes import *
5 from raasaft.water import *
6 context.initialize()
7 C8 = HomoAlkane(C=8, count=1e4)
8 H2O = BioWater(count=6e4)
9 components = [C8,H2O]

10 theBox = setupSimBox(components, elong=3.0, packing=0.1)
11 system = setupSimulation(components, theBox)
12 setCutoff(components, cutoff=20)
13 setCrossInteraction(C8, H2O, kij=0.3205)
14 table = pair.table(width=1000)
15 setPotentialCoeffs(components, table)
16 setAllCrossCoeff(components, table)
17 setupBonds(system, components)
18 setupAngles(system, components)
19 all = group.all()
20 mode = integrate.mode_standard(dt=0.001)
21 relaxation = integrate.nve(group=all, limit=0.01)
22 run(1e3)
23 relaxation.disable()
24 Temp = 298.15*kBby10
25 nvt = integrate.nvt(group=all, T=Temp, tau=0.5)
26 run(4e4)
27 nvt.disable()
28 npt=integrate.npt(group=all, T=Temp, P=1*ConvFromBar, tau=0.5, tauP=0.5)
29 run(1e5)
30 periodic = external.periodic()
31 periodic.force_coeff.set(C8.Name, A = 400.0, i=2, w=0.2, p=1)
32 periodic.force_coeff.set(H2O.Name, A = -400.0, i=2, w=0.2, p=1)
33 run(1e6)
34 periodic.disable()
35 update.zero_momentum()
36 npt.disable()
37 xml = dump.xml(filename=’con.xml’, vis=True)
38 dump.dcd(filename=’dump.dcd’, period=1e3)
39 logQuant = [’time’, ’pair_table_energy’, ’pressure’, ’temperature’,
40 ’pressure_xx’, ’pressure_yy’, ’pressure_zz’]
41 analyze.log(filename=’log.dat’, quantities=logQuant, period=1e2,header_prefix=’’)
42 mode.set_params(dt=0.01)
43 nvt = integrate.nvt(group=all, T=Temp, tau=0.5)
44 run(2e6)
45 xml = dump.xml(filename=’restart.xml’, vis=True, velocity=True)

Listing 16: A collection of the partial listings 1–9 in Section 3.3. Note that only the lines
up to and including line 18 are raaSAFT-specific.
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1 from __future__ import (absolute_import, division,print_function)
2 from builtins import *
3 from raasaft.mie import *
4 from raasaft.constants import *
5 class AromaticPS(MieCG):
6 def __init__(self,count):
7 self.Name = "AromaticPS"
8 self.Epsilon=410.273*kBby10
9 self.Sigma=4.260

10 self.N=16.829
11 self.M=6
12 self.Segments = 2
13 self.Mass = 50
14 self.BondConstant = RigidBondConstant
15 self.Citation = "DOI: Unpublished"
16 MieCG.__init__(self,count)
17 class BackbonePS(MieCG):
18 def __init__(self,count):
19 self.Name = "BackbonePS"
20 self.Epsilon=377.14*kBby10
21 self.Sigma=4.180
22 self.N=16.430
23 self.M=6
24 self.Segments = 2
25 self.Mass = 54.15
26 self.BondConstant = RigidBondConstant
27 self.Citation = "DOI: Unpublished"
28 MieCG.__init__(self,count)
29 class Polystyrene(MieCGHet):
30 def __init__(self,count,monomers):
31 self.BBN = BackbonePS(count=1)
32 self.BCH = BenzenePS(count=1)
33 self.Components=[self.BBN, self.BCH]
34 self.Name = "Polystyrene"
35 self.ShortName = "PS"
36 self.Segments = 2*monomers
37 self.Def = ([self.BBN]+[self.BCH])*monomers
38 MieCGHet.__init__(self,count)
39 self.NrBondTypes = 2
40 bt1, bt2, = self.getBondNames()
41 self.Bonds = []
42 for m in range(monomers-1):
43 self.Bonds.extend( [ (2*m,2*m+1,bt1), (2*m,2*m+2,bt2) ] )
44 # Handle the last bond separately, since there is no bt2 to next alkane
45 self.Bonds.append((2*(m+1),2*(m+1)+1,bt1))
46 self.createBondSpec([10000,6309.5])
47 self.Citation = "DOI: unpublished"

Listing 17: Implementation of the polystyrene model. The first two classes specify
the bead types, and the final class specifies the heteronuclear model. Note that the
constructor for this model takes the number of monomers as input.

28



1 from hoomd_script import *
2 from raasaft.main import *
3 from raasaft.polymers import *
4 from raasaft.alkanes import *
5 import math
6 context.initialize()
7 C7 = MnMAlkane(C=7,count=42672)
8 PS = Polystyrene(monomers=46,count=294)
9 components = [C7,PS]

10 theBox = setupSimBox(components,elong=1.0,packing=0.7)
11 system = setupSimulation(components,theBox)
12 setCutoff(components,cutoff=20)
13 setCrossInteraction(PS.BBN,C7,kij=-0.01)
14 setCrossInteraction(PS.BCH,C7,kij=0.045)
15 table = initMiePotential(table=True)
16 setPotentialCoeffs(components,table)
17 setAllCrossCoeff(components,table)
18 setupBonds(system,components)
19 Temp = 310*kBby10
20 Pres = 30.0*ConvFromBar
21 all = group.all()
22 mode = integrate.mode_standard(dt=0.001)
23 xml = dump.xml(filename=’ps-init-system.xml’, vis=True)
24 dump.dcd(filename=’ps-init-dump.dcd’, period=1e3)
25 logQuant = [’time’, ’pair_table_energy’, ’pressure’, ’temperature’,
26 ’pressure_xx’, ’pressure_yy’, ’pressure_zz’, ’lx’, ’ly’, ’lz’]
27 analyze.log(filename=’log.dat’, quantities=logQuant, period=1e2, header_prefix=’’)
28 relaxation = integrate.nve(group=all, limit=0.01)
29 run(1e3)
30 relaxation.disable()
31 nvt = integrate.nvt(group=all, T=Temp, tau=0.5)
32 run(5e4)
33 nvt.disable()
34 mode.set_params(dt=0.005)
35 npt=integrate.npt(group=all, T=Temp, P=Pres, tau=0.5, tauP=0.5)
36 npt.set_params(T=310*kBby10)
37 run(5e4)
38 xml = dump.xml(filename=’restart-after-npt-t310.xml’, vis=True, velocity=True)
39 npt.set_params(T=420*kBby10)
40 run(5e4)
41 xml = dump.xml(filename=’restart-after-npt-t420.xml’, vis=True, velocity=True)
42 npt.set_params(T=530*kBby10)
43 run(5e4)
44 xml = dump.xml(filename=’restart-after-npt-t530.xml’, vis=True, velocity=True)

Listing 18: Generating the initial systems with correct temperatures and pressure for the
polystyrene simulations.
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1 from hoomd_script import *
2 from raasaft.main import *
3 from raasaft.polymers import *
4 from raasaft.alkanes import *
5 import math
6 context.initialize()
7 C7 = MnMAlkane(C=7,count=42672)
8 PS = Polystyrene(monomers=46,count=294)
9 components = [C7,PS]

10 system = init.read_xml(filename="restart-after-npt-t310.xml")
11 setCutoff(components,cutoff=20)
12 setCrossInteraction(PS.BBN,C7,kij=-0.01)
13 setCrossInteraction(PS.BCH,C7,kij=0.045)
14 table = initMiePotential(table=True)
15 setPotentialCoeffs(components,table)
16 setAllCrossCoeff(components,table)
17 # dummy tables for logging partial energies
18 ## for d1, keep just polystyrene and its internal cross-interactions
19 d1 = pair.table(width=1000,name="pstpst")
20 setPotentialCoeffs(components,d1,keep=[PS])
21 setAllCrossCoeff(components,d1,keep=[PS])
22 d1.disable(log=True)
23 ## for d2, keep just heptane and no cross interactions
24 d2 = pair.table(width=1000,name="hephep")
25 setPotentialCoeffs(components,d2,keep=[C7])
26 setAllCrossCoeff(components,d2,keep=[])
27 d2.disable(log=True)
28 setupBonds(system,components)
29 Temp = 310*kBby10
30 all = group.all()
31 integrate.mode_standard(dt=0.01)
32 xml = dump.xml(filename=’con-t310.xml’, vis=True)
33 dump.dcd(filename=’dump-t310.dcd’, period=1e4)
34 logQuant = [’potential_energy’, ’pair_table_energy_pstpst’,
35 ’pair_table_energy_hephep’, ’temperature’, ’pressure’,
36 ’pressure_xx’, ’pressure_yy’, ’pressure_zz’]
37 analyze.log(filename=’log.dat’, quantities=logQuant, period=1e2, header_prefix=’’)
38 nvt = integrate.nvt(group=all, T=Temp, tau=0.5)
39 run(40e6)
40 dump.xml(filename="final-t310.xml", vis=True, velocity=True)

Listing 19: Implementation of a production run that takes the initial system from
Listing 18 and continues for 40 million time steps (line 39), providing for an analysis
of equilibrium by studying the polystyrene–polystyrene energies. Note the syntax for
logging partial energies on lines 17-27.

30


