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Abstract

Numerical schemes for reacting flows typically invoke the method of fractional steps in order to isolate the5

chemical kinetics model from diffusion/convection phenomena. Here, the reaction fractional step requires

the solution of a collection of independent ODE systems which may be severely stiff. Recently, researchers

have begun to explore the highly parallel structure of graphics processing units (GPUs) in order to accelerate

integration schemes for these ODE systems. However, much of the existing work concentrates on explicit

integration algorithms which may fall short in the presence of stiffness.10

In this light, we have carefully reimplemented in OpenCL C the Fortran 77 program of the 3-stage/5th

order implicit Runge-Kutta method Radau5 by Hairer andWanner [1] and tested it extensively in the context

of a transient equilibrium scheme for the flamelet model. Our implementation can easily be integrated with

any existing reactive flow software in order to solve the reaction fractional step on an OpenCL-enabled GPU.

Moreover, it is suited for any Chemkin-format reaction mechanism with . 200 species without incurring

a loss in occupancy and it reaches its limit speedup (which is largely independent of the mechanism size)

at a small problem size (≈ 500 ODE systems). In view of memory constraints, we include an optimized

scheme for splitting the ODE systems across several kernel invocations and overlapping the kernel execution

with data transfers. An in-depth evaluation is based upon runtime measurements of the CPU and the

GPU implementation on a user level and a high-end CPU/GPU for an increasing number of ODE systems,

reduced and detailed reaction mechanisms and a range of time step sizes.

Keywords: GPU, Chemical kinetics, Implicit Runge-Kutta methods

1. Introduction

Graphics processing units (GPUs) were originally designed for quickly rendering images in special-purpose

hardware. However, by now they have been developed into fully programmable compute devices for appli-

cations in which both data- and task-parallelism are nested. In recent times, researchers have hence begun15

to accelerate scientific programs by reimplementing apt subroutines for the execution on a GPU. In the
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context of non-reactive flows, a number of GPU-based fluid mechanics solvers have thus been developed and

expertise with regard to efficient GPU programming techniques has been gained [2]. In this article, we focus

on the related models for reactive flows and explore the capabilities of a GPU as an accelerator for including

source terms and chemical kinetics.20

Modern solution schemes for reactive flows often invoke an operator splitting technique in order to isolate

the chemical kinetics model from diffusion/convection phenomena. Here, the main part of the computational

effort is concentrated in the so-called reaction fractional step which requires the solution of one system of

ordinary differential equations (ODEs) for each spatial grid point. Physically, these ODE systems describe

the temporal evolution of the local composition and a calorific quantity like enthalpy in a constant pressure25

system. In view of the law of mass action, the species production and destruction rates are governed by the

local concentrations of the reactants and products as well as the local thermodynamic state of the mixture

and, thus, the ODE systems are spatially independent.

The problem of solving such a collection of independent ODE systems is sometimes termed embarrassingly

parallel. Indeed, without the need for communication, each ODE system may be placed on a different30

processing thread and scheduled individually. On the other hand, each ODE system also features an inherent

low level of parallelism since the reaction progress variables, the species production rates and the species’

thermodynamic properties, for example, can be computed independently.

Although these two nested levels of parallelism correspond well with the concurrency exposed by modern

GPU-computing APIs (Application Programming Interfaces),1 initial efforts for accelerating the reaction35

fractional step concentrated on a single level of parallelism and outsourced the most time consuming opera-

tions such as the evaluation of the species production rates [3] or the finite difference approximation of the

Jacobian matrix [4]. Following a similar approach as these two references, Shi et al. [5] invoked the GPU

for evaluating the forward/reverse reaction rates and computing the LU decomposition of the Jacobian.

The main drawback of these approaches was the heavy data traffic between main memory and the GPU’s40

memory which is limited by the bandwidth of the PCIe bus,2 thus requiring large reaction mechanisms

(& 250 species) for the GPU acceleration to take effect. On the plus side, conventional linear algebra

subroutines could simply be replaced by their counterparts from GPU libraries such as CULA or CUBLAS

[6, 7] and the software engineer did not need to be familiar with the GPU’s hardware architecture or the

API’s programming model.45

In order to reduce both the number of data transfers and the amount of data transferred between main

1Nvidia provides the proprietary CUDA API for developing general purpose software on Nvidia GPUs. OpenCL, on the

other hand, is an API standard that targets different processor types and is jointly developed by the Khronos group, an industry

consortium. Currently, an implementation of the OpenCL standard is available for most GPU brands (Nvidia, AMD, Intel).
2PCIe (Peripheral Component Interconnect Express) is a standardized design for connections between the main processor

of a computer system and peripheral devices such as a GPU.
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memory and GPU memory, researchers have recently begun to reimplement the time stepping method and

entire integration algorithms (including the step size adjustment scheme) for execution on the GPU. Here,

the main focus lay on explicit integration algorithms of the Runge-Kutta type, while implicit integration

schemes have received only little attention, see Table 1.50

The first self-contained GPU implementation of a chemical kinetics integration scheme seems to be due

to Niemeyer et al. [8] who implemented a 4th order explicit Runge-Kutta method in combination with the

species rate expressions for a hydrogen reaction mechanism in CUDA C. Subsequently, Niemeyer and Sung

[2] implemented an embedded 4th order Runge-Kutta-type method and a 2nd order stabilized Runge-Kutta-

Chebyshev method in CUDA C and tested the implementation on a range of initial conditions sampled from55

solutions of a constant pressure homogeneous ignition problem. Similarly, Stone and Davis [9] included

in their investigations an embedded 4th order Runge-Kutta-Fehlberg method which was also implemented

using the CUDA API. As sample problem these authors considered a counter-flow linear eddy model.

Shi et al. [10], on the other hand, devised a hybrid explicit/implicit approach by pairing the implicit

solver DVODE with a CUDA-based 2nd order accurate α-quasi steady state method. For this, each ODE60

system was assigned a degree of stiffness based upon the number of integration steps which the ODE system

required in the previous global time step. The ODE systems with a high number of integration steps were

classified as stiff and integrated by DVODE on the CPU, while the less stiff ones were integrated using the

explicit GPU solver.

In practice, however, explicit integration algorithms are rarely used on chemical kinetics ODE systems65

since the reactions may take place on time scales that differ by orders of magnitude, thus forcing prohibitively

small time steps. Such stiffness proves difficult to estimate a priori ; indeed, while explicit integrators may

suffice in one situation (fuel, composition, temperature regime), they may fail in another.

In engineering applications, moreover, the flow is often turbulent and, therefore, the global time stepping

is inherently linked with the size of the smallest resolved flow scales. A direct numerical simulation (DNS),70

for instance, attempts to resolve the turbulent fluctuations and, hence, time steps below the Kolmogorov

time scale [11] are required, rendering explicit integration schemes for the reaction fractional step viable. In

RANS and LES approaches, on the other hand, the fluctuating fields are subjected to a global averaging or

filtering operation and the influence of the small scale fluctuations is modelled. Here, the time step sizes for

the convection and diffusion fractional steps are typically on the order of 10−6 s. From the perspective of the75

mean or filtered flow fields, the reaction dynamics may thus appear severely stiff, warranting the application

of implicit integration schemes.

In more general terms, stiffness can be encountered whenever the global time step size is controlled by

a time scale that is bigger than the fastest reaction time. An example is the common case where the global

time step size is governed by a CFL condition and, thus, by the characteristic convection/diffusion time80

scale. Here, the mixture may locally react on time scales which are much smaller than the global one, thus
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exhibiting severe stiffness.

By consequence, implicit integration schemes have shifted into the focus of GPU computing. Le et al.

[12], for instance, included a first order accurate backward Euler scheme in a CUDA-based high order finite

volume solver for the reactive Euler equations. As applications, these authors considered supersonic reactive85

flows such as detonations. Linford et al. [13], on the other hand, implemented an embedded 2nd order

accurate 3-stage Rosenbrock method in CUDA C and assessed its performance in the context of chemical

kinetics for the evolution of pollutants and trace gases in the earth’s atmosphere. Rosenbrock algorithms

are sometimes termed linearly implicit (or semi-implicit) methods and have been found to be very efficient

for stiff ODE systems if the accuracy requirements are low [1, 14, 15].90

To our awareness, a fully implicit, high order integration algorithm for chemical kinetics has only been

implemented in a GPU API by Stone and Davis [9]. Specifically, these authors ported the 5th order accurate

variable coefficient BDF-solver DVODE onto the CUDA framework and compared its performance to that

of an explicit Runge-Kutta-Fehlberg method (see above) for the special case of a 19 species ethylene reaction

mechanism.95

In spite of the recent progress in the GPU acceleration of chemical kinetics integrators, certain ques-

tions which we believe are of paramount practical interest remain unanswered. Firstly, it is not yet clear

whether the viability of a GPU-based implicit higher order integration scheme extends to common reaction

mechanisms whose sizes range between 20 and about 200 species [2]. In this regard, it also remains to

be investigated in which way the performance of such an implementation changes as the problem size is100

increased and as the time step size or the convergence tolerances are varied. Furthermore, we are not yet

able to infer from the available GPU-CPU comparisons of implicit integration algorithms a recommendation

on the most profitable acceleration strategies that do not inflict severe restrictions upon the mechanism size.

In view of these questions, we have carefully reimplemented the Fortran 77 program of the 5th order

accurate implicit Runge-Kutta method Radau5 by Hairer and Wanner [1] in combination with the Chemkin105

III subroutines for evaluating the species production rates [16] in OpenCL C. Radau5 is suitable for our

purposes since (i) it has been tested on a large number of reaction mechanisms within our group; (ii)

it implements an A-stable method; and (iii) it is based upon a single step, multiple points integration

algorithm for which the step size adjustment scheme is quite simple and, in particular, does not involve the

interpolation of past solution vectors or additional right-hand-side evaluations.110

As sample problem we consider a transient equilibrium scheme for the flamelet model based upon a

uniform grid in mixture fraction space. Each chemical kinetics ODE system is thus associated with a

different mixture fraction, reflecting the heterogeneous conditions in a real-life flow. The comparison between

the GPU implementation and the original CPU version is based upon measurements of the runtime (and

the data transfer time in the case of the GPU implementation) for an increasing number of ODE systems115

and mechanism sizes and for both a consumer-level and a high-end GPU/CPU. Here, the CPU version is
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equipped with an Open MPI parallelization which distributes the ODE systems across all threads available

on the processor. In view of the cost-effectiveness, moreover, the number of ODE systems which can be

solved on a given processor for a chosen reaction mechanism is determined per unit of time and per Pound

Sterling invested into the device. Also, we quantify the influence of the time step size and of the convergence120

tolerances on the performance of the GPU implementation as compared to that of the CPU version.

This article is structured as follows: In Section 2, we briefly review the transient flamelet model and apply

the method of fractional steps in order to isolate the chemical kinetics model from the diffusion in mixture

fraction space. Subsequently, the class of implicit Runge-Kutta methods is formulated in Section 3 and the

algorithmic structure of Radau5 is outlined. In Section 4, we present the architecture of a modern GPU125

from the perspective of the OpenCL execution and memory models. Section 5 then details aspects of the

OpenCL reimplementation of Radau5. Among others, we discuss an asynchronous scheme for overlapping

data transfers between main memory and the GPU’s memory with multiple kernel3 invocations and provide

a careful analysis of the kernel’s memory requirements. Runtime measurements are presented in Section 6,

where the performance of the OpenCL-GPU implementation is compared with that of an MPI-CPU version130

on a per-processor basis. Finally, findings are summarized in Section 7 and future steps are set into the

perspective of our conclusions.

2. Sample problem

As sample diffusion-reaction problem we consider a transient equilibrium scheme for the flamelet model

∂y(z, t)

∂t
=

χ(z)

2

∂2y(z, t)

∂z2
+

ω̇

ρ
(y(z, t)), (1)

y(z, 0) = y0(z), (2)

y(0, t) = yO, (3)

y(1, t) = yF , (4)

where z ∈ [0, 1] denotes the mixture fraction, t ≥ 0 represents time and the vector y(z, t) = (Y1, . . . , Ync−1, T ) ∈

R
nc contains the species mass fractions Yi and temperature T . χ, moreover, denotes the scalar dissipation135

rate which may be taken as a measure for the inhomogeneity of the convecting flow. It is often computed

in terms of the strain rate s > 0 according to

χ(z) =
s

π

(

exp(−2(erf−1(2z))2)
)2

. (5)

The boundary conditions in Eqs. (3) and (4) are formulated in terms of the compositions yO and yF of

the oxidizer and the fuel, respectively.

3In GPU terms, a kernel defines a function of which an instance executes for each processing thread launched on the GPU.

5



Name Algorithm Implicit? Order Mechanisms Maximum References

(nsp/nr) speedups

RK4 Runge-Kutta No 4 9/38 75/ −× [8]

RKCK Runge-Kutta-Cash-Karp No 4 9/38 126/25× [2]

RKC Runge-Kutta-Chebyshev No 2 13/27 59/10× [2]

53/325 69/13×

111/784 −/18×

RKF45 Runge-Kutta-Fehlberg No 4 19/167 20.2/10.7×∗ [9]

CHEMEQ2 α-Quasi-steady-state No 2 39/131 12.8/−× [10]

117/499 13.2/−×

– Backward Euler Yes 1 9/38 ≈ 42/−× [12]

36/308 ≈ 32/−×

ROS3 3-stage Rosenbrock Yes 2 61/156 3.0/0.45×‡ [13, 15]

DVODE Variable step/order BDF Yes ≤ 5 19/167 7.3/7.7×∗ [9]

Radau5 3-stage implicit Runge-Kutta Yes 5 53/325 4.8/0.54×† This work

(Radau IIA)

Table 1 GPU implementations of explicit/implicit integration schemes (double precision) for chemical kinetics ODE

systems. Here, the speedups relate a one-thread GPU implementation to a single core/six cores CPU implementation,

except when a ∗, † or ‡ is specified. In the case of ∗, the speedups are given for a one-block/one-thread GPU

implementation relative to a single core CPU version, while † indicates a one-block GPU implementation that is

compared with a single core/8 core CPU version (hyper-threading enabled). If a ‡ is specified, on the other hand,

the speedup is computed for a one-thread GPU implementation relative to a single core/8 core CPU version (two 4

core CPUs). (For more details on the one-thread/one-block strategies we refer to Section 5.2.) Moreover, nsp and

nr denote the numbers of species and reactions of the reaction mechanisms for which the speedups are given.

For the investigations in Section 6, we determined the initial conditions y0(z) in Eq. (2) from the140

chemical equilibrium composition and temperature which jointly minimize Gibbs’ free energy in a constant

enthalpy, constant pressure system.

The source term ω̇ on the right-hand-side of Eq. (1) provides the link to the chemical kinetics model.

Here, the species production rates are computed from the reaction progress variables qj , j = 1, . . . , nr,

ω̇i(y) =

nr
∑

j=1

νijqj(y), i = 1, . . . , nsp, (6)

where ν ∈ R
nsp×nr denotes the (sparse) matrix of stoichiometric coefficients and nsp = nc − 1 and nr145

indicate the numbers of species and reactions, respectively. The reaction progress variables are expressive

of the law of mass action and include Arrhenius-type expressions for the forward rate coefficients. While

the reverse rate coefficients may also be computed from an Arrhenius-type expression, more than often the

reverse Arrhenius parameters are not available. In this case, they can be determined from the equilibrium
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constant.150

The final entry in ω̇ corresponds to the source term in the calorific T -equation and is given by

ω̇T (y) = −

∑nsp

i=1 H
0
i (T )ω̇i(y)

C̄p(y)
, (7)

where H0
i denotes the molar standard-state enthalpy of species i and C̄p denotes the mixture’s molar specific

heat at constant pressure.

If a reaction requires the presence of inert species, then an enhanced equation similar to Eq. (6) ap-

plies which accounts for so-called third-body efficiencies. Furthermore, the reaction rates may be pressure-155

dependent in which case the Arrhenius expressions include pressure correction terms. These different re-

action characteristics are accounted for by the Chemkin library, for instance. For conciseness, we omit

further details on the complete chemical kinetics model and refer to the comprehensive Chemkin manual

[16] instead.

By applying the method of fractional steps, Eq. (1) can be split into a passive diffusion problem (·(1))

and a pure reaction problem (·(2)) over a (sufficiently small) time interval [ti, ti+1]

∂y(1)(z, t)

∂t
=

χ(z)

2

∂2y(1)(z, t)

∂z2
, y(1)(z, ti) = y(z, ti), (8)

∂y(2)(z, t)

∂t
=

ω̇

ρ
(y(2)(z, t)), y(2)(z, ti) = y(1)(z, ti+1), (9)

y(z, ti+1) = y(2)(z, ti+1), (10)

where y(z, ti) and y(z, ti+1) indicate an (approximate) solution to Eq. (1) at the beginning and the end of160

a time step.

Eqs. (8) through (10) implement a first order approximation in time [17, 18]. Since the source terms

ω̇i/ρ at a point z only depend upon the composition at this point, Eq. (9) can be solved for each point

in mixture fraction space independently. In combination with a spatial discretization scheme encompassing

n+ 1 ≥ 1 intervals165

[0, 1] =

n+1
⋃

i=1

[zi−1, zi] (11)

(for example, zi = i/(n+ 1)), Eq. (9) leads to

dy
(2)
i (t)

dt
=

ω̇

ρ
(y

(2)
i (t)) (12)

for y
(2)
i (t) = y(2)(zi, t) and i = 1, . . . , n (excluding the boundaries i = 0, n + 1 of mixture fraction space).

This equation forms a so-called embarrassingly parallel problem. It is the main point of attack for most

modern parallel implementations of the reaction fractional step and, indeed, justifies the leading order time

approximation.170
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Variable Explanation

nsp # Species

nc = nsp + 1 # Independent variables

nr # Reactions

n # ODE systems

np # ODE systems per t/p-cycle

ntb # Reactions involving third body efficiencies

nfo # Reactions including pressure-dependence

(fall-off reactions)

msp = 6, 7 Maximum # species per reaction

mtb = 10 Maximum # third bodies per reaction

mfo = 10 Maximum # fall-off parameters per reaction

l OpenCL work group size (see Eq. (24))

Table 2 Numbers characterizing the spatial discretization and the reaction mechanisms.

Although we have considered the flamelet Eq. (1) in the above, the reaction fractional step in Eq. (12)

is not particular to this model, but can be constructed similarly for any scalar or vector-valued diffusion-

convection-reaction transport problem. Specifically, the OpenCL-GPU solver for the reaction fractional step

which we present is applicable to turbulent flow problems and can be readily incorporated into an existing

RANS or LES reactive flow solver. In the present article, focus is laid on the flamelet model because it175

constitutes a lightweight framework for generating a range of initial conditions with which the GPU-based

integration scheme may be tested.

For future reference, the numbers characterizing the problem and reaction mechanism sizes (such as nsp,

nc and nr) are summarized in Table 2.

3. Radau5 II180

By integrating Eq. (12) over the time interval [tj , tj+1] we obtain

y(tj+1) = y(tj) +

∫ tj+1

tj

f(t,y(t)) dt, y(tj) = yj , (13)

where y ≡ y
(2)
i and f(·,y(·)) ≡ ω̇/ρ(y(·)) have been set and yj denotes the vector of initial conditions.

In a Runge-Kutta method, the main idea for advancing the (exact) solution y(t) of Eq. (13) by one time

step h = tj+1− tj consists in approximating the integral on the right-hand-side by a Gauss-type quadrature
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formula

∫ tj+1

tj

f(t,y(t)) dt = h

∫ 1

0

f(tj + ht′,y(tj + ht′)) dt′

≈ h

m
∑

l=1

γlf(tj + αlh,y(tj + αlh)), (14)

where

t′ =
t− tj
h

(15)

and αl ∈ [0, 1]. Since, here, f(·,y(·)) is evaluated at times tj + αlh ∈ [tj , tj+1], Runge-Kutta methods are

classified as single step, multiple points integration schemes.185

For the Radau II integration rule, the weights γl and mid-points αl in Eq. (14) are chosen such that

the quadrature formula includes the right boundary (αm = 1) and is exact for polynomials of order 2m− 2

(m ≥ 1),

f(tj + ht′,y(tj + ht′)) =

2m−2
∑

k=0

gkt
′k. (16)

Here, t′ ∈ [0, 1] and gk ∈ R
n are 2m− 1 linearly independent vectors.

Combining Eqs. (13) and (14) leads to190

y(tj + 1h) ≈ yj + h

m
∑

l=1

γlf(tj + αlh,y(tj + αlh)). (17)

If tj+1 in Eq. (14) is replaced by t̃j+1 ∈ [tj , tj+1], then the upper bound 1 of the integral on the right-

hand-side of Eq. (14) becomes (t̃j+1 − tj)/h = α̃. By keeping the mid-points αl fixed, we may deduce from

this substitution a slightly more general (but less accurate) version of Eq. (17),

y(tj + α̃h) ≈ yj + h

m
∑

l=1

γ̃lf(tj + αlh,y(tj + αlh)). (18)

For α̃ = α1, . . . , αm−1 and αm = 1, Eq. (18) establishes a system of nm non-linear equations for the m

unknown auxiliary points195

kl = y(tj + αlh), l = 1, . . . ,m. (19)

By substituting Eq. (19) into Eqs. (17) and (18) and taking γ̃l = βil for a given α̃ = αi, we now obtain

the following numerical scheme

kl = yj + h

m
∑

k=1

βlkf(tj + αkh,kk), l = 1, . . . ,m, (20)

yj+1 = yj + h
m
∑

k=1

γkf(tj + αkh,kk). (21)

Here, the ≈-signs have been replaced by =-signs, while the (exact) solution at tj+1 has been substituted by

the approximation yj+1 ≈ y(tj+1).
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If the weights γk and βlk, k, l = 1, . . . ,m, and the mid-points αj , j = 1, . . . ,m− 1, in Eqs. (20) and (21)

satisfy

m
∑

l=1

γlα
k−1
l =

1

k
, k = 1, . . . , 2m− 1, (22)

m
∑

l=1

βilα
k−1
l =

αk
i

k
, i, k = 1, . . . ,m, (23)

then the Radau II approximations of the integrals in Eqs. (14) and (18) are exact for polynomials (see Eq.

(16)) of order 2m−2 and m, respectively. In this case, the (implicit) Runge-Kutta method is of order 2m−1

[1, Theorem 5.3].200

As basis for a GPU reimplementation we chose the m = 3-stage/5th order implicit Runge-Kutta algo-

rithm Radau5 which has been developed by Hairer and Wanner [1]. Since these authors provide a thorough

discussion of the implementational aspects (solving the non-linear system in Eq. (20)/step size adapta-

tion/error control), we refer the interested reader to their monograph. However, an important aspect to

note at this point is that the Newton-type solution scheme for Eq. (20) may be subjected to a special205

transformation and, in this way, the linear system matrix of size 3n split into a real and a complex linear

system of size n.

Figures A.11 and A.12 in Appendix A depict a flow chart of the Radau5 algorithm including the step

size adjustment scheme.

4. GPU computing210

In the present Section, we review conceptual differences in the architectures of a CPU and a modern

GPU (Section 4.1) and describe both the execution and memory models of a GPU from the viewpoint

of the OpenCL standard (Section 4.2).4 Moreover, the portability of OpenCL applications in relation to

device-specific optimizations is addressed (Section 4.3). Finally, the notion of an SIMD unit is introduced

(Section 4.4) as a basis for the discussion of GPU programming techniques in Section 5.215

For a more comprehensive introduction into the architecture of a GPU and aspects of GPU computing

which lie beyond the presentation in this Section, we refer to the textbooks by Hennessy and Patterson

[19, 20].

4.1. Characteristics of CPU and GPU architectures

Originally, GPUs have been developed for graphics applications which encompassed an instruction se-220

quence that was applied to a large number of data sets. Since these data sets (vertices, fragments) could

4Although we adopt the perspective of the OpenCL API and its terminology in this article, this does not present a limitation

to the validity of the concepts or programming techniques presented.
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be manipulated independently of each other, the instructions were organized in a graphics pipeline in which

different stages of the rendering process operated concurrently on distinct data sets and each stage could

process several data sets simultaneously. The individual stages could be configured, but they were not

programmable in a way that would make the GPU accessible to non-graphics applications [21].225

By now, GPU vendors have lifted this restriction and GPU’s have evolved into fully programmable

processors, targeting massively data-parallel applications with a simple control flow. Here, a large number

of processing elements (PEs) are orchestrated by a few instruction units which are reminiscent of the stages

in the original graphics pipeline. A CPU, on the other hand, encompasses only few processing elements

which operate independently and mainly targets task-parallel applications in which each task may contain230

an elaborate control flow.

A major difference in the operation of both GPUs and CPUs is the way in which memory access latency

is hidden. The CPU encompasses, to this end, an on-chip hierarchy of fast, small memory buffers (caches)

through which data and instructions proceed to the processing elements. Modern GPUs, by contrast,

instantly switch from processing instructions that are waiting for memory accesses to complete to invoking235

instructions which are ready to execute. This requires a large pool of independent (but possibly identical)

instruction sequences between which the processing elements can arbitrate.

4.2. GPU architecture and the OpenCL standard

OpenCL is shorthand for Open Computing Language, a standardized API for developing software on

heterogeneous systems that is administered by the Khronos Group. In recent times an OpenCL implemen-240

tation has become available for most processors like Intel CPUs or Nvidia and AMD GPUs. The main idea

which propelled the development of OpenCL was to be able to devise portable software that can explore

the system on which it executes and invoke the processors that are available in the system for specific com-

putational tasks. The scope of OpenCL is thus very modern, reflecting the heterogeneity of both personal

computers and high-performance workstations.245

An OpenCL application consists of a host program which dispatches both memory buffers and function

evaluations on these buffers to a device. Functions which execute on the device are termed kernels. These

are written in OpenCL C, an API-specific language extension to the C99 standard. Typically the host code

is compiled for execution on a CPU. In this way, the OpenCL application can be launched in a manner

similar to standard applications or the host code may be incorporated into an existing program. The kernel250

functions, by contrast, are compiled at runtime by a specific device compiler which is contacted through the

OpenCL API.

From the perspective of a software engineer, an OpenCL application (i) first explores the platform

on which it executes, (ii) chooses appropriate devices, (iii) builds the kernel source code for the selected

devices, (iv) allocates memory buffers on the devices and (v) finally enqueues the kernels for execution.255
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Typically, steps (i) through (iv) can be accomplished during an initialization phase. The communication

(and synchronization) between the host and the device is channelled through a command queue which may

execute in-order or out-of-order. In the latter case, the order of the commands can be structured using event

objects which constitute a top-level synchronization mechanism.

As an aid to the reader we include a brief outline of the OpenCL memory and execution model. Further260

details can be found in the OpenCL specification [22] or the OpenCL Programming Guide [23].

The OpenCL execution model employs a rectilinear one, two or three-dimensional integer index grid as

a basis for labelling execution paths. For each vertex in this index grid an instance of a kernel is executed.

This instance is called a work item which executes on a processing element. Work items, moreover, can be

clustered into work groups which execute on compute units. Typically, a GPU consists of several compute265

units (about 6 to 14) each of which comprises a large number of processing elements (32 on Nvidia GPUs),

where, conceptually, a processing element may be compared with a single CPU core, see Figure 1. One

difference between both is that a processing element on the GPU executes instructions in orchestration with

the other processing elements within the same compute unit, while the CPU cores operate independently.

Moreover, the processing elements cannot take advantage of a complete cache hierarchy (L3 through L1i/d270

caches in Figure 1) in the way that a CPU core does.

Work groups play an important role in the management of OpenCL local memory. While all work items

can access global memory buffers, local memory is private to a work group and can only be read from or

written to by the work items from this work group. Registers, moreover, are classified as private memory

storage which cannot be shared among different work items. The last address space qualifier designates275

constant or read-only memory for which dedicated caches may exist on a device.

In the context of GPUs, global memory corresponds to DRAM (Dynamic Random Access Memory) which

is a large off-chip memory. Local memory,5 on the other hand, is located on-chip whence memory access

latencies are much smaller than for global memory. On Nvidia GPUs, OpenCL local memory coincides with

CUDA shared memory.280

Finally, the work items inside a work group can be synchronized using barriers either on the local or

the global memory level. By contrast, OpenCL does not supply a synchronization mechanism between work

groups. Thus, communication between work items that belong to different work groups is not supported.

5Although the names are identical, the OpenCL local memory space is different from CUDA’s local memory which maps

onto a portion of DRAM and, hence, is located off-chip. CUDA employs this memory space to accommodate variables or arrays

that have been spilled out of the registers of a specific work item, but there is no OpenCL equivalent. In the following, we

therefore do not reference CUDA local memory.
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Figure 1 Architectures of a modern CPU (a) and a GPU (b). Here, the terminology refers to the OpenCL execution

and memory models (except for the cache labels L1i/d through L3 and the term ‘SIMD unit’ which indicates a

collection of work items that are being issued instructions simultaneously).

4.3. Portability

Although the OpenCL standard promotes software portability across a wide range of different computing285

devices, the hardware independence of an OpenCL program does not imply that one OpenCL kernel performs

well on all OpenCL-enabled devices. Quite on the contrary, optimizations for improving the performance of

an OpenCL kernel on a specific OpenCL device often require an understanding of the device’s architecture

and, in particular, of how this architecture maps onto the OpenCL execution and memory models. While

some of these optimizations can be expressed in terms of kernel parameters (such as the number of work290

groups or the work group size) or memory space qualifiers (global vs. constant memory buffers, for example),

other optimization techniques transcend through the entire kernel implementation and are not easily adapted

for a different device. As an example, we may consider the memory access patterns which are reflected in

the structure of parallel loops inside the kernel. The block access that is common for a shared memory

CPU (each work item processes a consecutive block-subset of a data array) has a negative impact on the295

performance of the same kernel on a GPU since it inhibits the coalescence of global memory accesses, see

Section 5.1. Thus, although an OpenCL kernel is portable across different OpenCL devices, its inherent

low-level optimizations may not carry over to a different OpenCL device.

Currently, the main advantage of developing software using the OpenCL API is that OpenCL (unlike

Nvidia’s CUDA framework) is a non-proprietary industry standard for which most GPU vendors supply an300

implementation. Therefore and since modern personal computers encompass both a CPU and a GPU, the

OpenCL chemical kinetics solver which we have developed can be invoked on any such system regardless of

the GPU’s brand.
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4.4. SIMD architecture

The OpenCL execution model which has been reviewed in Section 4.2 implements both task- and data-305

parallelism on the level of work items. Since work items can be clustered into work groups, there is an

optional superior level of task-parallelism. In the architecture of a GPU, by contrast, the capabilities for

task- and data-parallelism are realized hierarchically such that a task is required to be inherent data-parallel

and task-parallelism involves several such data-parallel tasks. Although this is not explicated by the OpenCL

model, the OpenCL abstractions are transparent for the implications which the inherent data-parallelism of310

a GPU has on how the work items execute on processing elements. In the present Section, we analyse these

implications and deduce recommendations on the control flow within an OpenCL kernel.

As indicated in Section 4.2, a compute unit encompasses a number of processing elements. On GPUs,

these processing elements are grouped into batches each of which is controlled by a single instruction unit.

This unit issues instructions sequentially such that all processing elements within a batch are serviced the315

same instruction, possibly with different operands. The work items which are processed by a batch of

processing elements are termed an SIMD (Single Instruction stream, Multiple Data streams) unit (or SIMD

thread). In Nvidia CUDA terminology, an SIMD unit is called a warp and consists of 32 work items, while

on AMD GPUs the SIMD unit is referred to as a wavefront and encompasses 64 work items.

If the work items within an SIMD unit follow diverging instruction paths (for example, on account of320

an if-else or switch statement), then the instruction unit proceeds through these instruction paths in a

sequential manner. Here, the processing elements whose work items do not fulfill the condition for the

current instruction path are masked off and remain idle until the instruction unit issues the instructions for

their instruction path.

This implies that branch conditions for the work items within an SIMD unit lead to a serialization of325

the control flow. In other words, task-parallelism within a work group is supported only among SIMD

units, but serialized within an SIMD unit. For high performance of an OpenCL kernel on a GPU, it is thus

recommended to order the work items such that conditionals, if possible, evaluate identically for all work

items within an SIMD unit and that the work group size equals a multiple of the number of SIMD units in

order to avoid incomplete SIMD units. In keeping with the terminology used by other authors, we refer to330

the event that work items proceed along different instruction paths as thread divergence.

SIMD units also play an important role in the latency hiding strategy of a GPU. If the work items within

an SIMD unit are waiting on a synchronization barrier or for memory accesses to complete, then the SIMD

unit scheduler swaps the current SIMD unit for another SIMD unit in which the work items are ready to

execute. In this way, the batch of processing elements on which the first SIMD unit was stalled remains335

busy.

A GPU thus implements a single level of data-parallelism which is nested inside two levels of task-

parallelism: Multiple SIMD units (data-parallelism) execute on a batch of processing elements in an inter-
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leaved fashion (task-parallelism), while SIMD units which reside on different batches are processed simulta-

neously (task-parallelism).340

5. GPU parallelization strategy

In the present Section, we address the implementation in OpenCL of a GPU solver for the reaction

fractional step based upon the implicit integration algorithm Radau5. In this regard, we first review specific

programming techniques which exploit the architecture of a modern GPU (Section 5.1). In view of these

techniques, strategies for mapping the reaction fractional step onto the OpenCL execution model are then345

presented and a scheme for sorting the chemical reactions in order to mitigate thread divergence is proposed

(Section 5.2). Subsequently, the memory layout of the OpenCL implementation is analysed (Section 5.3) and

an efficient implementation of the standard LU decomposition algorithm is detailed (Section 5.4). Moreover,

we present a cyclic scheme for splitting the reaction fractional step across multiple kernel invocations which

overlap with data transfers between the host CPU and the GPU (Section 5.5). Finally, the potential use of350

other implicit integration algorithms is discussed and it is shown how the concepts and OpenCL functions

developed as part of the current implementation may be included in the implementation of an integration

scheme that is different from Radau5 (Section 5.6).

5.1. Techniques for improving performance on a GPU

Since in this work an OpenCL kernel is designed for execution on a GPU, special programming tech-355

niques which take into account the architecture of a GPU can be applied in order to increase the kernel’s

performance. These strategies are in fact much different from their CPU counterparts where high-level,

single-thread optimizations mainly concentrate on cache lines and instruction vectorization [24, 25]:

• Coalesced memory accesses. If all work items in a work group access adjacent global memory addresses,

then these accesses can be coalesced into a single (or a few) memory transaction(s). Since global mem-360

ory accesses incur one of the highest latencies on a GPU, an apt data storage scheme and a compatible

orchestration of the work items’ read/write instructions may result in significant performance gains

[2, Table 1]. On Nvidia GPUs, memory coalescing is performed on the level of a half warp.

• Avoiding thread divergence. If two or more work items in an SIMD unit follow different instruction

paths, then the instruction unit proceeds through these diverging instruction paths in a sequential365

manner. This leaves work items idle while their instruction paths have already or not yet been

processed.

• Using local memory. OpenCL local memory can be considered as a cache which the kernel function

manages explicitly. A common programming pattern which exploits this cache consists in copying
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data from global memory to local memory (coalescing read instructions), operating on the data in370

local memory per work group and, finally, writing the results back to global memory in a coalesced

fashion. Such a pattern embraces, for example, the implementation of a parallel reduction operation

which has been devised in Reference [26]. On Nvidia GPUs, OpenCL local memory is organized in so-

called banks which can service data to different work items simultaneously, but may serialize accesses

to the same bank.375

• Avoiding register spilling. If a work item operates on large arrays or structures in private memory,

then the OpenCL compiler may decide to expel these variables to OpenCL local or global memory,

thus incurring a severe performance penalty. In practice, however, it is often very difficult to determine

whether or when in particular this happens.

• Occupancy. During the execution of a kernel, several work groups may reside on the same compute380

unit. Thus, whenever an SIMD unit is idle or waits for memory accesses to complete, the SIMD unit

scheduler can switch to another SIMD unit which is ready to execute, possibly from a different work

group. However, since local memory is particular to a compute unit and each work group’s local

memory maps to one portion of the compute unit’s local memory, it may happen that the work groups

allocate more local memory than there would be available if the maximum number of resident work385

groups per compute unit were present. In this case, the number of resident work groups is limited by

the GPU’s resources. Similarly, the registers on a compute unit are shared among work groups.

• Host to device memory transfers. Before a kernel can be scheduled for execution on a GPU, the data

on which the kernel operates needs to be transferred from the host CPU to the memory buffers that

have been allocated on the GPU. Similarly, once the kernel terminates, the results of the computation390

are copied back to the host CPU’s memory. The rate at which these data transfers happen is limited

by the bandwidth of the PCIe bus that connects the host CPU and the GPU, and is often much smaller

(by about an order of magnitude) than the bandwidths of GPU-internal global memory read/write

instructions. Furthermore, there is an overhead associated with submitting a host to device memory

transfer instruction to the OpenCL runtime. These invocation overheads may add up to a significant395

amount of time if many data transfers are scheduled repeatedly. In order to mitigate the time consumed

by memory transfers and invocation overheads, it is recommended that the overall computational task

(the solution of the reaction fractional step) be split between the host CPU and the GPU such that

the interface requires only a few small data transfers. Sometimes, in this regard, it is possible to

store distinct data arrays in the same memory buffer and, hence, avoid repeated invocation overheads.400

Alternatively, if the computational scheme permits, the data transfers for the next kernel invocation

can be overlapped with the execution of the current kernel. This leads to the overlapping compute-

copy-compute cycles which we examine in detail in Section 5.5.
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5.2. Mapping the reaction fractional step onto the GPU’s execution model

The reaction fractional step which we formulated in Chapter 2, Eq. (12), encompasses two nested levels405

of concurrency: On the one hand, the ODE systems associated with the spatial grid points can be solved

independently of each other. On the other hand, the innermost loops which appear both within the inte-

gration algorithm (vector updates, LU decompositions, forward/backward substitutions) and the evaluation

of the chemical kinetics source terms (evaluating the species’ thermodynamic properties, computing the

reaction progress variables, Eq. (6)) involve independent iterations. In a computer implementation, these410

independent iterations translate into concurrent data streams to which a sequence of instructions is applied.

If a loop contains conditionals, then the instruction sequence is split into branches which service subsets of

data streams concurrently.

In a similar fashion, the OpenCL execution model also embraces two levels of concurrency: On the upper

level, work groups operate independently, while, on the lower level, the work items within a work group415

collaborate. In this collaboration, the work items execute instructions concurrently, but can communicate by

exchanging data through OpenCL global and local memory buffers and waiting at barrier synchronization

points. In view of the reaction fractional step, the task for solving an ODE system can thus be mapped

onto a work group such that the work items within this work group jointly integrate the ODE system over

a global time step t ∈ [tj , tj+1] (Eqs. (20) through (23)) and many work groups cover all ODE systems.420

This implementation strategy has first been advocated by Stone and Davis [9] who termed it the ‘one-block’

approach.

An alternative strategy is the so-called ‘one-thread’ approach in which one ODE-system is assigned to

each work item. The main drawback, here, is that thread divergence is incurred whenever work items in

the same work group disagree on the level of the step-size adjustment scheme and, therefore, take different425

numbers of step size refinements. The amount of thread divergence which thus occurs was quantified by

Niemeyer and Sung [2] and Stone and Davis [9] who demonstrated a significant increase in performance when

the work items in a work group operated on ODE systems which corresponded to adjacent grid points and,

therefore, featured similar initial conditions and an identical step size adjustment path. Linford et al. [13],

on the other hand, mitigated the impact of thread divergence by moving the top level conditionals within430

the integration scheme (time loop, integration step loop, error control) back onto the CPU host thread and

invoking separate CUDA kernels for vector/matrix operations and right-hand-side evaluations. Despite the

repeated memory transfers (time, step sizes) and kernel invocation overheads, this yielded a speed up of

1.56 (double precision) relative to the single-kernel implementation for an atmospheric chemical kinetics

problem.435

A second shortcoming of the one-thread approach is related to the usage of OpenCL local memory. Since

the local memory buffer accessible to a work group is shared among a large number of work items and local

memory is limited in size, only a small portion of local memory is available for the integration of one ODE
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system. However, in GPU programming it is common to store arrays whose size is & nc in local memory in

order to accelerate scattered or repeated memory accesses. For the one-thread approach, this implies that440

one work group requires a local memory buffer of size lnc which may be incompatible with the maximum

allocatable local memory buffer size or may impact the compute unit’s occupancy. Le et al. [12] discussed

this issue in more detail and quantified limits on the reaction mechanism size for the case where the array

that one work item stores in local memory is of the order of nc or larger. On the plus side, implementing

the one-thread approach does not require any change in the serial implementation of the integration scheme445

or the chemical kinetics source term evaluation.

Among the existing GPU implementations of chemical kinetics integration schemes (Table 1), the one-

thread approach is the most common. A direct comparison with the one-block approach has been presented

by Stone and Davis [9] who considered both an explicit 4th order Runge-Kutta-Fehlberg scheme and the

implicit 5th order accurate DVODE algorithm in the context of a 19 species/167 reactions mechanism. For450

both algorithms, the one-block approach proved to be superior if the number of ODE systems n was smaller

than about 104, while the one-thread approach produced a higher maximum speedup relative to a single

thread DVODE-CPU implementation. The difference in the maximum speedups between the one-thread

and the one-block approach was significant for the explicit integration scheme, but only marginal for the

implicit one.455

In view of the shortcomings of the one-thread approach, we adopted the one-block strategy in this work.

Specifically, the work group size l is related to the mechanism size nc,

l = 32
{

floor
(nc

32

)

+ 1
}

, (24)

where 32 denotes the warp size on Nvidia GPUs and floor(·) returns the biggest integer that is smaller than

or equal to the argument value.

Within the scope of the one-block approach all work items within a work group jointly operate on one460

ODE system and, hence, proceed through the time stepping scheme (Figures A.11 and A.12 in Appendix

A) collectively. Here, the parallelization takes place on the level of the innermost loops whose numbers of

iterations are of the order of the work group size. If the iterations of these loops are independent, then they

are assigned to the individual work items in a strided way. As an example, we consider the computation

of the reaction progress variables which encompasses nr independent iterations. In this case, the first work465

item computes the first, the (l+ 1)th, the (2l+ 1)th, . . ., the (K1l+ 1)th reaction progress variables, where

K1 is the biggest integer such that (K1l + 1) ≤ nr. Similarly, the second work item computes the second,

the (l + 2)th, . . ., reaction progress variables. If the reaction progress variables are written in-order to a

global memory array, then the memory accesses are fully coalesced since all work items access consecutive

memory addresses (0, . . . , l− 1; l, . . . , 2l− 1; . . .) during a single iteration k (k = 1, . . . ,Kj for work item j).470

This fine-grained parallelism appears throughout the OpenCL kernel and, in particular, in the following
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computations:

• Evaluation of the species’ thermodynamic properties (nc)

• Evaluation of the reaction progress variables (nr)

• Sparse matrix-vector multiplication to compute the species production/destruction rates, see Eq. (6)475

(row-wise parallel reduction, 2nc)

• LU-decompositions (L-update/pivot search, 1, . . . , nc; elimination submatrix update, 1, . . . , n2
c)

• Forward/backward substitutions (1, . . . , nc)

• Computing the density or ω̇T , see Eq. (7) (parallel reduction, 1, . . . , nc)

Here, the numbers in the trailing brackets indicate the number of iterations in the corresponding loops.480

In the current one-block implementation, thread divergence may occur on account of work item condi-

tionals inside a loop that is parallelized across all work items. Thus, if the loop body (or part of it) differs

for work items of the same SIMD unit (for example, the first 32 work items on an Nvidia GPU), then the

instruction unit proceeds through these differing instruction paths sequentially. At present, this effect only

arises within the loop for the evaluation of the species production rates, where reactions may feature differ-485

ent characteristics. In the context of the Chemkin library, for example, a reaction may involve third body

efficiencies (or not); its reaction rates may be pressure dependent (or not) and the approximation scheme

for the pressure dependence in the fall-off region between the low-pressure and the high-pressure limit may

differ from one reaction to another. Sometimes, moreover, Arrhenius parameters for the reverse reaction

rates are available, while usually the reverse reaction rates are computed from the equilibrium constant. If490

the reaction is irreversible, on the other hand, then its reverse reaction rate vanishes.

Since thread divergence is limited to the level of an SIMD unit, we are able to reduce its negative

performance impact by sorting the reactions according to their characteristics. To illustrate this point, we

consider the three properties of the previous paragraph (third bodies, pressure dependence, reversibility),

where each property may attain a number of values. Formally, the three properties are labelled p1, p2 and p3,495

respectively, and their values are numbered consecutively beginning at 0. If a reaction is pressure dependent

(p2 > 0), for example, the fall-off region may be approximated using the Lindemann form (p2 = 1), the SRI

form (p2 = 2) or the TROE scheme with 6 (p2 = 3) or 7 (p2 = 4) parameters. Similarly, the characteristics of

the third body and reversibility properties are associated with p1 and p3, say p1 ∈ {0, 1} and p3 ∈ {0, 1, 2}.

As a specific example, we consider a reaction mechanism with four reactions and, based upon the property500
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indexing scheme, establish a reaction property matrix

P =
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. (25)

Here, each row rTi , i = 1, . . . , 4, is associated with a reaction, while the columns correspond to the properties

p1 through p3. By sorting the reaction matrix column-wise, we obtain
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, (26)

where x denotes the permutation vector. If, in this example, the SIMD unit size was two, then the number

of divergence roots in the first SIMD unit would be reduced from two to one, while in the second SIMD505

unit it would increase from one to three. In practice, however, there exist many reactions with identical

properties and we found that grouping these together by the above sorting scheme proves beneficial, see

Section 6.3.

5.3. Memory layout

During the reimplementation of Radau5 in OpenCL C we have taken care in order to ensure that global510

memory accesses are coalesced. Scattered memory accesses, on the other hand, are deferred to temporary

arrays in OpenCL local memory. In this regard, Table 3 summarizes the memory requirements in bytes (B)

of the OpenCL kernel.

In a preliminary study, we tested storing the integration control variables (8 integers, 12 doubles) in

private memory for register-speed access, but found this to induce immense redundancy since each work515

item keeps private copies of values that all work items share. Consequently, the control variables have been

moved to local memory and are being updated by the first work item in each work group.

Furthermore, each work group allocates two double arrays of length nc and one integer array of length l in

local memory. This local memory layout is motivated by two reasons. First, since Radau5 requires solving a

complex linear system in each Newton iteration, one column of this linear system or the complex right hand520

side vector (which is being successively overwritten by the complex solution vector in the forward/backward

substitution algorithm) can be stored in local memory. Also, the two double local memory arrays are

employed during the chemical kinetics source term evaluation in order to accelerate reduction operations

as well as scattered memory accesses. Such accesses occur, for instance, when the work items read the

species concentrations which appear in the law of mass action. The integer local memory array, on the other525
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hand, is used to store indices into the current column in the parallel pivot search which is part of the LU

decompositions.

Second, the above choice of local memory buffers entails only moderate restrictions on nc without in-

flicting upon the occupancy of a compute unit. To elaborate on this point, we consider the properties of

the Nvidia Quadro 6000 which is one of the candidate GPUs in Section 6. On this device, each compute530

unit supplies 48 kB local memory, while admitting at most 8 work groups with 6 · 32 work items each to a

compute unit (compute capability 2.0). If we assume that the kernel’s register requirements are such that

8 work groups can be resident on the compute unit without violating register restrictions, then based upon

the local memory usage we employ, nc is limited above by 327. Thus, for a reaction mechanism with more

than 326 species, fewer than the maximum number of resident work groups may be admitted to the compute535

unit.

A second memory limitation is due to the OpenCL constant memory space, where the maximum size of a

single buffer can be device-constrained. Currently, the implementation allocates only one constant memory

buffer of size

8 · 14 · (nc − 1) B. (27)

On the Nvidia Quadro 6000, this memory buffer is limited to a maximum size of 64 kB, whence Eq. (27)540

implies nc ≤ 506. Contrary to the first limitation on nc above, this restriction is strong, that is, the buffer

cannot be created if nc exceeds the limit. In practice, however, reaction mechanisms encompassing more

than 505 species appear very rarely and, in particular, in the context of reactive flow simulations are far

beyond the largest reaction mechanisms currently employed. For a different GPU, on the other hand, it may

happen that the constant memory buffers are restricted to a smaller size than 64 kB and that the limitation545

on nc is hence stricter. In this case, the constant buffer size limitation on nc can be removed by declaring

the respective constant memory buffer as global. As shown in Section 6.4, this has only a marginal (if any)

effect on the performance of the OpenCL-GPU implementation.

Finally, there may be restrictions on the total size of global GPU memory that is accessible to the host

program6 and the maximum size of a global memory buffer. However, since the sizes of the biggest global550

memory buffers which Radau5 employs for temporary storage grow with the number of ODE systems per

kernel invocation np (see Table 3), the global memory limitations can be mitigated by the overlapping kernel

invocation scheme which is presented in the following Section.

For the practical reaction mechanisms which we have tested as part of this work (nc ≤ 118), the memory

management scheme did not encounter the restrictions on constant or local memory buffer sizes mentioned555

6The OpenCL implementation of the Nvidia GPU Computing Toolkit 5.5 does not seem to allow a single host thread to

access all of global memory whose size can be retrieved by querying CL DEVICE GLOBAL MEM SIZE. In order to estimate

the size of the accessible portion of global memory, we perform a binary search on the size of allocatable memory buffers modulo

a memory allocation granularity and a resolution (256 B, for example).
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Resource Requirement Nvidia Quadro

600(0)

Global 8B {2nc + np[2 + nc(13 + 4nc)+ 1024MB

memory nrmsp]+nfomfo+ntbmtb}+ (6143MB)

4B {2npnc + nfo + ntbmtb}

Constant 8B {14nsp + 6nr}+ 64 kB

memory 4B {nr(5 + 4msp) + nsp}

Local 8B {12 + 2nc}+ 48 kB

memory 4B {8 + l}

Work group ≥ 1 ≤ 1024

size l

Table 3 Resources (in bytes, B) required by the OpenCL implementation. The final column indicates the limitations

that are present when executing the kernel on two different GPUs.

above. The very detailed Jetsurf 2.0 mechanism (nc = 349, nr = 2163), by contrast, surpassed both

the limitation on the amount of local memory per work group (for 8 resident work groups on a compute

unit) and the GPU’s limit on the maximum number of resident warps (for l = 11 · 32 by Eq. (24) and 8

resident work groups). In this case, the number of resident work groups automatically reduces such that

the constraints on the total number of resident warps per compute unit and the local memory and register560

limitations are obeyed. On the other hand, we could attempt to reduce the number of warps per compute

unit, reckoning that this may increase the number of resident work groups, subject to the local memory and

register constraints. We return to this point in Section 6.4, where the impact of the GPU’s constraints on

the integration of huge reaction mechanisms (such as the Jetsurf 2.0 mechanism) is assessed.

5.4. Solving the linear systems565

In an implicit integration scheme, the computational effort is mainly concentrated in the subroutines

which construct the Jacobian and solve the (dense) linear systems. Within the scope of Radau5, the Jacobian

is approximated by forward differences and, thus, involves nc evaluations of the chemical kinetics source

terms.

The dense linear systems (one real and one complex system) are solved by standard LU decomposition570

with partial pivoting and subsequent forward/backward substitutions. As mentioned in Section 5.2, the loops

which appear herein are parallelized across the work items in a work group. This made the introduction

of synchronization points within the parallel pivot search, after the row permutation as well as after the

L-column update and the elimination submatrix update necessary. In the course of this work, we have tested

different schemes for computing the L- and elimination submatrix updates and found the best scheme/loop575

layout to be the following: The current column is stored in OpenCL local memory and, after the pivot search
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and row permutation, jointly updated by the active work items to obtain the new L-entries. Subsequently,

all work items collectively update the remaining elimination submatrix in a column-wise manner, reading

the L-entry corresponding to the current row from local memory and the pivot row element corresponding

to the current column from global memory. If we examplarily consider the kth elimination step, then the580

L-update corresponds to a parallel (nc − k)-loop, while the submatrix update involves a parallel (nc − k)2-

loop without necessitating intermediate synchronization points. In this way, it is possible to directly map

the O((nc − k)2) operations of each submatrix update onto the GPU’s lower level of concurrency. On an

Nvidia GPU, for example, the number of instructions that are being issued sequentially during a submatrix

update then reduces by one order of magnitude to O((nc − k)2/32).585

Furthermore, the left-hand-side matrices and the Jacobian are stored as one-dimensional arrays in a

major column format. This enables the efficient coalescence of memory accesses since almost all of the

parallel loops operating on these matrices are column-based. The only exception, here, is the pivot row

permutation for which the memory accesses are row-based.

Finally, we point out that the above approach is at variance with the shared memory (reduced storage590

pattern) scheme tested by Le et al. [12]. In the context of a one-block approach, these authors suggested

to store the pivot row and the row which is currently being updated in CUDA shared memory. Here, the

update of the first element in the current row (encompassing columns k through n in the kth elimination

step) corresponds to the evaluation of the L-entry, while the update of the remaining entries corresponds to

updating one row of the elimination submatrix. As pointed out by the authors, the main shortcoming of this595

scheme is that there are two memory transfers from global to shared memory and vice versa for updating

the jth row (j = 1, . . . , n− k) within the kth elimination step, requiring three synchronization points inside

an (n − k)-loop. Le et al. [12] found that this shared memory-based approach is only effective for large

reaction mechanisms with & 100 species and, hence, reverted to a one-thread implementation in which the

LU decomposition only operates on global memory buffers.600

5.5. Overlapping kernel invocation and data transfer

If the number of ODE systems which can be integrated on the GPU is limited by a device resource (such

as the available amount of global memory or the maximum allocatable buffer size) or if the data movement

between host and device consumes a considerable amount of time, then the ODEs may be distributed across

several kernel invocations. Although Nvidia GPUs are currently restricted to a single resident kernel at a605

time and the kernel invocations are therefore serialized, most professional GPUs (Nvidia Tesla and Quadro

series) encompass so-called dual copy engines which enable sending data to the GPU and reading data from

the GPU simultaneously or transferring data while a kernel executes. Following Reference [27], this allows

the design of overlapping copy-compute-copy cycles.

Schematically, such cycles are depicted in Figure 2. Here, one p-cycle encompasses two t-cycles and a610
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t-cycle corresponds to the conventional copy-compute-copy sequence. The top line represents the commands

submitted to the first command queue, while the bottom line indicates those submitted to the second

command queue (to the same device).

Based upon the observations in Section 6, we outline a scheme for splitting the total number of ODEs n

into r groups of size np = n/r, r ≥ 0 (or smaller, for the last group) each of which requires a single t-cycle.615

As noted above, this splitting may be triggered, for instance, by the event that n exceeds the maximum

number of ODE systems nmax whose data can simultaneously be stored in device memory.

If we take the time for copying data from host to device memory (thd) and vice versa (tdh) as being

independent of the direction in which the data moves (host to device or device to host), then the total

runtime t can be computed from

t(r) =
[

2tdd

(n

r

)

+ tdh

(n

r

)] r

2

+

(

1 +
mod(r, 2)

2

)

thd

(n

r

)

, (28)

where r ≥ 1 denotes the number of t-cycles in Figure 2, mod(·, ·) represents the modulo-operator and tdd

and thd = tdh indicate the times for executing a kernel on a device and for copying data to/from the device

as functions of the number of ODE systems per kernel invocation np = n/r, respectively.620

Figures 3 through 5 of Section 6 indicate that there exists a threshold n0 that is both device and

mechanism dependent and beyond which the kernel execution time tdd grows linearly with the number of

ODE systems np. For np ≥ n0, moreover, the time for packaging and moving data to the device either

remains constant (np < nhd) or increases linearly as well (np ≥ nhd). In the first case, we have tdd =

a0(n/r), thd = bhd and, hence,625

t(r) = a0n+ bhd

(

1 +
r +mod(r, 2)

2

)

, (29)

where a0 and bhd are positive constants.

The trailing term in Eq. (29) indicates that t(r + 1) = t(r) if r is odd. Consequently, we can restrict

the consideration to even r and set r = 2s, s ≥ 1. t in Eq. (29) then increases linearly with s and, hence, s

ought to be chosen as small as possible but such that np ∈ [n0,min(nhd, nmax)],

s1 ≡ s = max

(

1, ceil

(

n

2min(nhd, nmax)

))

, (30)

where ceil(·) returns the smallest integer that is greater than or equal to the argument value.630

For np ≥ nhd and nmax ≥ nhd, on the other hand, we may set tdd = a0(n/r) and thd = ahd(n/r), where

a0 and ahd > 0 are constants. Introducing these approximations into Eq. (28) yields

t(r) = n

{

a0 +
ahd
2

[

1 +
2 +mod(r, 2)

r

]}

. (31)

24



If r is even, then the difference between t(r) and the time for r + 1 t-cycles is given by

t(r) − t(r + 1) = n
ahd
2

2− r

r(r + 1)







= 0 if r = 2

< 0 if r = 4, 6, . . .
(32)

and, hence, t(r + 1) ≥ t(r). Therefore, we may again concentrate on the case where r is even and set

r = 2s, s ≥ 1. By consequence, the modulo-term in Eq. (31) drops out and the total time t decreases635

hyperbolically with the number of p-cycles. Contrary to the first case, this suggests that s be chosen as big

as possible, yet such that np = n/(2s) ≥ nhd,

s2 ≡ s = max

(

1, ceil

(

n

2nhd

))

. (33)

The pseudo-code for the scheme which determines s and hence np based upon the above developments

is summarized in Appendix B, Figure B.13. Note that since, for r > 1 and n ≥ min(nhd, nmax), there is

no benefit from considering the smaller t-cycles or from allowing a sequence of p-cycles to be terminated by640

a t-cycle, this scheme only involves even numbers of splittings, except for the case where n is small and a

single t-cycle is taken.

Apart from the total number of ODE systems which, in the context of a fluid dynamics analysis is given

by the number of grid points/finite volume cells, the above scheme requires that nmax and nhd be specified.

Here, nmax denotes the limiting number of ODE systems which can be integrated during a single kernel645

invocation on the given device and may be computed from the maximum allocatable buffer size or the

maximum remaining memory on the device, depending on which one is smaller.

The threshold nhd, on the other hand, depends upon the amount of data to be copied to the device as

well as the memory transfer rates. Taking the overhead for submitting a read/write command to the device

as a constant t̄hd = 10−3 s, an estimate for thd in terms of both n and the mechanism size nc can be obtained650

from

thd(n) = t̄hd +
ng(nc + 2)8B

BW
, (34)

where BW denotes the unidirectional effective bandwidth of the PCIe bus. The numerator in Eq. (34)

indicates the size of a package comprising an n × (nc + 2) double matrix of which the first nc columns

contain the species mass fractions and enthalpy/temperature and the final two columns are reserved for

density and error reporting, respectively. If nhd is defined as thd(nhd) = 2t̄hd, then Eq. (34) yields, for655

BW = 8GB/s,

nhd = t̄hd
BW

(nc + 2)8B
=



















3.2× 104 (GRI 1.2)

1.9× 104 (GRI 3.0)

8.8× 103 (Curran)

(35)

which agrees well with the measurements in Figures 3 through 5 in Section 6.

25



Command
queue 2

Command
queue 1

Kernel 2 Kernel 2

Kernel 1

t-cycle

Time

d → hh → d

d → hh → d d → h

d → hKernel 1

p-cycle

Figure 2 t- and p-cycles for executing multiple kernels successively and overlapping the computation with data

transfers from the host (h) to the device (d) and vice versa [28].

5.6. Employing a different integration scheme

The OpenCL reimplementation of Radau5 which we have developed in this work is modular in struc-

ture and encompasses a top-level function implementing the core integration scheme as well as a collection660

of auxiliary functions for the evaluation of the right hand side (species production/destruction rates and

temperature source term), the real/complex LU decompositions, the real/complex forward/backward sub-

stitutions, the error estimation and parallel reductions. The one-block approach which has been introduced

in Section 5.2 transcends through the hierarchy of function calls inside the OpenCL kernel; in particular, it

entails a parallelization of the innermost loops across the work items within a work group.665

In this modular setup, the integration algorithm can be changed at a reduced effort since many of the

individual components of a complete integrator are shared among implicit integration schemes. In particular,

only the top-level integration scheme and the function which returns the current error estimate have to be

replaced, while the remaining auxiliary functions can be kept. This is further aided by the convention

that only the first work item updates the integration control variables (Section 5.3), whence the top-level670

integration function remains serial in part.

6. Numerical experiments

In the present Section, we assess the proposed OpenCL-GPU implementation in comparison with a

standard MPI-CPU program. In particular, considerations of relative speedup and time complexity (problem

and mechanism size) are complemented with an analysis of the influence of the time step size and the675

convergence tolerances.

As test-bed for generating initial conditions which cover a wide range of compositions and temperatures,

we consider a transient equilibrium scheme for the flamelet model with a strain rate of s = 4× 102 s−1, see

Section 2. In this way, the results presented in the following may be viewed as representative of a real-world

reactive flow analysis.680
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Both the average and the minimum/maximum values of the runtime and the data transfer time given

below apply to a single time step of size ∆t = 10−6 s (except for Figures 9 and 10, where ∆t varies) and have

been obtained from time measurements on the first 10 time steps. During a reaction fractional step one ODE

system is solved for each node of a uniform spatial discretization in mixture fraction space (excluding the

boundary points z = 0, 1). For the Radau5 integration scheme, the absolute/relative convergence tolerances685

for species mass fractions and temperature have been set to 10−8/10−5 and 10−5/10−5, respectively.

The OpenCL-GPU implementation is compared with a top-level MPI-parallelization of the original

Radau5 CPU implementation. Here, one MPI process is invoked for each processing thread on the CPU

(hyper-threading enabled) and the chemical kinetics ODE systems are assigned to the MPI processes in

a strided fashion. The comparison between both implementations involves a consumer level GPU (Nvidia690

Quadro 600) and a high-end GPU (Nvidia Quadro 6000) alongside a standard CPU (Intel i5-520M) and a

scientific workstation CPU (Intel Xeon E5-2687W). The MPI-CPU implementation was compiled by the In-

tel Fortran compiler 14.0.0 in combination with Open MPI 1.6.5, all optimizations enabled. With regard to

the OpenCL-GPU implementation, the “-cl-fast-relaxed-math” optimization flag was passed to the OpenCL

compiler (Nvidia CUDA Toolkit 5.5). Finally, both implementations employ double-precision for all floating695

point operations.

The size properties of the reaction mechanisms which we tested and the fuels for which the time mea-

surements have been taken are detailed in Table 4.

The analyses in the following Sections are based upon measurements of the runtime t of the reaction

fractional step for the OpenCL-GPU and the MPI-CPU implementation on a given device. In general, t700

depends upon 5 input parameters

t = t(n, nc,∆t, tol, {y
(1)
0 , . . . ,y

(n)
0 }). (36)

Here, tol symbolizes the absolute/relative convergence tolerances and {y
(1)
0 , . . . ,y

(n)
0 } summarize the initial

conditions for a collection of n ODE systems. As indicated above, we account for a whole range of initial

conditions by uniformly distributing in mixture fraction space the z-values that are associated with the

ODE systems inside such a collection. In this way, the impact of stiffness on the runtime is reduced since705

the stiff ODE systems whose z-values lie in the vicinity of the stoichiometric mixture fraction value z̄ are

solved concurrently with a number of less stiff ODE systems whose associated z-values are located further

away from z̄ in mixture fraction space.

In Sections 6.1 through 6.4 we first quantify the dependence of t upon the problem size n and the

mechanism size nc for a given time step size ∆t and convergence tolerances tol. Here, the values for ∆t710

and tol chosen above are such that for the reaction mechanisms in Table 4 all ODE systems require one

integration step independent of their associated mixture fractions. Subsequently, the influence of larger

time step sizes for which the numbers of integration steps vary across mixture fraction space is examined in
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Name # Species # Reactions # Fall-off # Third-body Fuel References

reactions reactions

GRI 1.2 31 175 20 27 CH4 [29, 30]

GRI 3.0 53 325 29 41 CH4 [31]

USC II 75 529 51 59 C2H4 [32]

Luche 89 680 42 47 C10H22 [33]

Curran 118 665 28 27 C3H8 [34]

Jetsurf 2.0 348 2163 387 393 CH4 [35]

Table 4 Size properties of the reaction mechanisms that are referenced in Figures 3 through 10. The second to last

column, moreover, lists the fuels to which the mechanisms are applied.

Section 6.5. The results presented in this Section also apply to the influence of the convergence tolerances

tol if the time step size ∆t is held fixed. Finally, we collect concluding remarks in Section 6.6.715

6.1. Varying the problem size

Figures 3 through 5 depict both the total runtime (including the time for assembling and moving data

to and from the GPU) and the data transfer time over the total number of ODE systems for given reaction

mechanisms. Here, the solid lines indicate the runtime averaged over 10 global time steps, while the top and

bottom boundaries of the shaded areas show the minimum and maximum values, respectively. The broken720

lines, on the other hand, correspond to the data transfer time and have been obtained as the mean, for a

single t-cycle, of the time consumed by allocating parcel memory on the CPU, assembling data and moving

the parcel from the host to the device before the kernel is invoked and of the time for sending data back

from the device to the host and distributing the results to host variables after the kernel terminated. As

above, these time measurements are averaged over 10 consecutive global time steps.725

If the total number of ODE systems n exceeds a small device-dependent threshold value n0, then the

kernel execution time increases linearly with n for the selected devices. In Figures 3 through 5, this is

indicated by the fact that the slope of the log-log-lines equals 1 identically for n > n0. Note that this is in

contrast to the findings of Shi et al. [10] who reported a sub-linear scaling for the GPU implementation of

an explicit solver.730

For n ≤ n0, on the other hand, the computing time of the GPU implementation tends towards a constant

value as n approaches 1 from above. In view of the GPU architecture, we can attribute this saturation effect

to the following three points:

• Low occupancy. For a small number of ODE systems, there are only few resident SIMD units on each

compute unit such that the time intervals during which SIMD units wait on a barrier or for memory735

accesses to complete cannot be completely hidden by switching to another SIMD unit which is ready
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to execute, possibly from a different work group (as there may not be one). (Since the number of

SIMD units per work group is determined by the mechanism size nc, the number of resident SIMD

units on a compute unit increases with nc for a given number of ODE systems n. This explains why

n0 in Figure 5 is slightly smaller than in Figures 3 and 4.)740

• Idle compute units. If some compute units remain idle while a small number of ODE systems are

being integrated, then these compute units appear as additional resources as n increases. Thus, the

additional work does not add to the total kernel execution time.

• Kernel invocation overhead.

In terms of the overall runtime, we may infer from Figures 3 through 5 that for n & 20, . . . , 30 the745

professional level devices (Intel Xeon E5-2687W and Nvidia Quadro 6000) are more efficient than the user-

end processors (Intel i5-520M and Nvidia Quadro 600) and that for both pairs of devices the MPI-CPU

reference implementation outperforms the OpenCL-GPU implementation. For n . 20, . . . , 30, on the other

hand, the MPI-CPU solver performs better on both the professional and the user-end CPU than its OpenCL-

GPU counterpart on either GPU.750

As noted above, the dashed lines in Figures 3 through 5 indicate the average time for packing/unpacking

and moving the grid point dependent data to/from the GPU before and after the kernel executes. Qual-

itatively, these graphs are very similar to those for the total runtime: Below a threshold nhd, the time

for packaging and moving data is governed by the overhead that is associated with issuing a read/write

command to the GPU, while, for n ≥ nhd, the time for data packaging and movement is limited by the755

bandwidth of the PCIe bus. Indeed, if the data communication time were plotted over nnc, the dashed lines

in Figures 3 through 5 would coincide for each device and the slope of the linear part of the graphs would

correspond to the PCIe bandwidth. In Section 5.5, this relation was used to estimate nhd (Eq. (35)).

By comparing the solid and dashed lines in Figures 3 through 5, it can be seen that for n ≥ nhd the

computing time exceeds the time for packaging/moving data by about three orders of magnitude for the760

selected reaction mechanisms. This suggests that there is only little practical benefit in scheduling the kernel

invocations and memory transfers in the form of p-cycles as opposed to serially executing a t-cycle for each

group of ODE systems.

6.2. Speedup compared to an MPI-CPU implementation

Complementary to Figures 3 through 5, Figure 6 depicts the relative speedup of the OpenCL-GPU765

implementation as compared to the MPI-CPU implementation for selected reaction mechanisms. Here, the

high-end GPU performs at best 1.8 times slower than the workstation CPU (16 threads), while the consumer

level GPU is at best 5.5 times slower than its CPU counterpart (4 threads). As above, this comparison is
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processor-based. (By contrast, the speedups reported in References [3–5, 8–10, 12] have been computed with

respect to a serial CPU implementation.)770

Moreover, Figure 6 indicates that the runtime of the OpenCL-GPU implementation relative to the MPI-

CPU reference implementation is largely (although not completely) independent of the reaction mechanism

size on the high-end devices. Here, the relative runtime varies between 1.8 for the GRI 1.2 reaction mecha-

nism and 2.1 for the Curran mechanism. For the user-end devices, on the other hand, these values show a

much larger spread, ranging from 8.2 for the GRI 1.2 reaction mechanism to 5.4 for the Curran mechanism.775

Also, we observe that the relative OpenCL-GPU/MPI-CPU performance on the user-end devices improves

as the reaction mechanism size is increased, while the reverse is true for the professional level devices. This

may be compared with the results presented by Niemeyer and Sung [2] and Shi et al. [10] (also, see Table 1,

rows 3 − 5 and 7 − 8) which suggest that the relative performance of explicit one-thread GPU integrators

increase with growing reaction mechanism sizes.780

Finally, we infer from Figure 6 that the OpenCL-GPU implementation attains its limit speedup at a

small problem size of ≈ 500 ODE systems. This is in line with the conclusions of Stone and Davis [9] and

constitutes a major advantage over existing explicit/implicit one-thread GPU implementations which have

been reported to reach their limit speedups at large problem sizes on the order of 105 ODE systems.

6.3. A performance measure785

Since the computing time varies linearly with the number of ODE systems n beyond a small threshold

n0, the t-n-dependence can be collapsed into a single number: the slope of the linear curves in Figures 3

through 5 measured in a linear-linear plot. By inverting this slope, we obtain ṅ, the number of ODE systems

which the implementation on a device can solve per unit of time for a given reaction mechanism, a given

time step size and fixed convergence tolerances. For the GRI 1.2, GRI 3.0 and Curran mechanisms, these790

data are summarized in Table 5. From a cost-effectiveness perspective, moreover, the bottom part of Table

5 shows the number of ODE systems per time unit normalized by the investment cost of the respective

device. Here, the user-end CPU promises the highest performance per investment, while in terms of time

only the MPI-CPU implementation on the workstation CPU is the most efficient.

If the sorting procedure we described in Section 4.2 is omitted, then the numbers of ODE systems per795

time unit in Table 5 drop by 10.2% (GRI 1.2), 7.5% (GRI 3.0) and 5.4% (Curran), respectively, for the

Nvidia Quadro 6000. These reductions suggest that the performance penalty due to thread divergence

subsides inverse proportionally as the number of warps increases.

6.4. Varying the mechanism size

Figure 7 depicts the total runtime (including both the kernel execution time and the time for packag-800

ing/moving data to the device and back) over the mechanism size nc for a given number of ODE systems. As
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Intel i5- Nvidia Intel Nvidia

520M Quadro Xeon E5- Quadro

600 2687W 6000

Price £222 £170 £2681 ≈ £3600

#
O
D
E

sy
s-

te
m
s
/
s

GRI 1.2 2032 249 11 683 6538

GRI 3.0 743 113 4334 2344

Curran 152 28 902 439

#
O
D
E

sy
s-

te
m
s
/
s
−

£

GRI 1.2 9.15 1.46 4.36 1.82

GRI 3.0 3.35 0.67 1.62 0.65

Curran 0.68 0.17 0.34 0.12

Table 5 Numbers of ODE systems per second of runtime and Pound Sterling invested into the device for selected

reaction mechanisms (∆t = 10−6).

above, the data lines represent the average elapsed time of a single reaction fractional step computed from

10 consecutive time steps and the top and bottom boundaries of the shaded areas indicate the minimum and

maximum times, respectively. Here, the slopes of the graphs are approximately equal to 2.0 such that the

computational cost grows quadratically as the reaction mechanism size increases. While, at first sight, this805

result seems to be at odds with the time complexity O(n3
c/3) of the LU decomposition, we may take it as

an indication for the dominance of the forward/backward substitution algorithm which scales as O(n2
c/2).

Indeed, the Jacobian and its LU decomposition are not recomputed during a single Newton-type integration

step unless the scheme tends to diverge.

Figure 8, on the other hand, shows how the number of ODE systems which can be integrated on a810

given device per time unit varies as the reaction mechanism size increases. For moderately sized reaction

mechanisms (nc . 200), the results depicted here suggest that the number of ODE systems per time unit

decreases as 1/n2
c. This is indicated by the dotted regression lines in Figure 8. Also, the result ṅ ∼ 1/n2

c for

nc . 200 is commensurate with the relation t ∼ n2
c of Figure 7.

The far right hand side of Figure 8 includes data points for the Jetsurf 2.0 mechanism which encompasses815

348 species and 2163 reactions. Although this mechanism is very detailed and may hence be computationally

not feasible for practical reactive flow simulations, we include it here in order to assess the effects of local

memory limitations and device-related constraints. In this respect, Figure 8 depicts a shaded threshold
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interval above which the occupancy of the Nvidia Quadro 600(0) significantly decreases on account of the

resources that a single work group allocates. Here, the left interval boundary indicates the value for nc at820

which the work group size times the maximum number of resident work groups reaches the total number

of work items that can simultaneously reside on a compute unit. On the Nvidia Quadro 600(0), a compute

unit can accommodate at most 48 · 32 work items being distributed across ≤ 8 work groups. In combination

with Eq. (24), this leads to a threshold above which the work groups encompass so many work items that

less than 8 work groups are admitted to the compute unit. The right boundary of the shaded interval, on825

the other hand, indicates the reaction mechanism size above which less than 8 work groups are admitted

to a compute unit on account of OpenCL local memory restrictions. Here, Eq. (24) has been replaced by

a constant work group size of 6 · 32 such that within the shaded interval 8 work groups may reside on a

compute unit.

This last point is closely related to the question of whether, for large reaction mechanisms, it is more830

efficient to increase the number of work items per work group according to Eq. (24) and let the number of

resident work groups decrease or to limit the work group size so as to retain as many resident work groups

as possible. For the Jetsurf 2.0 mechanism, we have tested both options and found that the second option

leads to an increase in the number of ODE systems per time unit by 42.1% and 50.0% for the Nvidia Quadro

6000 and Quadro 600, respectively, as compared to the first policy. In Figure 8, the measurement point for835

the second option is shown.

In order to quantify the change in performance for large reaction mechanisms, the ṅ value that is predicted

by extrapolating the dotted regression line for the medium sized reaction mechanisms to nc = 349 for the

Jetsurf 2.0 mechanism can be compared with the measured values. For the second option above (6 · 32

work items per work group), the measured number of Jetsurf 2.0 ODE systems that are being solved on840

the Nvidia Quadro 600 and Quadro 6000 per second are 25.0% and 37.0% smaller than the extrapolated

values, respectively. This may be taken as an indication for the estimate that, beyond the shaded interval,

the efficiency of the GPU integrator decreases by about one third.

The MPI-CPU implementation suffers from a similar deterioration in performance. Here, the measured

ṅ values for the Jetsurf 2.0 mechanism deviate from the extrapolated values by 27.7% and 27.2% on the Intel845

Xeon i5-520M and Intel E5-2687W CPUs, respectively. Thus, both implementations degrade significantly

in efficiency when the Jetsurf 2.0 mechanism is applied in place of a medium sized reaction mechanism. In

our opinion, this indicates that the reduction in occupancy of the GPU is paralleled by a counterpart-effect

of resource limitations on the CPU. Although the deterioration in performance may be attributed entirely

to these device-related constraints, we believe that, at least in part, it is also due to the O(n3
c/3) complexity850

of the LU-decomposition which may only take effect for such large reaction mechanism sizes as nc ≈ 350.

The above analysis on occupancy does not take into account, however, that for a given work group size

the number of resident work groups is constrained by the register availability. On a compute unit, registers
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are allocated by work groups and the number of registers which a work group requires is determined from

the number of registers per work item, the work group size and the register allocation granularity. Here,855

the number of registers allocated by a work item of a particular kernel function is difficult to determine,

in practice, unless a profiling software is available. Nevertheless we can assess the influence of the register

limitation in a qualitative sense since, for a given work group size and a number of registers per thread, the

register count constraint yields an upper limit on the number of resident work groups. In the above, this

upper limit can be used to replace the 8 maximally resident work groups. As a result, the boundaries of the860

shaded interval slightly shift to the left, possibly by unequal amounts. Therefore, the limits in Figure 8 are

rather approximative and subject to a left-shift which is smaller for a larger number of available registers.

Furthermore, we investigated the effect of declaring all OpenCL constant memory buffers as global. This

might be necessary for GPUs which supply only a very limited amount of constant memory such that the

constant memory buffer which the OpenCL implementation allocates would exceed the admissible size. For865

the user-end Nvidia Quadro 600, we found this redeclaration not to have any effect on the number of ODE

systems that were solved per unit time, while, on the Nvidia Quadro 6000, ṅ decreased very slightly (by less

than 1%) for all reaction mechanisms.

6.5. Varying the time step size

Both the global time step size ∆t and the absolute/relative convergence tolerances have a similar, albeit870

converse impact on the total runtime: If ∆t is increased or the convergence tolerances are decreased, then

the number of step size refinements (that is, the number of integration steps per global time step) increases

for those ODE systems whose associated z-values are close to the stoichiometric value z̄, while the number

of integration steps remains small for those ODE systems which are far away from z̄ in mixture fraction

space. Thus, the number of integration steps is more inhomogeneously distributed in mixture fraction space875

and dynamic load balancing by the work group scheduler may not be able to hide the very stiff systems

entirely. In order to quantify the stiffness inhomogeneity across mixture fraction space, we consider the ratio

of the maximum number of integration steps which an ODE system requires per global time step and the

minimum such number.

In Figures 9 and 10, this ratio (solid lines) is depicted along with the number of GRI 3.0 ODE systems880

which are solved on a given device per time unit (bars) for an increasing time step size. Here, the values

for the stiffness inhomogeneity have been computed as averages across a number of problem sizes ranging

from n = 22 to 217. In both Figures, the numbers on top of two adjacent bars compare the height of the

left bar with that of the right one; they thus indicate the speedup of the MPI-CPU as compared to the

OpenCL-GPU implementation. The results suggest that this speedup is invariant for the professional level885

devices, while, for the user-end devices, it shifts slightly towards the CPU as the global time step size and,

hence, the stiffness inhomogeneity increase.
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6.6. Concluding remarks

In view of the benchmark Table 1, it may appear that the implementation which we developed in this

work competes with the DVODE reimplementation by Stone and Davis [9] and, in this comparison, falls890

short. However, both implementations pursued different objectives: While we aimed at an implementation

that is general by nature, allowing for the user to specify any Chemkin-format reaction mechanism, Stone

and Davis [9] concentrated on a 19-species ethylene reaction mechanism and optimized their implementation

accordingly. In particular, the authors were able to store, for each ODE system or thread block, the LU

factors of the Newton iteration matrix, its pivot array, the current right-hand-side vector and temporary895

arrays in CUDA shared memory without inflicting upon the number of resident thread blocks. We believe

that this strategy accounts for the main performance difference in comparison with the present OpenCL

implementation in which local memory usage is restricted to two double nc-arrays and one integer l-array

(plus 128B of control variables) per work group. Since the reaction mechanism data in Reference [9] is small,

moreover, it may completely fit into the GPU’s constant memory cache, allowing register-speed access.900

At the same time, we can rule out that the performance difference is incurred by using the OpenCL API

as opposed to the CUDA API (which has been employed by all references in Table 1), see Fang et al. [36].

Further to the local memory layout detailed in Section 5.3, we have tested complementing the two nc-

arrays by a third one. This proves advantageous in that both the real and the complex LU decompositions

and forward/backward substitutions, respectively, may be merged into single subroutines, where either905

share the loop control schemes as well as the synchronization points. In addition, a third nc-array can be

incorporated into the source term evaluation subroutine in order to reduce the number of global memory

accesses. For the reaction mechanisms in Table 4, the three nc-local memory arrays implementation on an

Nvidia Quadro 6000 GPU achieved a maximum speedup of 4.9 and 0.56 over a single and 16 thread CPU

implementation, respectively. This slight increase in performance, however, trades against a stricter limit910

on the number of species (nsp ≤ 213, neglecting register limitations) which can be accommodated before

occupancy reduces. This emphasizes that the implementation seeks a compromise between mechanism

restrictions and performance through the way in which it manages the GPU resources.

Finally, we believe that the performance of the present implementation may benefit from an analytical

subroutine for computing the source term Jacobian. In this way, the total number of global and constant915

memory accesses within the Jacobian computation may reduce considerably since the reaction mechanism

data would only have to be read a few times. On the part of the CPU implementation, this might not have

as large an impact since, for the finite difference approximation, the CPU already benefits from its large

caches through which the mechanism data are being kept readily available.

On the minus side, the latter approach is hardly realizable if a reduced chemistry scheme replaces the920

current source term evaluation scheme. For this reason we have abstained from exploring it.
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7. Conclusions

Based upon the 5th order implicit integration scheme Radau5 [1], we have developed a novel OpenCL

implementation for solving the reaction fractional step on a GPU.7 The implementation follows the one-

block approach advocated by Stone and Davis [9] and attains its limit speedup at a small problem size of925

≈ 500 ODE systems. Also, the constant and local memory buffer layout is such that the implementation

can accommodate Chemkin-format reaction mechanisms with . 200 species without encountering resource

limitations.

In view of the architecture of a GPU, the implementation exploits GPU-specific utilities: Scattered or

repeated array accesses are deferred to temporary arrays in OpenCL local memory; the number of registers930

per work item is reduced by storing the integration control variables in local memory; and (with a single

exception) all global memory accesses are coalesced.

For large problems, moreover, the ODE systems are distributed across several kernel invocations which

overlap with data transfers from the host CPU to the GPU and back. For this scheme, we developed a first

model on the total runtime t and, based upon an analysis of the model, derived a strategy for determining935

the number of ODE systems per kernel invocation which minimizes t.

Finally, thread divergence within the source term evaluation subroutine is mitigated by sorting the

reactions for properties on which they disagree. This yielded a performance benefit of up to 10.2% for the

Nvidia Quadro 6000 and the GRI 1.2 mechanism.

A thorough performance analysis was based upon runtime measurements of the reaction fractional step940

within a transient equilibrium scheme for the flamelet model. As reference implementation for a comparison

we considered a top-level MPI-parallelization of the original Fortran 77 subroutine Radau5 by Hairer and

Wanner [1]. Here, a range of initial conditions was accounted for by distributing the ODE systems uniformly

in mixture fraction space. The analyses included performance assessments for varying problem sizes, reaction

mechanisms, time steps and convergence tolerances. The latter two were demonstrated to exert a strong945

influence upon the homogeneity of the distribution of the number of step size refinements in mixture fraction

space. In particular, we found that in the case of the user-end devices the performance ratio slightly shifts

towards the CPU for increasing time step sizes or decreasing convergence tolerances.

Furthermore, the numerical tests demonstrated that the performance of the OpenCL-GPU implementa-

tion relative to the MPI-CPU reference implementation on high-end devices is largely independent of the950

reaction mechanism size. This is at variance with explicit GPU integrators based on the one-thread approach

for which the performance on comparable devices depends upon the mechanism size [8, 10].

However, in comparison with the baseline MPI-CPU implementation we conclude that the present imple-

mentation falls short. For a comparison on a per-processor level, the OpenCL-GPU implementation performs

7If you wish to obtain the current OpenCL-GPU implementation, then please email us.
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at best 1.8 (professional level) and 5.5 (user-end) times slower than its MPI-CPU counterpart. If we compare955

the performance of the GPU against a single CPU thread, on the other hand, a maximum speedup of 4.8 can

be demonstrated for the professional level devices. This result is in contrast to the speedup of 7.3 reported

by Stone and Davis [9] for a CUDA DVODE reimplementation which has been specialized to a 19 species

reaction mechanism. The mismatch between both implementations demonstrates the potential performance

improvement for small reaction mechanisms at the sacrifice of general applicability.960

Although the OpenCL-GPU implementation is thus outperformed by its MPI-CPU counterpart, both

implementations may operate concurrently. In this regard, the ODE systems can be distributed across the

CPU and the GPU such that the runtimes on both processors match.

Finally, we point out that recent generations of Intel processors include a GPU on the same die as

the CPU. Here, both the CPU and the accompanying GPU access the same main memory. This renders965

OpenCL’s capability for mapping data arrays allocated in the host CPU’s main memory onto OpenCL

buffers very efficient [37]. Thus, the combined CPU-GPU architecture is able to mitigate the time consumed

by host to device and device to host memory transfers via the PCIe bus which a standard CPU/external

GPU pair requires. The line of development which these processor types outline favours a close cooperation

between the CPU and the GPU in modern personal computers and, hence, corroborates both the importance970

and the potential of GPU acceleration.

Future work on our part is geared towards including in a general reactive flow solver the population

balance equation (PBE) for predicting the size distributions of solid particles and solve the reaction fractional

step for the particle number densities on the CPU while the chemical reaction step is in progress on the

GPU. (This may be possible since the PBE’s kinetics kernels usually exhibit a weak dependence on the975

reactive scalars.) Furthermore, we wish to test the OpenCL integrator on the RCCE reduced chemistry

scheme which is being advanced within our research group [38].
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Appendix A. Radau5

Figures A.11 and A.12 depict a flow chart of the OpenCL reimplementation of the Radau5 algorithm.

Appendix B. Determining the number of kernel invocations1045
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Figure 3 Comparing the runtime (measured on the host CPU) of the MPI-CPU and the OpenCL-GPU implementa-

tion for the GRI 1.2 mechanism and an increasing number of ODE systems. The bottom graphs, furthermore, depict

the time consumed by packaging and transferring data between the host and the device in the case of the GPU im-

plementation. The solid or dashed lines represent mean values, while the shaded areas indicate maximum/minimum

values from a sample of 10 consecutive time steps.
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Figure 4 Comparing the runtime of the MPI-CPU and the OpenCL-GPU implementation for the GRI 3.0 mechanism

and an increasing number of ODE systems. (Also see Figure 3.)
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Figure 5 Comparing the runtime of the MPI-CPU and the OpenCL-GPU implementation for the Curran mechanism

and an increasing number of ODE systems. (Also see Figure 3.)
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number of ODE systems. The solid lines indicate the results for the GRI 1.2 mechanism, the dashed lines those for

the GRI 3.0 mechanism and the dash-dotted lines show the relative runtime for the Curran mechanism.
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Figure 8 Number of ODE systems that are integrated on different devices per unit of time over the reaction mecha-

nism size (nc). Here, the dotted lines indicate linear regression approximations for nc . 200. Furthermore, the shaded

area indicates an estimate for the nc interval above which the performance of the OpenCL-GPU implementation

severely degrades on account of resource limitations.
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Figure 9 Number of ODE systems which can be solved per second on a user-end device (bars) and stiffness in-

homogeneity (solid line) for different time step sizes. The numbers on top of two adjacent bars indicate the ratio

of the bars’ heights and correspond to the speedups of the baseline MPI-CPU implementation as compared to the

OpenCL-GPU implementation for a number of ODE systems n ≥ n0.
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Figure 10 Number of ODE systems which can be solved per second on a professional level device (bars) and stiffness

inhomogeneity (solid line) for different time step sizes. (Also see Figure 9.)
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IF (!isRejct)

IF (!isCalcl and !skipLhs)

IF (!isLu)

IF (isFirst)

IF either linear system is singular

ELSE

IF (!isConvg)

�

�

� �

×

×

×

INPUT Logical control variables

�

WHILE (t < tE , n < N , ns < Ns, h > |t|10ǫ)

Initialize control variables

Compute convergence tolerances
tolj = absTolj + relTolj|yj|

fac← max(fac, ǫ)0.8

Evaluate right-hand-side (rhs)

Compute/approximate Jacobian

Compute lhs for real/complex linear system

LU-decompose the real/complex linear system

Increment the number of time steps
n ++

Initialize

ns ++

h← h
2

• Compute the incremental vectors w
(j)
i

• Return convergence rate estimate θ

• z
(j)
i = Tw

(j)
i

×

Initial conditions
y

Absolute/relative convergence tolerances
absTol, relTol

Adjust time step size h

Estimate the single step error e

z
(0)
i = 0,w

(0)
i = 0

w
(0)
i = T−1z

(0)
i

z
(0)
i = g

(2)
i (s1, s2, s3)

Modified Newton scheme (j steps)

t, tE , h, hmax, n = 0, N = 105, ns = 0, Ns = 5, ǫ = 10−16, fac = 1.0, θ0 = 10−3

Figure A.11 Flow chart indicating the control flow and the step size adjustment scheme of the OpenCL reimplemen-

tation of Radau5. This depiction slightly differs from the original Fortran 77 implementation by Hairer and Wanner [1]

since the goto’s have been removed and the individual steps encapsulated. The variables T = T,W = (wT
1 ,w

T
2 ,w

T
3 )

T

and Z = (zT1 , z
T
2 , z

T
3 )

T appear in the context of Reference [1, Chapter IV.8], while g
(1)
i ,g

(2)
i and si, i = 1, . . . , 3,

are auxiliary functions and vectors, respectively, which symbolize the interpolation of starting values for the Newton

iteration from past solution vectors. (Continued in Figure A.12.)
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IF (e < 1)

IF (e < 1)

IF (isRejct)

ELSE

ELSE

IF (θ ≤ θ0)

ELSE

ELSE
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×× ××

END

IF (isFirst)

Update time

Extrapolate for starting values of next Newton scheme
si = g

(1)
i (z

(j)
1 , z

(j)
2 , z

(j)
3 )

Step size predictor

Update
hold ← h

step since the last accepted step
There has been at least one rejected

h← max(hnew, h)

h← max(hnew, hmax)

Update
h← hnew

h← (tE − t)

h← h
10

h← hnew

t← t+ h

y← y + z
(j)
3

Update the solution vector

�

The next step is the final step

IF (t+ hnew < tE − |t|10ǫ)

ELSE

IF (θ ≤ θ0 and 1 ≤ hnew

h
≤ 1.2)

hnew from Hairer and Wanner [1, Eq. (8.20)]

Figure A.12 (Continued from Figure A.11.) Flow chart indicating the control flow and the step size adjustment

scheme of the OpenCL reimplementation of Radau5.
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Input: nc, nr,msp

1 Determine the remaining memory rm that is available on the device

2 Query the maximum allocatable buffer size rb

3 Compute the size of the memory buffers required by a single ODE system

nb = {4nc(3 + nc) + (2 + nc) + nrmsp}8B + {2nc}4B (B.1)

4 Compute the maximum number of ODE systems that can be solved in a single t-cycle

n1 = floor

(

max(rm, rb)

nb

)

(B.2)

5 Compute the maximum number of ODE systems that can be solved in a single p-cycle

n2 = floor

(

max(rm, rb)

nb + (nc + 2)8B

)

(B.3)

6 Compute

nhd = floor

(

t̄hd
BW

(nc + 2)8B

)

(B.4)

if n > min(nhd, n1) then /* Do s p-cycles */

if n2 > nhd then

7 s = max
(

1, ceil
(

n
2nhd

))

(Eq. (33))

else

8 s = max
(

1, ceil
(

n
2n2

))

(Eq. (30))

end

9 np = ceil
(

n
2s

)

else /* Do a single t-cycle */

10 np = n

end

Output: np

Figure B.13 Scheme for determining the number of ODE systems np per kernel invocation.
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