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Abstract

Free-form deformations (FFDs) represent a widely used model for the non-
rigid registration of medical images. The balance between robustness to noise
and accuracy in modelling localised motion is typically controlled by the
control point grid spacing and the amount of regularisation. More recently,
temporal free-form deformations (TFFDs) have been proposed which extend
the FFD approach in order to recover smooth motion from temporal image
sequences. In this paper, we revisit the classic FFD approach and propose
a sparse representation using the principles of compressed sensing. The
sparse representation can model both global and local motion accurately and
robustly. We view the registration as a deformation reconstruction problem.
The deformation is reconstructed from a pair of images (or image sequences)
with a sparsity constraint applied to the parametric space. Specifically, we
introduce sparsity into the deformation via L1 regularisation, and apply a
bending energy regularisation between neighbouring control points within
each level to encourage a grouped sparse solution. We further extend the
sparsity constraint to the temporal domain and propose a temporal sparse
free-form deformation (TSFFD) which can capture fine local details such as
motion discontinuities in both space and time without sacrificing robustness.
We demonstrate the capabilities of the proposed framework to accurately
estimate deformations in dynamic 2D and 3D image sequences. Compared
to the classic FFD and TFFD approach, a significant increase in registration
accuracy can be observed in natural images as well as in cardiac images.
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1. Introduction

Image registration is one of the fundamental tasks in medical image
analysis. The classic free-form deformation (FFD) registration approach
(Rueckert et al., 1999) is widely used for medical image registration. Several
improvements of the method have been proposed in the past, including
a diffeomorphic variant of FFDs to generate biologically more plausible
deformations (Rueckert et al., 2006; De Craene et al., 2012) which ensures
a one-to-one mapping; a temporal free-form deformation (TFFD) model
to allow 4D deformations (De Craene et al., 2010; Metz et al., 2011); an
analytical expression for the mutual information based similarity metric
to accelerate the optimisation (Modat et al., 2010) as well as different
optimisation strategies (Glocker et al., 2008; Klein et al., 2010). Despite
its popularity, little effort has been devoted to improve the accuracy of the
formulation compared to other registration methods such as optical flow
(Horn and Schunck, 1981; Mémin and Pérez, 2002; Roth and Black, 2005;
Sun et al., 2010) and the Demons approach (Thirion, 1998; Vercauteren et al.,
2008).

In this paper, we address one main difficulty of the classic FFD approach,
namely the conflict between the robustness of the registration and the
ability to model highly-localised and potentially discontinuous deformations.
We refer to accuracy as the ability to reconstruct the highly-localised and
potentially discontinuous deformation with as little error as possible and
the robustness as the ability to recover and reconstruct such deformation in
the presence of the noise in the images. The trade-off between accuracy and
robustness stems from the fact that the FFD approach uses a smooth B-spline
basis to model the contribution of each control point to the deformation.
To model global and smooth deformations a coarse control point spacing is
typically used. To allow very localised deformations a finer control point
spacing is required. However, this can render the FFD-based registration
less robust as the model has far more degrees of freedom which must be
optimised. A conventional approach to address this issue uses a coarse-to-
fine approach in which the initial coarse control point mesh is successively
subdivided to produce finer control point meshes (Rueckert et al., 1999).

The standard smoothness constraints for non-rigid registration methods

1corresponding author 1: d.rueckert@imperial.ac.uk
2corresponding author 2: zhuangxh@sari.ac.cn

2



(a) (b) (c) (d)

(e) (f) (g) (h) (i)

Figure 1: Visualisation of the sparse representation of a dense FFD using the colour
scheme from (Baker et al., 2007): (a) Target image; (b) synthetic ground truth motion;
(c) reconstructed motion as the sum of (e) to (i); (d) colour scheme from (Baker et al.,
2007); (e-i) motion from FFD of different levels (coarse to fine).

(Rueckert et al., 1999; Horn and Schunck, 1981; Thirion, 1998) assume
that the deformation within a neighbourhood changes only gradually since
the underlying deformation itself is smooth. Combining the implicit
smoothness of the B-spline basis and the explicit smoothness constraint
in the regularisation, leads to FFD-based registration results with smooth
deformations.

As mentioned above, the control point grid spacing has a significant
impact on the ability to capture motion discontinuities robustly. Previous
research focussed on the adaptive parameterisation of the B-spline control
point grid (Schnabel et al., 2001; Rohlfing and Maurer, 2001; Hansen et al.,
2008) that has been driven by the intensity information in the images. In
addition, Kumar et al. (2006) proposed to use shape prior information and a
shape dependent basis function to account for boundaries between foreground
and background. An improved model should enable more control points to be
placed in an area in which more flexibility for the modelling of deformations
is required. Xie and Farin (2004) proposed to use a distance measure to
determine the need for localised motion after initial registration using a coarse
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control point grid spacing.
Many other approaches to image registration have been proposed that

aim to overcome the conflict between robustness and accuracy in the motion
estimation, in particular in the field of optical flow estimation (Mémin and
Pérez, 2002; Roth and Black, 2005; Sun et al., 2010). More recently, sparse
coding methods have been proposed to evaluate the patch similarity between
two images (Roozgard et al., 2011) and to constrain the transformation (Shen
and Wu, 2010). We address the trade-off between robustness and accuracy
for FFD-based registration by using sparsity constraints as an additional
regularization term.

FFD-based methods are now one of the most widely used methods
in recent cardiac motion tracking challenges (Tobon-Gomez et al., 2012;
De Craene et al., 2013; Piella et al., 2013; Heyde et al., 2013). Among these
approaches TFFD-based methods either based on velocity fields (De Craene
et al., 2010, 2012; Piella et al., 2013) or based on displacement fields (Metz
et al., 2011) have attracted increasing attention due to their ability to extract
consistent temporal motion pattern, which is important for estimation of
cyclic motion such as the cardiac motion.

1.1. Overview and contributions

In this paper, we introduce a sparse representation for FFD to estimate
the registration transformation. Our approach is inspired by the work in
Roozgard et al. (2011); Shen and Wu (2010). Our proposed model uses
standard smoothness constraints and only imposes one additional assumption
on the conventional FFD, namely that the deformation is sparse in the
parametric space. Thus we call our method sparse free-form deformation
(SFFD). The assumption of sparsity of the deformation is generally true
because the deformation between images is usually less discontinuous than
the actual images themselves. In this work, we use a multi-level FFD model
to represent the deformations in a parametric form. In this multi-level FFD
each level consists of a B-spline control point mesh with increasingly finer
resolution. As can be seen from Figure 3, a dense motion field can be
represented by a sparse multi-level FFD in parametric space. Based on this
assumption, we formulate the registration of two images using a sparse multi-
level FFD representation of the control points. We introduce a regularisation
term to impose smoothness at each level and a sparsity term to enforce
coupled multi-level sparsity. A preliminary version of this approach was
published at MICCAI 2012 (Shi et al., 2012a).
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In addition to the approach initially published in (Shi et al., 2012a), we
extend the SFFD to the temporal sparse free-form deformation (TSFFD)
based on the periodic TFFD (Metz et al., 2011) and apply it to the cardiac
motion estimation problem. TFFD refers to the implementation of (Metz
et al., 2011) in the following sections. The extension to 4D enables us to
better model the cyclic motion. It is well known that the diastasis and
atrial systole phases, which are the final two phases of the diastole, occupy
a disproportionably large time window in the cardiac cycle (Bray, 1999).
Left ventricular myocardium undergoes little motion under these two phases.
This means that the contraction of the heart occurs in a relatively short
time. Taken that into account, the sparsity assumption is true in both the
temporal and spatial domain in the context of the application to cardiac
motion estimation.

The novelty and contributions of this paper are the introduction of
a sparsity model that reduces the influence of the a priori selection of
an appropriate control point grid spacing. Furthermore, the approach
reduces the conflict between global smoothness (robustness) and the local
level of detail of the transformation (accuracy) by optimising the different
levels of the FFD coarser than the image resolution level simultaneously
with a sparsity constraint. These advantages allow the robust estimation
of deformation fields in the presence of highly localised or discontinuous
deformations in both time and space. We refer to this new approach as
SFFD in 2D/3D and TSFFD in 4D. In the evaluation, we demonstrate that
the proposed method can consistently capture all motion with high accuracy
in both 2D+t cases and 3D+t cases.

2. Datasets

In this work, we have evaluated the proposed SFFD and TSFFD against
the classic FFD and TFFD model on four different datasets. The datasets
we have used for evaluation include:

• The Middlebury benchmark dataset (Baker et al., 2007) (which is a
standard dataset widely used in computer vision);

• 2D cardiac MR images with synthetic smooth motion. In the following
this dataset will be referred to as Cardiac A;
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Figure 2: This figure shows the example images of the datasets. (a) Image from the
Middlebury dataset; (b) 2D cardiac MR image; (c) 3D cardiac ultrasound image at end
diastolic phase; (d) 3D cardiac ultrasound image at end systolic phase.

• 2D cardiac MR images with synthetic discontinuous motion. In the
following this dataset will be referred to as Cardiac B;

• 10 synthetic but highly realistic 3D cardiac ultrasound image sequences
which have also been used in a recent cardiac motion tracking challenge
(De Craene et al., 2013). In the following this dataset will be referred
to as Cardiac C.

Examples of the datasets are presented in Figure 2. For basic bench-
marking we have used greyscale images with two frames only from the
Middlebury benchmark dataset(Baker et al., 2007) for which the ground-
truth flow is available. The image sets are the RubberWhale, Hydragea,
Dimetrodon, Grove2, Grove3 and Venus. The Middlebury benchmark
dataset contains deformations with multiple independently moving rigid
objects and background. For this dataset the ground truth deformation
between each pair of images is available. The ground truth is derived from
the camera position and parameters. There is a relatively large diversity in
motion discontinuities present in this dataset. Due to the above reasons, it is
used as a primary benchmark to test and develop the SFFD registration
algorithm. However, Middlebury benchmark has certain characteristics
which do not hold in medical imaging applications. Thus, we use three
additional synthetic medical image datasets with dense motion ground truth
to further evaluate the performance of the methods.

In addition, we have tested our approach using 2D cardiac MR images.
Synthetic deformation fields have been generated as proposed in Pizarro
et al. (2011), with displacements in each segment following sinusoidal waves
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with gradually changing amplitudes, wavelengths and phases in both x− and
y−direction. This produces smooth deformation fields with discontinuities
between different segments. We generated two groups of 10 synthetic datasets
each. The first group (Cardiac A) contains smooth motions created with a
single sinusoidal function over the whole image domain. The second group
(Cardiac B) contains discontinuous motions created with multiple sinusoidal
functions fused together at different regions of the images. An example of
this can be seen in Figure 1b.

We have also used 10 synthetic cardiac ultrasound image sequences from
the second cardiac motion tracking challenge De Craene et al. (2013) (Cardiac
C). The synthetic image sequences proposed in the challenge combine an
electro-mechanical model provided by Sermesant et al. (2012) with an
ultrasound imaging model from Gao et al. (2009). The challenge provides 10
highly realistic sequences spanning different values of the global conductivity,
global contractility, and electrical delays parameters. In the dataset, a single
ultrasound probe design was considered. Scatterers were randomly placed
in the myocardial geometry and moved along the cardiac cycle according
to the result of the mechanical simulation. Details of the dataset can be
found in De Craene et al. (2013). The image resolution is approximately
(0.34× 0.34× 0.34mm) and the image sequence contains 23 frames. Ground
truth deformation is provided as a series of volumetric meshes. The nodes
of the meshes are landmarks covering the myocardium and give the ground
truth deformation.

In all datasets, the accuracy is measured by the mean and standard
deviation (SD) of the distance between the ground truth motion and the
reconstructed motion. In the dataset Cardiac C, we only evaluate the
accuracy in points inside the imaging area.

3. Classic free-form deformation model

In the classic FFD registration (Rueckert et al., 1999), a non-rigid
deformation h = [X Y Z]T is represented using a B-spline model in which
the deformation is parameterised using a set of control points Φ = [U V W ]T

such that

h =

⎡
⎣ B 0 0

0 B 0
0 0 B

⎤
⎦Φ , (1)
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where B denotes the matrix of the B-spline basis functions. The B-spline
basis function is a 3D-tensor product of 1D B-splines. Details can be found
in Appendix A.

To find the optimal deformation between two images, the registration
minimises an energy functional E written as a function of Φ, which is
typically a combination of two terms E(Φ) := ED(Ir, Is ◦ h) + ER(Φ).
The term ED is a data constraint measuring the similarity between the
target image Ir and the transformed source image Is ◦ h. The term ER

is a regularisation constraint that enforces a smooth transformation. In
this classic FFD approach, the energy function is typically minimised using
gradient descent approaches (Modat et al., 2010; Klein et al., 2010) or discrete
optimisation approaches (Glocker et al., 2008).

4. Sparse free-form deformation model

To be able to deal with large, global deformations and to improve the
robustness, the classic FFD registration uses a multi-level approach: First,
the optimal registration parameters are determined for a control point grid
with large spacing. The grid is then successively subdivided to capture local
deformations (Rueckert et al., 1999). This requires an a-priori choice of
the control point grid multi-resolution schedule. Furthermore, each level
is optimised separately and once a level has been optimised it is no longer
updated, leading to suboptimal registration results as can be seen in Figure 4.
It was suggested in Shen and Wu (2010) that a realistic transformation
can be easily embedded into a sparse representation. We postulate that an
automatic selection of control points across different levels can be achieved
by optimising all FFD levels simultaneously while using a sparsity constraint.

4.1. Sparse representation of transformation

In this section, we propose estimating the displacement h with a sparse
representation of the control points Φ. We use a multi-level FFD represen-
tation (Schnabel et al., 2001), Φ = [U1...Um V 1...V m W 1...Wm]T where m
denotes the number of levels, as it is well suited for sparse representations.
Accordingly, we utilise a multi-level B-splines basis B = [B1...Bm]. The
displacement h is computed as in eq. (1) with the above redefinitions of Φ
and B using the following equation:
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(a) (b)
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Figure 3: This figure shows the histogram of coefficients in parametric space from the result
of the classic FFD and the SFFD. The result are obtained from the best reconstructed
motion from different methods of the Cardiac B dataset. The ground truth is shown
in Figure 1b. (a) reconstructed motion from FFD; (b) histogram of the magnitude of
the coefficients from FFD; (c) reconstructed motion from SFFD (same as Figure 1c);
(d) histogram of the magnitude of the coefficients from SFFD. For the histograms, the
horizontal axis shows the control point value in mm and the vertical axis shows the number
of control points with that binned control point value. The width of the bins is 0.05mm.

h =

⎡
⎣ B1...Bm 0 0

0 B1...Bm 0
0 0 B1...Bm

⎤
⎦Φ , (2)

The multi-level FFD is illustrated in Figure 1. Our assumption is that
a typical FFD with dense displacement h can be sparse in its parametric
representation Φ. The control points at the finest level are only activated
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around the motion boundaries. The sparsity of the parametric representation
can be confirmed by Figure 3 where the histogram of the coefficients in the
parametric space is plotted.

Basis pursuit denoising (Donoho and Huo, 2001) is a mathematical
optimisation that balances the trade-off between sparsity and reconstruction
fidelity. In the context of image registration, the problem can be formulated
as:

argmin
Φ

E(Φ) := ||Ir − Is ◦ h||22+||Φ||1 , (3)

Here the first term corresponds to the sum of squared differences (SSD)
between the target image and the transformed source image and acts as
similarity measure. The second term enforces the sparsity of the solution
Φ by using the L1-norm. The L1-norm is used to enforce sparsity because
it is convex and has many favourable theoretical properties (Donoho and
Huo, 2001; Roozgard et al., 2011; Shen and Wu, 2010). In general, an
arbitrary (dis)similarity measure can be utilised in the data term ED(Ir, Is ◦
h), including information theoretic measures such as mutual information
(MI) or its normalised counterparts normalized mutual information (NMI)
(Studholme et al., 1999).

Following these principles, we formulate a novel registration approach,
namely the SFFD model, as

argmin
Φ

E(Φ) := ED(Ir, Is ◦ h) + λR

∑
i∈[0,m]

ER(Φ
i) + λS||Φ||1 , (4)

with constants λR, λS ∈ IR+ weighting the regularisation term and the
sparsity term, respectively. Note that the regularisation term imposes
smoothness at each level of the multi-level FFD independently, while the
sparsity term enforces coupled multi-level sparsity. This allows us to actively
determine the importance of the control points across all levels in a joint
manner, not independently as in the classic FFD framework. In Yuan and
Lin (2005), the authors proposed a grouped least absolute shrinkage and
selection operator (LASSO) based on a voxel-based sparse classifier using
L1-norm regularised linear regression model (Tibshirani, 1996). Friedman
et al. (2010) extended the grouped LASSO to sparse grouped LASSO by
using both L1 and L2 terms. This yields sparsity at both the group and
individual feature levels. In our work, similarly, the L1-norm regularisation
encourages sparsity and the smoothness regularisation at each level in the
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parametric space encourages grouped zero and non-zero components. The
combination of both terms encourages the sparse non-zero components to be
coupled and results in a grouping effect.

The above strategy can be used to estimate deformation fields robustly
and to preserve motion discontinuities, as it will be seen in the experimental
validation. We optimise eq. (4) using the interior point method of Kim
et al. (2007) that uses a log barrier function to make the sparsity term
differentiable. The parameter λS is normalised between the data and the
sparsity terms using the finite convergence to zero property. That is, for
the L1-regularised least squares problem, convergence is achieved for a finite
value λmax of λS. The value of λmax can be determined using eq. (4) in Kim
et al. (2007). In our experiments, we use:

λN
S = λS/λmax , (5)

where λN
S denotes the normalised sparsity parameter with respect to the finite

value λmax. λ
N
S is a user specified value while λmax and λS are automatically

determined by the optimization.
In addition, we use a preconditioning scheme for improving the efficiency

of the optimisation of the registration problem as proposed in Zikic et al.
(2011). The preconditioner is theoretically justified especially for high-
dimensional registration problems in Zikic et al. (2011). In our case, it avoids
that the gradient terms corresponding to the coarse resolution control points
dominate the optimisation and reduce the influence of the image gradient.
For completeness, the reader will find the derivation of the derivatives of
the similarity measures and the regularisation terms with respect to φi in
Appendix A.

5. Temporal sparse free-form deformation model

To extend the classic FFD registration method, as described in section
3 to model the cyclic deformation h = [X0 . . . XNt Y0 . . . YNt Z0 . . . ZNt ]

T

in an image sequence with Nt temporal frames denoted by I lr for l =
1, . . . , Nt, we construct a set of 4D control points with coefficients Φ =
[U1

0 . . . U
1
t1
. . . Um

0 . . . Um
tm V 1

0 . . . V 1
t1
. . . V m

0 . . . V m
tm W 1

0 . . .W
1
t1
. . .Wm

0 . . .Wm
tm ]

T .
We have m 4D control point meshes, and each one with temporal resolution
tk. The first and last spatial control points are defined to be direct neighbours
to enforce cyclic motion (Metz et al., 2011). When registering cardiac
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sequences the periodicity of the model ensures a temporally smooth motion.
For other cases this neighbourhood definition can be easily modified. This
lead to the following equation:

h =

⎡
⎣ B1

0 ...B
1
t1
...Bm

0 ...Bm
tm 0 0

0 B1
0 ...B

1
t1
...Bm

0 ...Bm
tm 0

0 0 B1
0 ...B

1
t1
...Bm

0 ...Bm
tm

⎤
⎦Φ ,

(6)
The matrix B in eq. (6) now consists of B-spline basis functions defined

by a 4D-tensor product. Note that in this definition, there is no component of
the deformation in the temporal direction. This means we use a 4D mesh of
control points and each control point is a 3D displacement vector. There are
cases where this might not be true, e.g. because of temporal misalignment
due to variability in the cardiac cycle. In these cases, the approach of
(Perperidis et al., 2005) can be used to perform an interleaved spatial and
temporal optimisation to correct 4D displacement field.

The TFFD registration method also uses a multi-level approach as
described in section 4, but with a constant temporal spacing. However, to
make use of the temporal sparsity of the motion, our TSFFD method uses
multiple grid spacings for all four dimensions. To be able to make use of the
full parametric space, we need to subdivide the spatial and temporal grid
spacing independently. Then combinations between all spatial resolutions
and every temporal resolution should be used. This is necessary because the
cardiac contraction occurs during a very short period of the cardiac cycle
and there might be some temporally consistent but spatially discontinuous
motion (for example the sliding motion that occurs at the pericardium) over
the whole cardiac cycle. However, in practice, it is not computational feasible
and very memory intensive. Thus, we choose to subdivide the spatial control
point mesh between levels.

The definition of the control points Φ and the B-spline basis matrix for
the TFFD model is straightforward. Following the definition in section 4.1
the new energy function for the TSFFD model can be written as

argmin
Φ

E(Φ) :=
∑

l∈[1,Nt]

ED(I
l
r, Is ◦ h) + λR

∑
l∈[0,t]

∑
i∈[1,m]

ER(Φ
i,l) + λS||Φ||1 ,

(7)
where Is is a chosen reference frame in the sequence. We are using a cyclic
definition of the control points so any frame may be chosen as reference frame.
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As in the SFFD method, the first regularisation imposes smoothness on each
level independently. But this explicit smoothness constraint only affects the
spatial component while the L1 term enforces 4D multi-level sparsity. The
optimisation of eq. (7) is performed in the same way as for the SFFD method.

6. Results

(a) (b) (c) (d) (e) (f)

(g) (h) (i) (j) (k) (l)

Figure 4: Visual comparison between the classic FFDs and the proposed SFFD using
the colour scheme from (Baker et al., 2007). The colour range corresponds to different
direction and magnitude of the displacement. (a) and (g) show the rubber whale image
from the Middlebury dataset and a frame from the cardiac B experiment, respectively;(f)
and (l) display the ground truth transformations with noticeable motion discontinuities;
(b-d) and (h-j) show the estimated motion with the classic FFD approach for 512/8mm,
256/4mm, and 64/1mm control point spacing; (e) and (k) exhibit the estimated motion
with the proposed SFFD approach where λN

S = 0.04.

6.1. Implementation details

During the optimisation of the classic FFD, we use seven different levels
of image resolution. In the coarsest level each image is subsampled by a
factor of 64 in each dimension. In addition to the control points in the
image domain, we use phantom control points outside the image domain to
ensure that the free-form deformation is also defined at the boundaries of
the image. In the paper, we refer to the control point grid size excluding
the phantom control points. We use cubic B-spline interpolation for the
subsampling as evidence suggests that cubic B-spline based interpolation is
superior to linear interpolation (Sun et al., 2010; Modat et al., 2010). We use
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SSD as the similarity measure. Before optimization, we normalize the SSD to
range between 0 and 1. The Middlebury benchmark is an optical flow based
benchmark where the assumption of constant intensity generally holds. The
assumption holds for the 2D cardiac MR synthetic dataset (Cardiac A and
Cardiac B) since no noise is introduced in our case. The constant intensity
assumption makes SSD a preferable candidate as the similarity measure in
these cases.

For the 3D cardiac ultrasound image sequences (Cardiac C), we are
modelling the motion within a single sequence. Although the presence of
speckle noise in the ultrasound image sequence invalidates the constant
intensity assumption, we have shown in our experiment that by simply using
a coarser finest grid spacing SSD can still perform well.

One of the most crucial parameters of the classic FFD registration is the
control point grid spacing. We create a spacing at each image pyramid level
by subdividing the FFD from the previous level. For the Middlebury dataset
as well as Cardiac A and Cardiac B datasets, we have evaluated different
initial control point spacings at the coarsest level varying from 512mm to
64mm while the control point spacings at the final level varies from 8mm to
1mm. The spacing at the coarser level is subdivided by a factor of 2 to create
the finer level. For the SFFD, we use a multi-level FFD with the coarsest
level having a control point grid spacing of 64mm and finest level having a
spacing of 1mm. The number of control points of SFFD at coarsest level
is 4x4. During the optimization, SFFD control point resolutions are only
activated on levels which are coarser than the current image resolution. The
coefficient for the smoothness penalty is set to 0.01 as in (Rueckert et al.,
1999). The number of image pyramid levels and the smoothness penalty λR

are the same for both methods.
For cardiac C dataset, we use four different levels of image resolution. The

first image of the end diastolic (ED) phase is used as the reference image.
In the coarsest level each image is subsampled by a factor of sixteen in each
dimension. In the finest level, each image is subsampled by a factor of two
in each dimension to reduce the computational expense. In this dataset,
we use relatively coarser control point spacing to deal with noise in the
speckle pattern of the images. For the TFFD and FFD approaches, we have
evaluated different initial control point spacings at the coarsest level varying
from 256mm to 32mm while the control point spacings at the final level varies
from 32mm to 4mm. For the TFFD registration, the temporal spacing is set
to 1/Nt of the whole image sequence where Nt is the number of frames and
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not subdivided between levels. For the TSFFD and SFFD, we use a multi-
level TFFD with the coarsest level having a control point grid with 64mm
spatial spacing and 0.25 temporal spacing and finest level with 2mm spatial
spacing and 1/Nt temporal spacing. The number of control points of at
coarsest level is 3x3x3 and 3x3x3x5 for SFFD and TSFFD respectively. The
temporal control point mesh spacing is linearly interpolated from coarsest
level to finest level. The remaining parameters are the same as the Cardiac
A and Cardiac B datasets.

Finally, we used student t-test to test whether there are significant
difference between each category with different parameters. The difference
between the errors of each category are assumed to follow a Gaussian
distribution.

6.2. Effects of the sparsity constraint

In this section, we evaluate the effects of the sparsity constraint in the
Middlebury dataset. The Middlebury benchmark provides accurate motion
ground truth from real images and contains both discontinuous motion and
smooth motion. We first apply the classic FFD approach to the data. It is
noticeable in Figure 5 that the accuracy is different from image to image.
From our observation, the optimal initial grid spacing depends highly on
the level of motion discontinuity of the data. We applied a comparable
SFFD approach with largest grid spacing of 64mm to the benchmark. The
SFFD approach shares the same number of image resolutions, smoothness
parameter and similarity measure with the classic FFD. In Figure 5, the
performance of different sparsity constraints is similar across the different
images. There is a significant increase in accuracy when the sparsity
parameter is first introduced and the accuracy remains stable until around
λN
S = 0.16 with a sharp decrease towards the final point of convergence.

The curve of the accuracy has no obvious bias towards different degrees of
discontinuity in the dataset.

To observe the effect of the sparsity parameter, we plot the L1-norm of
the SFFD parametric basis against the reconstructed motion displacement
in Figure 6. The L1-norm of the parametric basis decreases dramatically
when the sparsity parameter is introduced. It finally reaches zero when the
finite convergence condition is met. On the other hand, the L1-norm of
the displacement is stable without significant decrease until the parameter
becomes too large, e.g., in the range 0.32 to 0.64 in Figure 6. There is in
general a difference of a magnitude between the L1-norm of the displacement
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(a) (b)

Figure 5: The accuracy of different parameters. Each line corresponds to a pair of 2D
images in the Middlebury benchmark. (a) The influence of different initial grid spacing to
the classic FFDs; (b) The influence of different normalised sparsity parameter λN

S to the
SFFD.

and the L1-norm of the parametric basis when the sparsity parameter is
introduced. This shows that the displacement of the FFD can be represented
by a sparse representation in the parametric space if the sparsity constraint
is enforced.

In the SFFD framework, one user-defined parameter is the coarsest grid
spacing in the multi-level FFD representation. We have examined the effect
of different coarsest grid spacing. The results are presented in Table 1.
The registration accuracy increases slightly with grid spacing from 32mm
to 64mm. It remains constant for initial spacing between 64mm to 512mm.
Overall, the coarsest spacing does not have a huge impact on the registration
accuracy. From our experience, it seems beneficial that the control point’s
B-spline basis in the coarsest level influence the whole images. This allows
the model to capture global smooth non-rigid motion easily. This is because
at the coarsest level the local support is in effect a global support and thus
allows the description of global motion. This in turn will help to sparsify
the transformation at fine levels in terms of coefficients. The finest level is
usually in the order of the voxel size in order to capture localized deformation.
Finally, the average computational times on Middlebury dataset are 138
seconds and 147 seconds for FFD and SFFD respectively.
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(a) (b)

Figure 6: (a) The L1-norm of the parametric basis of the SFFD with respect to different
normalised sparsity parameter λN

S ; (b) The L1-norm of the displacement at the finest
FFDs level of the SFFD with respect to different normalised sparsity parameter λN

S .

Table 1: Mean and SD of accuracies from the SFFD with different coarsest and finest
spacing when normalised sparsity parameter λN

S = 0.04.

Spacing 32/1 mm 64/1 mm 128/1 mm 256/1 mm 512/1 mm
Accuracy 0.36 (0.23) 0.34 (0.27) 0.35 (0.28) 0.34 (0.27) 0.34 (0.27)

6.3. Evaluation

In this section, we evaluated our methods using the parameters discussed
in section 6.1. For the classic FFDs approach, different spacing leads to
significantly different results as shown in Table 2 and Table 3. Moreover,
different datasets require different initial spacings to achieve the best
performance. It can be seen from the tables that the SFFD approach is robust
against the choice of λN

S compared to the choice of the control point spacing
of the FFD. There is little need to adjust λN

S across datasets to achieve very
good performance for each individual dataset. The result suggests that a
λN
S ≈ 0.04 yields consistently good performance. SFFD with λN

S = 0 gives
slightly different results from the FFD. This is due to different optimization
strategies: The SFFD is optimized simultaneously across all levels while the
FFD is optimized using a coarse to fine strategy.
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Table 2: Mean and SD of accuracies from the classic FFD with different initial and final
spacing and the SFFD with different normalised sparsity parameter λN

S . Cardiac A and B
refer to the 2D cardiac MR image with synthetic smooth motion and discontinuous motion
respectively. The units of the accuracy metrics are mm. For the results, the bold font
indicates the best result and * indicates statistically significantly different from the best
result of the classic FFD using t-test with p-value 0.05.

FFD 64/1 mm 128/2 mm 256/4 mm 512/8 mm
Middleburry 0.79 (0.30) 0.70 (0.22) 0.66 (0.27) 0.74 (0.33)
Cardiac A 0.03 (0.02)* 0.03 (0.03)* 0.02 (0.01) 0.02 (0.01)
Cardiac B 0.06 (0.04)* 0.05 (0.01) 0.05 (0.02) 0.06 (0.02)*
SFFD 0.00 0.01 0.04 0.16

Middleburry 0.78 (0.30) 0.34 (0.28)* 0.34 (0.27)* 0.36 (0.30)*
Cardiac A 0.02 (0.01) 0.01 (0.00) 0.01 (0.00)* 0.01 (0.00)*
Cardiac B 0.06 (0.03) 0.02 (0.00)* 0.02 (0.01)* 0.02 (0.01)*

Table 3: Mean and SD of accuracies from the classic FFD with different initial and final
spacing and the SFFD with different normalised sparsity parameter λN

S . Cardiac C refer
to 3D cardiac ultrasound image sequences. The units of the accuracy metrics are mm. For
the results, the bold font indicates the best result and * indicates statistically significantly
different from the best result of the classic FFD using t-test with p-value 0.05.

FFD 32/4 mm 64/8 mm 128/16 mm 256/32 mm
Cardiac C 1.57 (1.12)* 1.13 (1.04) 1.07 (1.07) 1.10 (1.09)
SFFD 0.00 0.01 0.04 0.16

Cardiac C 1.04 (0.95) 0.85 (0.80)* 0.84 (0.81)* 0.92 (0.83)

The mean accuracy results of the SFFD approach without sparsity
constraint (where λN

S = 0) is consistently worse than results with different
degrees of sparsity constraint. Thus, in all cases the approach benefits
from the sparsity constraint. Moreover, the SFFD framework exhibits
a significant improvement against the best results from the classic FFD
method. An increasing ability to capture local and discontinuous motion
while maintaining robustness over smooth regions can be also observed in
the visual comparison in Figure 4.

Finally, in the 3D cardiac ultrasound image sequences, we evaluated
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Table 4: Mean and SD of accuracies from the TFFD with different initial and final spacing
and the TSFFD with different normalised sparsity parameter λN

S . Cardiac C refers to the
3D cardiac ultrasound image sequences. The units for the registration error are in mm. For
the results, the bold font indicates the best result and * indicates statistically significantly
different from the best result of the TFFD using t-test with p-value 0.05.

TFFD 32/4 mm 64/8 mm 128/16 mm 256/32 mm
Cardiac C 1.54 (1.70)* 0.71 (0.70) 0.65 (0.71) 0.74 (0.80)
TSFFD 0.00 0.01 0.04 0.16

Cardiac C 0.53 (0.58) 0.47 (0.54)* 0.46 (0.53)* 0.46 (0.52)*

TSFFD framework against TFFD. The results are presented in Table 4.
The average computational times on this dataset are 68 minutes, 120
minutes, 249 minutes and 584 minutes for FFD, SFFD, TFFD and TSFFD
respectively over the whole cardiac cycle. We observe an improvement from
the TFFD approach against the FFD, 0.65mm vs 1.07mm, in the results.
We believe this improvement stems from the additional temporal consistency
and the constraints of periodicity. Second, the TSFFD approach performed
significantly better than TFFD, 0.46mm vs 0.65mm. Figure 7 shows the
registration errors for case 1 at frame 8 where the error peaks. In Table 5, we
presented the result from TSFFD case by case. The results are comparable
to the best results in the recent cardiac motion tracking challenge (Piella
et al., 2013; Heyde et al., 2013; Somphone et al., 2013; Alessandrini et al.,
2013). It is noticeable that in this paper, we did not take any specific measure
to explicitly deal with the geometry of the heart as in (Heyde et al., 2013)
or the speckle pattern as in (Piella et al., 2013). In addition, our result
requires no myocardial segmentation in contrast to (Somphone et al., 2013)
and estimated motion in both left ventricle (LV) and right ventricle (RV)
compare to (Heyde et al., 2013).

7. Discussion and conclusions

In this paper, we have developed a SFFD model for registration which
addresses some of the most important short-comings of the original FFD
registration model. Control points across different FFD levels are optimised
simultaneously using a sparse representation. Compared to the classic FFD,
the SFFD requires less parameter tuning across different datasets. The user
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(a) (b) (c) (d) (e)

(f) (g) (h) (i) (j)

Figure 7: Visualisation of the registration error for case 1 (lateral view) at frame 8 from
cardiac C dataset. The colour overlay on the deformed ground-truth mesh represents the
magnitude of the registration error (mm). (a) and (f) show the ultrasound image from
frame 1 and 8, respectively; (b-e) show the error map from the TFFD approach with
32/4mm, 64/8mm, 128/16mm and 256/32mm control point spacing and (g-j) show the
error map from the TSFFD approach with λN

S = 0 λN
S = 0.01 λN

S = 0.04 and λN
S = 0.16.

Table 5: Mean and SD of accuracies from the TSFFD with λN
S = 0.04. The results concern

the Cardiac C data and the numbering refers to the original numbering in the challenge.
The units of the accuracy are mm

ID 01 08 12 20 22 28 36 44 60 88
mean 0.71 0.37 0.39 0.39 0.66 0.39 0.38 0.47 0.42 0.38
SD 0.78 0.37 0.41 0.38 0.74 0.40 0.39 0.49 0.41 0.55

no longer needs to choose an appropriate control point spacing a-priori. Our
experiments have shown a consistent improvement compared to the original
FFD approach when motion ground truth is available.

We have extended the proposed method to a TSFFD model and evaluated
our method on the synthetic but highly realistic 4D cardiac ultrasound images
(De Craene et al., 2013) from the MICCAI 2012 cardiac motion tracking
challenge. Compared to the TFFD and other challengers, our method
demonstrated a significantly better tracking accuracy.

During this work, we constrain the sparsity of the coefficients in the
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parametric space by using L1 norm as an approximation to the L− 0 norm.
The advantage of this approach is that it can be easily optimised. The
disadvantage is that it penalises large control points values. This might be
problematic when trying to recover large motions. For the TSFFD, during
the optimisation, we coupled the levels between spatial and temporal control
points, e.g., the temporal and spatial resolution increases simultaneously
from coarse to fine levels. This is not desirable but as a compromise in terms
of the computational cost. Finally, due to the analytical optimisation (Modat
et al., 2010), the current framework only works with SSD and NMI. It might
be difficult to extend our method to other similarity measures efficiently, for
example cross-correlation. Future works will address the above problems.
We have achieved a grouped sparse solution using both the sparsity and
smoothness constraints. In this paper, we choose the smoothness parameter
according to (Rueckert et al., 1999). It might be interesting to further
investigate the interaction between the two regularization terms in the future.
We can also consider to use dictionaries of the deformation as the basis
function to improve sparsity and use adaptive weighting of the sparsity to
provide more efficient optimization.

During the evaluation, we used datasets with dense motion ground truth.
The results indicated that the proposed methods has a good ability to recover
dense motion very close to ground truth. In the future, we would like to
investigate if this improvements can translate to improvements in different
medical applications such as respiratory motion reconstruction (Castillo
et al., 2009) and brain segmentation (Klein et al., 2009).

There is a wide range of applications of the SFFD and TSFFD. As a
general registration method, it can be used to improve the accuracy in
registration based cardiac motion tracking (De Craene et al., 2010; Metz
et al., 2011; De Craene et al., 2012; Shi et al., 2012b) and segmentation
(Zhuang et al., 2010; Schaerer et al., 2010; Shi et al., 2011) frameworks.
Moreover, the discontinuous motion embedded in the finest level of the
parametric space can be used as extra information for segmentation problems.
It will help segmentation algorithm to distinguish the boundary between
low contrast organs like myocardium and liver. Due to the high accuracy
of the reconstructed deformation, our method might be a good candidate
to recover deformation from longitudinal analyses where accurate voxel to
voxel correspondence between different time points are needed. Finally,
our method can be easily applied to other regions where the motion is
discontinuous, for example, in lung and abdominal images.
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Appendix A. derivation of energy gradient

Let x = (x, y, z)T stand for a world coordinate location and let u =
(u, v, w) denote a lattice coordinate for a free-form deformation (FFD). The
FFD lattice represents the locations of the control point vectors Φl,m,n The
dimensions of the FFD lattice are U , V and W in the principal directions,
we can index the control point vectors so that the subscripts l, m and n each
range from 0 to U −1, V −1 and W −1 respectively. The displacement h(x)
at world location x with corresponding lattice coordinates u is given by

h(x) =
U−1∑
l=0

V−1∑
m=0

W−1∑
n=0

Bl(u)Bm(v)Bn(w)Φl,m,n ,

where Bl, Bm and Bn are univariate B-Spline kernels centred at l, m and n.
The transformation T is obtained by adding the displacement:

T(x) = x+ h(x) ,

so that the Jacobian of T and the Jacobian of h = (hx,hy,hz) are related
by

∂T

∂x
= I +

∂h

∂x
,

where I is the identity matrix. We will restrict J to denote the Jacobian of
T so that, in the world coordinate frame, the Jacobian of the transformation
is

J =
∂T

∂x
= I +

⎛
⎜⎜⎝

∂hx

∂x
∂hx

∂y
∂hx

∂z

∂hy

∂x

∂hy

∂y

∂hy

∂z

∂hz

∂x
∂hz

∂y
∂hz

∂z

⎞
⎟⎟⎠ . (A.1)

We assume that the origin of the world and lattice frames coincide so
that the conversion between world and lattice coordinates can be achieved
by matrix multiplication. Let M be the matrix to convert world coordinates
to lattice coordinates, i.e. u = M x.

The number of degrees of freedom in the FFD is N where N = 3UVW .
Let φ = (φ0, φ1, . . . , φN−1)

T represent the parameter set of the FFD obtained
by concatenating all the control point vectors Φl,m,n into a single vector.
These can be easily extended to multi-level FFD as described in the main
sections.
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The energy function to be optimised consists of three parts in a standard
formulation (Rueckert et al., 1999):

E = ED + λrEsmooth + λvEvol

The similarity energy , ED is considered here to be the sum of squared
differences (SSD) (Kybic and Unser, 2003) although other options are
possible:

ED =

∫
Ω

D(Ir, Is,T,x)dx

where Ω is a fixed region of interest and D(Ir, Is,T,x) = (Ir(x)− Is(T(x)))2

is the SSD between target image Ir and source image Is after applying
transformation T at point x. We require the gradient of this energy ED with
respect to the deformation parameters and we assume that D(Ir, Is,T,x),
as a function of the components of φ and x, satisfies the conditions for
differentiation under the integral sign. This means that we can write

∂ED

∂φ
=

∫
Ω

∂D(Ir, Is,T,x)

∂φ
dx (A.2)

The derivative of the integrand is readily found in Kybic and Unser (2003)

∂

∂φi

(Ir(x)− Is(T(x)))2 =
∂(Ir(x)− Is(T(x)))2

∂Is(T(x))

∂Is(T(x))

∂T(x)

∂T(x)

∂φi

=2(Ir(x)− Is(T(x))) ∇Is ◦ T |x ∂T(x)

∂φi

. (A.3)

The smooth preservation energy is a spatially integrated function of the
bending energy:

Esmooth =
1

|Ω|
∫
Ω

[(
∂2T

∂x2

)2

+

(
∂2T

∂y2

)2

+

(
∂2T

∂z2

)2
]
dx (A.4)

+
1

|Ω|
∫
Ω

[
2

(
∂2T

∂xy

)2

+ 2

(
∂2T

∂xz

)2

+ 2

(
∂2T

∂yz

)2
]
dx (A.5)

where |Ω| is the size of the region. We require the gradient of this energy
with respect to the deformation parameters. Abbreviating Equation A.5
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as Esmooth = 1
|Ω|

∫
Ω
[A2 + B2 + C2 + 2D2 + 2E2 + 2F 2]dx, the derivative

of the penalty term with respect to a deformation parameter φi involves
a sum of derivatives each of which can be obtained using the chain rule,

e.g. ∂(A2)
∂φi

= 2A ∂A
∂φi

. The same chain rule can be applied to each and every
component of the Equation A.5.

Finally, the volume preservation energy is a spatially integrated function
of the determinant of the Jacobian, J :

Evol =

∫
Ω

(log|J |)2dx

where |·| denotes the determinant of J . We require the gradient of this energy
with respect to the deformation parameters and we assume that (log(|J |))2,
as a function of the components of φ and x, satisfies the conditions for
differentiation under the integral sign. This means that we can write

∂Evol

∂φ
=

∫
Ω

∂ log(|J |)2
∂φ

dx (A.6)

Differentiating the integrand, we obtain

∂(log|J |)2
∂φ

=
2 log|J |
|J |

∂|J |
∂φ

. (A.7)

|J | and its logarithm are readily calculated so we require an expression for

the gradient ∂|J |
∂φ

. The ith component of the ∂|J |
∂φ

is given by

∂|J |
∂φi

= tr

(
adj(J)

∂J

∂φi

)

for i = 0 . . . N − 1, where tr(·) denotes the trace and adj(·) denotes the
adjugate. We expand ∂J

∂φi
to give

∂J

∂φi

=
∂

∂φi

(
∂T

∂x

)

=
∂

∂φi

(
I +

∂h

∂x

)

=
∂

∂φi

(
∂h

∂x

)

=
∂

∂φi

(
∂h

∂u

∂u

∂x

)
(A.8)
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We have
∂u

∂x
= M ,

where M is the constant world to lattice transformation matrix, so, after
applying the product rule to Equation A.8, we obtain

∂

∂φi

(
∂h

∂u

∂u

∂x

)
=

∂

∂φi

(
∂h

∂u

)
M =

∂2h

∂φi ∂u
M

The term ∂h
∂u

is the Jacobian of the deformation in the frame of the FFD
lattice. We can re-write ∂h

∂u
as three columns to obtain

∂

∂φi

(
∂h

∂u

)
=

[
∂

∂φi

(
∂h

∂u

)
∂

∂φi

(
∂h

∂v

)
∂

∂φi

(
∂h

∂w

)]
(A.9)

The effect of differentiating with respect to the ith parameter φi depends
on whether it corresponds to a displacement in the u, v or w direction of the
lattice. The parameter vector φ is obtained by concatenation of the control
point vectors Φl,m,n so that the parameters φi correspond to u-displacements
if i = 0 mod 3, v-displacements if i = 1 mod 3 and w-displacements if i = 2
mod 3.

Assume, for example, that parameter φi corresponds to the first (u)
component of the specific control point vector Φλ,μ,ν . Consider the first
column of the matrix on the right of Equation A.9:

∂

∂φi

(
∂h

∂u

)
=

∂

∂φi

∑
l,m,n

dBl(u)

du
Bm(v)Bn(w)Φl,m,n

=
∂

∂φi

[
dBλ(u)

du
Bμ(v)Bν(w)Φλ,μ,ν

]

=

⎛
⎝dBλ(u)

du
Bμ(v)Bν(w)

0
0

⎞
⎠

The second and third columns can be found in a similar way to give

∂

∂φi

(
∂h

∂u

)
=

⎛
⎝dBλ(u)

du
Bμ(v)Bν(w) Bλ(u)

dBμ(v)

dv
Bν(w) Bλ(u)Bμ(v)

dBν(w)
dw

0 0 0
0 0 0

⎞
⎠
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The cases where hi corresponds to a second (v) or third (w) component
of Φλ,μ,ν can be found in a similar fashion. The resulting expressions can be
substituted back via Equations A.9, A.8 and A.7 to provide the value for the
gradient of the volume preservation energy term in Equation A.6.

Finally, we precondition the gradient of the energy term using the
principle of the elongation preconditioning scheme from Zikic et al. (2011):

f(Φ) =
1

||ΔE(Φ)||+ε
ΔE(Φ) (A.10)

where f(Φ) is the final driving force of the optimisation at control point Φ.
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