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Abstract
Changepoint models typically assume the data within each segment are independent and identically distributed conditional on
some parameters that change across segments. This construction may be inadequate when data are subject to local correlation
patterns, often resulting in many more changepoints fitted than preferable. This article proposes a Bayesian changepoint
model that relaxes the assumption of exchangeability within segments. The proposed model supposes data within a segment
are m-dependent for some unknown m ≥ 0 that may vary between segments, resulting in a model suitable for detecting clear
discontinuities in data that are subject to different local temporal correlations. The approach is suited to both continuous
and discrete data. A novel reversible jump Markov chain Monte Carlo algorithm is proposed to sample from the model;
in particular, a detailed analysis of the parameter space is exploited to build proposals for the orders of dependence. Two
applications demonstrate the benefits of the proposed model: computer network monitoring via change detection in count
data, and segmentation of financial time series.

Keywords Changepoint detection · Dependent data · Reversible jump MCMC

1 Introduction

Standard changepoint models rely on partitioning the pas-
sage of time into segments, and fitting relatively simple
models within each segment. In particular, the data within
each segment are often assumed to be independent and
identically distributed conditional on some segment specific
parameter (Green 1995; Fearnhead 2006; Fryzlewicz 2014).
This construction assumes the data within each segment are
exchangeable, rendering the order in which the data are
observed irrelevant when calculating their joint likelihood
(Bernardo and Smith 1993). There are many examples of
applications where this assumption is suitable; see for exam-
ple Olshen et al. (2004), Fryzlewicz (2014) and Fearnhead
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and Rigaill (2019) for the detection of changes in the mean
or variance of time series.

However, for some applications it can be reductive to
assume data are exchangeable within segments. For illus-
tration purposes, we consider an application of changepoint
detection in computer network monitoring. A cyber-attack
typically changes the behaviour of the target network. There-
fore, to detect the presence of a network intrusion, it might
be informative to monitor for changes in the volumes of dif-
ferent types of traffic passing through a network over time.
Yet, cyber data are often subject to population drifts, sea-
sonal variations and other temporal trends that are unlikely
to be evidence for cyber-attacks. As a result, traditional
changepoint detection methods, which assume the data are
exchangeable within segments, will fail to capture tempo-
ral dynamics and consequently fit many more changepoints
than necessary. For example, consider the second-by-second
counts of network events recorded on the Los Alamos
National Laboratory enterprise network (Turcotte et al. 2017)
that are displayed in Fig. 1; the data will be presented in
more detail in Sect. 7.1. The vertical lines in the bottom
plot indicate the maximum a posteriori (MAP) changepoints
obtained with the standard changepoint model described in
Fearnhead (2006), which assumes data are exchangeable
within segments. No labels are available to indicate the opti-
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Fig. 1 Counts of computer network events each second between 10:00
and 10:20 on day 22 of the data collection period. Vertical lines indicate
estimated changepoints for the proposed changepoint model (middle

panel) and for the standard changepoint model (Fearnhead 2006) (bot-
tom panel). Numbers in red indicate the maximum a posteriori (MAP)
order of dependence m for each segment for the moving-sum model

mal segmentation for these data, but we argue that more
changepoints are fitted than would be preferable for net-
work monitoring. It is desirable for abrupt changes, such
as the ones observed near the 420th and 880th s, to be
detected because they correspond to behavioural changes of
the network that are sufficiently drastic that cyber-analysts
may want to investigate whether they correspond to mali-
cious activities. However, changes due to small fluctuations,
such as the ones between the 100th and 380th s, may not
be relevant to cyber-analysts because they result from local
temporal dynamics in traffic volumes that are not suggestive
of behavioural changes of the network. There are various
possible causes for such small fluctuations, including data
transfer mechanisms in networks. For example, when large
data are transferred across a network, they are often divided
up into batches following protocols that involve routing and
queueing steps, which may lead to temporal correlations in
traffic volumes. Hence, a changepoint model to detect clear

discontinuities in the presence of non-exchangeable data is
needed. Moreover, since temporal dynamics for cyber data
may changewhen a clear discontinuity occurs, itwould not be
satisfactory to assume the dependence structure of the data
is the same for each segment. For example, an attack may
involve reconnaissance techniques such as port scanning that
could change temporal dynamics in traffic volumes.

Existing models to detect clear discontinuities in the
presence of non-exchangeable data typically assume the
dependence structure is identical for each segment (Albert
and Chib 1993; Sparks et al. 2011; Wyse et al 2011; Chakar
et al. 2017; Romano et al. 2021; Cho and Fryzlewicz 2021).
In particular, it is often assumed the data within each seg-
ment are Markov conditional on some segment parameter.
Moreover, changepoint models for dependent data are often
designed for a specific marginal distribution, for example the
normal distribution (Chakar et al. 2017; Romano et al. 2021;
Cho andFryzlewicz 2021), the negative binomial distribution
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(Sparks et al. 2011; Yu et al. 2013) or the Poisson distribution
(Weiß 2011; Franke et al. 2012).

This article extends a standard changepoint model (Fearn-
head 2006), relaxing the assumption that data are exchange-
able within segments. The proposed changepoint model,
named the moving-sum changepoint model, supposes a seg-
ment model that is related to a model for m-dependent,
stationary data discussed in Joe (1996); a sequence x1, x2, . . .
is m-dependent if (xt+m+1, xt+m+2, . . .) is unconditionally
independent of (x1, x2, . . . , xt ) for all t ≥ 1. Within each
segment, our model assumes the data are m-dependent and
identically distributed conditional on some parameter θ ,
where both θ and m ≥ 0 are unknown and change from
one segment to the next. Whilst θ denotes a parameter of
the marginal distribution of the data such as the mean or the
variance, m corresponds to the level of dependency within
the segment. To maintain tractability, the marginal distri-
bution of the observed data is assumed to belong to the
class of convolution-closed infinitely divisible distributions,
which includes, for example, the normal, negative bino-
mial and Poisson distributions. Therefore, the moving-sum
changepoint model is suitable for various settings where
it is of interest to detect clear discontinuities in the pres-
ence of non-exchangeable data. For example, consider the
MAP changepoints obtained with the moving-sum model
for the counts of network events displayed in the middle
panel of Fig. 1. In comparison with the standard change-
point model, the moving-sum changepoint model captures
temporal dynamics of the network behaviour, resulting in a
segmentation of the data that is more adapted to network
monitoring.

A common approach to sampling changepoints for a time
series is that ofGreen (1995), using a reversible jumpMarkov
chain Monte Carlo (MCMC) algorithm to explore the state
space of changepoints. At each iteration of the algorithm,
one of the following move types is proposed: sample a seg-
ment parameter, propose a new changepoint, or delete or shift
an existing changepoint to a new position. This article pro-
poses a sampling strategy within that framework to sample
from the moving-sum changepoint model. In particular, our
approach exploits an analysis of the constraints of the param-
eter space; for example, for non-negative data such as count
data, the constraints of the parameter space depend on the
observed data, and this must be understood to build propos-
als for segment specific dependency levels.

The remainder of the article is organised as follows.
Section 2 introduces a novel changepoint model for non-
exchangeable data. Section 3 gives an approach for deriving
the likelihood of the data conditional on proposed change-
points, characterising the segment model in terms of a
stochastic difference equationwith an unknown initial condi-
tion. Section 4 provides a detailed analysis of the constraints
to the parameter space, along with asymptotic results on the

behaviour of segment parameters. A reversible jumpMCMC
sampling strategy is given in Sect. 5. Section 6 presents
results demonstrating the benefits of the proposed change-
point model, via a comparison with the standard model
(Fearnhead 2006), PELT (Killick et al. 2012), DeCAFS
(Romano et al. 2021) and WCMgSA (Cho and Fryzlewicz
2021). Section 7 considers two applications of changepoint
detection showing the benefits of the proposed changepoint
model: computer network monitoring via change detection
in count data, and detection of breaks in daily prices of a
stock. Section 8 concludes.

2 Moving-sum changepoint model

This section introduces themoving-summodel,which is used
as a segment model to define a novel changepoint model for
non-exchangeable data.

2.1 Moving-summodel

Amoving-summodel assumes that observed data x1, . . . , xn
satisfy

xt =
m∑

i=0

yt−i , (1)

for t = 1, . . . , n, where y−(m−1), . . . , yn arem + n iid latent
random variables with common parametric density fm(· | θ)

for some unknown parameters θ ∈ � and m ≥ 0. If m = 0,
the construction in (1) implies that, for all t = 1, . . . , n,

xt
iid∼ f0(· | θ), (2)

and, consequently, is equivalent to exchangeability in the
data. Yet, if m > 0, the sequence of observed data (1) is
m-dependent and therefore non-exchangeable.

Definition 1 (m-dependence) For m ≥ 0, the sequence
x1, x2, . . . is m-dependent if (xt+m+1, xt+m+2, . . .) is uncon-
ditionally independent of (x1, x2, . . . , xt ) for all t ≥ 1. Note
that if a sequence is m-dependent, then it is also Markov of
order m.

For all t , xt in (1) is the sum ofm+1 latent random variables,
leading to m-dependence. Noting this duality, for simplicity
of presentation in the following discussion we use the nota-
tional convention

m̄ = m + 1.

It will be helpful to identify a class of distributions for
which the construction in (1) gives rise to a tractablemarginal
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distribution of the observed data. Recall the distribution of
a random variable x is infinitely divisible if, for all m ≥ 0,
there exists a sequence of iid random variables y0, . . . , ym
such that

∑m
i=0 yi has the same distribution as x . For all

infinitely divisible marginal distributions F for xt (1), there
exists a distribution Fm for the latent random variables for
all m, and Fm is known if F is closed under convolution. In
this article, it will be assumed that the marginal distribution
of xt is an infinitely divisible distribution that is closed under
convolution, so that the corresponding density fm(· | θ) of
the iid latent variables is available for all m.

We consider in detail three instances of the moving-sum
segment model based on such distributions, one for contin-
uous data with unbounded domain given in Example 1, one
for continuous data with bounded domain given in Exam-
ple 2, and one for discrete data with bounded domain given
in Example 3, which we will refer back to throughout the
article for illustration. Conjugate priors for θ are given for
each example.

Example 1 (Normal distribution) Suppose that
fm(· | θ) corresponds to density of the normal distribution
with mean μ/m̄ and variance σ 2/m̄, for some θ = (μ, σ )

where μ ∈ R and σ > 0. It follows that (xt ) is marginally
N (μ, σ 2) with m-dependence. Moreover, a priori σ−2 ∼
Gamma(α, β), for some α > 0 and β > 0, and μ ∼
N (μ0, σ

2/λ) for some μ0 ∈ R and λ > 0.

Example 2 (Gamma distribution) Suppose that
fm(· | θ) corresponds to density of the gamma distribution
with shape parameter λ/m̄ and rate θ , where λ > 0 and
θ > 0. It follows that (xt ) is marginally �(λ, θ) with m-
dependence. The prior for θ is assumed to be �(α, β) for
some α > 0 and β > 0.

Example 3 (Negative binomial distribution) Suppose that
fm(· | θ) corresponds to density of the negative binomial dis-
tributionwith number of failures r/m̄ and success probability
θ ∈ [0, 1], for some fixed r > 0. It follows that (xt ) is
marginally N B(r , θ) with m-dependence. Moreover, a pri-
ori θ ∼ Beta(α, β), for some α > 0 and β > 0.

Other examples of such distributions include the Poisson,
Cauchy and chi-squared distributions.

2.2 Bayesian changepoint analysis with
moving-sums

Suppose we observe real-valued discrete time data x1:T =
(x1, . . . , xT ). The changepoint model assumes k ≥ 0
changepoints with ordered positions τ1:k = (τ1, . . . , τk),
such that 1 ≡ τ0 < τ1 < · · · < τk < τk+1 ≡ T + 1, which
partition the passage of time into k+1 independent segments.
The changepoints are assumed to follow a Bernoulli process,

implying a joint prior probability mass function

π(k, τ1:k) = pk(1 − p)T−1−k,

for some 0 < p < 1 that characterises the expected number
of changepoints.

For the moving-sum changepoint model, within each seg-
ment j , the data xτ j−1 , . . . , xτ j−1 are assumed to follow
the moving-sum model (1) conditional on some unknown
dependency level m j ≥ 0 and parameter θ j ∈ �, which
both change from one segment to the next. Dependency lev-
els m1, . . . ,mk+1 and segment parameters θ1, . . . , θk+1 are
assumed to be independent. For all j , it is assumed a priori
that m j is drawn from a geometric distribution with param-
eter 0 < ρ < 1, so that

π(m j ) = ρ(1 − ρ)m j ,

meaning that for each segment the order of dependence may
be increased or decreased at a fixed cost.Moreover,motivated
by computational considerations, the prior for θ j is chosen
to be conjugate for f0. For notational simplicity, we denote
by π the density of the prior distribution of both m j and θ j .

2.3 Simulation from themodel

Figure 2 displays data generated from the moving-sum
changepoint model, given a fixed sequence of changepoints,
for negative binomial data given in Example 3 with r = 200,
α = 20 and β = 10. It is apparent that the changepoints
correspond to changes in both the dependence structure and
the mean of the data. In particular, we note that for larger val-
ues of m j , the data tend to be smoother in the corresponding
segment. For segments with m j > 0, it is reductive to judge
the data to be exchangeable since there are clear temporal
dynamics.

The bottom panel of Fig. 2 displays the positions of the
MAP changepoints obtained by fitting the standard change-
point model for exchangeable data given in (2) to the
simulated data using Metropolis-Hastings sampling of the
changepoints as described in Denison et al. (2002). Within
segments where the data are not exchangeable, the standard
model cannot capture the temporal dynamics and therefore
the data are inferred to be more segmented than preferable.

3 Conditional likelihood for themoving-sum
changepoint model

Since changepoints split the data into independent segments,
the joint posterior density of changepoints is tractable, up to
a normalising constant, if the conditional likelihood of data
within each segment can be computed. This section discusses
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Fig. 2 Data generated from the moving-sum changepoint model for
negative binomial data given in Example 3 with three changepoints (τ1,
τ2 and τ3) indicated by thick grey lines. The black dashed lines indicate

the positions of the MAP changepoints obtained by fitting the standard
changepoint model (2) to the data

the computation of the conditional likelihood of some data
x1, . . . , xn observed within a single segment, assuming the
moving-sum model defined in Sect. 2.1 for some m ≥ 0 and
θ .

3.1 Relationship between the observed data and the
latent variables

This section gives insights on the relationship between the
observed data and the latent variables, which is exploited
to compute the conditional likelihood of the observed data
within a generic segment in Sect. 3.2. We show that, for the
latent m-dependence framework (1), there are m free latent
variables subject to some constraints, and then all further
latent variables are implied by the observed data sequence.
Some of the notation introduced in this section will be useful
in the remainder of the article.

Consider the backward difference operator � and the for-
ward difference operator � defined such that, for all t ,

�xt = xt − xt−1,

�xt = xt − xt+1 = −�xt+1. (3)

The equation given in (1) may be equivalently expressed as

yt = yt−m̄ + �xt , (4)

for t = 2, . . . , n, and y1 = x1 − (y−m+1 + · · · + y0). Iter-
ating the expression in (4) shows that, given the initial m
latent random variables y−m+1, . . . , y0, there is a one-to-one
relationship between the finite differences of x1:n (3) and the

remaining latent variables y1:n . Let the firstm latent variables
be γ1:m = (γ1, . . . , γm), with

γr = y−m+r

for r = 1, . . . ,m. Explicitly, for all t = 1, . . . , n, letting r
be the remainder and q the quotient of the Euclidean division
of t − 1 by m̄ such that t = qm̄ + r + 1, we have

yt =
{(∑q

i=0 �xim̄+1
) − γ , r = 0

γr − ∑q
i=0 �xim̄+r , r = 1, . . . ,m,

(5)

where x0 ≡ 0 and

γ =
m∑

r=1

γr . (6)

The role played by γ1:m is akin to the role played by the
unknown initial conditions of a stochastic difference equa-
tion.

The choice to condition on the first m latent random vari-
ables is arbitrary; given any sequence ofm consecutive latent
random variables, there is a one-to-one relationship between
the other latent variables and the observed data. The follow-
ing definition gives a transformation that may be used to
obtain γ1:m from anym consecutive latent random variables,
so that it is sufficient to consider conditioning on the first m
latent variables in all subsequent discussion. The transforma-
tion is also useful in the later sections of the article, where,
for example, we need to obtain the initial latent variables
when some data are added to, or removed from, an edge of a
segment.
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Definition 2 Let x1, . . . , xn be data observed within a seg-
ment, assuming the model (1) for some m ≥ 0. Let
S[yt , . . . , yt+m−1] = (yt+1, . . . , yt+m) denote the ‘shift’
map, where yt+m = xt+m − ∑m−1

i=0 yt+i , for all suitable t .
Clearly, S is iterable and invertible, and for all sequences
of m consecutive latent random variables y(−m+1+u):u , with
0 ≤ u ≤ n, S−u[y(−m+1+u):u] = y(−m+1):0 = γ1:m .

3.2 Conditional likelihood of the data within a
segment

Given m and γ1:m , (5) provides a one-to-one deterministic
mapping between x1:n and y1:n with unit Jacobian. Hence, if
we treat the sequence γ1:m as an additional unknown segment
parameter, whose elements are independent and identically
distributed with density fm(· | θ), then the conditional likeli-
hood of the observed data within a segment is

L(x1:n | θ,m, γ1:m) = L(y1:n | θ,m, γ1:m)

=
n∏

i=1

fm(yi |θ). (7)

Thus, using the notation introduced in Sect. 2.2, but ignor-
ing the subscripts corresponding to the indices of segments,
the unknown segment parameters are
(θ,m, γ1:m), with prior density π(θ)π(m)π(γ1:m |θ,m)

where π(γ1:m |θ,m) = ∏m
r=1 fm(γr | θ).

Recall it is assumed that the prior for θ is chosen to be
conjugate for fm(· | θ) conditional on m. Consequently, the
joint likelihood of the data and the initial latent variables
conditional onm can be derived by invoking Bayes’ theorem,

L(x1:n, γ1:m |m)

=
∫

L(y1:n | θ,m, γ1:m)π(γ1:m | θ,m)π(θ)dθ. (8)

Let F denote the support of fm(· | θ) and, given m, x1:n
and (5), let

Ym ≡ Ym(x1:n)
= {γ1:m ∈ Fm; yt ∈ F for all t = 1, . . . , n}. (9)

Ym is the set of sequences γ1:m such that the joint conditional
probability density (8) is non-zero. As stated in Remark 1,
it is not guaranteed that, for all m, Ym will be non-empty.
An expression for (8) is given below for the three examplar
segment models introduced in Sect. 2.1.

Remark 1 (Set Ym) Note that in the case of m = 0, where
the sequence x1:n is assumed to be exchangeable, then γ1:m
is the empty sequence, and the expression in (7) is always
well defined. Now, ifm > 0, two cases need to be considered
separately. If F is unbounded, for all m and sequence x1:n ,

the set Ym is Fm . However, if F is bounded then Ym is a
proper subset of Fm and is not necessarily non-empty for all
m > 0 and x1:n . For example, if F is bounded below by 0,
for any non-negative sequence x1:n with x2 > x1 + x3, the
set Ym is empty for all m > 0.

Example 1 (Normal distribution)Givenparameters (m, γ1:m)

and a known hyperparameters λ, α, β > 0, it follows that

L(x1:n, γ1:m |m) =
(

m̄

2π

)(n+m)/2 (
λ

λ′

)1/2
βα

�(α)

�(α′)
(β ′)α′ ,

where λ′ = (n+m+m̄λ)
m̄ , α′ = (n+m)

2 + α and β ′ = β +
m̄
2 (

∑n
t=−m+1 y

2
t ) + λ

2μ2
0 − (λμ0+∑n

t=−m+1 yt )
2

2λ′ .

Example 2 (Gammadistribution)Givenparameters (m, γ1:m)

and known hyperparameters λ, α, β > 0, it follows that

L(x1:n, γ1:m |m)

= �(α + (n + m)λm)

�(α)�(λm)n+m

βα y(n+m)(λm−1)

(β + y )α+(n+m)λm
1Ym (γ1:m),

where λm = λ/m̄, y = ∏n
t=−m+1 yt and y = ∑n

t=−m+1 yt .

Example 3 (Negative binomial distribution) Given parame-
ters (m, γ1:m) and known hyperparameters r , α, β > 0, it
follows that

L(x1:n, γ1:m |m) = �(α + β)

�(α)�(β)

⎛

⎝
n∏

t=−m+1

�(yt + rm)

�(yt + 1)�(rm)

⎞

⎠

×�(y + α)�((n + m)rm + β)

�(y + α + (n + m)rm + β)
1Ym (γ1:m),

where rm = r/m̄ and y = ∑n
t=−m+1 yt .

The segment parameters (m, γ1:m) cannot be margi-
nalised, and consequently to sample from the posterior
distribution of the changepoints, we need to sample (m, γ1:m)

for each segment. Different challenges arise when attempt-
ing to do so: the dimension of the segment parameter space
is unknown; as first hinted in Remark 1, the parameter space
depends on the observed data when the support of fm(· | θ) is
bounded. Hence, in order to develop a sampling strategy that
is computationally realistic, it is necessary to characterise the
parameter space we are seeking to navigate.

4 Analysis of the latent parameter space

In Sect. 3.2 we defined Ym to be set of sequences γ1:m such
that the joint conditional probability density of γ1:m and x1:n
is non-zero within a generic segment. We now define

M ≡ M(x1:n) = {m ∈ N0; Ym �= ∅}
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Fig. 3 Cartoons of the set Ym
for m = 1, 2, 3 with F assumed
to be continuous

to be the set of m ≥ 0 for which Ym is non-empty. In other
words, given some observed data x1, . . . , xn within a generic
segment, M and Ym provide the values of m and γ1:m for
which the segment model (1) is valid.

As stated in Remark 1, it is always possible to assume the
sequence x1:n to be exchangeable, and hence 0 ∈ M. If F ,
the support of fm(· | θ), is unbounded, such as in Example 1,
then M = N0, and Ym is Fm for all m > 0. However, if
F is bounded, such as in Examples 2, 3, then both M and
Ym depend on the observed data x1:n , and M and Ym are
proper subsets of N0 and Fm , respectively. Infinitely divisi-
ble distributions with support bounded from below and from
above have zero variance (Steutel 1975), and therefore we
only consider the case where F is bounded below but not
above, without loss of generality.

Section 4.1 explicitly states the relationship between the
observed data x1:n and the sets M and Ym for m ∈ M
when F is bounded below. Section 4.2 and Sect. 4.3 pro-
vides results on the structure of the constrained parameter
space that are used in Sect. 5 to design a sampling strategy for
the model parameters. Section 4.4 discusses the asymptotic
behaviour of the parameter space as the number of observa-
tions increase; in particular, for the segment parameters γ1:m ,
which may be considered to be the unknown initial condi-
tions of a process governed by a difference equation as argued
in Sect. 3.1, it is shown that, asymptotically, the uncertainty
on the initial conditions vanishes.

4.1 Characterisation of the parameter space in
terms of the observed data

Suppose that F is unbounded above but bounded below by
a constant, which can be set to 0 without loss of generality.
It follows that, given a sequence x1:n and some m > 0, the
set Ym consists of those γ1:m ∈ Fm such that yt ≥ 0 for all

t = 1, . . . , n. According to (5) and (6), defining

Um ≡ Um(x1:n) = min{�x1, . . . ,
∑κm̄

q=0 �xqm̄+1},
Lm
r ≡ Lm

r (x1:n) = max{0,�xr , . . . ,
∑κr

q=0 �xqm̄+r },
(10)

where x0 ≡ 0 and κr = κr (n) is the largest q ∈ N0 such that
qm̄ + r + 1 ≤ n for all r , then

Ym = Y[Um, Lm
1:m], (11)

where

Y[Um, Lm
1:m]

= {γ1:m; Um ≥ γ and γr ≥ Lm
r for all r = 1, . . . ,m}.

It will be useful both in the remainder of this section and in
Sect. 5 to characterise Ym (9) in terms of Y (11). Moreover,
for m ≥ 0, m ∈ M and Ym is non-empty if and only if

Dm ≡ Dm(x1:n) = Um −
∑

r

Lm
r ≥ 0. (12)

Example 4 gives expanded expressions of the bounds of
Ym for a small sequence of observed data.

Example 4 (Bounds of Ym) Let x1, . . . , x7 be count data. If
m = 1 (m̄ = 2), then

⎧
⎪⎪⎨

⎪⎪⎩

U1 = min{x1, x1 + (x3 − x2), x1 + (x3 − x2) + (x5 − x4),
x1 + (x3 − x2) + (x5 − x4) + (x7 − x6)}

L1
1 = max{0, (x1 − x2), (x1 − x2) + (x3 − x4),

(x1 − x2) + (x3 − x4) + (x5 − x6)},
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whilst if m = 3 (m̄ = 4), then

⎧
⎪⎪⎨

⎪⎪⎩

U 3 = min{x1, x1 + (x5 − x4)}
L3
1 = max{0, (x1 − x2), (x1 − x2) + (x5 − x6)}

L3
2 = max{0, (x2 − x3), (x2 − x3) + (x6 − x7)}

L3
3 = max{0, (x3 − x4)}.
Figure 3 displays cartoon representations of Ym for m =

1, 2 and 3. For all m > 0, if non-empty, Ym is a convex
polyhedron in Fm , whose vertices are determined by the
bounds Um and Lm

1:m , and whose size only depends on m
and Dm for all m.

Given a sequence of observed data x1:n within a segment,
it was shown in (11) that the setsM andYm maybe expressed
in terms of the first observation �x1 = x1 − x0 = x1
and all of the subsequent the finite differences of the data.
Essentially, for all m, the larger the finite differences, or
jumps, are relative to x1, the smaller Ym becomes unless
the jumps happen to exhibit negative m̄-lagged autocorre-
lations. In particular, if the observed data x1:n consist of a
succession of gradual drifts, whose directions flip every m̄
time points, thenYm is large with respect to x1. Furthermore,
in order to stress that the size of the jumps must be consid-
ered relative to x1, we note that for all sequences x1:n such
that Ym is non empty for some m, and for all constant μ,
Dm(x1:n + μ) = Dm(x1:n) + μ, where x1:n + μ denotes the
sequence (xt + μ)nt=1.

4.2 Adding and removing data

To develop a sampling strategy for the latent variables, it
is important to determine how M and Ym , m ∈ M, may
change when data are added to, or removed from, an edge of
a segment. Proposition 1 guarantees that, for all sequences
of data, if there exist segment parameters γ1:m for some m,
then we can obtain valid parameters of the same dimension
for all sequences of data that could be obtained by removing
data from the beginning or the end of the original sequence.

Proposition 1 Let x1:n be observed data and 1 ≤ s ≤ t ≤ n.
Then M(x1:n) ⊆ M(xs:t ), and Ss−1[Ym(x1:n)] ⊆ Ym(xs:t )
for all m ∈ M(x1:n), where the shift map S is defined in
Definition 2. In particular, if s = 1 we have Ym(x1:n) ⊆
Ym(x1:t ).

Proof Suppose γ1:m = y(−m+1):0 ∈ Ym(x1:n) for some m ∈
M(x1:n). Let y1:n denote the latent variables obtained from
γ1:m and x1:n via (5). By definition of the shift map, the latent
variables obtained from
Ss−1[y(−m+1):0] = y(−m+s):(s−1) and xs:t via (5) are equal
to ys:t . Hence Ss−1[y(−m+1):0] ∈ Ym(xs:t ), and therefore
m ∈ M(xs:t ). ��

However, if some data are added to the beginning or the
end of a sequence of data for which we currently have valid

parameters γ1:m for some m, then it is not guaranteed that
m ∈ M for the extended sequence of data. For example, it
follows directly from (10) that, as more data are added to the
end of a segment, for all m, Um may only decrease and Lr

m
mayonly increase for all r , and thereforeYm = Y[Um, Lm

1:m]
may only shrink.

4.3 Different ranges of dependence

Given a segment of data, there is a non-negligible computa-
tional cost in verifying via (12) that some integer m belongs
to the corresponding setM. Hence, it is instructive to deter-
minewhether knowing that somem belongs toM can inform
whether some m′ �= m is also an element of M.

Suppose m ∈ M and 0 ≤ m′ ≤ m such that m̄′ divides
m̄ (written m̄′ | m̄), meaning m̄ = �m̄′ for some � > 0. Then
define a mapping

Jm′(γ1:m) =
⎛

⎝
�−1∑

j=0

γ j m̄′+1, . . . ,

�−1∑

j=0

γ j m̄′+m′

⎞

⎠

for aggregating the latent variables. Figure 4 displays a car-
toon representation of themapping. Thismapping is required
for the following proposition.

Proposition 2 For all m ∈ M, γ1:m ∈ Ym and m′ < m such
that m̄′ | m̄,

(i) m′ ∈ M and Jm′(γ1:m) ∈ Ym′ .
(ii) Jm′(Ym) = Y[Ũ , Jm′(Lm

1:m)] ⊂ Y[Um′
, Lm′

1:m′ ] = Ym′ ,

where Ũ = Um − ∑�−1
j=1 L

m
jm̄′ .

Proof See Appendix A.1. ��
To provide some intuition for Proposition 2, it is helpful to

consider the bounds given in Example 4, noting that 3+ 1 =
2(1 + 1) and that the finite differences appearing in L3

1 and
L3
3 for m = 3 coincide with the finite differences in L1

1 for
m = 1.

Proposition 2 says that for all m ∈ M it follows immedi-
ately that D(m) ⊂ M, where

D(m) = {m′ ∈ N0; m̄′ | m̄} (13)

consists of the integers m′ such that m̄′ divides m̄.

4.4 Asymptotic properties of the parameter space

In Sect. 4.2 it was shown that the parameter space may only
shrink as more data are observed within a segment. Proposi-
tion 3 sheds further light upon the asymptotic properties of
M and Ym for all m.
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Fig. 4 Cartoon representation
of the mapping of γ1:m ∈ Ym to
γ ′
1:m′ = Jm′ (γ1:m) ∈ Ym′ with

m = 5 and m′ = 2

Proposition 3 For m ∈ N0, suppose a sequence of latent
variables y−m+1, . . . , yn, and a sequence of observed data
x1, . . . , xn are generated from model (1), assuming some
density fm(· | θ) with support N0 or R+. As n → ∞, for
all m′ > 0,

Um′
(x1:n)

a.s.
−−→

{∑m′
r=1 γ ′

r if m′ ∈ D(m)

−∞ otherwise

Lm′
r (x1:n)

a.s.
−−→

{
γ ′
r if m′ ∈ D(m)

∞ otherwise

for all r = 1, . . . ,m′, with γ ′
1:m′ = Jm′(γ1:m), and thus,

almost surely, M(x1:n) converges to D(m) (13) and, for
all m′ ∈ D(m), Ym′(x1:n) = Y[Um′

, Lm′
1:m′ ] converges to

{γ ′
1:m′ }.

Proof See Appendix A.2. ��
Proposition 3 tells us that if some data are generated from

model (1) for some m > 0 and some initial latent variables
γ1:m , then almost surely, as the number of observations tends
to infinity, M converges to D(m) and Ym′ converges to a
set containing a unique sequence, namely the transformation
of γ1:m by Jm′ , for all m′ ∈ D(m). We note that the result
shows that both the structure in M and the transformation
identified in Proposition 2 are fundamental, and increasingly
important as the length of a changepoint segment increases.

Within the changepoint detection framework, it is appeal-
ing that, the more data are observed within a segment,
the more information the parameter space gives us about
the nature of the dependence within the segment, so that
a changepoint may be forced immediately upon observing
some data generated from a different dependency structure.

Recall that in Sect. 3.1 it was argued that the segment
parameters γ1:m may be considered as the unknown initial
conditions of a process governed by a difference equation.

m
, w

ith
 θ

=0
. 4
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Fig. 5 The colours indicate the proportion of simulations for which
m′ ∈ M, denoted Q(m′ ∈ M | n,m, θ), based on 50 simulations from
the moving-sum segment model for negative binomial data given in
Example 3 for m = 0, . . . , 30, n = 200, 400, 800 and θ = 0.4, 0.8

From this point of view, Proposition 3 says that, asymptoti-
cally, the uncertainty on the initial conditions vanishes.

An experiment was performed to illustrate Proposition 3.
For six different parameter configurations corresponding to
different fixed values of n and θ , and for allm in {0, . . . , 30},
we performed 50 simulations from the moving-sum segment
model for negative binomial data given in Example 3 with
r = 300. For all m′ ∈ {0, . . . , 30} we computed the pro-
portion of simulations for which m′ ∈ M, denoted Q(m′ ∈
M | n,m, θ). Figure 5 displays the results of the experiment.
As expected from Proposition 3, for all parameter choices it
is apparent that m′ ∈ M with estimated probability 1 for all
m′ ∈ D(m), and that Q(m′ ∈ M | n,m, θ) tends to decrease
asn increases for allm′ /∈ D(m).Moreover, three other trends
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are worth mentioning. First, Q(m′ ∈ M | n,m, θ) tends to
increase as m increases for all m′ /∈ D(m) given n and θ .
Second, it tends to be more likely form′

1 to be inM than for
m′

2 to be in M for all m′
1,m

′
2 /∈ D(m) such that m′

1 < m′
2.

Third, one may observe that Q(m′ ∈ M | n,m, θ) tends to
increase as θ increases for all m′ /∈ D(m) given all m and n.

5 Markov chain Monte Carlo changepoint
inference

For the Bayesian changepoint model given in Sect. 2.2,
the reversible jump Markov chain Monte Carlo (MCMC)
algorithm (Green 1995), which is a Metropolis-Hastings
algorithm suitable for target distributions of varying dimen-
sion, may be used to sample from the posterior distribution of
the positions of an unknown number of changepoints. Four
types of moves are considered to explore the support of the
target distribution: shift of a randomly selected changepoint;
change of a randomly chosen segment parameter; birth of a
new changepoint chosen uniformly over the time period; and
death of a randomly selected changepoint.

In this section, within the framework given in Green
(1995), we propose a strategy to sample from the posterior
distribution of changepoints when the moving-sum model
defined in Sect. 2 is assumed for each segment. To address
the challenges that the dimensions of the segment parameters
are unknown and that the segment parameter space depends
on the observed data within each segment, we exploit the
analysis of the segment parameter space in Sect. 4.

5.1 Description of the sampler

Suppose that the latest particle of the sample chain consists
of k changepoints, whose positions are τ1:k , and (k + 1) seg-
ment parameters. For segment j , recall from Sect. 3.2 that
we assume the latent variable density parameter θ j may be
marginalised, and thus the segment parameters consist of
the order of dependence m j and the initial latent variables
γ j,: ≡ γ j,1:m j = (γ j,1, . . . , γ j,m j ). To explore the support
of the target distribution, we propose the next element of the
chain via one of the following moves.

5.1.1 Shift move

The shift move proposes to modify the position of one ran-
domly chosen changepoint. The index j is uniformly chosen
from {1, . . . , k}, and a new position τ ′

j is uniformly sam-
pled from {τ j−1 + 1, . . . , τ j+1 − 1}. The parameters m j ,
m j+1 and γ j,: are not modified and we replace γ j+1,: by
γ ′
j+1,: = Su(γ j+1,:), with u = τ ′

j − τ j .
As noted in Sect. 4.2, when the support of fm(· | θ) is

bounded, the move may be rejected because the updated

latent variables are unvalid: If the length of the j-th segment
is reduced by the shift move, i.e. τ ′

j − τ j is negative, then
it is guaranteed that γ j,: remains a valid sequence of initial
latent variables but not that γ ′

j+1,: is valid for the extended
( j + 1)-th segment; one the other hand, if τ ′

j − τ j is positive
then the sequence γ ′

j+1,: is valid but it must be checked that
γ j,: is valid for the extended j-th segment.

5.1.2 Sampling a segment parameter

Asegment j is uniformly chosen amongst the k+1 segments,
and the corresponding segment parameters are changed:
Either sample the initial latent variables conditional on the
order of dependence that is left unchanged; or the order of
dependence is sampled and thus the initial latent variables
must be adapted. Here, the focus is on one segment only,
and therefore we temporarily drop the segment index j from
the notation as in Sect. 4, and the data observed within the
segment are denoted by x1, . . . , xn , where n = τ j − τ j−1.

An approximation to the posterior distribution of�

First, we consider an approximation to the posterior distri-
bution of θ that will be useful to build proposals for m and
γ1:m . In the absence of knowledge on m and γ1:m , motivated
by computational considerations, it is interesting to consider
the posterior distribution of θ conditional on m = 0. When
the data are assumed to be exchangeable, by conjugacy of
the prior for θ , the posterior distribution of θ is tractable,

π̂(θ | x1:n) = π(θ |m = 0, x1:n).

Based on this approximation, a natural estimator for θ is

θ̂ = arg maxθ π̂(θ | x1:n).

Updating �1:m conditional onm

The move consists in proposing γ ′
1:m conditional on m and

γ1:m . Recall from Sect. 4.1 that, conditional on the observed
data, the support of the initial latent variables isYm , and note
that γ1:m ∈ Ym if and only if, for all r = 1, . . . ,m, γr ∈ Yr

m
where

Yr
m =

⎧
⎨

⎩γr ∈ F | Lm
r ≤ γr ≤ Um −

∑

i �=r

γi

⎫
⎬

⎭ ,

if F is bounded and Yr
m = F if F is unbounded.

We consider two distinct scenarios based on the nature of
the latent variables. If the latent variables are discrete valued,
then γ ′

1:m are proposed via Gibbs sampling. It follows from

123



Statistics and Computing (2022) 32 :110 Page 11 of 19 110

the discussion in Sect. 3.2 that, for all r = 1, . . . ,m, the full
conditional distribution of γr is

π(γr |x1:n, γ−r ,m) ∝ L(x1:n, γ1:m |m)1Yr
m
(γr ),

where γ−r = (γ1, . . . , γr−1, γr+1, . . . , γm). If the domain of
the latent variables is continuous, then Gibbs sampling is not
possible in general; instead, for all r = 1, . . . ,m, sample γ ′

r
from the distribution with step function density

q(γr |x1:n, γ−r ,m) ∝
N∑

i=1

L(γ1:m, y1:n|m)1[γ (i),γ (i+1))(γr ),

(14)

where γ (1) < · · · < γ (N ) form an equally spaced grid on the
largest interval Yr∗

m ⊆ Yr
m satisfying

∫

yr∈Yr∗
m

fm(γr | θ̂ )dγr ≤ η.

The greater N > 1 and 0 < η < 1, themore accurate the step
function approximation of the full conditional distribution of
γ ′
r in (14). The tuning parameters N and η can be chosen via
pilot runs investigating the trade-off between precision and
computational cost.

Updatingm and �1:m

Whenm is replaced by somem′, it is necessary thatm′ ∈ M
for the move to have a positive probability of being accepted,
and we must propose some revised initial latent variables
γ ′
1:m′ .
To sample m′, whose full conditional distribution is not

tractable in general, we consider a proposal distribution that
relies on the following observations: the joint likelihood of
the jumps (∇xt ) defined in (3) is not tractable in general due
the dependence of the jumps; yet, the jumps are identically
distributed with mean E[∇xt ] = 0 and variance V [∇xt ] =
2g(θ,m) for some function g that depends on the marginal
distribution of the latent variables fm(· | θ); and therefore the
approximation of the likelihood of the jumps

L̂(∇x1:n|θ̂ ,m) =
∏

t

φ
(
∇xt |0, 2g(θ̂ ,m)

)
,

where φ(.|μ, σ 2) is the density function of the normal distri-
butionwithmeanμ and variance σ 2, is tractable and depends
onm. The proposed order of dependencem′ is sampled from
the distribution with probability mass function

q(m′|∇x1:n) ∝ L̂(∇x1:n|θ̂ ,m′)π(m′)1M(m′).

Then, according to Sect. 5.1.2, γ ′
1:m′ is proposed conditional

on m′ and γ ∗
1:m′ , where

γ ∗
1:m = arg max γ ∗

1:m′ ∈Ym′
∏

r

fm′
(
γ ∗
r |θ̂

)

is an estimator of the initial latent variables inYm′ that can be
derived efficiently but does not take into account the depen-
dence of the data.

5.1.3 Death and birth moves

If a death move is proposed, an index j of one element of
τ1:k is uniformly chosen, and the corresponding changepoint
is removed, resulting in k′ = k − 1 changepoints with posi-
tions τ ′

1:k′ = (
τ1, . . . , τ j−1, τ j+1, . . . , τk

)
. The parameters

corresponding to the segments that are not impacted by the
move are re-indexed but kept unchanged, and it is natural to
propose the parameters for the j-th segment resulting from
τ ′
1:k′ , namely (m′

j , γ
′
j,:), based on the parameters of either

the original j-th or ( j + 1)-th segment. Specifically, let i be
either the index j or j + 1 with probability proportional to
the length of the segment with index i , and then setm′

j tomi ,

and γ ′
j,: to S(τ j−τi )(γi,:). Note that the death move may then

be seen as the extension of one of the segments on either side
of the deleted changepoint.

The above death move may be reversed by the follow-
ing birth move. Draw τ ′

j uniformly from {2, . . . , T } \ τ1:k ,
and obtain τ ′

1:k′ by inserting τ ′
j into τ1:k at the j-th position,

resulting in k′ = k+1 changepoints. Let i be either the index
j or j+1with probability proportional to τ ′

i −τ ′
i−1. Setm

′
i to

m j and γ ′
i,: to S(τ ′

i −τ ′
j )(γ j,:), and finally propose the segment

parameters of the new segment using the approach given in
Sect. 5.1.2.

5.2 Sampler initialisation

To speed-up the convergence of the sampler for the moving-
sum changepoint model, the sample chain is initialised as
follows: the changepoint parameters are set to be the change-
point estimates corresponding to the standard changepoint
model; and, for each segment, the order of dependence is set
to 0. Hence, the sampler begins with a sensible positioning
of the changepoints obtained at a limited computational cost.

5.3 Parameter estimation

To give an account of the posterior distribution of change-
points, following Green (1995), it is natural to consider the
posteriormarginal distributionof the number of changepoints
k, the posterior distribution of the changepoint positions
τ1:k conditional on k, and the posterior distribution of the
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orders of dependence m1:k+1 conditional on (k, τ1:k). How-
ever, for some applications such as cyber security where
timely investigations rely on succinct representations of
the most probable changepoints, it will also be of interest
to report a point estimate (k̂, τ̂1:k̂, m̂1:k̂+1) for the param-
eters (k, τ1:k,m1:k+1). In this article, the point estimate
(k̂, τ̂1:k̂, m̂1:k̂+1) is defined as follows: k̂ is the MAP number
of changepoints; τ̂1:k̂ are the MAP changepoint positions of

dimension k̂; and m̂1:k̂+1 are the MAP orders of dependence

conditional on MAP changepoint parameters (k̂, τ̂1:k̂).

5.4 Validating the estimated orders of dependence

Appendix C details an importance sampling approach to esti-
mating the posterior distribution of the order of dependence
within a segment. Conditional onMAP changepoint parame-
ters obtained via MCMC, it can be used to validate the MAP
orders of dependence.

6 Simulation study

This section describes a simulation study that demon-
strates the benefits of the moving-sum changepoint model
in comparison to changepoint models that assume the data
are exchangeable within segments, namely the standard
Bayesian changepoint model (2) and PELT (Killick et al.
2012), andmodels that detect abruptmean changes in normal
data subject to local fluctuations and autocorrelated noise,
namely DeCAFS (Romano et al. 2021) and WCMgSa (Cho
and Fryzlewicz 2021).

6.1 Synthetic data

Different scenarios were assumed to sample time series
of length T ∈ {1200, 3200, 5200, 7200, 9200} from the
moving-sumchangepointmodelwith segmentmodel defined
in Example 1: within each segment, the data arem-dependent
and marginally normally distributed with mean μ and vari-
ance σ 2 for some segment specific parameters m, μ and
σ 2. Different scenarios were considered for the number of
changepoints k ∈ {0, 1, 3, 5, 7, 9}, and changepoint posi-
tions τ1:k were specified such that, for all j = 1, . . . , k,
τ j = � jT /(k + 1)� + u j for some u j drawn uniformly
from {−�T /(2k + 2)�, . . . , �T /(2k + 2)�}, so that segment
lengths may be uneven. The orders of dependence for each
segment were sampled independently fromGeometric(ν) for
some 0 ≤ υ ≤ 1; let ῡ = (1 − υ)/υ denote the expected
order of dependence for each segment. The segment mean
parameters are set such that, for all j = 1, . . . , k + 1,
μ j = μ if j is odd and −μ otherwise, for some μ ∈ R.
The segment parameters σ−2

1 , . . . , σ−2
k+1 were sampled inde-

pendently from Gamma(α0, 100) for some α0 > 0. A grid
of parameters such that υ ∈ {1, 0.33, 0.2, 0.1, 0.06}, μ ∈
{0.5, 1, 2, 4, 8} and α0 ∈ {1, 5, 10, 25, 50, 75} was consid-
ered for the experiments. For each scenario, 10 simulations
were performed.

6.2 Model comparison

For each simulation, different models were used to infer
changepoint estimates from thedata: themoving-sumchange-
point model assuming different hyperparameters, the stan-
dard changepoint model (2), DeCAFS, PELT with different
penalties, and WCMgSA.

For the moving-sum changepoint model, the data within
segments are assumed to follow the model given in Exam-
ple 1 with α = α0, β = 100 and λ = 0.05β/α; and the prior
for the orders of dependence is assumed to be Geometric(ρ)

for ρ ∈ {0.01, 0.1, 0.5}. Ten independent sample chains of
size 20000, after a burn-in of size 10000, were obtained via
theMCMCalgorithmdescribed in Sect. 5with tuning param-
eters N = 100 and η = 0.99 for the proposal of the initial
latent variables (14). Changepoint estimates obtained from
each independent sample chain, as described in Sect. 5.3,
will be compared to assess the convergence of the sampler.
Moreover, for the standard Bayesian changepoint model,
changepoint estimates are obtained as for the moving-sum
changepoint model with the only difference that, for each
segment, we fix the order of dependencem = 0, ensuring the
data are assumed to be exchangeable. For PELT, we used the
default implementation in the R package changepoint (Kil-
lick and Eckley 2014) with the MBIC penalty rescaled by a
constantφ ∈ {0.5, 1, 1.5}; as the penalty increases, more evi-
dence is required from the data to flag changepoints. Finally,
for DeCAFS and WCMgSA, changepoints were estimated
with the default implementations described in Romano et al.
(2021) and in Cho and Fryzlewicz (2021), respectively.

To compare changepoint estimations,we use the F1 score.
A changepoint τ is said to be detected if there is an estimated
changepoint τ̂ such that |τ − τ̂ | ≤ ε for some error tolerance
of size ε = 5. Given some changepoints, the F1 score of the
changepoint estimates is

F1 = 2PR

P + R
∈ [0, 1],

where R and P denote the recall, the proportion of simulated
changes that are detected, and the precision, the proportion
of detected changes that are correct, respectively. The greater
the F1 score, the better the estimation. To compare the three
changepoint models of interest, for each simulation the F1
score was computed for each estimation of the simulated
changepoints (k, τ1:k).
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Fig. 6 Variance of the MAP number of changepoints for the moving-
sum model computed using the first M elements of sample chains
obtained via the proposed MCMC algorithm for varying number of
observations T , number of changepoints k and expected order of depen-
dence ῡ for each segment

6.3 Sampler convergence

Recall from Sect. 6.1 that ten independent sample chains
for the moving-sum changepoint model were obtained via
the proposed MCMC algorithm for each time series anal-
ysed. Figure 6 displays the variance of the MAP number
of changepoints obtained for the moving-sum model com-
puted using the first M elements of the sample chains for a
collection of scenarios; results are similar for other scenar-
ios. As M increases, the variances tend to 0, suggesting the
samplers converge; a burn-in of size 10000 seems adapted
to all scenarios considered. The rate of convergence tends
to decrease with the number of observations T and with the
expected order of dependence v̄ for each segment, but tends
to increase with the number of changepoints k.

Moreover, to illustrate the benefits of the sampler initiali-
sation proposed in Sect. 5.2 we assess the convergence of the
sampler for one randomly selected simulation with k = 7.
Following Sect. 5.2, the ten independent sample chains for
the moving-sum changepoint model were initialised with
the changepoint estimates corresponding to the standard
changepoint model. For comparison purposes only, twenty
extra independent sample chains, initialised with randomly
selected changepoint parameters such that 0 ≤ k ≤ 20,
were computed for the moving-sum model, as described in
Sect. 6.2. Figure 7 displays the thirty independent sample
chains for the number of changepoints k. All sample chains
converge to the same number of changepoints, namely k = 7,
and the ten sample chains corresponding to our proposed ini-
tialisation, indicated in blue, converge faster, illustrating the
benefits of our proposed sampling strategy.

6.4 Runtime

The moving-sum changepoint model is computationally
more demanding than the standard changepoint model due
to the need to propose orders of dependence and initial latent
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Fig. 7 Thirty independent sample chains for the number of change-
points, obtained via the MCMC algorithm for the moving-sum change-
point model, for one selected time series with k = 7. In blue: ten
sample chains initialised with the proposed initialisation strategy. In
grey: twenty sample chains initialised with randomly selected change-
point parameters such that 0 ≤ k ≤ 20
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Fig. 8 Average runtime in seconds per iteration for the MCMC algo-
rithm for the moving-sum changepoint model for varying number of
observations T , number of changepoints k and expected order of depen-
dence ῡ for each segment

variables. For our Python implementations, which could be
optimised, the runtime is on average 8 times greater for the
moving-summodel than for the standard changepoint model,
but this could greatly vary for different implementations.
Here it is of interest to demonstrate how runtimes are affected
by different model parameters. Figure 8 displays the average
runtime of an iteration of the MCMC algorithm for a col-
lection of scenarios for the moving-sum changepoint model.
The runtime increases linearly with the number of observa-
tions T and with the expected order of dependence v̄ for
each segment, but does not tend to increase with the num-
ber of changepoints k. Hence, settings with large segments
where the order of dependence is high may be computation-
ally demanding.

6.5 Results

Figure 9 displays the average F1 score of the changepoint
models of interest for different scenarios considered in the
study. The corresponding average precisions and recalls are
displayed in Figs. 11, 12. For each scenario, the moving-sum
model outperforms the other changepoint models of interest.
Similar results for each ρ demonstrate the model is robust to
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Fig. 9 Average F1 scores of changepoint estimates for the change-
point models of interest (STD for the standard changepoint model (2);
MVρ for the moving-sum changepoint model with hyperparameter ρ

for orders of dependence; PELTφ for PELT with MBIC penalty scaled
by φ; WCM for WCMgSa; and DeCAFS) for a collection of scenarios
considered in the study

the choice of ρ. Results show that a decrease in performance
can be observed whenμ is low, that is when themagnitude of
mean changes is small; when σ0 is low, meaning the variance
of the data is large; and when υ is low, that is when the mean
and variance of orders of dependence is high.

The standard changepoint model and PELT assume data
are exchangeable within segments, and consequently their
segmentations of the simulated data are not satisfactory. In
particular, F1 scores decrease as the orders of dependence
increase because more changepoints are fitted than neces-
sary. For PELT, as the penalty increases, F1 scores tend to
increase because more evidence is required from the data to
flag changepoints. For the standard changepoint model, F1
scores are satisfactory when υ = 1, that is when simulated
data are exchangeable within segments.

The performances of DeCAFS and WCMgSA, which
admit datamay not be exchangeable within segments, tend to
be relatively good when k = 0, but they tend to deteriorate as
the number of segments increases. In particular, for k > 0,
F1 scores decrease as υ or σ0 decrease, because DeCAFS
and WCMgSA assume that the dependence structure of the
data is the same for each segment and that the mean of the
data, but not their variance, change from one segment to the
next.

Results demonstrate the moving-sum changepoint model
may capture various temporal dynamics ofm-dependent data
within segments that challenge the other changepoint models
considered in the simulation study.

7 Applications

Two applications are considered to demonstrate the benefits
of the proposed changepoint model for non-exchangeable
data: computer network monitoring via change detection in
count data, and detection of breaks in daily prices of a stock.

For each application, the moving-sum changepoint model
is compared with the standard changepoint model for
exchangeable data within segments (2). For each model,
changepoint estimates from five independent samples of size
50 000 were obtained via the MCMC algorithm proposed in
Sect. 5, with a burn-in of 10 000 iterations; changepoint esti-
mates were identical for all independent chains, suggesting
the sampler converged. Moreover, since DeCAFS is not suit-
able for count data (Romano et al. 2021), the moving-sum
model is compared with DeCAFS for the daily stock prices
only.
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three models: moving-sum, standard and DeCAFS changepoint mod-

els. Numbers in red indicate the MAP order of dependence m for each
segment for the moving-sum changepoint model

7.1 Change detection in enterprise-wide computer
network traffic

A cyber attack typically changes the behaviour of the tar-
get network. Therefore, to detect the presence of a network
intrusion, it can be informative to monitor for changes in
computer network traffic.

Turcotte et al. (2017) presents a data set summarising
90 days of network events collected from the Los Alamos
National Laboratory enterprise network, which is available
online at http://lanl.ma.ic.ac.uk/data/2017/. Each recorded
network event gives the start time and the duration of a trans-
fer of packets from a network device to another. In addition,

a destination port is associated to each network event, which
describes the purpose of the transfer of packets: for exam-
ple, web, email, remote login or file transfer. For the purpose
of this article, events that do not correspond to the 100 most
recurrent destination ports in the datawere discarded, thereby
restricting the analysis to the most common network activi-
ties.

It can be informative to monitor for temporal changes in
counts of network events. For demonstration purposes, we
consider the data x1, . . . , xT where, for all t , xt denotes the
number of network events that are in progress across the
network during the t-th second between 10:00 and 10:20 on
day 22 of the data collection period. The data are displayed
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in Fig. 1. It is of interest to detect temporal changes in the
distribution of x1, . . . , xT .

Twomodels are used to estimate changepoints for the net-
work data: the moving-sum and the standard changepoint
model. For each changepoint model, the segment model for
negative binomial data defined in Example 3 is assumed
with α = 3, β = 1 and r = 3000. For each segment,
m ∼ Geometric(0.1) for the moving-sum model, andm = 0
for the standard changepoint model.

Figure 1 displays the changepoint estimates for each
model, and the MAP segment orders of dependence for the
moving-sum changepoint model. No labels are available to
indicate the optimal segmentation for these data, butwe argue
that the moving-sum model gives a more suitable segmenta-
tion of the data than the standard changepoint model. Both
changepoint models detect clear discontinuities, such as the
ones observed near the 420th and 880th s, that correspond to
behavioural changes of the network that are sufficiently dras-
tic that cyber-analysts may want to investigate whether they
correspond to malicious activities. However, local temporal
correlations and small fluctuations, such as the ones between
the 100th and 380th s, and the one between the 500th and
550th s, which is characterised by a small decrease quickly
followed by a symmetric increase in the mean, give rise to
changepoints for the standard model but not the moving-
sum changepoint model. Such local temporal correlations
and small fluctuations may be caused by normal temporal
dynamics of the network behaviour that are less of interest to
cyber-analysts, for example standard transfers of large data
across networks that involve dividing the data into batches,
routing and queueing steps, which may lead to temporal
correlations in traffic volumes. Hence, the proposed change-
point model results in a segmentation of the data that is more
adapted to network monitoring.

7.2 Change detection in financial time series

For economists and investors, it can be of interest to detect
changepoints in financial time series, such as daily prices of a
stock. Changes can be monitored to assess the impact of eco-
nomic policies, or can indicate shifts in market behaviours. It
is often reductive to assume the data are exchangeable within
segments.

For demonstration purposes, this article considers the
price of the stock Sainsbury plc (SBRY.L). For all t , let xt be
the closing price of the stock SBRY.L at the t-th day between
20th February 2006 to 16th November 2010. The data
x1, . . . , xT , which are available online at finance.yahoo.com,
are displayed in Fig. 10. The stock data are subject to changes
that may be associated with takeover bids and the 2008
financial crisis: on 2nd February 2007 major private equity
groups reveal they are considering a bid for Sainsbury plc;
on 5th November 2007 takeover bids are abandoned in the

wake of the global credit crunch; November 2008 ends a
period of major uncertainty in financial markets; in August
2009 major decisions to develop the business are announced,
including acquisitions of new shops and important increase
in workforce; and, on 7th July 2010 a possible takeover bid
is announced by Qatari investors.

Three models are considered for the data: the moving-
sum changepoint model, the standard changepoint model,
and DeCAFS using an inflated BIC beta penalty as suggested
in Romano et al. (2021). For the moving-sum and the stan-
dard changepoint models, the segment model for normal data
defined in Example 1 is assumed with α = 7, β = 1, μ0 =
350 and λ = 1. For each segment, m ∼ Geometric(0.1) for
the moving-sum model, and m = 0 for the standard change-
point model.

Figure 10 displays the changepoint estimates for each
model of interest. All models detect changes associated with
takeover bids on 2nd February 2007 and 5th November
2007. In contrast with the standard changepoint model, the
moving-sum changepoint model captures temporal dynam-
ics of the stock price, and therefore market trends are not
unnecessarily segmented. For example, smooth drifts of the
stock price, such as the ones before 2nd February 2007 and
between 5th November 2007 and 26th November 2008, give
rise to multiple changepoints for the standard model but not
for the moving-sum model. Moreover, the proposed model
detects changes in the mean as well as changes in the level
of dependency of the data, so that it detects both shifts in
price levels and changes in the temporal dynamics of prices,
which are both of interest to financial analysts. In contrast
with DeCAFS, the moving-sum changepoint model detects
the change associated with the takeover bid on 7th July 2017,
and perhaps less importantly, the change in August 2009
associated with business developments after the financial cri-
sis. The estimated orders of dependence for the moving-sum
model vary greatly across segments, suggesting prices have
been subject to distinct market dynamics. In particular, the
order of dependence decreases drastically inNovember 2008,
marking the end of strong market dynamics associated with
the 2008 financial crisis, and it increases again in July 2017 as
the announcement of a takeover bid leads to increased mar-
ket activity. MAP orders of dependence obtained viaMCMC
were validated with the method proposed in Sect. 5.4 condi-
tional onMAPchangepoint parameters obtained viaMCMC:
estimates are identical for each segment except for the sec-
ond one where the importance sampling approach gives 39
instead of 38.

8 Discussion

Standard changepoint models, which typically assume data
are exchangeable within each segment, may be inadequate
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when data are subject to local temporal dynamics, often
resulting in many more changepoints being fitted than is
preferable. This article proposes a novel changepoint model
that relaxes the assumption of exchangeable data within seg-
ments, reducing the excess fitting of changepoints.

The proposed model supposes that within each segment
the data are m-dependent and identically distributed condi-
tional on some parameter θ , where both θ and m ≥ 0 are
unknown and vary between segments. The proposed model
is suitable for count data, which is rarely the case for change-
point models robust to non-exchangeable data. The benefits
of the model are demonstrated on both synthetic and real
data.

Futurework could consider amodel extension relaxing the
assumption that both m and θ change at each changepoint;
changepoint parameters could be augmented with indicator
vectors specifying for each changepoint if only m, only θ or
both m and θ change. The MCMC algorithm would need to
be adapted to sample indicator vectors alongside changepoint
parameters.

Other future work could also consider building alternative
segment models that are robust to other possible dependence
structures within segments.

Author Contributions All authors declare no financial or non-financial
interests directly or indirectly related to this work. All authors have
equally contributed to conceive the presented ideas. K.H. wrote the
manuscript with input from all authors.

Code availability The python code used for this work is available in the
GitHub repository karl-hallgren/mvsum.

Open Access This article is licensed under a Creative Commons
Attribution 4.0 International License, which permits use, sharing, adap-
tation, distribution and reproduction in any medium or format, as
long as you give appropriate credit to the original author(s) and the
source, provide a link to the Creative Commons licence, and indi-
cate if changes were made. The images or other third party material
in this article are included in the article’s Creative Commons licence,
unless indicated otherwise in a credit line to the material. If material
is not included in the article’s Creative Commons licence and your
intended use is not permitted by statutory regulation or exceeds the
permitted use, youwill need to obtain permission directly from the copy-
right holder. To view a copy of this licence, visit http://creativecomm
ons.org/licenses/by/4.0/.

Appendix

A Proofs

A.1 Proof of Proposition 2

(1) For all n and for all reals z1, z2, . . . , zn ,

min{z1, . . . , zn} = −max{−z1, . . . ,−zn},

and therefore Um = x1 − Lm
m+1 for all m by definition

(10). Moreover, for all � and for all reals (zi j ),

�∑

i=1

max{0, zi1, zi2, zi3, . . .}

≥ max

⎧
⎨

⎩0, z11, z11 + z21, z11 + z21 + z31, . . . ,
∑

j

�∑

i=1

zi j

⎫
⎬

⎭ ,

and therefore, with � such that m + 1 = �(m′ + 1)
and using the notations introduced in (10), for all r =
1, . . . ,m′ + 1,

�−1∑

j=0

Lm
j(m′+1)+r

=
�−1∑

j=0

max

⎧
⎨

⎩0,�x j(m′+1)+r , . . .

κ j m̄′+r∑

q=0

�x(q�+ j)(m′+1)+r

⎫
⎬

⎭

≥ Lm′
r .

As a result, for all γ1:m such that Um ≥ ∑
r γr and

γr ≥ Lm
r for all r = 1, . . . ,m, that is γ1:m ∈ Ym , it

follows that

Um′ = x1 − Lm′
m′+1 ≥ x1 −

�−1∑

j=0

Lm
j(m′+1)+(m′+1)

= Um −
�−2∑

j=0

Lm
( j+1)(m′+1)

≥
(

m∑

r=1

γr

)
−

�−2∑

j=0

γ( j+1)(m′+1)

=
m′∑

r=1

γ ′
r

and γ ′
r ≥ ∑

j L
m
j(m′+1)+r ≥ Lm′

r for all r = 1, . . . ,m′,
that is γ ′

1:m′ ∈ Ym′ .
(2) Follows from (1).
(3) It is immediate from the definition of Jm′ that the

transformation between γ1:m and (γ ′
1:m′, γ(m′+1):m) is

one-to-one and its Jacobian is equal to 1. Now, for all
γ ′
1:m′ ∈ Jm′(Ym), it is of interest to characterise the set

of γ(m′+1):m such that (γ1:m′, γ(m′+1):m) ∈ Ym , with

γr = γ ′
r −

�−1∑

j=1

γ j(m′+1)+r
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for all r = 1, . . . ,m′. Recall that Ym = Y[Um, Lm
1:m],

where Y is defined in (11), and observe that

γ ′
r − Lm

r ≥ γ ′
r − γr =

�−1∑

j=1

γ j(m′+1)+r

for all r = 1, . . . ,m′. As a result, the set of interest
consists of the γ(m′+1):m such that

(
γ j(m′+1)+r

)
j>0 ∈ Y

[
γ ′
r − Lm

r , (Lm
j(m′+1)+r ) j>0

]

for all r = 1, . . . ,m′ and

(
γ j(m′+1)

)
j>1 ∈ Y

[
Um −

∑

r

γ ′
r , (Lm

j(m′+1)) j>1

]
.

A.2 Proof of Proposition 3

Note that (3) and (4) imply that �xt = −�(m+1)yt+1 for all
t . Hence, by definition of the bounds in (10), for all n,

Lm′
r (x1:n)

= max

⎧
⎨

⎩0,−�(m+1)yr+1, . . . ,−
κr (n)∑

q=0

�(m+1)yq(m′+1)+r+1

⎫
⎬

⎭ ,

(15)

with κr (n) defined to be the largest q ∈ N0 such that q(m′ +
1) + r + 1 ≤ n, for all r .

If m′ ∈ D(m), that is there is some � > 0 such that
m + 1 = �(m′ + 1), then for all q,

�(m+1)yq(m′+1)+r+1 = yq(m′+1)+r+1 − y(q−�)(m′+1)+r+1,

andwenote thatq(m′+1)+r+1 = (q+�−�)(m′+1)+r+1.
Therefore

Lm′
r (x1:n) =

⎛

⎝
�−1∑

q=0

y(q−�)(m′+1)+r+1

⎞

⎠ − Bn = γ ′
r − Bn,

where

Bn = min

⎧
⎨

⎩

j−1∑

q= j−�

yq(m′+1)+r+1, j = 0, . . . , κr (n)

⎫
⎬

⎭

is a random variable that converges almost surely to 0, since
it is non-increasing and converges in probability to the infi-
mum of the support of fm( · |θ) which is 0. Hence Lm′

r (x1:n)
converges almost surely to γ ′

r .
However ifm′ /∈ D(m) then for allq1, q2 ∈ {0, . . . , κr (n)},

we have that q1(m′ + 1)+ r + 1 = q2(m′ + 1)+ r + 1 if and
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only if q1 = q2, so that no cancellations occur in (15). Hence
Lm′
r (x1:n), which is non-decreasing, converges almost surely

to the supremum of the support of fm( · |θ) which is ∞.
Finally, the results on the upper bound then follow from

the observation that

Um′
(x1:n) = x1 − Lm′

m′+1(x1:n)

=
⎛

⎝
m′∑

r=1

γ ′
r

⎞

⎠ +
⎛

⎝
�−1∑

q=0

y(q−�+1)(m′+1)+1

⎞

⎠

−Lm′
m′+1(x1:n).
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B Simulation study

Figures 11, 12 display the average precisions and recalls of
the changepoint estimations that correspond to the F1 scores
displayed in Fig. 9, which are discussed in Sect. 6.5.

C Order of dependence estimation

The sampling algorithm proposed in Sect. 5 can be used to
estimate changepoint parameters as well as orders of depen-
dence within segments. This section proposes an approach to
estimate the posterior distribution of the order of dependence
within a segment, which may be used to validate MCMC
based estimations of orders of dependence conditional on
MAP changepoint parameters.

Let x1, . . . , xn be some data observed within a single seg-
ment, assuming the moving-sum model defined in Sect. 2.1
for some m ≥ 0 and θ . The posterior density of m,
π(m|x1:m) ∝ π(m)Im1M(m), where

Im =
∫

γ1:m∈Ym

L(x1:n, γ1:m | m)dγ1:m

is not tractable in general. However, an importance sampling
estimate of Im can be computed for each m, as described
below, to obtain an approximation to the posterior density
of m. Given N samples γ

(1)
1:m, . . . , γ

(N )
1:m from the distribution

with density

q(γ1:m) =
m∏

�=1

fm(γ� | θ̂ ),

where θ̂ is the MAP estimate of θ , which is tractable by
conjugacy of θ ,

Îm = 1

N

N∑

i=1

L
(
x1:n, γ (i)

1:m | m
)

q
(
γ

(i)
1:m

)

is an estimator of Im that converges almost surely to Im as N
tends to infinity. The posterior density ofm can be estimated
by the density

π̂(m|x1:m) ∝ π(m) Îm1M(m).
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