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Abstract—The deployment of smart hybrid heat pumps
(SHHPs) can introduce considerable benefits to electricity systems
via smart switching between electricity and gas while minimizing
the total heating cost for each individual customer. In particular,
the fully-optimized control technology can provide flexible heat
that redistributes the heat demand across time for improving
the utilization of low-carbon generation and enhancing the
overall energy efficiency of the heating system. To this end,
accurate quantification of preheating is of great importance
to characterize the flexible heat. This paper proposes a novel
data-driven preheating quantification method to estimate the
capability of heat pump demand shifting and isolate the effect
of interventions. Varieties of fine-grained data from a real-world
trial are exploited to estimate the baseline heat demand using
Bayesian deep learning while jointly considering epistemic and
aleatoric uncertainties. A comprehensive range of case studies
are carried out to demonstrate the superior performance of the
proposed quantification method and then, the estimated demand
shift is used as an input into the whole-system model to investigate
the system implications and quantify the range of benefits of
rolling-out the SHHPs developed by PassivSystems to the future
GB electricity systems.

Index Terms—Baseline estimation, demand response, deep
learning, power system economics, smart hybrid heat pumps.

I. INTRODUCTION

DECARBONIZING the heat sector through electrification
will lead to significant increases in peak electricity

demand and therefore drive substantial low carbon electricity
generation investment and distribution network reinforcement
[1]. In this context, the deployment of smart hybrid heat
pumps can significantly enhance the capability of the system to
integrate and more effectively utilize low-carbon generation,
provide balancing services (frequency response and reserve
services), reduce low-carbon generation requirements, and
eliminate investment in additional generating capacity needed
for maintaining system security and distribution network rein-
forcement [2].

Conventionally, hybrid heat pump (HHP) is controlled ei-
ther on a time-switch, which may result in an inefficiently
high temperature of heating water, or on a constant weather-
compensated heating water temperature, which renders redun-
dant heat loss during the midnight [3]. To address these issues,
a fully-optimized control strategy with predictive demand-
side management and proactive consumer engagement was
developed in the Freedom project [4] based on Predictive
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Demand Control (PDC) technology that aims to optimize the
performance of the heating system over the upcoming day and
minimize energy consumption and energy cost while satisfying
the comfort requirement for each individual customer. More
specifically, smart control allows the heat pump to run gently
using PDC and to gradually ramp up the heat pump overnight
via a dynamically controlled flow temperature. Additionally,
the smart control technology enables the HHP to learn the
thermal characteristics of the property and then build a specific
model for this property and heat system. For traditional HHP,
control is conducted by switching between electricity and gas
only based on external temperature. However, for the smartly
controlled heating systems, the dynamic control approach
enables it possible to make COP influenced by the heating
water temperature as much as the external temperature. Based
on building thermal inertia, smart control provides the benefits
of enhancing demand flexibility and reducing the total bill for
customers by self-diagnosing cost-efficient demand reduction
measures that could be applied to the home to increase fabric
storage. More information regarding the considered smart
control technology can be found in [5].

As one of the critical benefits, flexible heating provided by
such fully-optimized control technology is based on preheating
that involves heating the households earlier than would be
done otherwise while utilizing inherent heat storage in the
fabric of the houses. The volume of demand shifted through
preheating is used as a proxy to quantify the flexibility of
shifting HHP demand in time in response to price signals.
The flexibility of SHHPs based on switching between elec-
tricity and gas can be used to reduce peak demand and the
corresponding investment in additional generation and network
reinforcement. Preheating is also a strategy that redistributes
heat demand across time in order to improve utilization of low-
carbon generation and enhance the overall energy efficiency of
the heating system. In particular, preheating is fundamentally
driven by the external temperature and the ratio of gas and
electricity prices, denoted by the gas cost ratio (GCR); a higher
GCR value will activate the electric heat pump to supply
the heat demand, whereas a lower GCR value (i.e., higher
electricity price) will enable the heat demand supplied by the
gas boiler. Given the above preheating could give the char-
acteristics of fabric of building and perhaps preheating could
be estimated for other conditions i.e. external temperatures.
This could be then used, for example for, analysis of benefit
of preheating if conventional HP are installed as well.

To accurately quantify the preheating of SHHPs for residen-
tial customers, baseline heat demand estimation is a critical
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procedure to estimate the heat consumption under normal
price conditions (e.g., flat tariff) during the event periods (e.g.,
Economy 7 tariff or Economy 10 tariff) in the context that the
highest room temperature set point requested by the user in
this period is relatively lower. Then the difference between
the actual measured heat demand supplied by electric heat
pump and the estimated baseline heat demand represents the
preheating that can contribute to reducing the total heating cost
based on the optimized control technology. Overestimation
of baseline heat demand will result in lower heat demand
flexibility considered in system operation, which may increase
the operation cost. On the other hand, underestimating the
baseline will overestimate the flexible heat and thus may lead
to considerable impact on system reliability and stability.

In the literature, a number of baseline estimation methods
have been proposed and can be generally categorized into
similar-day approaches, morning-adjustment approaches, re-
gression approaches, and CONTROL group approaches [6],
[7]. First, similar-day methods aim to select the most similar
days prior to the event day based on the weather conditions and
then averages them to construct the final estimated baseline
demand (e.g., LowXofY [8], HighXofY [9]), which may result
in tremendous estimation error due to neglecting information
of the event day (demand response event). To this end,
morning-adjustment methods are proposed by using the actual
measured pre-event load data to adjust the estimated baseline
demand for further enhancing the estimation performance [10].
Nevertheless, the difference between the actual and estimated
load during the morning periods utilized for the adjustment
may be due to the effect of demand shift for a single customer,
which may mislead the estimation result during the event
periods.

Using a regression model to “forecast” the baseline load
pattern during the event periods can account for the day
information as input features and the target is to establish a
nonlinear function to approximate the complex relationship
between the selected features and the baseline demand (e.g.,
[9]). However, demand response events are usually designed
for the specific days with extreme weather conditions, thus
resulting in the issue of insufficient historical measurements
required to build a reliable regression model. To overcome
the aforementioned problems existing in conventional meth-
ods, synchronous information from the customers who did
not participate in the demand response (DR) trial, but who
have exhibit similar load patterns to the participants, can be
exploited to enhance the estimation performance and tackle
the challenges of limited data during the extreme days. This
type of approach and the corresponding non-DR customers
are known as the the CONTROL group method and the
CONTROL group, respectively. For example, the authors in
[11] designed a novel CONTROL group baseline estima-
tion method at the household level by selecting the optimal
CONTROL group for each DR customer. Although superior
performance of the CONTROL group methods have been
demonstrated, there still exist a series of issues: 1) selecting
the optimal CONTROL group based on the averaged daily
load profiles of each cluster cannot effectively handle the
customers with distinctive electricity consumption behaviors;

2) the optimal match between the DR and non-DR customers
may change across different weather conditions. As one of the
effective solutions, a synchronous pattern matching (SPM)-
based estimated approach is proposed in [6] without requiring
historical data and selects the optimal match for each event
day of each DR customer.

Although a series of data-driven approaches have been de-
veloped for baseline estimation, most of them cannot represent
uncertainty and focus on point estimation, which can only
provide a single value for each time step during the event
hours. With the increasing penetration of renewable energy re-
sources and the volatile energy consumption behavior, massive
uncertainties injected from different resources need to be well-
captured while performing the estimation. Therefore, recent
work has tended toward generating a distribution over a certain
interval to represent the uncertainty via performing probabilis-
tic estimation. In [12] and [13], Gaussian Process regression
and quantile regression are employed as key techniques to
generate the probabilistic estimates, respectively. Nevertheless,
it is notable that all the above-mentioned existing approaches
have been designed for estimating baseline electricity demand
whereas we need to investigate and develop a new method for
baseline heat demand estimation.

In recent years, neural networks, especially deep neural
networks, have attracted considerable attention in the field
of energy forecasting, including electricity load forecasting
(e.g., [14], [15]) and renewable energy forecasting (e.g., [16],
[17]). Although dominant forecasting accuracy can be obtained
via deep learning, conventional deep neural networks fail to
represent uncertainty, which is the fundamental requirement
for probabilistic estimation in this work. To enable deep
learning to represent uncertainty, a new research direction,
Bayesian deep learning [18], has been investigated to make
deep learning more explainable with the advantages of un-
derstanding generalization, reliable prediction, and uncertainty
representation.

To this end, based on Bayesian deep learning, a novel proba-
bilistic preheating quantification framework is proposed in this
paper for estimating the flexible heating provided by SHHPs.
According to the available measurements collected from a
real SHHP trial, a composite scheme is designed, consisting
of a feature construction step to select the most correlated
explanatory variables, an estimation model training step to
build the Bayesian deep neural network, and a sampling step
to finally generate the probabilistic estimates based on the test
data. Numerical case studies are carried out to demonstrate that
the proposed framework outperforms existing methods. Note
that since very limited work has been conducted for preheating
quantification, we implement electricity baseline demand esti-
mation methods for comparison in this case. Furthermore, the
estimated heat demand shift is employed as an input into the
whole-system modeling to investigate the benefits of SHHPs
developed by PassivSystems to future GB electricity systems.
Note that the proposed quantification approach is a general
framework that can also be exploited for other types of HHPs
with flexible heating. The key contributions of this paper can
be summarized as follows:

(1) A novel preheating quantification framework is pro-
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posed to estimate the heat demand flexibility provided by
the smart control technology of hybrid heat pumps with the
consideration of uncertainty using the proposed Bayesian deep
bi-directional LSTM network. To the best of the authors’
knowledge, this is the first work to combine probabilistic
graphical models (PGM) with deep bidirectional LSTM net-
works to simultaneously capture the model and inherently
stochastic uncertainties as well as the forward and backward
dependencies for baseline heat demand estimation.

(2) This research is based on real fine-grained data collected
from the world’s first sizable field trial of smart hybrid heat
pumps with full demand flexibility. In particular, a fully-
optimized control technology is developed by PassivSystems
in the trial with predictive demand-side management and
proactive consumer engagement.

(3) The potential benefits of rolling-out SHHPs to the future
GB electricity systems are investigated and quantified, for the
first time, by inputting the estimated heat demand flexibility
into the whole-system model.

The rest of this paper is organized as follows. Section
II presents the key challenges of preheating quantification.
Section III details the proposed preheating quantification
framework. Section IV introduces the proposed Bayesian deep
bi-LSTM network. Section IV presents case studies demon-
strating the value of the proposed approach. Finally, Section
IV discusses conclusions and future extensions of this work.

II. KEY CHALLENGES OF PREHEATING QUANTIFICATION

In general, energy flexibility can be characterized from the
aspects of total demand increase or decrease, energy demand
change duration, maximum power change in demand and
response time [19]. In this paper, heat demand flexibility
provided by the preheating strategy, which utilizes inherent
heat storage in the fabric of the houses to heat the household
earlier than the customer request, can effectively shift the
demand to avoid peak periods, bringing about tremendous
benefits to future electricity systems. Nevertheless, how to
accurately quantify preheating considering uncertainty is still
an open question with the following main challenges:

Challenge #1 - Data Availability: In recent years, although
researchers have begun to investigate the utilization and con-
tributions of preheating, most of existing work focuses either
on electric heat pumps, which can reduce the carbon footprint
of heat sector but may lead to significant increases in peak
electricity demand, or developing model-based approaches to
consider preheating in the system operation and planning
model, which cannot explicitly depict the heat demand flex-
ibility. To this end, data-driven preheating quantification of
smart hybrid heat pumps is an imperative and crucial research
topic, requiring a massive amount of diversified fine-grained
data such as customer highest temperature set point, external
temperature, electricity price, gas price, heat provided by a
gas boiler and heat pump. As one of the most comprehensive
studies of HHPs, the world’s first sizable field trial of fully
optimized hybrid heat pumps with full demand flexibility was
carried out in the FREEDOM project and provides a valuable
opportunity to identify the “real” heat demand flexibility based
on high-resolution measurements [4].

Challenge #2 - Model and Inherently Stochastic Uncer-
tainties: First, model uncertainty is defined as the uncertainty
in the parameters and structure of the considered estimation
model, indicating to what extent the model is uncertain or
certain in terms of its estimates. In particular, while performing
probabilistic baseline heat demand estimation, the established
model should be capable of describing how confident the
model is to achieve accurate estimates across various weather
conditions and tariff types. On the other hand, inherently
stochastic uncertainty arises directly from the heat demand
data, injected from gas and electricity prices, climate factors,
renewable power, and human activities. Additionally, stochas-
tic uncertainty refers to the noise within the data caused by
measurement imprecision and thus cannot be explained even
with more observations. Furthermore, stochastic uncertainty
refers to aleatoric uncertainty, which can be classified into
two categories, namely, homoscedastic uncertainty and het-
eroscedastic uncertainty [20]. The former is task-dependent
uncertainty, which remains constant for all input data, and the
latter indicates the input-dependent uncertainty. To quantify
the preheating of smart hybrid heat pumps, it is imperative
but challenging to simultaneously consider both the model
and inherently stochastic uncertainties in a single probabilistic
estimation model.

Challenge #3 - Forward and Backward Dependencies: Base-
line heat demand estimation, which is the core step of the
proposed preheating quantification framework, is generally
conducted after the trial (i.e., post-experiment analysis). There-
fore, unlike conventional heat load forecasting problem, which
can only utilize historical data, one of the characteristics of
preheating quantification is that both the pre-event data (i.e.,
“historical” data) and post-event data (i.e., “future” data) can
be jointly considered to estimate the baseline data between
them. To this end, capturing forward and backward dependen-
cies in the time series heat data can fundamentally enhance the
estimation performance, which will result in a more accurate
quantification of heat demand flexibility of SHHPs and thus
render a reliable benefit and implication analysis result for
future electricity systems.

III. PROPOSED BAYESIAN DEEP LEARNING-BASED
PREHEATING QUANTIFICATION FRAMEWORK

To address the aforementioned challenges, a novel flexibility
quantification framework is proposed to estimate the heat
demand shift attributed to smart hybrid heat pumps at the
household level with the consideration of uncertainties. As
shown in Fig. 1, the overall workflow of the flexibility quantifi-
cation framework consists of four main steps including Data
Preprocessing, Feature Construction, Bayesian Bidirectional
Deep LSTM Neural Network Training, and Preheating Quan-
tification. Detailed illustrations and rationales of the design for
each step will be given in the following parts.

A. Step 1. Data Preprocessing

Before introducing the data preprocessing procedure, brief
descriptions about various types of measurements during the
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Fig. 1. Overall workflow of the proposed flexibility quantification method
(an example of a customer with the Economy 7 electricity tariff).

trial for flexibility quantification are given for each household
as follows:

• HE : Heat produced by the heat pump in kW, only
including times when there was no request for heat from
the gas boiler;

• HG: Heat output from the gas boiler in kW;
• D: Heat demand in kW calculated by summing the heat

outputs of HE and HG (i.e., heat demand should be equal
to the total heat production);

• T
set

: Highest room temperature set point requested by
the user;

• T ext: External temperature measured from the nearest
MetOffice weather station;

• Π: Tariff type 0−flat tariff, 1−Economy 7 tariff (00:30-
07:30 70% of base price, other times 107% of base price),
2−Economy 10 tariff (0:00-05:00, 13:00-16:00, 20:00-
22:00 70% of base price, other times 107% of base price).

Given the whole dataset for all the participating customers,
the first step is to clean the raw data via imputing the missing
data and handling the outliers. In this case, we simply impute
the missing data and replace the outliers with the average

value of the corresponding column. Afterwards, any customers
with fewer than a certain proportion of total measurements
(e.g., 50%) are excluded. Then all the customers are classified
into three categories: the E7 group, the E10 group, and the
Flat group. In this case, as shown in Fig. 1, we illustrate
the proposed methodology based on the assumption that
the test customer is from the E7 group and all the other
customers belonging to E10 and Flat groups are combined
to the non-E7 group. Let N denote the total number of
customers participating in the trial, the dataset of heat demand
for all the customers D = [d1, ..., dN ] ∈ RT×N can be
separated to DnonE7 ∈ RT×NnonE7 for the non-E7 group and
DE7 ∈ RT×NE7 for the E7 group, where NnonE7 and NE7

represent the number of customers in the non-E7 group and
the E7 group, respectively.

Furthermore, assuming that the target is to quantify the
flexibility of SHHP for customer i from the E7 group, ac-
cording to the tariff data of customer i, defined as Πi, both
DnonE7 and dE7

i can be further partitioned into heat de-
mand during E7 event days DnonE7,event ∈ RTevent×NnonE7 ,
dE7,event
i ∈ RTevent×1 and heat demand during non-event days
DnonE7,nonEvent ∈ RTnonEvent×NnonE7 , dE7,nonEvent

i ∈
RTnonEvent×1, respectively. In addition, all the other param-
eters are separated into the corresponding groups according to
the tariff data as described above.

B. Step 2. Feature Construction
Based on the above separated groups of data, the main

target in this step is to establish the training and test sets for
constructing the probabilistic estimation model to handle the
challenges illustrated in Section II. First, for Challenge # 3, the
input features should contain the information before and after
the events. Thus, given the target estimating time step t, the
key selected training features consist of F1) the heat demand
historical data of customer i at the same time step on the
previous day, denoted by dE7,nonEvent

i,t−24 ; F2) dE7,nonEvent
i,t−25 ; F3)

the heat demand historical data of customer i at the same time
step on the previous two days, denoted by dE7,nonEvent

i,t−48 ; F4)
dE7,nonEvent
i,t−49 ; F5) the heat demand future data of customer i at

the same time step on the next day, denoted by dE7,nonEvent
i,t+24 ;

F6) dE7,nonEvent
i,t+25 ; F7) the heat demand future data of customer

i at the same time step on the next two days, denoted by
dE7,nonEvent
i,t+48 ; F8) dE7,nonEvent

i,t+49 .
To fully utilize the synchronous data from similar non-

E7 customers, an additional procedure is to select the most
correlated customers, also referred to as nearest neighbors,
based on appropriate distance metrics. Let K denote the
number of nearest neighbors that we would like to select from
the non-E7 group for the tested customer i, the first step is to
calculate the Pearson product-moment correlation coefficient
ri,j between each pair of dE7,nonEvent

i and dnonE7,nonEvent
j

for all j = 1, ..., NnonE7, following the equation below:

ri,j =
cov(dE7,nonEvent

i , dnonE7,nonEvent
j )

σiσj
(1)

where cov = E[(dE7,nonEvent
i −µi)(dnonE7,nonEvent

j −µj)] is
the covariance, µ is the mean value of the vector, σ represents
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the standard deviation. Then the set of the K most correlated
customers J∗ = [j∗1 , ..., j

∗
K ] can be identified by selecting

the j∗ks that corresponds to the kth highest absolute value
of ri,j . In this way, beyond the above selected eight types
of features, additional features extracted from the non-E7
group are the synchronous data F9) {dnonE7,nonEvent

j∗k ,t
}Kk=1.

It is notable that, if the examined E7 customer exhibits
abnormal heat consumption behavior, it will be ineffective
to use the identified “nearest” nonE7 customers as features
and the estimation accuracy may get reduced. To this end, a
correlation limit (e.g., |rmin| = 0.2) can be determined and
thus, no features of the nonE7 customers will be included if
the absolute value of correlation between the identified most
correlated nonE7 customer and the examined E7 customer is
lower than this limit.

Furthermore, one of the similar-day methods, High5of10,
is performed to construct the features that leverage the in-
formation from the tested E7 customer itself. This can be
achieved by using the average load of five days in the past
ten non-event days prior to the tested event day, denoted by
F10) dE7,Ave

t . Finally, the corresponding external temperature
data F11) T extt,i , the highest room temperature set point F12)
T sett,i , and the hour of the day F13) ht are included as addi-
tional features to consider the impacts of climate factor and
human behavior, respectively. To summarize, the constructed
explanatory variables Xtrain can be expressed as follows:

Xtrain = [dE7,nonEvent
i,t−24 , dE7,nonEvent

i,t−25 , dE7,nonEvent
i,t−48 ,

dE7,nonEvent
i,t−49 , dE7,nonEvent

i,t+24 , dE7,nonEvent
i,t+25 , dE7,nonEvent

i,t+48 ,

dE7,nonEvent
i,t+49 , dnonE7,nonEvent

j∗1 ,t
, ..., dnonE7,nonEvent

j∗K ,t
,

dE7,Ave
t , T extt,i , T

set
t,i , ht] (2)

The same procedure is carried out to construct the test
dataset Xtest based on DnonE7,event ∈ RTevent×NnonE7 and
dE7,event
i ∈ RTevent×1 during the E7 event days. The training

label is represented by:

ytrain = dE7,nonEvent
i (3)

If we consider a non-E7 customer as the tested customer for
evaluating the estimation performance, the test label can be
regarded as the real baseline heat demand during the E7 event
periods, denoted by ytrain = dE7,Event

i .

C. Step 3. Bayesian Deep Bi-LSTM Neural Network Training

This step is the core procedure of the proposed framework
that deals with the challenge of capturing model and stochastic
uncertainties (Challenge #2) via combining Bayesian network
with deep learning and considering both forward and backward
dependencies (Challenge # 3) via employing the bidirectional
architecture of a recurrent neural network. Detailed explana-
tions of the proposed Bayesian deep Bi-LSTM neural network
(BDBL) will be given in the next section.

For the tested E7 customer i, the BDBL network BDBLi
will be trained based on the established input features Xtrain

and the true label ytrain. Hypeparameters of BDBLi (e.g.,
number of layers, number of neurons in each layer, learning

rate, dropout) need to be tuned through grid search and cross-
validation in this step. After building the estimation model
BDBLi, given the test features Xtest, the estimated baseline
heat demand during the E7 event periods ŷtest is the output
of this step. Note that ŷtest consists of Nsample samples for
each time step t generated from the proposed BDBL network,
which can represent the massive uncertainties injected from
different resources.

D. Step 4. Preheating Quantification

The flexibility of SHHPs provided to the electricity sys-
tem can be quantified by estimating how much of the heat
pump demand has been shifted compared to the baseline heat
demand based on a flat electricity tariff. It is imperative to
note that not all time steps during the low-price windows in
the E7 experiments are automatically classified as involving
preheating. In other words, the preheating of homes using
cheaper electricity (mostly overnight) is evaluated as proxy
for the flexibility of shifting hybrid heat pump demand in time
in response to the price signals. The preheating periods for a
given customer should be detected based on the customers’
highest room temperature set point so that the preheating
intervals only include those periods of low-price windows that
have lower temperature set points compared to the highest set
point value over a day.

Mathematically, given the heat output data produced by
the electric heat pump during the event hours, denoted by
HE7,event
G , and the corresponding highest temperature set

point T
set,event

, the quantified preheating can be calculated
as:

HP (:, t) =

{
HE7,event
G (t)− ŷtest(:, t) if T

set,event

t < T
high

0 otherwise

where HP (:, t) represents the probabilistic preheating esti-
mates at time step t and T

high
is the user-defined relatively

higher set point value over a day.

IV. PROPOSED BAYESIAN DEEP BI-LSTM NETWORK

Deep learning has obtained prominent achievements in
various challenging areas of artificial intelligence, consisting
of “hearing” (i.e., speech recognition), “seeing” (i.e., image
recognition), and “reading” (i.e., natural language processing)
[21], [22]. Regarding the time-series forecasting tasks in
energy systems, recurrent neural nets (RNNs) exhibit superior
performance over other types of neural nets (e.g., CNN)
via mapping the historical inputs to each output; however,
they also suffer from the vanishing gradient problem [23].
To tackle this problem, a special RNN architecture, long
short-term memory (LSTM), is proposed in [24] that can
deal with long-term dependencies in sequential data. More
specifically, an LSTM cell is composed of an input gate, a
forget gate, an output gate, and an internal state to realize the
functionality of preserving and retrieving information over a
long time period. As introduced in Section II, the identified
challenge (i.e., Challenge #3) for flexibility quantification is
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to estimate the baseline heat demand during the event periods
with the consideration of both pre-event and post-event data.
In other words, the estimation model should be capable of
simultaneously capturing forward and backward dependencies
to boost the performance.

To this end, a more sophisticated structure of LSTM, bi-
directional LSTM [25], is a natural fit for baseline heat demand
estimation to deal with Challenge #3. Fig. 2 presents the
unfolded topological graph of a deep bidirectional LSTM net-
work (DBLSTM) with NL hidden layers, aiming to extract the
high-level representation of baseline heat demand considering
both historical and future information and thus enhancing the
estimation accuracy. Given the input features X = {xt}Tt=1 ∈
RT×M and the target output y = {yt}Tt=1 ∈ RT , the hidden
state and the memory cell state of hidden layer l at time step t
are denoted by htl and ctl , respectively. Then the bidirectional
LSTM structure of the lth hidden layer can be expressed as

−→
f lt = σ

(−→
W f
−→
h l−1

−→
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−→
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where i, o, f , and c represent the input gate, output gate,
forget gate, and cell activation vectors, respectively, σ is the
logistic sigmoid function,

⊙
is the element-wise product, W

represents the weight matrix, and b is the bias. In addition,
the symbols −→ and←− indicate the forward and backward pro-
cesses, respectively. Then the final representation in the hidden
layer l at time step t can be obtained by concatenating the
forward and backward state, represented by hlt =

−→
h lt
⊕←−

h lt
if l > 0, otherwise h0t = xt. As seen, the bidirectional LSTM
layer enables the data to be processed in both forward and
backward directions with the Forward Layer and the Backward
Layer, respectively. The detailed description can be found in
the literature [25].

Beyond the challenge of considering forward and backward
information, another important issue is capturing the massive
amount of uncertainty in the model and the baseline heat

Fig. 2. Unfolded topological graph of a deep bidirectional LSTM network.

demand at the household level. In other words, “thinking”
is one of the core, fundamental abilities for deep learning
to build a real artificial intelligence system. Regarding the
tasks of forecasting or baseline estimation, convectional deep
recurrent neural networks (e.g., Bi-LSTM) can only pro-
vide a single point forecast or estimate for each time step
whereas uncertainty cannot be represented and learned in
this type of deterministic model. To this end, probabilistic
graphical models (PGM) [26], which employ diagrammatic
representations to depict random variables and relationships
among them, enable deep LSTM networks to be capable of
“thinking” about how certain the model is regarding its output
estimates. In particular, this can be achieved by combining
PGM and deep LSTM networks within a principled probabilis-
tic framework called Bayesian deep LSTM networks, whose
individual component (i.e., PGM and deep LSTM networks)
can benefit from the synergy between them. Specifically, the
primary advantages of Bayesian deep Bi-LSTM networks can
be summarized as follows:

1) Bayesian deep Bi-LSTM networks (BDBL) provide
a principled way of integrating PGM and deep Bi-LSTM
networks to jointly capture the model uncertainty and the
stochastic uncertainty for each time step while considering
both the forward and backward dependencies.

2) Compared to conventional deterministic deep learning
models, BDBL is inherently a probabilistic model whose
parameters are expressed as conditional probability distribu-
tions. Therefore, the probabilistic estimates generated from the
constructed BDBL model can be obtained by directly sampling
its parameters instead of adding noise to the point estimate or
setting up multiple input scenarios.
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3) The implicit regularization built in BDBL can deal
with the overfitting problem, especially when the data are
insufficient [21].

Given the training dataset X = [x1, · · · , xN ]T ∈ RN×MX

and the training target output Y = [y1, · · · , yN ]T ∈ RN×My ,
the primary objective of training a BDBL model fW is to
optimize its parameters W by minimizing the estimation error
between the actual baseline heat demand y and the estimate
ŷ = fW (X). In general, PGMs can be classified into directed
PGMs and undirected PGMs and in this work, directed PGMs
(i.e., Bayesian networks) are considered to be integrated with
the deep Bi-LSTM networks. First, to capture the uncertainties
in the model parameter and the model structure, a prior
distribution N (0, I) is placed over the weights and bias. Then
the likelihood of the model can be represented by a Gaussian
distribution p(y|fW (x)) = N(fW (x), σ2) where σ is noise
level. Based on the training datasets, the posterior distribution
p(W |X,Y ) can be obtained via Bayes rule, as follows:

p(W |X,Y ) =
p(Y |X,W ) · p(W )

p(Y |X)
(17)

where p(Y |X) is the marginal probability that cannot be
estimated analytically; however, it can be approximated via
various inference techniques. As one of the most widely used
inference approaches, variational inference (VI) is employed in
this case to estimate the posterior p(W |X,Y ) by identifying an
approximating variational distribution qθ(W ), parameterized
by θ which minimizes the Kullback-Leibler (KL) divergence
between qθ(W ) and p(W |X,Y ). In this way, the model
uncertainty can be represented by the approximated predictive
variance var(y) ≈ EU(x, y, Ŵt) + σ2 where

EU(x, y, Ŵt) =
1

Ts

Ts∑
t=1

fŴt(x)T fŴt(x)− E(y)TE(y),

(18)
Ts is the number of sampled weights Ŵt that follows the
dropout distribution qθ(W ). In addition, the approximated
predictive mean is denoted by E(y) ≈

∑Ts

t=1 f
Ŵt(x)/Ts. The

term EU(x, y, Ŵt) indicates how uncertain the model is re-
garding its output, which measures the model uncertainty. It is
notable that the model uncertainty can actually be diminished
when there is sufficient training data.

For the inherently stochastic uncertainty, the loss function of
the data dependent heteroscedastic model is given as follows:

L(θ) =
1

2T

T∑
i=1

1

σ(xi)2
||yi − fW (xi)||2 +

1

2
logσ(xi)

2 (19)

where θ is estimated via maximum a posteriori (MAP) in-
ference method. To consider both the model and stochastic
uncertainties in a single model, placing a distribution over
the weights and bias of the heteroscedastic model can finally
construct the proposed BDBL model. First, a new expression:
[ŷ, σ̂2] = fŴBDBL(x) is set up to include both the predictive
mean and the predictive variance; Then, we need to determine
the likelihood to model the stochastic uncertainty, and the
loss function of the BDBL model can be expressed as:

LBDBL(θ) = 1
T

T∑
i=1

1
2σ̂2

i
||yi − ŷi||2 + 1

2 logσ̂
2
i . Furthermore,

the final predictive uncertainty can be approximated to include
both the model and the stochastic uncertainties, as follows:

var(y) ≈
[ 1

T

T∑
t=1

ŷt
2−

(
1

T

T∑
t=1

ŷt

)2 ]
+

1

T

T∑
t=1

σ̂t
2. (20)

Detailed illustrations and formulations of Bayesian deep
learning can be found in the references [18], [20], and [21].

V. CASE STUDY

A. Data Descriptions

The Flexible Residential Energy Efficiency Demand Opti-
mization and Management (FREEDOM) project is a trial of
smart control technology for hybrid heat pumps that aims to
explore advanced strategies for exploiting demand flexibility
to create new value propositions and manage peak load [4].
The FREEDOM datasets used in this case consist of 10,176
half-hourly measurements of external temperature, tariff data,
customer’s highest room temperature set point, heat output
from the gas boiler and from the heat pump, across 60
customers (i.e., after data cleaning) from 1st Oct 2017 to 30th
Apr 2018. Regarding the interventions in the project, the E7
tariff is set for 12 customers during the period of 27-30th Nov
2017. In addition, the E10 tariff is set for other 12 customers
during the period of 1-4th Dec 2017. All the other customers
are considered as the non-event customers with a flat tariff.

B. Experiment Setup

To demonstrate the superiority of the proposed scheme,
a number of state-of-the-art baseline estimation methods are
implemented for comparison. Note that there is very limited
work on the topic of baseline heat demand estimation; we
consider the methods from the baseline electricity demand esti-
mation literature: M1) High5of10 [9]; M2) Low5of10 [8]; M3)
regression-based method [9]; M4) clustering-based method
[10]; M5) Gaussian process (GP) [12]; M6) gradient boosting
quantile regression (GBQR) [27]; M7) quantile random forests
[27]; and M8) the proposed BDBL method. Regarding the
evaluation metrics, the mean square error (MSE) and the mean
absolute error (MAE) are employed to assess the point esti-
mation performance. Furthermore, two comprehensive metrics,
the pinball Loss function and the Winkler score are employed
to evaluate the probabilistic estimation performance regarding
the main factors of calibration, sharpness and reliability. De-
tailed formulations of these metrics can be found in [28] and
[29]. Additionally, the hyperparameters of the proposed BDBL
model determined via grid search and cross validation are
given in Table I. In this work, the algorithm was implemented
in Python with the main packages of Keras [30] and Edward
[31] and run on an Intel Xeon PC with NIVIDIA Titan-V
GPU.

C. Baseline Estimation Results

To compare the estimation performance between the pro-
posed BDBL method and other state-of-the-art approaches, the
deterministic estimation results of MSE(kW2) and MAE(kW)
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TABLE I
PARAMETER SETTING FOR BDBL

Parameter Value
Number of layers 8
Number of neurons per layer 10
Batch size 192
Maximum number of epochs 100
Optimizer Adam
Learning rate 0.001
Number of samples 150
Prior on parameters Standard Normal Distribution

and the probabilistic estimation results of the pinball loss (kW)
and the Winkler Score (kW) are presented in Table II and Table
III, respectively. Note that, as employed in [6], the experiments
are conducted on 36 non-event customers and 5 test customers
selected from the non-event group to quantitatively evaluate
the performance of the baseline estimation methods.

TABLE II
DETERMINISTIC BASELINE ESTIMATION PERFORMANCE

MSE(kW2) MAE(kW)
M1:High5of10 6.3802 1.4254
M2:Low5of10 6.6002 1.4186
M3:Regression 2.9019 1.1367
M4:Clustering 6.6033 1.4182
M5:GP 6.8491 1.5653
M6:GBQR 3.3452 1.1184
M7:QRF 3.1624 1.0776
M8:BDBL 1.2852 0.7693

TABLE III
PROBABILISTIC BASELINE ESTIMATION PERFORMANCE

Pinball Loss (kW) Winkler Score (kW)
M5:GP 1.1185 26.3541
M6:GBQR 0.4092 6.5119
M7:QRF 0.3762 5.1926
M8:BDBL 0.2703 3.5869

The tables show that the proposed BDBL model M8 out-
performs other conventional methods with respect to both
deterministic and probabilistic estimation results, indicated by
lower evaluation metric values. More specifically, compared
with the best performing deterministic estimation method (i.e.,
M3), approximately 55.71% and 32.32% improvements are
obtained by using the proposed M8 regarding the metric values
of MSE and MAE, respectively. Furthermore, the remarkable
capability of capturing the uncertainty of residential customers
can be demonstrated based on the probabilistic estimation re-
sults, as indicated by approximately 28.14% lower pinball loss
and 30.92% lower Winkler score values when compared with
the second-best probabilistic approach, QRF (M7). Addition-
ally, Fig. 3 shows the estimation results of the four test days
with E10 events for one customer obtained via the proposed
BDBL model (M7). Note that the actual baseline heat demand
is represented by the yellow curve and the 5th, 25th, 50th,
75th and 95th quantiles are presented in . It can be seen that,
although the actual baseline heat demand at household level
exhibits high variability and low predictability, the proposed
BDBL model can still generate accurate probabilistic estimates
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Fig. 3. Estimated baseline heat demand of one customer for E10 event days.

with a tight converge interval and a low predicted interval
varying over time.

D. Quantifying SHHP Flexibility

After demonstrating the superior performance of the pro-
posed baseline estimation method, in this section, we employ
the BDBL-based flexibility quantification method to estimate
how much of the heat pump demand has been shifted under E7
and E10 events compared to the baseline heat demand based
on the flat electricity tariff.

Fig. 4. Quantified preheating for all customers during E7 and E10 events.

Fig. 4 presents the boxplots of the quantified volume of
heat used for preheating across all customers during the E7
and E10 events. Note that the central mark indicates the
median value and the upper and lower bounds represent the
maximum and minimum preheating values observed in the
experiments, respectively. Note that each boxplot contains
the samples of quantified preheating for all 24 customers
(i.e., 150 samples per customer). The preheating half-hour
periods for a given customer were detected based on the
customers room temperature set point, so that the preheating
intervals only included those half-hour periods in the low-price
windows that had lower temperature set points compared to
the highest set point value over a day. As can be seen, the
smart hybrid heat pumps can provide a considerable amount
of flexibility, quantified by the preheating during the event
periods, especially for the midnight hours. This is because the
external temperature and the customer’s highest temperature
set point during the midnight hours from 0:30 to 7:30 are
usually lower than those of the afternoon and evening hours
(i.e., 13:00-16:00 and 20:00-22:00).
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Fig. 5. Benefits of rolling-out SHHPs to the future GB electricity systems.

E. Benefits to The Future GB Electricity System

In this study, the benefits of the SHHPs (through “preheat-
ing”) have been investigated and quantified by inputting the
volume of heat pump output shifted as the result of varying
price experiments, compared to the baseline profile, into
the whole-system modeling where the capability of shifting
HP output in time has been built into the Whole-electricity
System Investment Model (WeSIM), that minimizes the total
operation and investment cost of the power system subject to
security and carbon constraints. More specifically, this holistic
model identifies optimal decisions for investing in generation,
network and/or storage capacity, in order to satisfy the real-
time supply-demand balance in an economically optimal way,
while at the same time ensuring efficient levels of security of
supply. The WeSIM has been extensively tested in previous
research studying the interconnected electricity systems of the
UK and the rest of Europe. An advantage of WeSIM over
most traditional models is that it is able to simultaneously
consider system operation decisions and capacity additions to
the system, with the ability to quantify trade-offs of using
alternative mitigation measures, such as DSR and storage, for
real-time balancing and transmission and distribution network
and/or generation reinforcement management. More details
regarding the whole-system model are provided in [32]. Two
levels of flexibility have been investigated: (i) medium and (ii)
highly flexible HHP cases corresponding to 25% and 100%
of the households that participated in the providing flexibility
through smart control of HHPs.

The results of the studies are presented in Fig. 5, which
shows the difference between the system costs of the HHPs
without and with smart preheating capability for the 100 and
25 gCO2/kWh carbon targets. The CapEx and the OPEX
represent the capital expenditure and the operating expenses,
respectively. It is important to note that in this study, it was
assumed that there was no other demand flexibility or new
electricity storage in the system. Therefore, improving the
system flexibility through smart control of HHPs will create

substantial benefits, and the smart control will have high value.
In addition, the results demonstrate the following:

i) In the 100 gCO2/kWh cases, the smart control of HHPs
increases the cost of low-carbon generation CapEx, but the
investment in low-carbon generation also reduces the operat-
ing cost of electricity. As nuclear and renewables are zero-
marginal-cost plants, increased capacity of these technologies
reduces the operating cost. The increased investment in low-
carbon generation reduces the utilization of gas.

ii) In the 25 gCO2/kWh cases, the flexibility provided by
the smart control of HHPs enhances utilization of renewables
and other low-carbon technologies. This reduces the capacity
of, and corresponding investment in, low-carbon generation.

iii) The smart control of HHPs also contributes to savings in
distribution network reinforcement, which is not unexpected,
as preheating can further reduce the peak demand.

iv) The value of the smart control of HHPs increases from
2.8− 3.7 bn/year in the 100 gCO2/kWh cases to 10.3− 13.5
bn/year in the 25 gCO2/kWh cases.

VI. CONCLUSIONS

In this paper, a novel data-driven probabilistic preheating
quantification approach is proposed to estimate the flexible
heating of fully optimized hybrid heat pumps. First, to address
the challenge of capturing the model uncertainty and the
stochastic uncertainty, BDBL is developed to enable deep
learning to represent these uncertainties via combining PGM
with deep Bi-LSTM networks. Additionally, the novel feature
design procedure and the bidirectional LSTM architecture
can fully utilize the pre-event and post-event information to
enhance the estimation accuracy. Case studies are conducted
based on the data collected from the world’s first sizable field
trial of smart hybrid heat pumps. The superior estimation per-
formance of the proposed scheme is demonstrated regarding
the deterministic and probabilistic estimation results. Finally,
the quantified flexibility is used as an input into the whole-
system model to quantify the benefits of rolling out the SHHPs
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to future GB electricity systems. The results show that the
value of SHHPs increases from 2.8 − 3.7 bn/year in the 100
gCO2/kWh cases to 10.3− 13.5 bn/year in the 25 gCO2/kWh
cases.

Future work will focus on employing more advanced
Bayesian deep learning approach such as directly estimating
the prior distribution from the data to improve the quantifica-
tion accuracy. Furthermore, we can build a time-varying quan-
tification model to include different nonDR customer features
for the examined DR customer during different periods (e.g.,
seasons). Additionally, the quantified preheating can be used to
assess the impact of SHHPs on electricity and gas distribution
networks.
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