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Abstract—This paper presents an area-driven Field-
Programmable Gate Array (FPGA) scrubbing technique based
on partial reconfiguration for Single Event Upset (SEU)
mitigation. The proposed method is compared with existing
techniques such as blind and on-demand scrubbing on a novel
SEU mitigation framework implemented on the ZYNQ platform,
supporting various SEU and scrubbing rates. Our solution
achieves 22% higher availability on average with 13% less data
transfers from a Double Data Rate Type 3 (DDR3) memory
when compared with a blind scrubbing approach for a second
order polynomial evaluation function. The comparison with
an existing on-demand scrubbing technique shows that our
approach has 35% lower area with a 4.7% lower availability
for the same case study.

I. INTRODUCTION

Recently, the use of FPGAs as implementation platform
for various applications as compared to Application-Specific
Integrated Circuits (ASICs) has grown, as they offer low
non-recurring engineering costs and fast prototyping. More
specifically, in applications that operate in a radiation environ-
ment, four types of FPGA are usually considered by hardware
designers.

Anti-fuse FPGAs are one time programmable and they
have inherent tolerance to radiation. Flash based FPGAs have
reconfiguration features but they suffer from high total ionizing
dose making them inappropriate for long missions [1]. Radi-
ation hardened FPGAs overcome reliability problems, but are
more expensive and lack performance as compared to Static
Random Access Memory (SRAM) FPGAs for many applica-
tion domains [2]. SRAM FPGAs offer high performance and
reconfigurability, features that are essential for harsh radiation
environments. However, the configuration memory of modern
SRAM FPGAs is more vulnerable to SEUs as compared to
Block Random Access Memorys (BRAMs), and therefore this
work targets soft errors only on the configuration layer of an
SRAM FPGA [3].

Soft errors caused by radiation particles such as neutrons
and protons are not only witnessed in space but also on
earth, and in particular in high altitude areas and scientific
laboratories such as CERN [3]. Depending on the nature of
the application, a strike of a particle on a semiconductor node
might cause a soft error that will affect the functionality of
the application leading to a system failure. Due to the type
of the targeted device (i.e FPGA), transient faults can be
removed by reconfiguration, while permanent ones destruct an
SRAM configuration memory cell of the fabric, necessitating
relocation of the application on another functional part of the
device.

Availability, named the percentage of time a system operates
correctly over the total time of operation, is a design objective
for electronic systems. FPGA-based fault-tolerant systems that
require high availability, use redundancy schemes such as Dual
Modular Redundancy (DMR) and Triple Modular Redundancy
(TMR) to detect and mask faults at the application level and
scrubbing, that is the rewriting of the configuration memory
of the FPGA device with an error-free bitstream, for fault
correction.

When high availability is demanded and power consump-
tion and area is of importance, novel techniques should be
investigated for both detection and correction of faults.

The key contributions of this work are:
• an SEU mitigation framework supporting fault injection

at the SRAM configuration layer. The framework operates
on a single FPGA device (ZYNQ) and uses dynamic re-
configuration techniques to emulate the under protection
FPGA part, leading to low-cost solutions.

• a novel scrubbing technique, driven by area information
of the under protection part of the Circuit Under Test
(CUT), exploring as such the availability vs area trade-
off.

II. RELATED WORK

The field of fault-tolerant FPGA-based systems for radiation
environments has been extensively researched the last decade.
Recent works that represent the state of the art on SEU mit-
igation techniques and frameworks are summarised in Table
I.

A. Existing SEU Mitigation techniques

1) Fault Detection and Masking: The most popular tech-
nique for detecting errors is DMR. Two identical modules
operate in parallel with a comparator checking their outputs
for discrepancies. This technique has 2x area overheads as
compared to the original circuit. On the other hand TMR
is used as a fault making solution. Three identical modules
operate in parallel and their outputs are connected to a majority
voter that is able to mask a single error. This technique has 3x
area overheads as compared to the original circuit. Both DMR
and TMR can be applied at different granularities providing
various degrees of fault-tolerance.

2) FPGA scrubbing architectures: Fault recovery is
achieved on SRAM FPGAs using scrubbing. The SRAM
configuration memory is rewritten in order to prevent accu-
mulation of SEUs. Scrubbing architectures can be categorised
based on the portion of area that they reconfigure. Device



TABLE I: Comparison with related work

Related Work fault detection scrubbing technique seu distribution fault injection FPGA device performance
[8] DMR, TMR on-demand N/A N/A VII Pro, V4 N/A

[7] DMR, TMR blind, on-demand Poison custom SEU injector V5 100MHz

[9] online checker, on-demand N/A custom SEU injector V5 N/A
TMR

[12] DMR, TMR shifted scrubbing N/A custom SEU injector V5 50MHz

[6] TMR blind, on-demand, Gaussian Xilinx SEU controller V5 50MHz
CRC, ECC, SECDED

[11] DMR, TMR on-demand N/A N/A Virtex-5QV N/A

[4] TMR frame-level scrubbing N/A custom SEU injector V5 50MHz

our work DMR blind, on-demand, Any Xilinx SEM core ZYNQ 100MHz
area-driven scrubbing

scrubbing architectures involve the reconfiguration of the
whole FPGA device with an uncorrupted bitstream. Frame-
level scrubbing reconfigures one or multiple frames, which
are the smallest addressable regions that can be reconfigured
on Xilinx SRAM FPGAs. A frame-level redundancy scrubbing
method that minimises energy and area overheads compared
to other scrubbing techniques was presented in [4].

Another way of grouping scrubbing architectures is based
on the location of the scrubbing circuitry. An internal scrubber
architecture is located with the rest of system on the same
FPGA board and is vulnerable to SEUs but consists a low-
cost solution since a single FPGA is used. On the other hand,
an external scrubber requires a second device that is usually
radiation hardened and initiates the scrubbing of the other
device that includes only the application [5].

3) FPGA scrubbing techniques: Three main types of scrub-
bing techniques are found in literature: blind, readback and on-
demand scrubbing. Blind scrubbing is a periodical rewriting of
the configuration bitstream based on a user defined scrub rate
without having any fault detection awareness. Blind scrubbing
has been evaluated in [6] for different SEU and scrubbing rates
for an 128-bit AES application. Jacobs et al. [7] proposed blind
scrubbing with a user defined rate to prevent accumulation of
bit-flips for FPGAs in space.

Readback scrubbing is performed by reading back the con-
figuration bitstream and check for corrupted bits by comparing
with a golden copy of the bitstream stored in a protected
external memory. In particular, [6] compared Cyclically Re-
dundancy Check (CRC)-based scrubbing with Error Correcting
Codes (ECC)-based scrubbing and Single Error Correction
and Double Error Detection (SECDED)-based scrubbing using
the Xilinx SEU controller, combined with variations of TMR
schemes for an 128-bits AES algorithm. The results show
that a faster response time to errors as compared to blind
scrubbing can be achieved. However, readback of the bitstream
and scrubbing triggered after every bit-flip, even if it is not a
critical one, leads to increased number of data transfers from
the external memory.

On-demand scrubbing is triggered by an error detected by
a detection mechanism. An on-demand triggered scrubbing
technique was proposed in [8] that offers fast recovery time

by exploiting DMR and or TMR at different granularities for
fault detection and masking. Straka et al [9] proposed the
use of online checkers or TMR for detecting faults and an
on-demand scrubbing methodology orchestrated by a partial
reconfiguration controller for reconfiguring the faulty module
only. A novel scrubbing method that reduces the Mean Time
to Repair (MTTR) by 30% based on the exploitation of the
non-uniform distribution of the critical bits of the configuration
memory, was suggested in [10]. The fault recovery starts by
reconfiguring frames that include critical bits and then recon-
figures the rest of the frames. A resource efficient mitigation of
SEUs on FPGAs used in space application was introduced in
[11]. The radiation level is monitored using internal BRAMs
on a Xilinx 5QV device and on-demand scrubbing is triggered
by an error detection in a TMR or DMR module.

B. Existing SEU Mitigation Frameworks

SEU mitigation techniques are evaluated under state-of-the-
art SEU mitigation frameworks proposed in the literature. A
reconfigurable fault-tolerant framework for space applications
where the level of fault tolerance is controlled based on the
radiation levels in several orbits was proposed by [7]. The
hardware architecture was implemented on a Xilinx Virtex 5
FPGA running on 100 MHz. The preceding work assumes that
the inter-arrival time of particles follows a Poisson distribution.
An alternative SEU framework was implemented on a Xilinx
ML506 board including a Xilinx Virtex 5 FPGA, where the
fault injection process was performed using a custom SEU
injection tool through the Joint Test Action Group (JTAG)
port. A single FPGA fault injection system implemented on
a Virtex 5 FPGA running on 50 MHz and using a custom
fault injection tool was proposed in [12]. Brosser et al [6]
designed a framework for mitigating radiation effects running
on 50 MHz. The assumed SEU distribution was Gaussian and
the fault injection was enabled by the use of the Xilinx SEU
controller. Finally, the authors in [11], introduced a framework
for monitoring radiation using internal BRAMs on a Xilinx
5QV FPGA without mentioning the presumed fault injection
method and the performance of operation.

Most of the SEU mitigation frameworks use partial recon-
figuration via the Internal Configuration Access Port (ICAP)
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and have been prototyped and evaluated on old FPGA devices.
The main difference of this work with the existing approaches
are a) the implementation of the SEU mitigation framework
on a modern ZYNQ FPGA architecture which allows high
design flexibility due to the ARM processor, b) the support of
any SEU distribution that mimics the real world for the inter-
arrival time of particles and c) the use of a single platform for
the emulation of a radiation environment providing as such a
low-cost solution to researchers and practitioners.

III. PROPOSED SEU MITIGATION METHOD

This work advocates a novel area-driven reconfiguration
scheme for fault-tolerant FPGA designs. The motivation be-
hind the proposed technique is the exploitation of the trade-off
between availability of the system, and the area and memory
transfer requirements. The proposed method is based on DMR
for detecting errors, but instead of replicating the whole design
under protection, it uses the partial reconfiguration property of
modern FPGA devices, and replicates only part of the design
at any given time.

Considering a modular component that can be partitioned
into smaller modules, each one of the modules are being
checked in a cyclic order instead of replicating the whole
component. The proposed area-driven technique checks the
modules of the component for errors for time that is propor-
tional to their area. Therefore, the module with the largest area
is tested for errors more time than the rest of the modules.

IV. THE POROPOSED SEU MITIGATION FRAMEWORK

The SEU mitigation framework designed in this work
supports fault injection at the SRAM configuration memory
of the FPGA using the Soft Error Mitigation Core IP (SEM)
provided by Xilinx [14]. In addition to the fault injection,
FPGA scrubbing is provided through partial reconfiguration
via the ICAP port to correct the errors caused by the injected
SEUs.

A. Hardware

In this work, the system that is envisioned consists of
two parts that communicate with each other with the former
being protected while the latter being vulnerable to SEUs. The
assumed protected part using TMR is smaller in size than the
second part and provides the input vectors and accommodates

the partial reconfiguration controller, while the second part
holds the actual CUT.

The experimental system consists of a desktop PC and a
Zynq FPGA board. The PC is responsible for configuring the
parameters of the experiment, such as SEU events and CUT, as
well as for retrieving the data from the board and analyse them.
The FPGA board consist of the supporting framework, that is
the part responsible to inject the SEUs to the configuration
memory allocated to CUT, perform the desired SEU mitigation
strategy, as well as logging any activity.

Figure 1 shows the block diagram of the hardware architec-
ture implemented on the Zedboard with XC702 FPGA. The
host is a Desktop personal computer with an Intel i7 2600
running Matlab. The ARM processor runs the LWIP stack
for communicating with the host PC via Ethernet over the
UDP/IP protocol [13]. The SEM core is used for injecting the
configuration bit-flips using the ICAP port. The ICAP port
is shared between the SEM core and the HWICAP module.
The Hardware Internal Configuration Access Port (HWICAP)
controller performs the scrubbing by transferring the bitstream
from the DDR3 to the ICAP port. Three 32-bit AXI timer
modules are connected on the AXI4lite bus and five interrupts
from the programmable logic (PL) to the processing system
(PS) are used for keeping timestamps (time of events) for the
experiments. The User IP includes an input BRAM that stores
and feeds with input data both the CUT and the Gold designs.
Moreover, the CUT and Gold BRAMs are for debugging
purposes and a comparator is checking the outputs of the CUT
and the Gold circuits.

B. Xilinx Essential Bits

It should be noted that Xilinx offers the essential bit tech-
nology that clusters the configuration SRAM bits into essential
and not essential for the operation of the CUT. An essential bit,
is a bit that if flipped might cause a functional error. A critical
bit, is an essential bit that if flipped, produces a functional
error. Not all essential bits are critical bits. To find the critical
bits of an FPGA-mapped design, one should perform fault
injection at the configuration SRAM layer of the FPGA and
mark as critical the bits that produce an error at the output of
the CUT. In this work, the list of the essential bits is sampled
randomly to flip configuration bits that correspond to the CUT
and reduces the time of the fault injection campaign as there
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Fig. 2: Three versions of the polynomial case study

is no need to inject faults on the whole FPGA configuration
memory.

C. Software

Figure 3 shows the flowchart of the software routine running
on the ARM core in bare-metal. The key parts of the software
routine are: a) the communication with the host, b) the
control of the interrupts and c) the management of the partial
reconfiguration process. In more detail, the host PC, transfers
the input data for the user IP, the bit-flip addresses, the time
intervals of the SEU events, the scrub rate, the duration of
the experiment and the partial bitstream for the user IP to the
DDR3 memory. The input data are loaded to the input BRAM
on the PL. The user IP starts by reading the input data in
cyclic way so that it processes always the same data. Then
the global timer starts that counts the execution time of the
experiment.
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When the fault is going to be injected, the CUT pauses its
operation and resumes execution after the fault is injected in
the system. The reason for this is that the injection latency
varies depending on the address of the bit flip. When the fault
injection process completes, a time-stamp is logged and stored
in the DDR3 memory. In the same way, after a scrubbing

process completes, a time-stamp is logged as before. When
the global timer reaches the amount of execution time that the
user specifies, the interrupts are disabled and the ARM core
sends all time-stamps back to the host PC for analysis.

V. EXPERIMENTAL RESULTS

The case study used in this work is a polynomial evaluation
function

F (x) = 3x2 + 5x+ 5 (1)

where the input x is 16-bits. The reason this case study was
selected is because it can be partitioned in its arithmetic
operators for protection and it is a feed-forward datapath.
In addition, the selected case study has common operators
found in signal processing applications. Figure 2(a) presents
the block diagram the hardware implementation of the afore-
mentioned function. It consists of two adders, one constant
coefficient multiplier and a two-inputs multiplier that actually
occupies most of the area of the entire circuit. All operators
support integer arithmetic with wordlength of 16-bits. The
blind scrubbing technique is applied on this design for ex-
perimentation.

Figure 2(b) shows the DMR version of the baseline where
the entire component is duplicated and a comparator is added
for detecting an error. This design is used to evaluate the on-
demand triggered scrubbing technique. The proposed solution
is shown in Figure 2(c). The design is extended with multiplex-
ers, a comparator that signals a mismatch and a reconfigurable
partition for instantiating any part of the design for protection
at any given time.

A. SEU Mitigation Framework Results

1) Performance of the framework: The mean SEU rate
of the environment the FPGA system will be operating is
assumed to be constant over time. The inter-arrival time of
particles follows an exponential distribution having a mean
that is the constant SEU rate. It should be noted that the
framework can support any SEU injection distribution, but
in this work it was selected to be used the one from [15].



5

10

15

20

25

1/16
1/4

1
4

16
64

512

0

20

40

60

80

100

 

fscrub / fseuError value in msec
 

P
er

ce
n

ta
g

e 
o

f 
E

rr
o

rs

Fig. 4: Performance of the framework

In every experiment, the targeted SEU rate is compared with
the actual SEU rate. Figure 4 presents a three-dimensional bar
graph of the error value between the actual and the targeted
fault injection time versus the scrub over seu rate vs the
percentage of errors. It should be noted that increasing the
scrub over SEU rate beyond 16 increases the error value
between actual and targeted fault injections, deviating from
the assumed exponential distribution. The selected SEU rate
is 1 SEU per second and if this rate decreases, less errors will
be observed, but the actual time of the experiments will be
proportionally longer.

Table II includes resources utilization of the framework on
the ZYNQ platform without the CUT.

TABLE II: Resources utilization of the framework on the
ZYNQ without the CUT

#LUTs # REGs # BRAMs
SEM core 891 1260 3

HWICAP 386 925 2

AXI4Lite 783 716 N/A

AXI Timers 1,011 648 N/A

User IP (without CUT) 1,471 879 87

Reset logic 23 31 N/A

Total Utilization 4,565 4,459 92

Available 53,200 106,400 140

Percentage(%) 8.6 4.2 65.7

2) Experimental Setup: The SEU rate of the baseline design
was 1 SEU per sec per unit area. As unit area in this work it is
considered an essential configuration bit. The scrubbing rate
is varied from 1/16 to 16 times the SEU rate with an interval
of 2. In that way, by increasing the scrubbing rate and keeping
the SEU rate fixed, an increase in availability is observed. The
on-demand scrubbing method assumes 2 SEUs per sec while
the proposed scrubbing technique has a 1.13 SEUs per sec.
The SEU rates are calculated based on the number of essential
bits of each design. The baseline has 78,652 essential bits as
reported by Xilinx tools while the DMR design has 158,381
and the proposed has 100,397.

B. Results of FPGA Scrubbing techniques

The metrics used for evaluating the existing scrubbing
techniques and the proposed one are: availability, MTTR, size
of data transferred from DDR3 and area.

1) Availability: The availability is the percentage of the
time the design is operating producing correct results over
the total time of operation. Figure 5 shows the availability of
different techniques for several ratios of scrub over SEU rate.
The y-axis includes the confidence intervals of the availability
for the experiments that were run. The on-demand scrubbing
technique for the DMR design achieves the highest availability
of 0.99.

Self-aware availability is introduced to indicate whether the
CUT has knowledge of when it produces wrong results by
checking the DMR error signal from the comparator. The
baseline with the blind scrubbing technique does not have any
detection mechanism and therefore, self-aware availability is
not applicable. The on-demand scrubbing and the area-driven
techniques both have self-aware availability.

2) MTTR: The MTTR for the baseline polynomial eval-
uation function is the time spent for reconfiguration and is
1.189 ms. The DMR design has a MTTR of 2.419 ms while
the proposed design’s MTTR is 1.599 ms.

3) Size of data transferred from DDR3 for scrubbing: The
baseline bitstream size is 17,063 bytes while the size of the
bitstream for the DMR is 34,714 bytes. Finally, the recon-
figurable design has 17,651 bytes in total with 5,296 bytes
corresponding to the area for accommodating the instantiated
modules for checking for errors. The size of data transferred
from DDR3 depends on the number of scrubs and thus, the
count of reads from the DDR3 per technique.

Figure 6 shows the trade-off between unavailability and size
of data transferred from DDR3 per technique, having the origin
of the diagram as the best performing point. The area-driven
scrubbing outperforms blind scrubbing on the unavailability vs
data transfer from DDR3 trade-off. However, the on-demand
scrubbing method for the DMR design achieves the maximum
availability with the lowest memory data transferred.

4) Area: Table III shows area results for the three systems
on the ZYNQ platform. The baseline occupies 578 resources
(464 Lookup Tables (LUTs) and 114 Registers (REGs) while
the DMR’s resources utilization is 943 LUTs and 230 REGs
(2x the area of the baseline). Our approach saves resources
when compared to the DMR version of the system by using
136 REGs and 509 to 622 LUTs, depending on the module
that is instantiated on the reconfigurable part of the CUT.

TABLE III: Resources utilization of the CUT

#LUTs # REGs
Baseline 464 114

DMR 943 230

Proposed [509,622] 136
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VI. CONCLUSION

In conclusion, a new scrubbing technique taking into
account area information and using partial reconfiguration
is presented in this paper. An investigation with existing
scrubbing techniques was enabled by the introduction of a
novel SEU mitigation framework. The framework supports
different SEU and scrub rates for experimentation on the
ZYNQ platform. Experimental results show that our technique
saves 35% area when compared to an on-demand scrubbing
strategy by achieving 4.7% lower availability. Last but not
least, the proposed area-driven technique achieves 22% higher
availability on average than blind scrubbing with 13% less
data transfers from the DDR3 memory.
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