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This paper examines two established preconditioners which were developed to accelerate the solution of
discontinuous Galerkin finite element method (DG-FEM) discretisations of the elliptic neutron diffusion
equation. They are each presented here as a potential way to accelerate the solution of the Modified
Interior Penalty (MIP) form of the discontinuous diffusion equation, for use as a diffusion synthetic accel-
eration (DSA) of DG-FEM discretisations of the neutron transport equation. The preconditioners are both
two-level schemes, differing in the low-level space utilised. Once projected to the low-level space a selec-
tion of algebraic multigrid (AMG) preconditioners are utilised to obtain a further correction step, these
are therefore ‘‘hybrid” preconditioners. The first preconditioning scheme utilises a continuous piece-
wise linear finite element method (FEM) space, while the second uses a discontinuous piece-wise con-
stant space. Both projections are used alongside an element-wise block Jacobi smoother in order to create
a symmetric preconditioning scheme which may be used alongside a conjugate gradient algorithm. An
eigenvalue analysis reveals that both should aid convergence but the piece-wise constant based method
struggles with some of the smoother error modes. Both are applied to a range of problems including some
which are strongly heterogeneous. In terms of conjugate gradient (CG) iterations needed to reach conver-
gence and computational time required, both methods perform well. However, the piece-wise linear con-
tinuous scheme appears to be the more effective of the two. An analysis of computer memory usage
found that the discontinuous piece-wise constant method had the lowest memory requirements.
� 2016 The Authors. Published by Elsevier Ltd. This is an openaccess article under the CCBY license (http://

creativecommons.org/licenses/by/4.0/).
1. Introduction

The diffusion synthetic acceleration (DSA) method for the
source iteration of the SN equations is a long standing area of
research (Adams and Larsen, 2002) and now forms an important
constituent of many SN codes. Developing such schemes for discon-
tinuous Galerkin finite element (DG-FEM) transport discretisations
proved particularly difficult. While some successful methods are
based on a set of carefully adjusted continuous FEM equations
(Wareing et al., 2001) there have also been studies in fully discon-
tinuous DSA formulations (Adams and Martin, 1992) in order to
improve consistency or to exploit the opportunities offered by
the additional freedom of DG-FEM methods, e.g. their applicability
for non-conforming meshes allowing more flexibility in adaptivity.
MIP, a fully discontinuous DSA method has recently been
developed (Wang and Ragusa, 2010) which is a modification of the
Symmetric Interior Penalty (SIP) method (DiPietro and Ern, 2012).

The MIP equations are usually solved by direct application of
some algebraic multigrid preconditioning (Kraus and Margenov,
2009). Although this procedure is robust, it is also significantly
more expensive than the solution of the DSA schemes based on
continuous FEM equations. The higher cost mainly originates from
the increased number of degrees of freedom in the discontinuous
discretisation leading to more non-zero entries in the matrix. For
linear hexahedral elements for example the number of non-zero
terms increases by a factor of about 5. In this situation, a significant
proportion of the computational time is spent solving the DSA
equations.

Such problems could be mitigated by turning to a two-level
approach for preconditioning the MIP equations. Recently, such
novel matrix solution algorithms have been developed (Dobrev
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et al., 2006; Van Slingerland and Vuik, 2012) to improve the
solution time of the SIP equations. These algorithms are combined
with an algebraic multigrid preconditioning step on the low-level
problem in order to create a preconditioner which is a hybrid of
two different multi-level methods.

This paper investigates the computational efficiency of two
such two-level approaches when preconditioning the MIP equa-
tions. In the first method the coarse correction is based on a projec-
tion of MIP equations onto the problem domain of continuous
finite elements (modified by some impact from the penalty terms
on the external boundaries of the problem). In the second method
it is projected onto a domain with a single unknown per element.
Both methods take advantage of the fact that MIP creates a matrix
with a predictable block structure. This enables them to create a
low-level scheme which has a good reduction in number of non-
zero terms while remaining a good approximation of the problem.
An element-wise block smoother is used alongside both methods,
which is also well suited to the block structure of the matrix and
lends itself well to parallelism. For both methods the low-level cor-
rection is obtained using an AMG method, hence why they may be
considered to be ‘‘hybrid” schemes.

Section 2 briefly describes the MIP diffusion equations and then
defines both two-level preconditioners which are to be studied. In
Section 3 these preconditioners will then be used to solve a series
of problems in order to test their effectiveness, using established
AMG methods as a benchmark.

2. Method

2.1. Interior penalty diffusion

The neutron diffusion equation is an approximation of the neu-
tron transport equation in which several approximations are made
in order to eliminate the terms involving the neutron current J
(cm�2 s�1). With scalar neutron flux / (cm�2s�1), macroscopic
removal cross-section Rr (cm�1), diffusion coefficient D (cm) and
neutron source S (cm�3 s�1), the steady state monoenergetic form
of the neutron diffusion equation at position r is given as

r � DðrÞr/ðrÞ � RrðrÞ/ðrÞ þ SðrÞ ¼ 0 ð1Þ
In the case where it is to be discretised within a discontinuous

framework using interior penalty methods, the diffusion equation
may be defined using discontinuous Galerkin bilinear and linear
forms. Let (�; �) represent an inner product on L2ðVÞ for spatial
domain V with border @V and element edges E, where

ða; bÞL2ðVÞ ¼
Z
V
abdV

then, the bilinear form að/;/�Þ and linear form lð/�Þ are combined
to form the variational form að/;/�Þ ¼ lð/�Þ. Since this paper exclu-
sively deals with problems containing only a single neutron energy,
Rr may be replaced by the macroscopic absorption cross-section Ra.
The weak form of the Symmetric Interior Penalty (SIP) equations is
then given as (Wang and Ragusa, 2010; DiPietro and Ern, 2012)

að/;/�Þ ¼ ðRa/;/
�ÞV þ ðDr/;r/�ÞV

þðj½½/��; ½½/���ÞE þ ð½½/��; ffDr/�ggÞE þ ðffDr/gg; ½½/���ÞE
þðj/;/�Þ@V � 1

2 ð/;Dr/�Þ@V � 1
2 ðDr/;/�Þ@V

ð2Þ
where j represents the penalty term at edge E or on the domain
boundary @V and

lð/�Þ ¼ ðQ0;/
�ÞV ð3Þ

for source Q0.
At element boundaries let
½½/�� ¼ n̂þ/þ þ n̂�/� and ff/gg ¼ ð/þ þ /�Þ=2 ð4Þ
represent the boundary flux jump and average respectively, where
n̂ represents the outward pointing normal vector at each face. The
þ and � are used to represent either side of the face.

Providing thatj is sufficiently large therewill be a stable solution
to the MIP equations. At element edges, j is calculated using
the diffusion coefficient D and a length scale h, which is equal to
the volume of the element divided by the area of the surface at the
edge (element area divided by edge length in 2D elements). For each
element swith set of edges � the property ns is defined as

ns ¼
X
�

CsD
2h�

ð5Þ

where Cs is a coefficient from the trace inequalities chosen as

Cs ¼
3 triangular elements
4 quadrilateral elements
5 all other elements

8><
>: ð6Þ

these values for Cs are for linear elements only.
For a given edge � let n�� and nþ� represent the values of n in the

two elements connected by that edge. If the edge lies on a domain
boundary n� represent the value of n for the element which borders
that edge. Then for each edge the formula for j is

jSIP
� ¼ n�� þ nþ� on interior edges

2n� on domain boundary

�
ð7Þ

The modified interior penalty (MIP) method is a similar scheme
to SIP. It is used here because it is more consistent with the discre-
tised transport equations in the thick domain where DSA accelera-
tion is important. Therefore it leads to a DSA scheme which more
effectively reduces the transport iteration number. In the MIP
method, j is given as

jMIP
� ¼ max jSIP

� ;
1
4

� �
ð8Þ

the SIP and MIP equations are otherwise identical (Wang and
Ragusa, 2010). The MIP scheme has been shown to be stable and
effective at reducing the spectral radius of iterative transport prob-
lems (Turcksin and Ragusa, 2014).

2.2. Two-level preconditioners

This paper presents two preconditioners for accelerating the
solution of the MIP equations. Both are two-level variations of
multi-level methods, well established preconditioning techniques
(Brandt, 1977). In order to define a two-level scheme it is necessary
to specify both a smoother and a low-level correction. These work
together by splitting the problem so that the smoother and the
low-level correction both help to reduce the errors by tackling dif-
ferent error modes.

The choice of smoother has a significant impact on the effec-
tiveness of a multi-level method. When solving a discontinuous
diffusion problem the matrix A has a block based structure, with
each discontinuous element containing ne nodes being represented
by a ðne � neÞ block. This problem structure suggests that a block
based smoother such as element-wise block Jacobi should work
well. Since all diagonal blocks are independent of each other this
smoother is well suited to parallel implementation. Additionally,
for a cost of relatively little memory the inverses of the diagonal
blocks may be calculated and stored in advance, so that instead
of inverting the blocks at every smoothing step it is only done once
during the setup.

The low-level correction defines a coarse space Xc which should
provide a good approximation to the high-level fine space X. A



Fig. 2. Projection from discontinuous linear to discontinuous constant FEM.
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restriction operator R is defined which projects from the fine space
to the coarse space, as well as an interpolation operator I which
projects from coarse to fine. For both methods presented here, I
is simply the transpose of R. Finally, the MIP diffusion problem
matrix A is projected to the coarse level using the formula

Alowlevel ¼ RAI ð9Þ
The first of these preconditioners, the ‘‘continuous” method,

creates the low-level or coarse problem by projecting the MIP dif-
fusion problem onto a continuous finite element diffusion prob-
lem. This low-level projection may be shown to be an effective
approximation of the discontinuous interior penalty scheme
(Dobrev, 2007). Warsa et al. (Warsa et al., 2003) successfully use
a similar method to precondition the P1 equations. In the case of
continuous FEM diffusion the bilinear form simplifies to

að/;/�Þ ¼ ðRa/;/
�ÞV þ ðDr/;r/�ÞV þ ðj/;/�Þ@V

� 1
2
ð/;Dr/�Þ@V � 1

2
ðDr/;/�Þ@V ð10Þ

Within the discontinuous framework, let g represent a node
within the set of all nodes N and s represent an element within
the set of all elements T. Let �sg represent the set of elements that
all share the node g and j�sgj is the size of this set. The projection
operator Rcontinuous fromX toXc defined for the function / is defined
as (Dobrev, 2007)

Rcontinuous/ðgÞ ¼ 1
j�sgj

X
s2�sg

/ðgÞs ð11Þ

That is, at each node there is a simple averaging of each discon-
tinuous element function value at that node to obtain the continu-
ous approximation value. This projection is illustrated in Fig. 1. It is
worth noting that this method is more difficult, though still possi-
ble, to apply when using a mesh that contains hanging nodes. If
hanging nodes are present it is necessary to constrain the shape
function values (Schröder, 2011).

The second preconditioner, the ‘‘constant” preconditioner,
maintains the discontinuous nature of the problem and instead
obtains a low-level projection by converting the FEM basis func-
tions from piece-wise polynomial to piece-wise constant. This
reduces the number of degrees of freedom of each discontinuous
element to 1. Recent studies have implemented this coarse space
preconditioning method for discontinuous diffusion bubbly flow
problems (Van Slingerland and Vuik, 2012, 2015). This has been
shown to be an acceptable approximation to the fine grid problem
(Dobrev, 2007). In this case the bilinear form simplifies to

að/;/�Þ ¼ ðRa/;/
�ÞV þ ðj½½/��; ½½/���ÞE þ ðj/;/�Þ@V ð12Þ

Here, the restriction matrix Rconstant is simply an averaging of the
discontinuous nodal values within element s. This projection is
illustrated in Fig. 2. Letting!s represent the set of all discontinuous
nodes t within element s the projection is defined as (Dobrev,
2007)
Fig. 1. Projection from discontinuous linear to continuous linear FEM.
Rconstant/ðtÞ ¼ 1
j!sj

X
!s

/ðtÞ ð13Þ

Using a constant discontinuous low-level method loses several
terms of the high order method due to the elimination of flux
derivatives. However, this method has the advantage that it applies
far more naturally to hanging node problems.
2.3. Preconditioning algorithm

In the previous section two two-level methods were suggested.
This section defines the algorithm through which both of these
methods can be used as a preconditioner. For each method there
is a restriction operator R to convert a vector from the high level
to the low-level mesh, and an interpolation operator I to return
the vector back to the high-level mesh. In both cases I is the trans-
pose of R. For both cases, the solver matrix on the low-level
approximation is obtained from the high-level MIP diffusion solver
matrix A using Eq. 9. The process of restricting a vector to the low-
level problem, obtaining a correction with the low-level matrix,
and finally interpolating back, is represented by the coarse correc-
tion operator Q. This is defined as

Q ¼ IA�1
lowlevelR ¼ IðRAIÞ�1R ð14Þ

A smoother is also required, which in this case will be block
Jabobi. The smoothing operator will be M�1

EB , where MEB consists
purely of the diagonal blocks of A where each block is defined by
the nodes contained in a single element

MEB ¼ diagEBðAÞ ð15Þ
MEB represents the diffusion problem for each discontinuous

element, where the values for the incoming currents are taken
from the explicit side of the discretised linear system.

Now that a coarse correction operator Q and a smootherM�1
EB are

defined, they can be combined into a preconditioning operator P�1,
which will transform the residual r to the preconditioned residual
z in the conjugate gradient (CG) solver. Since the MIP scheme
yields a symmetric positive definite (SPD) matrix it is well suited
to being solved by a CG solver. Therefore, the preconditioner must
be implemented in such a way that P�1 is also symmetric positive
definite. The algorithm used is (Van Slingerland and Vuik, 2015)

P�1r ¼ z !
yð1Þ ¼ xM�1

EB rðpre-smoothÞ
yð2Þ ¼ yð1Þ þ Qðr� Ayð1ÞÞðcoarse correctionÞ
z ¼ yð2Þ þxM�1

EB ðr� Ayð2ÞÞðpost-smoothÞ

ð16Þ

where x is a scalar damping variable between 0 and 1 applied to
the smoother.
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In order to complete the coarse correction step it is necessary to

calculate an approximations of A�1
lowlevel. This could be achieved by

either using a single preconditioning step of any effective precon-
ditioner to calculate a rough estimate or by using a preconditioned
iterative solver to find a solution for the low-level problem to a
given tolerance.

When selecting between these two methods there are two fac-
tors to consider. One is how accurate the approximate solution of

A�1
lowlevel is. A more accurate approximation should lead to a more

effective preconditioner and therefore reduce the number of itera-
tions needed to solve the high-level problem. The other factor is
the computational cost of calculating the estimate. Of the two
methods specified, using a single preconditioning step is inaccu-
rate but computationally inexpensive, whereas iteratively solving
would be more accurate but also more expensive.

The majority of the results in this paper use only a single pre-
conditioning step to approximate the solution to the low-level
problem. Section 3.5 contains results and discusses the impact of
using the iterative CG method.
2.4. Algebraic multigrid

Algebraic multigrid (AMG) is a common class of multi-level
preconditioner that creates a series of low-level projections from
the high-level problem exclusively using information contained in
the high-level matrix A (Stuben, 2001). AMG methods are widely
used due to their flexibility, a well developed AMG method will
work as a preconditioner for a variety of problem types. However,
a potential advantage of the continuous and constant two-level
schemes presented so far is that by requiring some knowledge
of the problem structure, such knowledge may be used to provide
better preconditioning. For example when creating the projection
to the low-level problem an AMG method must use heuristic
algorithms to develop a coarsening, whereas the two-level meth-
ods can use more well defined techniques that have been proven
to yield a low-level problem which is a good approximation and
well conditioned (Dobrev et al., 2006; Van Slingerland and Vuik,
2012). Some knowledge of the structure of the problem also helps
when selecting a smoother, enabling a more efficient specialised
implementation that does not rely on generalised computational
kernels.

The flexible nature of AMG preconditioners makes them ideal
for use in approximating a solution to the low-level problem pro-
duced the constant and continuous preconditioners, as discussed
in Section 2.3. Doing so creates a ‘‘hybrid” multi-level scheme,
whereby a FEM based multi-level technique is used to obtain an
initial coarsening step in a two-level manner, followed by the
use of an AMG scheme to provide additional coarsening. Numerous
AMG algorithms have been developed and this paper makes use of
four of them.

� GAMG: An AMG algorithm that is provided with the PETSC open
source software package (Balay et al., 1997, 2014).

� BoomerAMG: An algorithm contained within the HYPRE library
(Henson and Weiss, 2002; Law, 0000).

� ML: An algorithm from the TRILINOS library (Sala et al., 2004).
� AGMG: An aggregation based AMG (Notay, 2010; Notay, 2012;
Notay, 2014; Napov and Notay, 2012).

As well as using these alongside the constant and continuous
algorithms results will also be shown to demonstrate the
effectiveness of using them to precondition the full MIP problem
as a standalone preconditioner. A study of this for just the AGMG
and ML preconditioners was performed in (Turcksin and Ragusa,
2014).
2.5. The transport problem

The preconditioners discussed in this paper are intended to be
used as part of a DSA scheme to accelerate the solution of the dis-
continuous SN transport equation. This section describes the
methodology for solving this equation based on the work of Ware-
ing et al. (Wareing et al., 2001). In the case of a steady state,
monoenergetic problem the transport equation is given by

X̂ � rwðr; X̂Þ þ RtðrÞwðr; X̂Þ
¼

Z
4p
Rsðr; X̂0 ! X̂Þwðr; X̂0ÞdX0 þ Qðr; X̂Þ ð17Þ

solving for the angular flux wðr; X̂Þ (cm-2s�1).
The term X̂ represents a unit vector in the direction of neutron

motion, Qðr; X̂Þ (cm�3s�1) represents the extraneous (fixed) neu-
tron source, Rsðr; X̂0 ! X̂Þ (cm�1) is the differential scattering
cross-section which characterises the scattering of a neutron from
incident direction X̂0 within dX0 to the direction X̂, and RtðrÞ
(cm�1) represents the total macroscopic cross-section.

The continuous transport equation may be rewritten using a
series of operators to represent parts of the equation. L represents
the streaming and removal operators, D represents a mapping of
the angular flux to scalar flux, M represents a mapping of scalar
flux moments onto angular flux and S represents the scatter oper-
ation. This leads to the transport equation being represented as

Lwðr; X̂Þ ¼ MSDwðr; X̂Þ þ Qðr; X̂Þ ð18Þ
When discretised in the discontinuous finite element formula-

tion, this is written as (Warsa et al., 2004)

Lw ¼ MSDwþ q ð19Þ
Through manipulation of these operators it is possible to define

the transport equation in terms of a standard Ax ¼ b matrix prob-
lem. Multiplying through by DL�1 yields

ðI� DL�1MSÞ/ ¼ DL�1q ð20Þ
where I is the identity matrix. This problem may be solved using a
Krylov method such as GMRES (Warsa et al., 2004). When applying
DSA to a transport problem defined in this manner, the DSA behaves
like a preconditioner. Let G represent the MIP diffusion matrix
which is to be used for the DSA. Then the preconditioner M�1

may be found to be

M�1 ¼ Iþ G�1S ð21Þ
leading to a DSA accelerated transport system defined as

ðIþ G�1SÞðI� DL�1MSÞ/ ¼ ðIþ G�1SÞDL�1q ð22Þ
3. Results

In order to demonstrate the effectiveness of the methods pre-
sented, they were applied to obtain solutions to the MIP equations
for a diverse set of problems. For ease of reference, the precondi-
tioner that creates a low-level system based on the linear continu-
ous FEM problem will be referred to as the ‘‘continuous”
preconditioner, and that which creates its low-level system based
on constant discontinuous FEM will be referred to as the ‘‘con-
stant” preconditioner. The four AMG preconditioners specified in
Section 2.4 will be used for the low-level correction and also used
as standalone solvers as a performance benchmark.

All algorithms are used to precondition a standard flexible con-
jugate gradient solver. The exit criterion of the CG solver is a root
mean squared (RMS) residual of 1:0� 10�9.
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This section first presents an eigenvalue analysis of the precon-
ditioners to be examined. It will the discuss a series of results for
standard, one group, fixed source MIP diffusion problems for a
variety of different mesh types. Each problem was solved using
the constant, continuous and all four AMG preconditioners. For
each solution the number of CG iterations required to reach con-
vergence is recorded along with the time in seconds that this
required. The results have all been obtained by running the prob-
lems on the same computer in serial. Note that all times given
are purely for the time spent in the iterative solver, all setup times
are ignored.

Afterwards results are presented examining the effect of fully
solving the low-level problem instead of simply approximating,
the impact that switching from SIP to MIP diffusion has, the impact
of a poor quality mesh on convergence, the impact that these pre-
conditioners have when the diffusion problem is being solved as
part of a DSA scheme for a full transport problem, and a limited
study on parallel efficiency in a shared memory environment.

3.1. Eigenvalue analysis

By calculating the eigenvalues and eigenvectors of a precondi-
tioned matrix it is possible to gain some insight into how well a
preconditioner will perform. The largest magnitude eigenvalues
will represent the error modes which the preconditioner finds
most problematic (Strang, 2007). The eigenvalues of the MIP diffu-
sion matrix were calculated when preconditioned with just the
element-wise block Jacobi smoother and also with the two two-
level methods that have been presented. This was performed for
a simple square mesh of 100 structured quadrilateral elements,
yielding a system with 400 degrees of freedom and, therefore,
400 eigenvalues.

The impact of a smoother such as block Jacobi on the eigenval-
ues of a problem is well established (Mansfield, 1991). Fig. 3a
shows the matrix when preconditioned with an element-wise
block Jacobi smoother with a damping factor of 1.0 (undamped)
and 0.7. Applying a damping factor of less than 1.0 reduces the
magnitude of eigenvalues associated with certain error modes
while increasing those associate with others. This can be desirable
in a two-level scheme if the error modes suppressed by the damp-
ing are among those not represented well on the coarse problem.
Fig. 3. Eigenvalue distribution for MIP m
Table 1 shows the variation in iterations required to converge
for the continuous and constant preconditioners with damping fac-
tor. These results are obtained from a problem of 400 structured
quadrilateral elements using BoomerAMG as the low-level precon-
ditioner. Material properties are homogeneous with a fixed neu-
tron source of 1:0 cm�3s�1, a neutron scatter cross-section of
1:0 cm�1, zero neutron absorption and bare boundaries. The results
demonstrate that the optimal damping factor for this problem is
approximately 0.7 but more importantly they demonstrate that
the convergence rate is fairly insensitive to the damping factor as
long as it is not equal to 1.0 and is reasonably close to the optimal
value. Because of this behaviour and because determining the
precise optimal damping factor for every problem which is to
be solved would be impractical it is reasonable to select a value
in the region of 0.6-0.8 which is used for all cases. Therefore
all results in this paper will be obtained with a damping factor of
0.7.

The eigenvalues when the matrix is preconditioned with the
two-level methods are shown in Fig. 3b. Both methods display a
reduction in the size of the eigenvalues when compared to using
only the smoother. However the constant discontinuous two-
level method appears to retain some eigenvalues which are quite
close to 1. This problem does not occur with the linear continuous
method and it will be shown that this method will generally dis-
play superior convergence properties.

Figs. 4a and b show the eigenmodes of the block Jacobi
smoothed matrix with the largest positive and largest negative
eigenvalues respectively. These will be the error modes that the
coarse correction should represent well if the two-level precondi-
tioner is to be effective, particularly the mode in Fig. 4a and those
similar to it as these are not reduced by damping the smoother (as
seen in Fig. 1).

Fig. 5a shows the eigenmode for the constant discontinuous
preconditioner that has the largest magnitude eigenvalue. This
eigenmode is smooth in both a local and global sense. By compar-
ison the most problematic eigenmode for the continuous linear
preconditioner shown in Fig. 5b has large local discontinuities
but a smooth global pattern. The constant preconditioner likely
has larger eigenvalues overall than the continuous preconditioner
because the eigenmodes that give it the most problems are also
those which are not well dealt with by the smoother. This is
atrix with various preconditioners.



Table 1
Iterations to convergence of continuous and constant preconditioners for varying
damping factor x.

x Continuous iterations Constant iterations

1 57 43
0.9 10 33
0.8 7 32
0.7 7 30
0.6 8 30
0.5 9 31
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apparent from the fact that the eigenmodes shown in Figs. 4a and
5a appear to be very similar.

An important property for any multi-level scheme is that the
convergence rate is invariant with the mesh refinement of
the problem. Therefore, it is important to examine how different
the eigenvalues are on refined meshes. For this analysis the most
important value is the largest magnitude eigenvalue present, and
how close that eigenvalue is to 1.0. A convergence figure of
merit (FOM) is introduced which given by FOM ¼ �1:0�
lnð1:0�maxeigÞ where maxeig is the largest magnitude eigen-
value. As the magnitude of the FOM increases the convergence rate
will worsen. Fig. 6 plots the FOM for damped block Jacobi and the
two two-level methods for three separate mesh refinements. The
results demonstrate that both two-level methods are successfully
keeping the convergence rate close to constant as mesh refinement
increases. Both preconditioners demonstrate the ‘‘standard”
convergence behaviour for multi-level methods and treat the full
spectrum of the iteration matrix properly.

3.2. Cranked duct problem

Figs. 7 and 8 show geometry of the 2D and 3D case of the
cranked duct problem, which will be the primary test cases for this
paper. Both the 2D and 3D problem consist of a central ‘‘source”
region which provides a fixed neutron source and has a macro-
scopic scatter cross-section of 1:0 cm�1. The source is surrounded
by a region of high scatter material, apart from the eponymous
cranked duct, which is an area of low scatter running from the
source to the edge of the problem. The cranked duct wraps around
the source, to ensure that no neutrons have a trivial escape path.

Both the 2D and 3D problems are designed to test the solvers
ability to handle strongly heterogeneous conditions. The macro-
scopic cross-section in the high and low scatter regions is deter-
mined by the heterogeneity factor r. In the high scatter region it
Fig. 4. Largest positive and negative eigenmo
is equal to r cm�1 while in the low scatter channel it is equal to
1=r cm�1. Setting r ¼ 1 would therefore define a homogeneous
problem with the same scatter cross-section everywhere, with
the exception of the source remaining localised in the centre. The
boundaries of the problem are all bare with no neutrons entering
and the neutron absorption cross-section is 0 everywhere so neu-
trons can only leave the system by reaching the boundaries, rather
than being captured.

The 2D problem domain has dimensions 10 cm � 10 cm. The
central source region is a 2 cm sided square and the cranked duct
is 1 cm wide. For the 3D problem the domain has dimensions
10 cm � 10 cm � 10 cm, with the source being a 2 cm sided cube
and the duct having a square cross section of side 1 cm.

Both the 2D and 3D cases were discretised using a finite ele-
ment mesh with the program GMSH (Geuzaine and Remacle,
2009). For the 2D case, the problem was discretised into structured
quadrilaterals. For the 3D case, both structured hexahedra and
unstructured tetrahedra were used. When creating the unstruc-
tured tetrahedra meshes, the problem is first created as a
10 � 10 � 10 set of structured cube blocks, each of which is discre-
tised into unstructured tetrahedra individually.

3.3. Diffusion results

Tables 2–7 show the results for the cranked duct problem in 2D
for structured quadrilaterals and in 3D for structured hexahedra
and unstructured tetrahedra. Results are shown for both a homo-
geneous and a heterogeneous case. In Tables 4 and 5 some cases
were unable to complete for the highest mesh refinement, due to
requiring more memory than the 250Gb which was available in
the computer used.

Examining first the iteration numbers, of the two-level methods
being studied it is apparent from these results that the continuous
preconditioner consistently outperforms the constant one. The
continuous preconditioner consistently allows the problem to con-
verge in a small number of iterations and the iteration number
does not vary much with mesh refinement, which is a good indica-
tor that a multi-level method is working well. The constant precon-
ditioner still performs well, the iteration numbers are kept low,
though not as low as the continuous preconditioner, and the itera-
tion number again does not rise significantly with mesh refine-
ment. These results match what we would expect from the
eigenvalue analysis in Section 3.1. The selection of AMG method
for the low-level correction has a strong impact on the iteration
number, with BoomerAMG generally leading to the lowest
des of the block Jacobi smoothed system.



Fig. 5. Eigenmodes of two-level preconditioners with the largest magnitude eigenvalue.

Fig. 6. Scaling of preconditioner convergence properties with mesh refinement.

Fig. 7. Visualisation of the 2D cranked duct test problem.

Fig. 8. Visualisation of the 3D cranked duct test problem.
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iteration number. When the AMG methods are used as standalone
preconditioners the iteration number typically falls somewhere in
between that of the constant and continuous methods. In general
BoomerAMG and AGMG produce the lowest iteration numbers,
though the convergence rate of the AGMG is negatively impacted
more strongly by an increase in the heterogeneity factor.

The continuous preconditioner shows good convergence times
relative to the other methods in almost all cases. Not only does
the method scale well but its convergence rate is also fairly resili-
ent to an increase in heterogeneity, with the best case showing
roughly a 25% increase in solution time going from r = 1.0 to
r = 100.0 in the structured 3D problem. For 2D problems the fastest
results are obtained by using either BoomerAMG or ML for the low-
level correction. In the 3D cases an AGMG correction produces the
best results.

The constant preconditioner is slower to converge than the con-
tinuous. The computational expense of each preconditioning step
is in fact lower for the constant than for the continuous, but this
advantage is outweighed by the significantly larger number of iter-
ations that are required. As with the continuous method the con-
vergence rate is fairly resilient to increases in heterogeneity. In



Table 2
Iterations taken to solve the MIP diffusion 2D cranked duct problem discretised with structured quadrilaterals.

Heterogeneity factor r = 1.0

Constant Continuous Plain AMG

Elements AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG

1600 48 41 38 33 13 9 10 9 11 27 29 12
6400 51 40 41 33 14 10 10 9 11 30 33 12
25600 51 45 45 32 14 11 11 9 11 32 36 12
102400 50 47 50 32 16 13 12 9 11 36 37 12
409600 44 54 58 29 16 9 14 8 12 39 46 12
1638400 41 52 61 29 15 9 16 8 12 47 49 12

Heterogeneity factor r = 100.0

Constant Continuous Plain AMG

Elements AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG

1600 67 61 59 53 15 13 12 12 31 42 41 15
6400 66 58 56 51 16 14 12 11 30 43 44 15
25600 68 65 56 50 16 15 14 11 27 47 46 15
102400 69 73 68 51 17 17 14 11 27 52 45 14
409600 66 79 71 51 17 13 18 11 27 59 56 14
1638400 66 76 71 48 17 14 18 11 27 69 57 15

Table 3
Time (s) taken to solve the MIP diffusion 2D cranked duct problem discretised with structured quadrilaterals.

Heterogeneity factor r = 1.0

Constant Continuous Plain AMG

Elements AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG

1600 0.076 0.068 0.096 0.048 0.02 0.02 0.016 0.016 0.016 0.04 0.06 0.028
6400 0.284 0.232 0.3 0.196 0.084 0.064 0.108 0.056 0.056 0.144 0.232 0.092
25600 0.896 0.844 0.932 0.62 0.276 0.232 0.3 0.196 0.18 0.732 1.364 0.452
102400 3.6 3.58 4.208 2.532 1.288 1.128 1.264 0.8 0.744 3.764 6.684 2.18
409600 12.632 16.812 20.108 9.376 5.14 3.232 6.1 3.02 3.38 17.072 34.956 9.196
1638400 51.644 68.856 88.884 40.244 20.384 13.436 29.568 13.024 14.828 88.832 159.992 38.976

Heterogeneity factor r = 100.0

Constant Continuous Plain AMG

Elements AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG

1600 0.092 0.092 0.092 0.088 0.02 0.02 0.04 0.02 0.048 0.06 0.116 0.04
6400 0.288 0.264 0.348 0.248 0.076 0.072 0.072 0.06 0.132 0.188 0.308 0.12
25600 1.204 1.212 1.204 0.996 0.316 0.316 0.344 0.236 0.552 1.064 1.712 0.572
102400 4.996 5.54 5.716 4.076 1.36 1.464 1.464 0.972 2.08 5.412 8.128 2.556
409600 19.1 25.476 25.172 21.064 5.568 4.92 10.332 4.332 8.98 26.412 44.556 13.136
1638400 82.26 98.496 104.776 66.18 23.992 21.664 33.296 18.2 37.704 127.456 182.98 48.968

Table 4
Iterations taken to solve the MIP diffusion 3D cranked duct problem discretised with structured hexahedra. Some high refinement problems failed to complete due to insufficient
memory.

Heterogeneity factor r = 1.0

Constant Continuous Plain AMG

Elements AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG

1000 52 45 46 43 12 12 12 12 17 31 35 25
8000 58 47 46 44 13 12 12 12 17 36 42 25
64000 60 50 48 43 12 12 12 11 16 39 44 25
512000 60 50 51 40 12 12 12 10 15 45 47 24
4096000 59 53 57 40 13 12 14 10 14 n/a n/a n/a

Heterogeneity factor r = 100.0

Constant Continuous Plain AMG

Elements AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG

1000 101 97 101 97 18 18 19 18 49 62 69 41
8000 80 86 77 74 18 18 18 17 38 60 71 32
64000 75 81 82 72 18 19 18 16 38 66 66 29
512000 76 89 79 72 17 18 18 15 36 74 72 29
4096000 75 92 89 71 16 22 21 15 35 n/a n/a n/a
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Table 5
Time (s) taken to solve the MIP diffusion 3D cranked duct problem discretised with structured hexahedra. Some high refinement problems failed to complete due to insufficient
memory.

Heterogeneity factor r = 1.0

Constant Continuous Plain AMG

Elements AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG

1000 0.128 0.116 0.164 0.112 0.036 0.036 0.068 0.04 0.044 0.096 0.184 0.22
8000 0.976 0.82 0.852 0.788 0.256 0.244 0.296 0.312 0.492 1.196 2.432 2.416
64000 8.224 7.1 7.032 6.42 2.156 2.16 2.608 2.896 3.148 11.864 23.872 27.8
512000 67.56 59.04 61.936 49.04 17.076 17.968 21.812 24.108 24.86 114.656 343.48 248.764
4096000 540.024 504.176 565.564 474.852 152.972 147.212 210.28 219.304 195.708 n/a n/a n/a

Heterogeneity factor r = 100.0

Constant Continuous Plain AMG

Elements AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG

1000 0.248 0.248 0.26 0.26 0.052 0.056 0.108 0.06 0.16 0.192 0.396 0.324
8000 1.352 1.496 1.376 1.368 0.368 0.364 0.412 0.468 0.952 1.964 4.1 3.04
64000 10.636 11.48 12.12 10.704 3.264 3.384 3.956 4.6 5.828 20.112 36.396 31.74
512000 86.52 103.94 95.844 88.992 24.192 26.72 32.552 38.576 65.248 188.508 327.58 291.492
4096000 691.644 873.312 884.104 755.66 187.516 266.612 313.948 345.632 485.296 n/a n/a n/a

Table 6
Iterations taken to solve the MIP diffusion 3D cranked duct problem discretised with unstructured tetrahedra.

Heterogeneity factor r = 1.0

Constant Continuous Plain AMG

Elements AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG

129275 144 100 100 99 37 37 37 37 57 62 66 48
239299 143 95 94 94 33 32 33 31 57 61 65 45
607387 143 99 99 98 34 34 34 33 60 64 69 48
3919544 168 98 97 93 33 32 33 31 58 68 73 47

Heterogeneity factor r = 100.0

Constant Continuous Plain AMG

Elements AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG

129275 172 126 121 115 47 46 46 45 76 89 92 57
239299 169 126 116 111 46 44 44 43 71 91 89 54
607387 164 137 132 117 44 43 42 41 73 98 99 56
3919544 168 144 132 118 40 40 41 39 70 105 110 56

Table 7
Time (s) taken to solve the MIP diffusion 3D cranked duct problem discretised with unstructured tetrahedra.

Heterogeneity factor r = 1.0

Constant Continuous Plain AMG

Elements AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG

129275 13.3 10.2 11.2 14.18 3.31 3.40 3.55 3.74 4.71 8.26 15.0 59.9
239299 25.1 18.5 20.5 26.5 5.53 5.54 6.0 6.10 8.99 15.7 28.2 113.0
607387 66.9 51.3 57.7 75.9 15.5 15.8 16.7 17.9 26.3 44.3 81.1 328.0
3919544 563.2 367.7 410.8 543.8 107.9 107.7 117.7 125.6 183.2 349.4 604.2 2937.0

Heterogeneity factor r = 100.0

Constant Continuous Plain AMG

Elements AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG

129275 15.9 12.8 13.6 16.3 4.26 4.20 4.40 4.52 7.08 11.79 20.84 68.62
239299 29.68 24.53 25.26 30.84 7.672 7.596 7.976 8.532 12.49 23.32 38.46 131.2
607387 76.8 71.0 76.8 89.7 20.1 19.9 20.6 22.1 35.6 67.7 116.2 371.3
3919544 563.8 536.5 555.4 682.2 131.0 133.7 145.2 156.3 235.8 536.5 905.1 3423.9
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the 2D case BoomerAMG appears to provide the best low-level cor-
rection, while in the 3D cases it varies between BoomerAMG and
AGMG depending on the problem, with AGMG appearing to per-
form better for the more heterogeneous problems.

When the algebraic multigrid preconditioners are used by
themselves the AGMG algorithm shows the fastest performance
in all problems. It consistently outperforms the constant precondi-
tioner and in some cases is competitive with the continuous. The
AGMG does show a significant degradation in performance when
heterogeneity is added however, with the effect being particularly
noticeable for the case of structured hexahedral elements. The
other AMG preconditioners all fall far behind AGMG in perfor-
mance. BoomerAMG comes close in some 2D cases but it also
shows some of the weakest performance in 3D, particularly for
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unstructured tetrahedral elements. In general for BoomerAMG, but
particularly in the unstructured tetrahedral case, BoomerAMG has
very slow convergence times despite the iteration number being
kept quite low. This indicates that, while the coarsening algorithm
is able to create coarse projections of the problem that approxi-
mate it well, they are poorly conditioned or do not reduce the
number of unknowns by a great amount.

Overall the continuous preconditioner, using as a low-level cor-
rection BoomerAMG in 2D cases and AGMG in 3D cases, performs
best. AGMG used alone is competitive with continuous in some
cases but usually lags behind, particularly in more challenging
heterogeneous problems. The constant preconditioner, with either
BoomerAMG or AGMG as the low-level correction depending on
the problem, is the next best. Finally the AMG methods ML, GAMG
and BoomerAMG all show the slowest performances except for
BoomerAMG in some 2D cases.

It can be seen in Table 4 that for the problems with a higher r
both the constant and some AMG preconditioners require a sur-
prisingly high number of iterations when solving problems with
fewer elements, but the iteration number drops as mesh refine-
ment increases. This behaviour will be explained in Section 3.4,
but that fact that it occurs in the AMG preconditioners as well as
the two constant and continuous (though much more noticeably
in the constant one) indicates that this behaviour is not directly
linked to the preconditioners being studied.

Another aspect worthy of consideration is the computer mem-
ory required to run these algorithms. Table 8 shows the memory
required by each preconditioning algorithm for the two largest
structured hexahedra problems. The memory values show only
the memory required by the preconditioner. These values are
obtained by first running the code with no preconditioning enabled
and subtracting the memory used by the non-preconditioned prob-
lem with that used by the problem when preconditioning was
enabled.

The results demonstrate that it is the constant preconditioner
which is most memory efficient, with continuous being somewhat
more expensive and the AMG methods being the most costly.
BoomerAMG in particular is very memory intensive. For the largest
problem all AMG algorithms apart from AGMG failed to run due to
lack of memory on the computer being used. For BoomerAMG this
was expected due to the very high runtime memory requirements,
for ML and GAMG the runtime memory should be similar to that of
AGMG but both algorithms require significantly higher memory
peaks in the setup phase which prevented them from being used.

In a neutron transport problem with multiple energy groups, it
may be necessary to generate and store many preconditioners. This
means that the low memory consumption of the constant precon-
ditioner may, in some cases, be a large enough advantage that it is
worth using ahead of a method such as AGMG, despite its slower
convergence.
3.4. Impact of modification of penalty terms on convergence

The results so far which use the MIP scheme have exhibited
unusual convergence behaviours for problems with high hetero-
geneity factor and low mesh refinement. Since such problems
would likely give rise to very thick regions it was hypothesised that
Table 8
Virtual memory (Gb) requirements of preconditioners on 3D cranked duct problem.

Constant Continuous

Elements AGMG ML GAMG BoomerAMG AGMG ML

512000 0.5 0.7 0.6 0.7 2.0 1.5
4096000 4.4 5.6 5.1 6.5 14.1 12.1
such behaviour might be linked to the MIP. This is because MIP
intentionally overpenalises the thick regions, which will generally
lead to a worse condition number for the matrix. This is done in
order to make the diffusion problem more consistent with the
transport and therefore provide a more effective DSA scheme.
The problem was run again for the structured quads case showing
the convergence for both MIP and SIP methods along with the
thick region SIP penalty parameter. These results are shown in
Table 9.

The highlighted rows are those in which the penalty parameter
in the MIP scheme differed from that in SIP, for the rows which are
not highlighted both schemes are identical. From the table of
results it is clear that the strange convergence patterns were being
caused by the MIP scheme. In all cases where the MIP scheme
would provide a different penalty term to the SIP scheme, those
being the areas where the SIP penalty term is less than 0:25, the
MIP scheme has weaker convergence. Additionally the extent to
which the MIP convergence is weakened seems to be linked
directly to the magnitude of the change in penalty term between
the two schemes.

Results for only two preconditioners are displayed here but this
behaviour is seen in all the preconditioners studied. It is more
apparent in some than others, in particular the continuous if
affected considerably less than the constant.
3.5. Full low-level solution

In Section 2.3 two methods were described for approximating
the solution to the low-level problem in the constant and continu-
ous preconditioners. One was the method used in the results in
Section 3.3, where a single step of an AMG preconditioner is used.
However an alternative method would be to use a preconditioned
solver to approximate the solution to the low-level problem to a
specified accuracy. Such a method would naturally be more
involved and therefore make each preconditioning step take longer
but by providing a more accurate coarse correction it should
reduce the number of iterations needed. Here the constant and
continuous preconditioners with AGMG are used again, but the
low-level correction is now obtained from a full conjugate gradient
solution of the problem with AGMG preconditioning to a relative
tolerance of 1:0� 10�9.

Comparing the results in Table 10 to those in 4 it can be seen
that the number of iterations to converge does decrease slightly
when a more accurate solution to the low-level problem is calcu-
lated, particularly for the constant preconditioner in the homoge-
neous case. However, the extra work done on the low-level
method means that the slight reduction in iteration number is usu-
ally far outweighed by the increase in computational cost. For the
constant preconditioner there appears to be some benefit to this
method in high refinement homogeneous problems but few real
problems are homogeneous.

For the same set of results Table 11 shows the time in seconds
taken by the AGMG preconditioned CG solver needed to find solu-
tions to the low-level problem. These results are for the first time
the low-level problem is solved. It is clear that the low-level prob-
lem produced by the constant preconditioner converges signifi-
cantly faster.
Plain AMG

GAMG BoomerAMG AGMG ML GAMG BoomerAMG

1.5 3.9 4.2 3.8 3.5 22.8
11.1 35.1 33.1 n/a n/a n/a



Table 9
Comparison of SIP and MIP diffusion convergence for 2D cranked duct problem discretised with structured quadrilateral elements.

Heterogeneity factor r = 10.0

Constant + BoomerAMG AGMG

Elements SIP/MIP penalty value (Thick Region) SIP iterations MIP iterations SIP iterations MIP iterations

1600 2:1 _3 49 49 29 29

6400 4:2 _6 49 49 29 29

25600 8:5 _3 48 48 27 27

102400 17:0 _6 49 49 26 26

409600 34:1 _3 48 48 26 26

1638400 68:2 _6 48 48 25 25

Heterogeneity factor r = 100.0

Constant + BoomerAMG AGMG

Elements SIP/MIP penalty value (thick region) SIP iterations MIP iterations SIP iterations MIP iterations

1600 0:21 _3=0:25 51 53 31 31

6400 0:42 _6 51 51 30 30

25600 0:85 _3 50 50 27 27

102400 1:70 _6 51 51 27 27

409600 3:41 _3 51 51 27 27

1638400 6:82 _6 48 48 27 27

Heterogeneity factor r = 1000.0

Constant + BoomerAMG AGMG

Elements SIP/MIP penalty value (thick region) SIP iterations MIP iterations SIP iterations MIP iterations
1600 0:021 _3=0:25 50 145 29 64

6400 0:042 _6=0:25 50 112 28 53

25600 0:085 _3=0:25 50 83 26 36

102400 0:170 _6=0:25 53 61 27 27

409600 0:341 _3 51 51 26 27

1638400 0:682 _6 53 53 25 27

Table 11
AGMG preconditioned CG time(s) needed to solve the continuous and constant low-level problems.

Constant Continuous

Fine Grid Elements r = 1.0 r = 100.0 r = 1.0 r = 100.0

64000 0.00600 0.0867 0.624 0.689
512000 0.536 0.721 4.78 5.44
4096000 5.17 6.94 46.3 52.1

Table 10
Iterations and time taken to solve the MIP diffusion 3D cranked duct problem discretised with structured hexahedra. Full solution with conjugate gradient performed on low-level
problem.

Heterogeneity factor r = 1.0

Constant + AGMG Continuous + AGMG

Full solve Difference Full solve Difference

Elements Iterations Solve time (s) Iterations Solve time (s) Iterations Solve time (s) Iterations Solve time (s)

1000 42 0.156 �10 +0.028 11 0.060 �1 +0.024
8000 43 1.30 �15 +0.324 11 0.612 �2 +0.356
64000 40 9.81 �20 +1.59 10 6.70 �2 +4.54
512000 36 58.6 �24 �8.96 9 48.0 �3 +30.9
4096000 34 462.9 �25 �77.1 8 375.1 �5 +222.1

Heterogeneity factor r = 100.0

Constant + AGMG Continuous + AGMG

Full Solve Difference Full Solve Difference

Elements Iterations Solve time (s) Iterations Solve time (s) Iterations Solve time (s) Iterations Solve time (s)

1000 97 0.384 �4 +0.136 17 0.140 �1 +0.088
8000 74 1.97 �6 +0.618 17 1.25 �1 +0.882
64000 71 15.7 �4 +5.064 16 11.9 �2 +8.64
512000 69 125.2 �7 +38.7 15 89.4 �2 +65.2
4096000 68 1086.5 �7 +394.9 15 741.6 �1 +554.1
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3.6. Poor quality unstructured tetrahedra

The next set of results were taken from a mesh of the 3D prob-
lem using unstructured tetrahedra just as the results in Table 6.
However on this occasion the mesh generated is of a poor quality,
particularly in the more refined cases. When discussing the quality
of a mesh there are many metrics that may be calculated to give a
numerical indication of how good a mesh is (Frey and George,
2000). The program GMSH which was used to create the meshes
used in this paper provides several metrics which may be used
as indicators of mesh quality (Geuzaine and Remacle, 2009). Here
the relevant metrics are

� Signed Inverse Condition Number (SICN).
� C: Inscribed radius/circumscribed radius.

These metrics exist on a scale of 1 representing the best case
and 0 the worst case. For a given mesh GMSH will display the high-
est and lowest values of each metric present. Typically it takes only
a few bad elements to cause problems so the worst case for these
metrics is usually more informative.

Table 12 compares how the metrics vary between the good and
bad quality mesh. These values are taken for the most refined ver-
sion of each case (both roughly 4million elements). SICN and C are
different by a factor of more than 100 in these metrics indicating
significant variation in mesh quality.

Examining these figures, shown in Tables 13 and 14, and com-
paring them to the previous results in Tables 6 and 7, it is clear that
mesh quality can have a noticeable impact on the convergence of
the solution. All preconditioners show a significant degradation
in performance. The continuous and AGMG methods appear to be
the most resilient to this poor mesh quality.
3.7. Transport calculation

The results so far have all been for a single diffusion problem.
The ultimate aim however is to use these methods for solving
the diffusion equation as part of a DSA scheme for a transport code.
This paper does not aim to prove the effectiveness of the MIP
scheme or justify the use of DSA as these topics have been covered
extensively elsewhere. Transport results are presented here in
order to give an indication of the impact that different precondi-
tioners may have of the solution speed of these methods.

Here the transport equation is solved by a GMRES solver with
the diffusion working as a DSA preconditioner as defined in Sec-
tion 2.5. These results show the impact that these different precon-
ditioners can have on the time taken to calculate the solution to a
full transport problem. The transport results for S2 and S16 quadra-
tures were calculated on the 3D cranked duct problem discretised
with structured hexahedra. They are shown in Table 15.

The variation in solution time matches the variation in solution
time for the diffusion case as expected. Once again it is clear that
the continuous preconditioner shows the best performance. For
highly heterogeneous S16 problems the difference in solution time
between constant and AGMG is quite small which would make it a
reasonable selection in problems where computer memory is lim-
ited and implementation of the continuous method is challenging.
Table 12
Lowest occurring values of mesh quality metrics for the highest refinement
unstructured tetrahedra problem.

Poor quality mesh Good quality mesh

SICN 0.000661 0.0962
C 0.000540 0.0808
3.8. Parallel scaling

So far all results have been computed only in serial. In order to
check parallel the same set of problems used in the 3D structured
hexahedra results were run again but this time on 10 cores. The
parallel implementation of the diffusion problem uses shared
memory parallelism (OpenMP) for all matrix-vector and vector-
vector products in the algorithms used, as well as the block Jacobi
smoother. Because the parallelism was implemented using
OpenMP and the ML and AGMG packages do not have an OpenMP
implementation these results use BoomerAMG which does.

The results, shown in Table 16, show the ratio in time to con-
verge, or speedup, when going from 1 core to 10.

These results show that typically the best speedup is seen with
the constant discontinuous low-level preconditioner, and the
worst speedup with BoomerAMG. At best there is approximately
a factor of 4 for the speedup when moving from 1 to 10 cores,
and generally a higher mesh refinement allows for better scaling
up to a point. At very high mesh refinements as the memory starts
to fill up the cost of communicating between cores increases and
the speedup factor starts to drop.

In order to study the effects of high memory usage affecting
performance, which is a large factor in parallel efficiency, an addi-
tional study was undertaken to test the slowdown experienced by
the methods when multiple instances of the same problem are run
simultaneously in serial on several cores which share the same
memory. These results are taken for the 3D cranked duct problem
discretised with 64000 structured hexahedra and heterogeneity
factor r = 1.0.

The results, presented in Table 17, demonstrate that significant
degradation in solution time occurs when the cores are forced to
compete for memory access. This behaviour will be a significant
part of the reason why the parallel performance show in Table 16
is below the ‘‘ideal” level. It should be noted that the degradation
in performance correlates fairly well with the memory require-
ments of each preconditioner (Table 8).
4. Conclusions

This paper presented two two-level methods as potential pre-
conditioners for the MIP diffusion equation, one based on project-
ing to linear continuous FEM, the ‘‘continuous” method and the
other to constant discontinuous FEM, the ‘‘constant” method.
These two-level methods were combined with an AMG precondi-
tioner which was used to obtain the low-level correction. The
effectiveness of these preconditioners was tested at varying
degrees of heterogeneity and for varying mesh types. The results
demonstrated that both of these methods work as effective precon-
ditioner, enabling scalable convergence of the conjugate gradient
solver, even in strongly heterogeneous cases. Both methods were
tested using various different low-level AMG correction algorithms
and their performance was benchmarked against results obtained
using these AMG methods as standalone preconditioners.

Analysis of solution times shows that the continuous method is
faster than both the constant method and the AMG algorithms for
the majority of the problems. It frequently enabled shorter solution
times than the AGMG algorithm, which was the best performing
AMG method in these tests. In addition to this when the problems
were made more challenging, such as with strongly heterogeneous
material properties or poor quality elements, the continuous
method was less affected than other methods in terms of increased
solution time. The constant method was somewhat slower, but
was still able to frequently outperform many of the AMG methods
with the exception of AGMG. Convergence time for the constant
method was quite resilient to added heterogeneity in the problems



Table 13
Iterations taken to solve the MIP diffusion 3D cranked duct problem discretised with unstructured tetrahedra. Poor quality mesh.

Heterogeneity factor r = 1.0

Constant Continuous Plain AMG

Elements AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG

109219 135 117 118 117 51 49 50 49 70 65 67 58
194941 253 228 228 227 65 63 64 63 76 99 89 117
634439 204 199 199 199 57 56 57 55 72 81 81 100
4132327 388 385 386 384 60 58 61 57 79 164 139 205

Heterogeneity factor r = 100.0

Constant Continuous Plain AMG

Elements AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG

109219 157 150 141 137 56 55 55 54 78 94 93 68
194941 284 251 246 240 123 81 83 81 90 115 112 122
634439 223 218 218 217 64 63 65 61 86 118 117 111
4132327 420 423 423 418 70 68 72 66 89 185 164 224

Table 14
Time(s) taken to solve the MIP diffusion 3D cranked duct problem discretised with unstructured tetrahedra. Poor quality mesh.

Heterogeneity factor r = 1.0

Constant Continuous Plain AMG

Elements AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG

109219 11.0 10.3 11.5 17.5 3.91 3.85 4.16 4.20 6.10 7.36 13.2 58.8
194941 37.3 37.3 41.6 50.2 8.92 9.01 9.58 10.2 11.2 21.5 32.6 203.5
634439 101.7 110.0 123.9 162.1 27.2 27.76 29.6 32.5 34.8 60.2 101.6 664.4
4132327 1396.2 1512.9 1722.2 2289.8 205.8 204.2 225.1 291.1 272.7 888.9 1227.9 11552.5

Heterogeneity factor r = 100.0

Constant Continuous Plain AMG

Elements AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG AGMG ML GAMG BoomerAMG

109219 12.6 13.2 13.9 16.2 4.34 4.33 4.68 4.64 6.51 10.9 18.5 66.1
194941 41.3 40.5 51.3 52.2 17.1 11.5 12.2 12.8 14.7 24.6 40.8 210.3
634439 113.7 121.0 154.3 175.2 31.2 31.1 33.7 42.0 46.9 87.0 146.6 711.5
4132327 1502.7 1685.7 1909.9 2500.1 245.1 244.2 271.6 287.6 337.7 1352.1 1462.3 12640.9

Table 15
Run times for GMRES transport solution of the 3D cranked duct problem with structured hexahedra.

Heterogeneity factor r = 1.0

Constant + AGMG Continuous + AGMG AGMG

Elements S2 solve (s) S16 solve (s) S2 solve (s) S16 solve (s) S2 solve (s) S16 solve (s)

1000 1.876 14.16 0.644 11.668 0.744 11.7
8000 15.64 145.068 6.964 136.688 9.18 139.524
64000 139.204 1266.232 62.668 1114.728 71.768 1131.612

Heterogeneity factor r = 100.0

Constant + AGMG Continuous + AGMG AGMG

Elements S2 solve (s) S16 solve (s) S2 solve (s) S16 solve (s) S2 solve (s) S16 solve (s)

1000 28.552 131.288 8.356 112.076 19.848 122.496
8000 226.9 1219.292 90.376 1113.388 190.284 1176.2
64000 1705.788 8485.096 698.556 7840.804 1153.816 8338.508
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but suffered significantly when poor quality elements were used.
Both the constant and continuous methods scaled better than the
AMG methods in the parallel and choked memory tests, with con-
stant scaling best. In general the AMGmethods were more compet-
itive with the constant and continuous in 2D problems, but in 3D,
particularly with hexahedral elements which have a large number
of non-zero terms in the matrix for each degree of freedom, all but
the AGMG were significantly slower.

For the continuous method the optimal AMG for the low-level
correction was usually the AGMG, although in some 2D problems
BoomerAMG worked well. For the constant method there was sig-
nificant variation in which low-level AMG correction was superior,
and the optimal selection was highly problem dependant.

Another important property of these preconditioners is memory
their memory usage. Results indicated that the constant precondi-
tioner had the lowest memory requirements, in the cases tested it
used 10–15% of the memory that AGMG used. The continuous pre-
conditioner also had low memory requirements, though higher
than the constant at 30–40% of the AGMG memory.

The overall picture of the results points towards the continuous
method as being a very strong preconditioner due to its combina-
tion of high convergence speeds and moderate memory require-



Table 16
Ratio of solve times for 3D cranked duct structured hexahedra diffusion problem run
with 1 core and 10 cores.

Heterogeneity factor r = 1.0

Speedup Ratio

Elements Constant
+ BoomerAMG

Continuous
+ BoomerAMG

BoomerAMG

1000 2.85 2.13 1.88
8000 4.02 3.82 3.22
64000 3.65 3.41 2.91
512000 3.47 3.09 3.09
4096000 3.43 3.11 n/a

Heterogeneity factor r = 100.0

Speedup Ratio

Elements Constant
+ BoomerAMG

Continuous
+ BoomerAMG

BoomerAMG

1000 3.10 2.39 2.11
8000 3.00 2.90 2.73
64000 3.47 3.14 2.95
512000 3.80 3.62 3.21
4096000 3.37 3.22 n/a

Table 17
Slowdown encountered when running multiple instances of the same problem in
serial on multiple cores. Cranked duct 3D diffusion problem with 64000 structured
hexahedral elements.

Cores Constant + AGMG Continuous + AGMG AGMG

1 1.0 1.0 1.0
2 1.05 1.06 1.07
3 1.10 1.13 1.16
4 1.16 1.21 1.26
5 1.24 1.29 1.40
6 1.36 1.41 1.58
7 1.48 1.53 1.76
8 1.63 1.68 1.95
9 1.82 1.87 2.20
10 2.01 2.06 2.39
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ments. The constant method is consistently slower, but still pro-
vides stable convergence and may be of some use if limited mem-
ory capacity is a significant issue in a problem.

Further work might look at how these preconditioners could be
extended to work with higher order elements as well as investigate
the use of different smoother algorithms. Additionally, different
methods for obtaining the low-level correction could be explored,
particularly non AMG methods.
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