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Abstract—Most of the efforts in the FPGA community re-
lated to sparse linear algebra focus on increasing the degree
of internal parallelism in matrix-vector multiply kernels. We
propose a parametrisable dataflow architecture presenting an
alternative and complementary approach to support acceleration
of banded sparse linear algebra problems which benefit from
building a Krylov subspace. We use banded structure of a matrix
A to overlap the computations Ax,A2x, . . . , Akx by building
a pipeline of matrix-vector multiplication processing elements
(PEs) each performing Aix. Due to on-chip data locality, FLOPS
rate sustainable by such pipeline scales linearly with k. Our
approach enables trade-off between the number k of overlapped
matrix power actions and the level of parallelism in a PE. We
illustrate our approach for Google PageRank computation by
power iteration for large banded single precision sparse matrices.
Our design scales up to 32 sequential PEs with floating point
accumulation and 80 PEs with fixed point accumulation on
Stratix V D8 FPGA. With 80 single-pipe fixed point PEs clocked
at 160Mhz, our design sustains 12.7 GFLOPS.

Index Terms—Krylov subspace, matrix powers, iterative
solvers, matrix exponentials, sparse matrix, SpMV, dataflow,
performance model

I. INTRODUCTION

It is well-known that the performance of sparse matrix-
vector multiplication (SpMV) kernels is significantly limited
by the available memory bandwidth. They sustain only a frac-
tion of peak compute performance due to difficulty in data re-
use and irregular data access patterns. As a result, sparse linear
algebra designs in most cases under-utilise available compute
capacity of contemporary CPUs, GPUs and FPGAs [2].

This problem is recognised by many researchers: Kestur
et. al. [5] propose additional data compression utilising spare
compute cycles. Similar activities exist on CPUs in a more
generic setting [11]. Despite this, a substantial amount of work
on sparse linear algebra is focused on saturating available
memory bandwidth by increasing internal parallelism of an
SpMV kernel, either in general purpose [4], [3], [9] or appli-
cation specific [1], [2], [6] setting.

In this paper we propose a domain-specific approach to
increase utilisation of compute capacity of reconfigurable
hardware, in order to avoid bandwidth limitation becoming
performance scaling bottleneck. We present a parametrisable
architecture targeting banded sparse linear algebra problems
which benefit from building a Krylov subspace:

span{x,Ax,A2x, . . . , Akx}. (1)

Such applications range from iterative linear and eigenvalue
solvers and approximations to matrix exponentials to ap-
proximate computation of matrix inverse and even Google
PageRank citation ranking by the power method [10].

The main contributions of this paper are as follows.

• A new parametrisable dataflow architecture to increase
compute intensity of SpMV kernels beyond the bounds of
available memory bandwidth, by exploiting mathematical
structure of the problem. The architecture is presented in
Section III.

• A performance and critial resource utilisation model in
Section IV.

• An evaluation of the proposed architecture in Section V
for a power iteration method, specialised to large unstruc-
tured sparse banded matrices, targeting Maxeler Maia
card with an Altera Stratix V D8 FPGA. We measure its
performance in order to verify our performance model,
and compare it to a CPU implementation using OpenMP
parallel SpMV kernel available from Intel MKL. Finally
we estimate the performance for other possible choices
of architecture parameters.

II. BACKGROUND AND RELATED WORK

Google PageRank computation by the power method is an
eigenvalue problem which consists of repeated matrix-vector
multiplications aimed to converge to a dominant eigenvector,
thus drawing a connection to Krylov subspace methods. With
web sites linking mostly themselves and a few related neigh-
bours, the page connectivity matrix should be sought as banded
under band minimisation node reordering, at least locally.

Efficient computation of sparse Krylov subspace problems
is challenging due to the low arithmetic intensity of matrix-
vector multiply kernels and the sparsity that prohibits usage of
matrix-matrix multiply kernels. Although direct computation
of the matrix power Ak can be done in log k matrix-matrix
multiply steps, it may change the sparsity structure of ma-
trix A, eventually leading to a much denser structure which
negates performance benefits.

Instead, if one computes matrix actions in expression (1) as
a sequence of independent matrix-vector products,

Ax0 = x1, Ax1 = x2, . . . , Axk−1 = xk, (2)



Fig. 1. Example of a matrix sparsity structure considered throughout the pa-
per. Black squares represent nonzero elements. Matrix can be nonsymmetric.

for large matrix problems, memory traffic associated with
fetching matrix data and vectors will grow linearly with k
as O(k nnnz) and O(kn) accordingly, where n is a matrix
rank and nnnz is its number of nonzero entries. Thus, due to
low data re-use, the execution becomes solely DRAM bound,
resulting in k times increase in runtime. This effect can be
observed on data sets exceeding the last level CPU cache size
by a factor.

As an alternative, Rafique et. al. [7], [8] propose computing
several matrix-vector products in parallel on FPGA for dense
matrices with a tiny band. Their approach is to split the matrix
and vectors into partitions and feed each partition to a complex
processing element (PE), which computes all matrix powers
on its own data. This results in overlapping computation fronts
due to dependencies between data partitions (via shared parts
of right hand side vectors), leading to either halo exchange
between partitions, or redundant computations. As a result,
there is a communication-computation trade-off which limits
that computation to the tiny matrix bands and constraints
scalability in terms of the parameter k.

In the next section we propose a more scalable approach
to overlapping matrix power evaluations on reconfigurable
hardware.

III. KRYLOV SUBSPACE ARCHITECTURE

We present a generic and parametrisable architecture of
computing the basis of Krylov subspace (1), specialised to
large, not necessarily symmetric sparse unstructured matrices
whose nonzero entries lie in a relatively narrow band, centered
along the diagonal (Fig. 1).

To deal with large matrix problems, both matrix data and
vectors are stored in off-chip DRAM and streamed to the chip
and back where necessary.

In order to avoid DRAM bandwidth limit becoming a
scalability bottleneck, we maintain a shifting window into
the matrix data on-chip and pass them from one SpMV
processing element to another, offsetting matrix-vector product
evaluations Ax,A2x, . . . , Akx in time.

With on-chip buffering, off-chip memory traffic is reduced
by a factor O(k) and overlapped computing fronts are avoid-
able; the matrix-vector multiply problem becomes an O(nnnz)
linear sweep through the matrix nonzero data and O(n) sweep

through the vectors, at the cost of increased on-chip memory
utilisation.

Section IV will report that the matrix band has crucial
impact on architecture scaling in terms of both resource
utilisation and sustainable performance. There, we show that
for bands small compared to the matrix rank, the offsetting
costs are asymptotically negligible.

A. Processing element

The design of a processing element is a parameter to the
Krylov subspace architecture. We accept any implementation
of a processing element as part of our pipeline, as long as
it satisfies the following requirements. Processing element
implements row-major matrix-vector multiply but does not
communicate to the DRAM itself. It accepts the following
inputs at every cycle (Fig.2):

• the pair (xij, in_validity_bit), where xij is an
element of the dense vector xi, if in_validity_bit
is 1;

• the sparse matrix A in any row-major sparse matrix
storage format;

• a global enable synchronisation signal, which indicates to
a PE that the input data are valid and SpMV evaluation
should start.

Ax = y

A A

x y

enable row

Fig. 2. The schematic representation of a Processing Element (PE)

The operation of the processing element can be summarised
as follows:

• it reads p matrix elements per cycle, p ≥ 1 and outputs
them every cycle unchanged;

• it maintains a shifting window of width w ≥ b to the
input vector in order to support banded matrix with band
b for any matrix rank;

• it updates its shifting window once in_validity_bit
is 1.

• in a cycle, it internally processes nonzero entries from
one matrix row.

It has the following outputs:

• the pair (yij, out_validity_bit) at every cycle
and sets out_validity_bit to 1 whenever yij , j-th
element of the vector yi, is valid;

• the number of the row it is currently processing;
• p matrix elements in the same storage format;
• a global stall synchronization signal, indicating internal

data conflict.

The level of internal parallelism p corresponds to the
number of matrix elements processed per cycle, and is the most
important performance parameter of the processing element.
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Fig. 3. Schematic diagram of a Krylov subspace architecture

B. Krylov subspace pipeline

We propose to build a Krylov subspace computation as a k-
stage pipeline of processing elements (PEs). Each PE performs
a single SpMV computation. The matrix A and the input
vector x0 are streamed from DRAM only once as inputs to
the first PE. Then each PE passes the same matrix and vector
xi to the next PE locally on the chip, thus avoiding extensive
communication to DRAM. The output of the pipeline is either
the last vector xk or some subset of vectors {xi, i ∈ [1..k]}
(see discussion below in this section); the output vectors are
sent to DRAM as the pipeline output.

There are a number of conceptual and implementation
challenges of such pipelining which we describe below.

1) Data dependency: The elements of vector xi should be
computed before Axi = xi+1 evaluation begins. In case of
non-banded matrix A one needs to complete the previous com-
putation Axi−1 = xi. The result is a consecutive evaluation
of SpMVs, strictly one after another. As above, this leads to
run times scaling linearly with k.

2) Using matrix structure to reduce run times: For the
banded matrix A with bandwidth b, one may overlap the next
SpMV computation with the previous: its banded structure
implies that only a portion of a vector column is accessed
for every matrix row. In the beginning, the computation
Axi = xi+1 needs at most b elements from the vector xi

since there are only b nonzero matrix entries within the band.
Once the first b elements in xi are ready, the next PE may start
evaluating Axi = xi+1. Thus, we take the banded structure of
matrix A into account and overlap consecutive matrix-vector
multiplications. Note the next PE may start its work earlier if
PEs process matrix storage in row-major ordering.

3) Minimising off-chip matrix data traffic: In the beginning
of the next matrix-vector computation, a processing element
needs to access the first few matrix elements (or, the first
matrix element) while the current computation has already
progressed further into the matrix storage. To avoid repeated
fetches of matrix data from DRAM, we keep a portion of
matrix data local to the chip as a shifting window into the
matrix storage.

In order to support k PEs, the architecture maintains k − 1
buffers implementing shifting windows into the matrix and
interleaves them with processing elements. Once a PE makes
use of a matrix element from the current shifting window,
it writes that element to the next matrix buffer. Therefore,
matrix data are read from DRAM only once and then reused

by all k matrix-vector computations. Here we benefit from
a custom memory buffering and data movement strategy, a
feature unsupported by commodity hardware.

4) Avoiding data hazards: Shifting windows into the matrix
should be non-overlapping. Otherwise, the next PE completes
the work on matrix elements it owns earlier than the the
current PE shifts down the matrix. As a consequence, the next
PE starts addressing the elements of its left hand side vector
before they are ready, resulting in errors.

Generally, there is no guarantee of even data distribution
within the matrix and thus shifting windows may start over-
lapping at some moment of computation.

To address this problem, it is necessary to either stall the
next PE dynamically, or offset PEs in time sufficiently to avoid
the problem. The second solution is less preferable since it
increases the size of all matrix windows and thus requires
more BRAMs.

5) Avoiding data loss: Shifting windows into matrix data
needs to have no gaps between each other, otherwise some
matrix data may miss the on-chip buffers and be effectively
lost between matrix computations. Thus, either every PE is
active processing their matrix elements and passing them
further within the pipeline, or a global stall needs to happen
to avoid data loss.

6) Minimising on-chip memory utilisation: The amount of
on-chip memory spent on matrix buffers is proportional to the
time offsets between the operation of neighbouring PEs. The
shorter the delay between adjacent processing elements, the
less on-chip memory is required for buffering.

7) Minimising off-chip vector data traffic: We buffer inter-
mediate vectors on-chip in the same way as matrix data: while
the previous processing element computes some further parts
of its output vector, some past data from that vector are used
by the successive PE. The same issues of data hazards and
loss apply to vector buffers as well.

Buffering vectors eliminates the need for reading vectors
xi, i > 0 from DRAM, but not necessarily eliminates writing:
further usage of intermediate vectors is an application-specific
choice. There are three possibilities:

• only the final vector xk is required. In this case there is
no need to send first k − 1 vectors to DRAM;

• the application implements post-processing of intermedi-
ate vectors. If such post-processing is done by another
compute kernel on-chip, there is no off-chip vector data
traffic associated with this compute kernel;

• all or some vectors are required. Then we buffer vectors
between processing elements and send them to DRAM.
In this case, the scalability of an architecture is limited
by the DRAM bandwidth.

If an application does not need to store or post-process
intermediate vectors, there will be no arrows from vector
buffers in Fig. 3.



C. Parameter space

Our architecture offers opportunities for design space ex-
ploration:

1) Internal design of a processing element: The processing
element can be implemented in various ways. It may have
different levels of internal parallelism p. It can achieve a given
level of parallelism in different ways. It can support floating
point or fixed point accumulation. The resource utilisation of
a single processing element is also a parameter.

2) Performance: There are two performance parameters:
the internal parallellism of a processing element p, and the
number of matrix powers k. The first parameter enables
increasing DRAM bandwidth utilisation, while the second
makes the Krylov subspace pipeline deaper and thus increases
compute intensity for the same level of bandwidth utilisation.

PE PE PE

PE

PE PE PE PE PE PE

PE PE PE

PE

PE PE PE PE PE PE

Fig. 4. Possible performance choices: one highly parallel PE, a pipeline of
a few moderately parallel PEs, and a deep pipeline of sequential PEs

3) Frequency of stalls: The probability of Krylov subspace
pipeline stalls is inversely proportional to the capacity of
matrix and vector buffers. The lower excessive capacity of
these buffers, the more probable global pipeline stall becomes.

4) Application-specific choices: Whether an application
needs to post-process all or some of the vectors x1, ..., xk?

IV. PERFORMANCE MODEL

Let us assume that a stall due to data irregularities is a rare
event, and the distribution of the number of nonzero entries
in each row is close to uniform.

A. Speedup vs sequential FPGA implementations

The Krylov subspace pipeline aims to overlap SpVM com-
putes, and due to data dependencies, it adds time offsets be-
tween consecutive SpMV computations. Therefore, the break-
even point between speedup and slowdown takes place when
computing all overlapped SpMV together with all offsetting
overhead equals the time for evaluating k matrix powers by k
independent SpMV evaluations without time offsetting:

TPE + (k − 1)Toff = kTPE,

which simplifies to TPE = Toff .
Processing matrix data by a single PE takes TPE = dnnnz

p e
cycles. The minimal offsetting of two consecutive SpMV
evaluations is given by the number of cycles for computing b
elements of a shared vector. Since each matrix row has at most
b nonzero entries, the upper bound for Toff = bd bpe. Thus, the
condition TPE = Toff takes the form

⌈
nnnz
p

⌉
= b

⌈
b

p

⌉
,

or, approximately, b ≈ √
nnnz . Therefore, the proposed

architecture leads to slowdown with respect to a sequential
SpMV for matrix bandwidths larger than

√
nnnz .

The speedup factor is the ratio of run times in sequential
and parallel cases:

Sp =
kTPE

TPE + (k − 1)Toff
=

k
⌈
nnnz

p

⌉
⌈
nnnz

p

⌉
+ (k − 1)b

⌈
b
p

⌉ → k

as long as b� √nnnz and nnnz →∞.
In other words, the speedup factor Sp tends to k in the limit

of large matrices with small bandwidth.

TABLE I
ESTIMATED VARIATIONS OF SPEEDUP FACTOR. SEQUENTIAL SPMV

nnnz 106 106 107

b 100 100 100 100 512 512 512 512

k 2 4 16 32 2 4 32 32

Sp 1.98 3.88 13.91 24.43 1.58 2.23 3.51 17.65

Note that Sp is an additional speedup factor relative to a
baseline performance of a p-parallel SpMV kernel. Table I
shows how Sp scales for some realistic matrix ranks, band-
widths and numbers of matrix powers.

B. Predicting performance: runtime and FLOPS

Here we show how the performance model predicts the
run times and FLOPS rate of a Krylov subspace architecture.
Table II shows the expected run time and FLOPS metric
scaling for the 100Mhz design with k = 32 and a sequential
SpMV kernel.

TABLE II
ESTIMATED PERFORMANCE FOR P=1, K=32, nnnz = 106 AND b = 102

AND CLOCK FREQUENCY 100MHZ

1 SpMV 32 SpMVs Krylov subspace pipeline

Run time, s 0.01 0.32 0.0131

GFLOPS 0.07633 0.07633 2.44

The figures presented in the table are estimated as follows.
If a sample design with k = 32 matrix powers is clocked at
100Mhz, the processing time for the matrix with nnnz = 106

and b = 102 is estimated to be 106+31×104

/100×106 = 0.0131
second. Although a single SpMV kernel should sustain just
106

/0.0131× 106 = 76.33 MFLOPS, the projected FLOPS
rate for a design with 32 matrix powers is estimated to be
32×106

/0.0131× 109 = 2.44 GFLOPS.

C. Resource utilisation

Since we buffer matrix and vector data on-chip, the capacity
of the on-chip BRAM becomes a limiting factor to design
scalability. Let us assume that the matrix uses a generic single



precision CSR sparse storage. The CSR format encodes every
nonzero entry as a tuple {vals, column_idx}, both 32
bit wide, along with n + 1 32-bit indices providing variable
count of nonzeros in each row. We will also assume that
the maximum number of nonzero entries per row r is less
than the band, r ≤ b. Since we need to store b rows with
up to r nonzero entries, one buffer storage for matrix data
between 2 processing elements estimated as 32(2br+ b) bits.
We also need to store b vector entries in a vector buffer.
Assuming single precision format, we have another 32b bits of
on-chip storage. In total, buffering requirement for the design
is estimated to be

M = (k − 1) (2× 32× (b+ br))

bits. For example, a design with k = 80, b = 128 and r = 64
would require

Msample =
79× 64× (128 + 128× 64)

8× 10242
= 5.01MB

of BRAM storage, the capacity available in contemporary high
end FPGAs. There is no doubt that M is a lower theoretical
bound to a BRAM resource utilisation of a real application.

Note that matrix nonzero entries provide dominating contri-
bution to resource utilisation. A consequence of this estimate
is that some degree of internal parallelism of PEs comes for
‘free’: PEs may have up to r copies of shifting windows into
their column vectors (for processing p ≤ r matrix elements per
cycle without bank conflicts) before these redundant buffers
start making contribution to BRAM utilisation equal to a
storage requirement of matrix buffers.

Finally, an application requiring a combine/post-processing
unit as part of a Krylov subspace pipeline additionally needs
to maintain an on-chip shifting window of an appropriate size.
For example, a linear combination unit computing vector y =∑

i αix
i needs to accept contributions from all k PEs, and

different PEs contribute to the same element yj at different
moments of time. Thus, the width of its window should be
proportional to k: My = 32kb.

V. EVALUATION

A. Implementation

We demonstrate our approach by implementing a bench-
mark power iteration solver on a Maxeler Maia Dataflow
Engine (DFE), an Altera 5SGSD8 FPGA-based acceleration
board with 48GB of on-board DRAM memory, connected to
a 2.5Ghz Xeon E5-2640 server with 12 physical CPU cores.

We implement a simple processing element with minimal
resource utilisation in order to demonstrate the scalability of
Krylov subspace architecture in terms of parameter k. Our
PE processes only one matrix element per cycle from a large
single precision CSR matrix. Also, PE assumes the input
matrix does not have entries leaving band region. Violation
of this assumption results in incorrect computation.

For the band b = 128 and r = 64 a floating point
accumulator with an adder tree reduction circuit becomes
constraint by LUT resources: with k = 32 PEs in the pipeline,

the LUT utilisation is approaching 93%. Alternatively, a fixed
point accumulator (with inputs still being single precision
floats) allows the pipeline depth for the same b and r to
increase up to k = 80, utilising 84% (2160) BRAMs and
just 29% of LUTs. Note that using 2160 BRAMs in the
Altera chip corresponds to 5.27MB of BRAM buffers, close
to the performance model prediction. In either case, an FPGA
pipeline is clocked at 160Mhz.

B. Experimental results

We compare our designs to an equivalent CPU
version based on OpenMP parallel MKL routine
mkl_cspblas_scsrgemv. We compile our code
using Intel C Compiler 12.1.4 with flags -O3 -m64
-mtune=native -march=native.

For the measurements, we generate 3 synthetic sparse ma-
trices of in-memory size 12MB, 1239MB and 2021MB to test
cache-local and out-of-cache CPU performance and compare it
to the FPGA runtime. The matrix parameters are presented in
Table III. For every matrix, its r values are evenly distributed
within the band.

TABLE III
BENCHMARK MATRIX PROBLEMS

problem 1 2 3

rank 5× 105 5× 106 107

band 127 127 127

r 31 31 5

nnz 1.55× 106 1.55× 108 2.5× 108

fits to L3 out-of-cache out-of-cache

size, MB 12MB 1239MB 2021MB

FPGA, ms 10.75 970.1 1563.8

CPU, 12T, ms 17.57 3149.73 5221.42

speedup, k = 80 1.63 3.24 3.33

In order to estimate the performance of a power it-
eration computation on a CPU, we consecutively run
mkl_cspblas_scsrgemv routine k times using k + 1
different vectors, evaluating Equation (2). We allocate their
storage independently, thus drawing no guarantee of their con-
tiguous memory arrangement. Initially, we run this procedure
a few times as a warm-up precaution; we then measure the
execution duration of a power iteration repeated 10 times,
and calculate an average duration of a single power iteration
procedure. Finally, we repeat the above measurements with
MKL_NUM_THREADS equal to 1, 2, 4, 6 and 12 in order to
test the multi-core scaling of performance.

On FPGA, we first transfer matrix data to the DFE’s local
DRAM and then measure 10 runs of a Krylov subspace
pipeline which evaluates k matrix-vector multiplications in one
go. We then calculate an average duration of power iteration
pipeline execution.

To alleviate runtime deviations on both CPU and FPGA, we
re-run time measurements 3 times and choose the lowest value.
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Fig. 5. Performance of L3 cache problem, k = 80, 12MB matrix dataset

1 2 4 6 12
CPU threads

0
2000
4000
6000
8000

10000
12000
14000
16000

R
un

tim
e,

m
s

MKL
FPGA

1 2 4 6 12
CPU threads

0

2

4

6

8

10

12

14

G
FL

O
PS

Fig. 6. Performance of large problem, k = 80, 1239MB matrix dataset

The results of a design with k = 80 PEs processing our
test problems are presented in Fig. 5 and Fig. 6. For the
L3 cache local and out-of-cache problems FPGA delivers
1.6 to 3.3 speedup versus 12 OpenMP thread running on 2
socket system accordingly. We stress this is achieved by an
internally sequential SpMV design which dramatically under-
utilises DRAM throughput capacity. Since spare chip resources
for this design allow for more computation to happen, there
is a space for further acceleration, e.g. using p-parallel SpMV
designs.

For the comparison, the Fig. 7 presents similar measure-
ments for k = 32 matrix power problem with the same large
matrix of rank 5×106. Here, the FPGA design with a floating
point accumulator is used. For this setting, the FPGA run time
stays the same up to a measurement error as for a problem with
k=80, although it performs ≈ 32/80 = 0.4 times less compute
work, thus sustaining 5.1 GFLOPS instead of 12.7 GFLOPS
for k = 80. CPU evaluation shows the opposite trend: the
FLOPS rate stays the same while runtime scales with factor
0.4: it takes 5663 ms for k = 32 and 14162 ms for k = 80.

It is worth pointing out the relevance of out-of-cache execu-
tion on multi-core CPUs. For our large test problems a cluster
with about 100 12-core CPUs is required to fit our matrix (split
into parts) to its last level caches, despite of just 1.8 times
acceleration. Indeed, we measure about 7 GFLOPS sustained
with 12 core execution of L3 local problem, while an out-of-
cache problem sustains about 4 GFLOPS, which yields 1.8
time faster execution of the L3 local problem. Note we do not
account for any network communication and halo overheads.

VI. CONCLUSION

We present a novel scheme for accelerating Krylov sub-
space sparse problems on reconfigurable hardware, specialised
to the relatively small bandwidths. We provide an analytic

1 2 4 6 12
CPU threads

0

1000

2000

3000

4000

5000

6000

R
un

tim
e,

m
s

MKL
FPGA

1 2 4 6 12
CPU threads

0

1

2

3

4

5

6

G
FL

O
PS

Fig. 7. Performance of large problem, k = 32, 1239MB matrix dataset

performance model that may assist a priori estimations about
whether a given problem benefits from the proposed acceration
method.

Our technique provides a complementary acceleration strat-
egy to the standard efforts aiming to saturate the available
DRAM bandwidth. Our approach is shown to be bound
by silicon resource, enabling it to scale with increase of
BRAM capacity in future FPGA generations. As both DRAM
bandwidth and LUT resources are not fully utilised with this
approach, there is scope for further optimisations.
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